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Owners of data centers are contractually obligated to provide high-availability service to
their customers in the presence of ubiquitous hardware failures. Studies have indicated
that co-occurring component failure is a key contributing factor towards unavailability in
modern data centers [12]. Much effort has been made to produce quality statistical models
of correlation among failures. In this dissertation we depart from this approach and provide
a model which explicitly captures dependencies among system components. Our model
consists of a directed graph wherein nodes represent hardware components and directed
edges are used to connect nodes whose associated hardware components have a causal failure
dependency. That is to say, failure in the source component may result in the compromised
operation of the destination component. Given such a model, we consider how best to place
r replicas of data in the data center so as to ensure as many replicas survive as possible.
To this end, we cast our goals as combinatorial optimization problems for which we then
provide algorithms or establish hardness.
We consider several variations on the survivable replica placement problem. Motivated by
their use in commercially-available systems for distributed storage, we first address the case
wherein the graph is given as a tree. For this problem, we propose lexico-minimizing the
failure aggregate, a novel vector-valued objective which closely matches our intuition concerning “good” replica placements. We provide an O(n+r log r) time dynamic programming
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algorithm for lexico-minimizing the failure aggregate. Next, we consider the problem of placing m replicated blocks of data, so as to optimize the placement of replicas for each block
simultaneously. The complexity of this problem appears to be closely related to the skew,
which we define to be the difference between the largest and smallest number of replicas
2

among all blocks. We provide an algorithm whose running time grows like O(mO(δ ) ), where
δ is the skew, which is polynomial-time when the skew is a constant.
We then consider models which are more complicated than trees. We prove that optimizing
replica placement over natural extensions of our model to bipartite graphs is NP-hard, and
further show that this implies NP-hardness for directed graphs in general. In light of these
hardness results, we next consider classes of graphs which are computationally tractable.
Specifically, we show that reliable replica placement is fixed-parameter tractable in a special
class of multitrees. A multitree is a directed acyclic graph in which the set of all nodes that
can be reached from any fixed node induces a subgraph which is a tree. We parameterize
multitrees via their number of roots (i.e., nodes with in-degree zero), and prove that survivable replica placement is NP-hard even when restricted to multitrees with only three roots.
We then design a polynomial time algorithm for a special class of multitrees with two roots,
and show how to extend this algorithm to one which runs on multitrees with k roots in
O(nr2k+2 ) time, which is polynomial-time when both the number of roots and the number
of replicas is fixed.
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CHAPTER 1
INTRODUCTION
In recent years, use of the Cloud has begun to supplant that of hard disks as the typical
user’s primary source of storage. Prior to the Cloud, most users were limited by the storage
capabilities of their hard disk. If the hard disk fails, data could be lost. If the hard disk
becomes full, no more data can be saved, which could interfere with routine use. If a new hard
disk is required, the old data must first be transferred to the new device, a slow and unwieldy
process which is opaque to typical users. The storage paradigm shifted dramatically with the
availability of online mass-storage services, such as Google Drive and DropBox. Now, users
can store their data in the Cloud and access it from any device with an internet connection.
This paradigm shift induces a shift in responsibility. Prior to the Cloud, users were the
primary custodians of their data, responsible for both backups and data integrity. Now that
most data is stored in the Cloud, responsibility for that data has shifted to cloud service
providers. The shifting storage paradigm has also engendered a shift in user expectations.
Users expect cloud storage services to be a secure, available repository for their data.
When a user stores data in the Cloud, it is transferred from their device to a data center
operated by the cloud service provider. Within the data center, data is typically stored in
a Storage Area Network (SAN). Most SANs are built from hundreds of servers which are
interconnected via high-capacity network links, allowing them to quickly transfer gigabits of
data at a time. As with all data center components it is critical that SANs be designed in a
scalable manner, to allow more the addition of more storage capacity without jeopardizing
the efficiency of the system as a whole.
To protect user data from hardware failure, highly-available SANs operate off a replicated
storage scheme. In such schemes, multiple copies of the data are stored on several servers
throughout the data center. Typical replication schemes store two to three copies of each
piece of user data. Replication not only helps to ensure data integrity, but also keeps data
1

available in the event of network failure, which can disrupt or inhibit user access to a portion
of the SAN.
Replicated storage schemes raise some interesting research questions: Where should data
replicas be stored in the SAN? Are some storage locations better than others? What factors
should be taken into account when designing a scheme for placing replicas on servers? All
of these questions concern the task we refer to as replica placement.
A key challenge for data center operators is data availability. Roughly speaking, availability is measured by the amount of time per year a data center is online. Data centers
jockey for position based upon this measure of success, each eager to be able to advertise
statistics like 99.9999% uptime. This amounts to a little more than half a minute of time
spent unavailable per year, despite that some degree of hardware failure is inevitable. Data
availability is measured and enforced via a contract known as a Service Level Agreement
(SLA). These contracts obligate the data center to provide a minimum level of service.
SLAs typically include strict standards for availability, including uptime, and standards for
average or median round-trip latency.
Data center managers are interested in maintaining SLA compliance despite ubiquitous
failure. In an environment with tens of thousands of servers, and thousands of network
switches and routers, it is highly likely that something, somewhere will break. In such
environments, it is not a matter of if a failure will occur, but when it will occur. In the data
center, failure is not the exception, it is the rule. For decades now, large-scale distributed
systems such as data centers, have been designed from the ground up to mitigate the impact
of such failures.
Despite a massive effort to prevent hardware failure from impacting data center service,
catastrophic failures still occur. As an example, in May of 2013, Sears filed a lawsuit against
the makers of power components used in their data center, claiming a loss of two million US
dollars [30]. The root cause involved the simultaneous failure of multiple UPS components on
2

two separate occasions. In July of that same year, a data center in Provo, Utah experienced
the simultaneous failure of two core switches. The incident took an entire day to diagnose
and repair, during which time “several major brands and several million websites” were
unavailable [36]. Despite a clear profit incentive, correlated failure remains a key challenge
for data center operators.
This challenge is further complicated by theoretical difficulties. Current probabilistic
models of failure hinge on independent events, but this simplifying assumption breaks down
in practice. In probability theory, computing the likelihood that two or more events occur
simultaneously is a fundamental task. For independent events, this computation is simple.
However, when dependencies are introduced (i.e., when the likelihood of event A depends crucially on whether or not event B has occurred) the computations quickly become intractable.
As a result, most probabilistic models of failure assume that failures occur independently.
To be fair, assuming that failures occur independently is not entirely unreasonable. Every
observed failure has its root cause, the first point of failure which triggers system instability. There is no question that each root cause failure occurs independently of other root
cause failures. But going so far as to assume that all failures occur independently leads to
inadequate results. Indeed, empirical analysis has confirmed that such assumptions do not
hold in reality [12]. In 2010, Google published a study concerning availability which showed
that over 40% of the unavailability in their production level systems was due to correlated
failure [12]. That is to say, an unforeseen, measurable degree of correlation among failures
caused their system to become unavailable. Since Google has been at the forefront of data
center innovations for the last fifteen years, their work suggests that a different approach to
managing correlated failure should be explored. Other companies have performed similar
studies and arrived at the same conclusion: correlated failure remains a menace [1, 41].
We posit that correlations among failure events often arise as the result of hardware
dependencies. We propose a model which assumes that only root cause failure events occur
3

independently, and that these root cause events are to blame for failure events detected at
other points in the data center. Specifically, we take the position that independently occurring root-cause failures explain the correlation seen in practice. We present a model which
captures the hardware dependencies that underlie this correlation. We then demonstrate
how our model can be used to inform automated decision making concerning availability.

1.1

Related Work

To the best of our knowledge, a majority of the work done in the literature on correlated
failure in storage area networks can be classified as inherently reactive. That is to say, they
suffer from a chicken-and-egg problem: no recommendation can be made until a statistically
significant number of failures has been observed. The reactive approach to correlated failure
is exemplified by a general procedure that we call “measure-and-conquer”1 [1, 12, 25, 29,
38]. In measure-and-conquer systems, correlation among failure events is measured, and
this measurement is used to inform the reliability system. There are two criticisms to this
approach. First, in order to measure any degree of correlation, failures must first occur. It is
not clear how a brand-new system could mitigate the impact of correlated failure using this
approach prior to its first failure event. Indeed, no measure-and-conquer approach could
suffice in such a case, as there is nothing to measure. Second, in many measure-and-conquer
approaches, time-correlation among failure events is studied with the goal of predicting when
other failure events could occur. However, it is unclear whether time-correlation alone is
enough to produce a predictive model of failure which could be used as a basis for automated
decision making. Indeed, time-correlation is only one of several factors which may need to
be modeled in order to arrive at a robust system.
1

This term is also used to refer to a method for developing exponential-time algorithms for fixed-parameter
tractable problems [11]. We mean something very different.
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Alternatively, our approach does not suffer from these critiques. It uses only hardware
dependencies as a guideline, so it can begin taking steps to mitigate correlated failure before
any failures have occurred, or indeed before the system has even been constructed. These
hardware dependencies are available to the system designers, so the creation of such a model
is a feasible task. Indeed, models like ours are already included in commercially available
systems [27, 37]. Our goal is to demonstrate how a system which takes these dependencies
into account may be able to make better decisions regarding correlated failure.
Despite the chicken-and-egg problem, much effort has been made in the literature to
produce quality statistical models of the correlation among failure events [1, 12, 25, 38]. In
each of these works, a measured degree of correlation is given as a parameter to the model.
We posit that this correlation is a symptom of the underlying problem: the explicit causal
relations among failure events which give rise to the correlation seen in practice. Pezoa and
Hayat [29] have presented a model in which spatially correlated failures are explicitly modeled. However, as in many measure-and-conquer approaches, the main goal of this work is to
accurately model task redistribution and scheduling in the data center. In contrast, our work
is focused on algorithms for replica placement with provable guarantees. In the databases
community, work on replica placement primarily focused on finding optimal placements in
storage area networks with regard to a particular distributed access model or mutual exclusion protocol [17, 33, 42]. Similarly, work from the networking community tends to address
particular allocation policies or QoS constraints such as load balancing [31, 40], in contrast
to the present work on correlated failure. In general, much of the work from these communities focuses on system models and goals which are substantially different from our own.
Recently, there has been a surge of interest in computer science concerning cascading failure
in networks. While our model is conceptually related to this work, it does not appear to
directly follow from any published model [4, 19, 26, 43]. Current work in this area is focused
on fault-tolerant network design [4], modeling cascading failure [19, 26], and developing tech5

Figure 1.1. Illustration of heirarchical failure domains used in a commercially available
storage area network. Source: Parallels Administrator’s Guide [27]. Copyright c 1999-2015
Parallels IP Holdings GmbH.
niques for adversarial analysis [43]. To our knowledge, no one has yet considered the problem
of replica placement in such models.
It is worth investigating how failure domains are currently modeled in storage area networks. To this end, we consider two commercially available storage area networks, one
produced by the European company Parallels [27], and a second by the American company
VMWare [37]. Our source material is comprised of publicly administrator guides for each
system. According to these guides, both systems permit the administrator to specify a hierarchical model for failure domains, with the presumption that the system will make use
of this information to mitigate correlated failure. An example can be seen in Figure 1.1, in
which the storage area network is broken down into rows, racks, hosts and hard disks. Each
row contains multiple racks, which may contain multiple hosts, each of which may contain
multiple hard disks. The failure of row-level piece of hardware may compromise access to
every hard disk stored on the rack. While the technique or algorithm that Parallels and
VMWare use to mitigate correlated failure is proprietary information, the use of a hierarchical model in these systems motivates the hierarchical failure models we consider in this
dissertation.
6
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Figure 1.2. Illustration of a pseudo-random technique for replica placement in CRUSH.
Source: Figure 1 from [39]. Copyright c 2006 IEEE.
Hierarchical models of failure domains have also appeared in the research literature
[31, 39]. For instance, the designers of CRUSH [39] proposed a distributed algorithm which
pseudo-randomly distributes data across failure domains. In CRUSH, the system administrator is allowed to specify replica placement rules which are used to distribute replicas
across multiple failure domains [39]. The authors of [39] used Figure 1.2 to demonstrate
the use of this portion of their system. In the figure, the rules on the left-hand side (e.g.
choose(1,row)) are specified by an administrator. These rules control the pseudo-random
selection of locations for replicas. The rules presented in the figure first select a pseudorandom row. Within the selected row, three cabinets are pseudo-randomly selected, and
within each cabinet, a single hard disk is pseudo-randomly selected. It is not clear that
these pseudo-random, administrator specified rules produce a replica placement which is “as
good as possible”. While it appears that CRUSH may allow the system administrator to
specify rules which may lead to a undesirable placement, the work we present here instead
focuses on the alternative approach of finding an optimal replica placement. In the process,
7

we develop a novel objective function which provides insight into what “optimal” may mean
in terms of replica placement.
Concurrent with our work, Korupolu and Rajaraman considered several important extensions and variants of the reliable replica placement problem which they term “failure-aware
placement” [21]. Their work explores important variants of replica placement which allows
for a user-specified reliability factor at each node. They define an adversarial optimization
problem which finds a fractional number of replicas placed at each server. Having optimized
this fractional placement, they provide a randomized rounding approach which attains the
optimum value of the fractional solution in expectation. However, the solution which may
be obtained by this approach relies heavily on the assignment of reliability factors to nodes.
In the case where all nodes have the same reliability factor, the algorithm of Korupolu and
Rajaraman assigns each leaf node an equal fractional assignment of replicas, regardless of
the structure of the hierarchy. When randomized rounding is performed on such a fractional placement, all discrete placements are equally likely. In contrast, our formulation
distinguishes between discrete placements based solely upon the structure of the hierarchy.
In this dissertation we present a principled analysis of replica placement in data centers,
along with several algorithms to provide optimal replica placement in order to avoid correlated failure. We formulate a novel model for correlated failure in large-scale hardware
systems. We then consider the replica placement problem as a combinatorial optimization
problem in our model. The majority of our exposition will go towards presenting algorithms
and complexity results for this problem. To our knowledge, the problems that we formulate
and solve are entirely new, and moreover, are not easily reduced to any previously solved
problem.
Chapter 2 contains a review of the mathematics used in this dissertation. It can be
skipped by experienced readers and referred back to later. In Chapter 3, we present our
model for correlated failure and discuss several ways in which the model can be extended. In
8

Chapter 4 we define what it means for one placement to be better than another. Specifically,
we will present several possible objectives for optimizing a replica placement. In this chapter,
we also formally state the problems which we will consider in the rest of the thesis, and discuss
complexity results where they are known. The remainder of the thesis considers algorithms
for each of our problems. The first few algorithms we provide are for single-block replica
placement, in which a single group of replicas is placed at a time. We will compare this to
the more general, multi-block case, where multiple groups of replicas are optimally placed
simultaneously. In Chapter 5 we present algorithms for single-block replica placement in
which the hardware dependencies in our model have the structure of a tree. In Chapter 6,
we consider single-block replica placement in models which have a more general structure.
In Chapter 7, we consider multi-block replica placement in trees. We conclude in Chapter
8 with a summary of our results, and a look forward to future work on this and related
problems in reliable distributed computing.

9

CHAPTER 2
DEFINITIONS AND PREREQUISITES
In an effort to ensure that this dissertation is self-contained, this chapter is an attempt
to include elementary definitions of all mathematical objects which we will use. Included
are only the basics that may be covered in undergraduate coursework. More complicated
notions will be explained when they are needed. We also take the opportunity to standardize
notation used throughout the thesis. Most readers can skip this chapter and refer back to it
as needed.
We will not spend significant time here explaining the techniques which we apply to design
our algorithms. Readers who require a primer in dynamic programming are referred to [3]
or [8]. Most of the facts presented in this section are well-known or have straight-forward
proofs which will be left to the reader.

Set Theory
A set is a collection of unique elements. As all the sets we deal with will be finite, this
definition will suffice for our purposes. We denote sets by listing their elements within
brackets, (i.e., {s1 , s2 , s3 }). We adopt the convention that sets will be notated by uppercase
letters, e.g. S, T , and their elements by lowercase letters, e.g. s, t. When we wish to draw
attention to the membership of an element x in a set S, we will write x ∈ S, which should
be read “x in S”. There is a special set, known as the empty set, which is the set containing
no elements. The empty set is denoted by ∅ or {}.
We denote the set of natural numbers by N, which we permit to contain zero. We denote
the set of integers by Z, the set of real numbers as R, and the set of rationals by Q. We
denote the subset of positive numbers of each of the latter three sets by Z+ , R+ , and Q+
respectively.
10

The union of sets S and T , denoted S ∪ T , is the set containing all elements in either
S or T . The intersection of sets S and T , denoted S ∩ T , is the set containing all elements
in both S and T . When the intersection of X and U is empty, we say that X and Y are
disjoint. Given two sets, S and T , the cartesian product of S and T is the set of all unique
ordered pairs (s, t) which can formed by an element of s ∈ S and an element of t ∈ T . If a
set S contains at least all the elements of another set T , we say that T is a subset of S and
write T ⊆ S.
Sets can contain other sets as elements.1 In general, we call a set which only contains
other sets a family of sets, or a set family. We will denote set families using a calligraphic
font, (e.g. F = {{1, 2}, {2, 3}, {3}, ∅}). A set family F is said to be pairwise disjoint if, for
all pairs of sets X, Y ∈ F, X and Y are disjoint. Set family F is said to be laminar if, for
all pairs X, Y ∈ F, either X ⊆ Y , Y ⊆ X, or X ∩ Y = ∅.
By themselves, sets are not very interesting. They become much more interesting when
we add additional structure such as binary relations and functions. A (binary) relation
from S to T is a subset of the cartesian product S × T . Since they are sets, we often refer
to relations using uppercase letters, and emphasize that they are relations by writing e.g.
R ⊆ S × T . For any pair (s, t) ∈ R, we can instead use infix notation to write s R t, and
this means that the pair (s, t) is in R. A (binary) relation on S is a relation between S and
itself, (i.e., R ⊆ S × S).
Relations between sets were introduced to generalize familiar concepts such as “less than
or equal to” and “equal to”, which are denoted by ≤ and =. There are many properties
which relations can have. For our purposes, the following properties will be sufficient. A
relation R on set S is said to be
a) reflexive: if for every a ∈ S, we have that a R a.
1

Recall we are dealing only with finite sets, so Russell’s Paradox does not apply.
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b) symmetric: if, when we have that a R b, we also have that b R a.
c) antisymmetric: if, when we have that a R b and b R a, then a and b are the same
element.
d) transitive: if for every a R b and b R c, we also have that a R c.
e) total : if for every pair of elements a ∈ S and b ∈ S we have that either a R b or b R a.
A partial order is a relation which is reflexive, antisymmetric and transitive. Informally
speaking, partial orders “behave” as the symbols “≤” and “≥” do on numbers, although
they permit a much richer structure. Often, we use these symbols themselves to refer to
partial orders over sets. A set S equipped with a partial order ≤, is called a poset.
A total order is a relation which is antisymmetric, transitive, and total. Informally
speaking, total orders “behave” as the symbols “<” and “>” do on numbers. Often, we use
these symbols themselves to refer to total orders over sets. A set S equipped with a total
order < is called a chain, or a totally-ordered set.
Given a relation R ⊆ S ×S, the transitive closure of R is the smallest relation on S which
is transitive. Likewise, we define the symmetric closure of R to be the smallest relation on
S which is symmetric. Both the symmetric closure and transitive closure of R always exist,
since S × S itself is both transitive and symmetric.
A (total) function from set S to set T is a relation, f which has the property that for
every s ∈ S, there is exactly one pair (s, t) ∈ f , for every t ∈ T . If f is a function from S to
T , we denote this by f : S → T . If (s, t) ∈ f , then we will write f (s) = t.
A function from S × S to S is called a binary operation on S. We often write binary
operations using infix notation, that is, given a binary operation f : S × S → S, instead of
writing f (a, b) = c we will write a f b = c. Symbols are typically used to refer to operations
instead of letters. For instance, addition is a binary operation on real numbers that is
denoted by + : R × R → R.
12

Graph Theory
A graph is defined as a pair (V, E), where E ⊆ V × V . The set V is called the set of vertices
or nodes of the graph. The set E is called the edge relation of the graph. Pairs of vertices in
E are called edges or arcs. A self-loop is an edge (v, v) ∈ E. A graph which has no self-loops
is called simple. In this dissertation all graphs are presumed to be simple without further
comment. An undirected graph is a graph in which the edge relation is symmetric. Because
undirected graphs are so often used, they are typically considered to be the “default” option
for graphs. We will frequently emphasize that an edge relation is not symmetric by saying
that the graph is a directed or a digraph.
Vertices u and v are said to be adjacent if either (u, v) ∈ E or (v, u) ∈ E. In directed
graphs, an edge (u, v) ∈ E is said to be oriented towards v and oriented away from u.
In directed graphs, the in-degree of vertex v is denoted δin (v), and defined as the number
of edges oriented towards v (i.e., δin (v) = |{u ∈ V : (u, v) ∈ E}|). Likewise, the out-degree
of vertex v is denoted δout (v), and defined as the number of edges oriented away from v (i.e.,
δout (v) = |{u ∈ V : (v, u) ∈ E}|). In undirected graphs, these two quantities are equivalent
(by symmetry of the edge relation) and we just speak of the degree of vertex v, denoted
δ(v) = δin (v) = δout (v).
In directed graphs, we refer to any vertex v with δin (v) = 0 as a root, and any vertex
with δout (v) = 0 as a leaf.
In a graph, a sequence of vertices connected by edges is called a path. Formally speaking,
a sequence v1 , ..., vk is a path only if (v1 , v2 ), (v2 , v3 ), ..., (vk−1 , vk ) ∈ E, in which case we say
v1 , ..., vk is a path from v1 to vk . A path is called simple if it contains no repeated vertices.
A path is called a cycle if v1 = vk . A graph which contains no cycles is called acyclic.
In a directed graph, the notion of ancestry is a useful concept. A vertex u is said to be
an ancestor (resp. a descendant) of vertex v if there is a path from u to v (resp. from v to
u). Additionally, we find it convenient to consider every node to be both an ancestor and
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a descendant of itself. This gives rise to two reflexive relations on the vertices of a directed
graph G: the ancestor relation RA ⊆ V × V , in which (u, v) ∈ RA if and only if u is an
ancestor of v, and the descendant relation RD ⊆ V × V in which (u, v) ∈ RD if and only if
u is a descendant of v. We also define the reachability relation Rreach , to be the transitive
closure of RD . We say that a vertex v is reachable from u if (u, v) ∈ Rreach .
A directed graph (V, E) is said to be strongly connected if Rreach = V × V . for all v ∈ V
(i.e., every vertex is reachable from every other vertex). A directed graph G = (V, E) is said
to be weakly connected if the (undirected) graph (V, S) is strongly connected, where S is the
symmetric closure of E.
A bipartite graph is one whose vertices can be divided into disjoint sets S and T , such
that only edges between S and T are in E. Specifically, E ⊆ (S × T ∪ T × S), noting
carefully the interchange in symbols. We adopt the convention of writing bipartite graphs
as (S ∪ T, E), to emphasize that the vertices can be partitioned into disjoint sets S and T .
A complete graph is a graph in which E = V × V .
A tree is a connected, acyclic, undirected graph, (V, E). It is a classical result of graph
theory that any tree has exactly |V | − 1 edges [8]. This is easily seen, since adding an extra
edge creates a cycle, and removing an edge disconnects the graph.
An arborescence is a directed graph analog of a tree. In an arborescence, there is a
distinguished vertex u such that, for every vertex v, there is one and only one path from u
to v. The vertex u is easily seen to be a root according to the prior definition. In this thesis,
we will only consider arborescences.
Given a graph G = (V, E) and U ⊆ V , the subgraph induced by U is denoted by G[U ],
and defined as G[U ] := (U, E ∩ U × U ). Intuitively, it is the graph formed by removing
from E all edges (u, v) ∈ E for which either u or v is not present in U . A hereditary graph
property is a property which is preserved under taking arbitrary subgraphs. For example,
every subgraph of a complete graph is again a complete graph, therefore the completeness
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is a hereditary property. Likewise, the property of being bipartite is a hereditary property.
On the other hand, connectedness is not a hereditary property, since, in any tree containing
more than three vertices, there exists a subset of vertices U such that G[U ] is not connected.

Abstract Algebra
The definitions from this section have a small role to play in Chapter 5. While we will not
require any of the deeper results from abstract algebra, we at least need to know enough
about the structure of the objects to be able to recognize one when we see it.
A group is a set G equipped with a binary operation ∗ : G × G → G which satisfies the
following group axioms:
1) Associativity: for every a, b, c ∈ G, a ∗ (b ∗ c) = (a ∗ b) ∗ c.
2) Identity: there is an element e ∈ G such that for every element a ∈ G, a ∗ e = a = e ∗ a.
3) Inverses: for every element a ∈ G, there is an element a−1 ∈ G, such that a ∗ a−1 = e.
We refer to the binary operation as group multiplication or the group operation, where the
group is clear from context. We can denote a group as a pair (G, ∗), but it’s often unnecessary
to use a special symbol to refer to the multiplication. When we do not provide an explicit
symbol for group multiplication, we will denote multiplication of elements by concatenating
them into a string. Unless otherwise specified, we designate the special symbol e to refer to
the identity of any given group.2
Some familiar examples of groups are:
a) The set of integers equipped with addition, (Z, +)
b) The set of rationals equipped with multiplication (Q, ×).
2

We occasionally use e to refer to Euler’s constant, but never in a context where it could be confused as
the identity of a group.
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c) The set of integers modulo n, equipped with addition (Zn , +).
d) The set of n × m real matrices, equipped with matrix multiplication (Rn×m , ×).
That these examples satisfy the definition of a group left to the reader as an exercise.
Note that in general, group multiplication does not commute. A group (G, ∗) is said to
be Abelian if group multiplication does commute, that is, if for every a, b ∈ G, a ∗ b = b ∗ a.
Examples (a) - (c) given above are all Abelian, while example (d) is non-Abelian.
A bi-ordered group is a group (G, ∗) in which the underlying set is equipped with a linear
order <, such that the linear order is translation-invariant, that is, for any a, b, c ∈ G, we
have that
1) a < b implies that a ∗ c < b ∗ c, and
2) a < b implies that c ∗ a < c ∗ b.
These last two facts about bi-ordered groups will be applied in Chapter 5 to prove Theorem 8.
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CHAPTER 3
MODELING FAILURE DOMAINS
Broadly speaking, a data center is a large building devoted to housing thousands or tens
of thousands of servers. For our purposes, we will consider the smallest computational unit
in a data center to be a server. A server could be further broken down into its constituent
components (storage, CPU, RAM, network card, etc.) but we will have no need to consider
data centers at this level of detail. Indeed, there is some indication that data center managers
themselves do not work at this level of detail. Policies have been put into place at several data
centers directing engineers to replace entire servers when a single one of their components
fails.
In a data center, servers are organized into racks. Each rack can house roughly thirty
to seventy servers, and provides each server with access to power, network, and cooling.
These racks are themselves lined up in rows. Depending on specifications, each row may be
equipped with one or more battery backups, or network access hubs.
A client’s data is stored on harddrives and made available via software running on the
server. Thus, ff we are interested in data availability, we must consider any and all failures
which could impact a server. To provide an exhaustive list extensive enough to cover any
data center configuration would be impossible. But below are some of the failure domains
which are ubiquitous.
1) Power: including battery backups, uninterruptible power supplies (UPSs), transformers, converters, cabling, and any on-rack power distribution hardware, etc.
2) Networking: including switches, routers, hubs, cabling, top of rack (ToR) switches,
aggregation switches (Agg), software-defined networking (SDN) controllers, etc.
3) Cooling: including vents, hot-air exhausts, cool-air intakes, CRAC units, etc.
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Ultimately, a failure in any of these subsystems could compromise the availability of a
server and the data it contains. The model we propose is domain-agnostic, that is, it does not
distinguish between different types of failure domains. For example, it models cooling failures
no differently than power or networking failures. This has the advantage of extensibility:
failure domains which may arise in the future can be fit into our model.
Our model is simple to describe, yet it allows us to capture the broad variety of hardware
dependencies depicted above, in addition to various software and human errors which can
cause failure. To begin, we distinguish between two classes of hardware entities, storage
hardware, and service hardware. By storage hardware, we mean any piece of equipment
which is capable of storing a replica of data. In contrast, service hardware is any piece of
hardware whose malfunction can compromise the availability of data stored on the storage
hardware.
Whether a server is available depends upon the correct operation of every piece of hardware which services the server, both directly and indirectly. For example, consider the
relationship of a server to its top of rack (ToR) switches. The ToR switches provide network
access to every server on the rack. If one or both switches go down, the network access of
the servers is compromised, and could lead to unacceptable data transfer speeds, or outright
downtime for the server. But consider also that each ToR switch is itself dependent upon
the correct operation of an aggregation layer switch. Failures in the aggregation layer could
compromise the bandwidth of a ToR switch, which could impact access to a server. The key
insight is that a failure in one component can induce failure in another. Capturing the ways
in which these failures are interrelated is the key to our model.
Notice that this is a very conservative approach to failure. In actual fact, the aggregation
layer possesses such a high level of redundancy that a single hardware-level failure at this
layer is unlikely to cause a single server to suffer a catastrophic failure for an extended
period of time. However, even a single failure at this level may result in packet loss, thereby
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degrading performance, which can disrupt misson-critical operations. Thus, a single failure
still could result in unacceptable latencies, which, depending on how the SLA is written,
could be considered as serious as a complete outage. For the purpose of replica placement, we
will consider these failures to potentially compromise every server to which the aggregation
switch is connected.

3.1

Modeling Replica Placement Using Directed Graphs

We model the relationship between failure events using a directed graph, (V, E). We distinguish between two types of vertices in our graph. Vertices which correspond with locations
where a data replica can be placed are termed placement candidates. Let C be the set of
all placement candidates. All other vertices are called failure events. Let F be the set of
all failure events. We do not allow a vertex to be both a failure event and a placement
candidate, that is C and F are disjoint as sets. Moreover, we require that every vertex be
either a placement candidate or a failure event, that is V = C ∪ F .
A directed edge from failure event e1 to e2 indicates that the occurrence of failure event e1
can induce the occurrence of failure event e2 . In terms of hardware, there is some incorrect
operation of the hardware that corresponds to event e1 which can adversely impact the
correct operation of hardware corresponding to e2 . A directed edge between a failure event
e and a placement candidate c indicates that the occurrence of failure event e can cause the
unavailability of replicas “stored at” candidate c.
Note that we have made a leap from speaking of failure in hardware to speaking in
terms of abstract failure events. In terms of our model, hardware is only modeled to the
extent that its failure has an impact on other failure events. We make no distinction in
our model between hardware and the failure event which causes a piece of hardware to fail.
The absence of this distinction between failure events and hardware allows us to include
failure events which have no correspondence to hardware in the real world. We can therefore
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include events such as system maintenance, human error, and software failure. Note however,
that the physical configuration of hardware implies a dependence among failure events. For
example, failure events corresponding to ToR switches and Agg switches are related by an
edge in our graph, because they are connected via the network infrastructure.
The following definition captures the modeling of failure events, placement candidates,
and the relationship between them.
Definition 1. A placement model is a pair (G, C), where G = (V, E) is a directed graph,
and C is a subset of vertices C ⊆ V , termed the placement candidates. Vertices in V \ C are
referred to as failure events.
For convenience and concision, we will refer to a placement model (G, C) in which G is
a “hqualifieri graph” as a “hqualifieri placement model ”. For instance, a placement model
in which G is a bipartite graph is concisely referred to as a bipartite placement model, while
one in which G is an arborescence is a arborescence placement model.
When an event e ∈ V \ C occurs, we say that e fails. If e fails, and v is any event or
candidate reachable from e, then we also say that v fail. Thus, we consider failure to act
transitively. This conservative interpretation of failure has a natural consequence concerning
the graphs we are interested in: we can restrict our concern to bipartite graphs. Specifically,
given any placement model (G, C) we can construct a bipartite graph (G0 , C 0 ) in which
failures impact candidates in precisely the same way. In other words: graphs may contain
extra structure which is irrelevant to how candidates are impacted by failure events in our
model. We capture this notion of “irrelevant structure” by the following definition.
Definition 2. Two placement models M1 = ((V, E1 ), C) and M2 = ((V, E2 ), C) are said to
be equivalent if, for every candidate y ∈ C and failure event x ∈ V \ C,
y is reachable from x in (V, E1 ) ⇐⇒ y is reachable from x in (V, E2 ).
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Figure 3.1. In the directed graph on the left, the candidate nodes in C are circled by the
dashed line. The equivalent canonical placement model is shown on the right. Observe that
the candidates reachable from each node is the same in both diagrams.
We exercise this definition via the following construction. Given a placement model
((V, E), C) we can construct an analogous bipartite placement model, (V, E 0 ), C) as follows.
For each event x ∈ V \ C, consider the set of candidates that are reachable from x, denoted
by Cx ⊆ C. We define E 0 so that, for each y ∈ Cx such that x ∈ V \ C, we have that
(x, y) ∈ E 0 . Notice that (V, E 0 ) is bipartite, since each edge in E 0 is an edge from V \ C to
C. Moreover, for any node x ∈ C, the set of nodes in V \ C which can reach x is the same in
both failure models. See Figure 3.1 for an example. This construction is important enough
to deserve a name.
Definition 3. Given a placement model M = ((V, E), C), the canonical model of M is a
bipartite placement model equivalent to M in which each edge is directed from V \ C to
C (i.e., E ⊆ (V \ C) × C). Likewise, any bipartite placement model in which each edge is
directed from V \ C to C is referred to as a canonical model.
To justify our use of the term “canonical”, we show that each placement model has a
unique canonical model.
Theorem 1. Given a placement model M = ((V, E), C), if M1 and M2 are canonical placement models of M , then M1 = M2 .
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Proof. Suppose instead that there exist two canonical placement models M1 = ((V, E1 ), C)
and M2 = ((V, E1 ), C), such that E1 6= E2 . Then ∃(u, v) ∈ E1 \ E2 . Since M1 is a canonical
placement, (u, v) ∈ (V \ C) × C, and v is reachable from u in M . Since M2 is a canonical
placement model of M , v must also be reachable from u in M2 . Thus, there is a path
u, w1 , ..., wk , v in M2 . Clearly, w1 ∈ C, since, like all edges in M2 , (u, w1 ) ∈ E2 ⊆ (V \C)×C.
Then w2 ∈
/ C, since M2 is bipartite, and w2 ∈
/ (V \ C), since all edges of E2 are directed
from (V \ C) to C. Thus, w1 = v is the last node on the path, implying (u, v) ∈ E2 , a
contradiction. Thus E1 = E2 , implying M1 = M2 .

For equivalent placement models M1 , M2 as defined in Definition 2, the failure of an event
v ∈ V \ C has an equivalent impact in M1 and M2 : when v fails, the same set of candidates
C will fail in both M1 and M2 . Thus, some failure models can be simpler than others,
while encoding exactly the same information by preserving all causal relationships between
failure events and placement candidates. In this sense, the canonical failure model is the
simplest of them all: each event impacts precisely the candidates which are neighbors and
no others. However, as we will see in Chapter 4, this semantic simplicity does not translate
into algorithmic simplicity: the optimization problems we seek to solve are computationally
intractable even when restricted to canonical models.
Since we obtain intractable problems even in the case of bipartite placement models,
to design efficient algorithms, we must find a way around these intractability results. Our
approach is to consider the application domain and identify a class of placement models
which are both tractable and sufficiently rich to capture the scenarios we expect to see in
practice. In the next section, we describe the special classes of placement models for which
we present results in this thesis.
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3.2

Lifting Canonical Placement Models

This section introduces special cases of the placement model presented in Section 3.1, and
provides examples and non-examples of each. We will also demonstrate certain properties
which depend only on the structural properties of the placement models themselves. In this
section, our focus is on bipartite, arborescence, and multitree placement models and the
relationships among them.
In future chapters, we will describe polynomial-time algorithms for replica placement in
arborescence placement models. It is therefore worth considering conditions under which a
canonical placement model can be converted into an arborescence placement model. Using
a “lifting” procedure, we can provide a precise answer to this question which depends only
on the structure of the placement model. We also show that a similar construction allows
every canonical model to be transformed into a multitree which is possibly simpler.
Arborescence Placement Models
Trees are familiar objects to graph theorists and computer scientists. In the context of
replica placement, we focus on a certain kind of directed tree called an arborescence, which
was defined in Chapter 2. Arborescence placement models comprise a particularly tractable
class of placement models, so the relationship between bipartite graphs and arborescences is
important to understand. We have already shown how any placement model can be turned
into its canonical model, this can certainly be done for arborescence placement models as
well. In this section, we will show how weakly connected canonical models with a certain
structure can be represented as an equivalent arborescence placement model.
A set family F = {S1 , S2 , ..., Sn } is said to be laminar if, for every Si , Sj ∈ F, either
Si ∩ Sj = ∅, or Si ⊆ Sj , or Sj ⊆ Si . Given a weakly connected canonical model, ((V, E), C),
consider the set family formed by the neighbors of each failure event, that is, G = {Cx : x ∈
V \ C}, where Cx is the subset of C which has x as a neighbor. If G is laminar, then there
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exists an equivalent arborescence placement model M , as we will show. To show this, we
will use the heirarchical layering of the sets to recursively construct an arborescence.
Intuitively, removing the empty set from the Hasse diagram of a laminar set family yields
an arborescence. This may be easily shown by induction without appealing to the definition
of a Hasse diagram.
Theorem 2. If M = ((V, E), C) is a weakly-connected canonical model and
G = {Cx : x ∈ V \ C , Cx is the maximal subset of C which has x as a neighbor }
is laminar, then there exists an equivalent arborescence model ((V, E 0 ), C), whose leaves are
in C and whose internal nodes are in V \ C.
Proof. By structural induction. Since M is weakly connected, there exists {G1 , ..., Gk } ⊆ G,
a minimum-sized cover 1 of C such that, for each set Gi there exists a set Gj ∈ G such
that Gi ∩ Gj 6= ∅. Since G is laminar, each such intersecting pair of sets Gi , Gj ∈ G must
participate in a containment relationship Gi ⊆ Gj or Gj ⊆ Gi . But this implies that k = 1,
since if k > 1, there exists an intersecting pair, the smaller of which can be removed to
decrease the size of the cover. Moreover, since G1 covers all the elements of C, it must be
equal to C itself. Thus, we have shown the existence of an element x ∈ V \ C such that
Cx ∈ G.
Since G is laminar, consider the sets Cu1 , ..., Cuk ∈ G which are contained only in Cx and
S
no other sets of G. Form E 0 by removing from E all edges from x to elements of i Cui
from E, and adding the edges (x, u1 ), ..., (x, uk ). This does not change the set of candidates
reachable from x as we now show. Cx contains two types of candidates: candidates which are
contained in another set of G, and candidates contained only in Cx . If y ∈ Cx is contained in
another set, y must also be contained in one of Cu1 , ..., Cuk . Thus, y remains reachable via
1

A cover of a set U is a family of subsets of U whose union is U .
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one of u1 , ..., uk . If instead, y ∈ Cx is only contained in Cx , then y ∈
/

S

i

Cui , and so (x, y)

was not removed from E.
In the inductive step, we recursively consider each of the subfamilies G1 , ..., Gk , where
Gi = {Cz ∈ G : Cz ⊆ Cui }. Each subfamily Gi is a laminar family, since it is a subfamily of a
laminar family. Moreover, each subfamily Gi has a minimum-size cover, namely Cui . Thus,
we can carry out the same argument for each subfamily in turn.
Thus, each laminar canonical model can be turned into an equivalent arborescence placement model. Since every set family can be partitioned into laminar subfamilies, the natural
next question to ask is whether this construction generalizes. As we shall see in the next
section, it does. Every canonical model can be used to generate a multitree via a similar
construction.
Multitrees
While trees are a familiar object, due to their broad application, multitrees are somewhat
more arcane. This structure was only introduced to Computer Science in 1994,2 when it was
independently discovered by researchers at Bell Communications Research, and Eindhoven
University of Technology [13, 20].
There are two equivalent definitions of multitrees. A multitree is a directed acyclic graph
(DAG) in which the set of vertices reachable from any vertex forms a tree. When a graph G
is clear from context, and a, b are vertices of G, let a

b denote the assertion that “there is

a path from a to b in G.” Equivalently [13], multitrees can be defined as diamond-free DAGs,
which we find to be a much more convenient notion.
Definition 4. A multitree G = (V, E) is a directed acyclic graph in which there are no
diamonds. A diamond is either 1) a set of three vertices a, b, c ∈ V in which a
2

b

c, and

While the term “multitree” appears in the engineering literature as early as 1991 in e.g. [15, 28], the
term as used in these works appears to refer to a different structure altogether.

25

a

c, or 2) a set of four vertices a, b, c, d ∈ V in which a

b

d and a

c

d, while

there is no path from b to c. A graph which contains no diamonds is said to be diamond-free.
We define a k-multitree to be a multitree with exactly k roots. Clearly, a 1-multitree is
just a tree. A 2-multitree is the union of two trees, where the leaves of one tree are glued to
the internal nodes of the other so as to result in a diamond-free DAG.
Theorem 3. Any canonical model is a multitree.
Proof. Suppose not. Then there must exist some canonical model which contains a diamond.
In order for a diamond to exist, we must first have a set of three vertices a, b, c ∈ V such
that a

b

such that a

c. But this is impossible in a canonical model, since for every pair of vertices
b, a is a root and b is a leaf. Since b is a leaf, it has out-degree zero. We

have thus shown that for every pair a

b, there cannot exist a c such that b

c. Thus,

canonical models are diamond-free, and so by definition, they are multitrees.
Since every canonical model M is a multitree, it is also a k-multitree, where k is the
number of roots in M . In Chapter 6, we shall describe an algorithm for replica placement
in k-multitrees which is exponential in k, the number of roots. For such an algorithm, even
a tiny reduction in the number of roots will yield a large improvement in the running time.
We can use a lifting procedure similar to that previously described to (possibly) reduce the
number of roots. The application is straightforward. Let M = ((V, E), C), and let F be the
set of neighborhoods of vertices in V \ C, defined as F = {Cx : x ∈ V \ C}, (recall that Cx is
the set of vertices of C which are neighbors of x). F can be partitioned into a set of laminar
families, {F1 , ..., Fk }. Since this is a partition, for each node x ∈ V \ C there is one and only
one value of i such that Cx ∈ Fi . Thus, {F1 , ..., Fk } induces a partition on the vertices of
V \ C.
The technique used in the proof of Theorem 2 can be performed separately on each
laminar family to produce a tree with leaves lying in C. Thus, each family Fi can be
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transformed into a tree Ti , whose leaves are in C. Doing this to each laminar family yields a
multitree model whose leaves all lie in C and whose internal nodes are all in V \C. Moreover,
the only nodes shared by any pair of trees Ti and Tj are their leaf nodes, which lie in C.
We can show that the resulting multitree model is diamond-free by showing a stronger
result: that if b

c and d

c, then there does not exist any vertex a such that a

b and

d. For any such b, c and d, we must have that c ∈ C. Moreover, there must exist trees

a

Ti , Tj with i 6= j such that b ∈ Ti , and d ∈ Tj . But since b and d lie in separate trees whose
vertices only overlap in C, there can be no vertex a which can reach them both. Any such
vertex a would have to be an ancestor of both b and d, and therefore lie in Ti ∩ Tj , implying
that a ∈ C, a contradiction, since vertices in C have out-degree zero.
Thus, we have sketched an argument for the following result.
Corollary 1. Any canonical model can be converted to an equivalent k-multitree placement
model.
While any canonical model can be converted to an equivalent k-multitree, it is not immediately clear whether k is minimized by this procedure. The number of roots in the resulting
multitree is determined by the number of laminar set families F1 , ..., Fk into which F can
be partitioned. Minimizing k therefore is equivalent to finding a minimum size partition of
an arbitrary set family F into laminar subfamilies. Note the requirement that each set family be laminar precludes a reduction from intractable hyperedge partitioning problems such
as Hypergraph Edge Coloring.3 As far as we know, the complexity of this problem
remains open.
Open Problem 1. Determine the complexity of the following problem: Given a set family
F ⊆ 2X , partition F into laminar subfamilies F1 , ..., Fk such that k is minimized.
3

This is the extension of Graph Edge Coloring to hypergraphs. Its hardness follows easily from the
hardness of edge coloring in graphs [14].
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Our purpose in this chapter has been to describe the structure of placement models and
define a notion of equivalence which maintains the reachability of candidates from failure
events. Using this notion of equivalence, we show that every canonical model can be lifted
into an equivalent tree or k-multitree placement model. In future chapters, we are therefore
justified in restricting our attention to tree and k-multitree placement models without loss
of generality. This is the approach we take to attack the general problem.
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CHAPTER 4
OBJECTIVE FUNCTIONS AND COMPLEXITY
In Chapter 3 we concerned ourselves with the structure of a replica placement model. We
introduced a directed graph model in which failure events are represented by nodes, and directed edges are used to represent the causal links between events. To each replica placement
model we also set aside a subset of the vertices as placement candidates. These vertices represent servers on which replicas can be placed. But we have not yet defined what it means to
place replicas on a set of candidates, nor have we concerned ourselves with how to quantify
the impact of failures on a particular placement. These concerns are the primary topic of
this chapter. In the process, we will define several combinatorial optimization problems and
describe some connections between them.
For our purposes, a combinatorial optimization problem requires the specification of two
key elements: a) a set of valid solutions, and b) an objective function, which maps each valid
solution onto a totally ordered domain (such as the set of real numbers). We require that
both the set of valid solutions and the objective function are polynomial-time computable.
That is, there must exist a polynomial-time computable function φ which, given a solution,
determines if it is valid, and there must exist a second polynomial-time computable objective
function, f , which, given a valid solution, returns a objective value in polynomial time. We
formalize all these notions as follows.
Formally, we define a combinatorial optimization problem, Π = (S, Svalid , φ, f ) as a 4tuple, where S is an infinite set which comprises a solution space, Svalid ⊆ S is a subset of valid
solutions, φ is a polynomial-time computable function φ : Svalid → {0, 1} defined such that
φ(s) = 1 if and only if s ∈ Svalid , and, finally, f is a polynomial-time computable objective
function f : Svalid → D, where D is a totally-ordered set. The goal of a combinatorial
optimization problem is to produce, in polynomial time, an element of the solution space,
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s ∈ S which is a valid solution (φ(s) = 1), and such that the objective function f (s) is
minimum1 among all valid solutions.
In this chapter, we shall define several combinatorial optimization problems, each of
which takes a replica placement model as input. Each problem we define can be classified
into one of two classes based upon the solution space which we consider.
We call the first class of problems single-block placement problems. In these problems,
we are given a replica placement model ((V, E), C) and we are asked to find a subset of
placement candidates of a particular size. Formally, we define a replica placement as a
subset of candidates P ⊆ C. Notice that, we do not allow any candidate to receive more
than one replica. Doing so would defeat the purpose of replication. In our application, a
placement represents a set of servers, each of which receives a single replica.
Multi-block placement problems comprise the second class of problems we will consider.
In these problems, we are asked to find a set of placements, that is a set of subsets of C.
We refer to a set of placements (with some additional structure) as a multi-placement. In
our application, a multi-placement represents the state of a replication system which stores
multiple files, each replicated across several servers. The replicas associated with each file
are represented by a placement. The set of all such placements, one for each file, comprises
a multi-placement.
For convenience, we give each placement in a multi-placement a unique identifier. Thus,
we formally represent each multi-placement by an m-tuple, (P1 , ..., Pm ), where each Pi ⊆ C.
Note that we do not require these placements to be disjoint. In our intended application,
there is a maximum number of replicas which each placement candidate can accommodate.
1

While all the problems we consider are minimization problems, we note that the requirement that we
minimize the objective may be made without loss of generality. Since we have required that the set D is
totally-ordered, it is easy to see that for any maximization problem there exists an equivalent minimization
problem. Simply by reversing the order of D, we can convert a maximization problem into an equivalent
minimization problem.

30

We will take this additional information into account in the specification of a multi-block
placement problem.
When speaking of a placement P , we refer to its size |P | as the replication factor. Each
single-block placement problem asks for a placement with a fixed replication factor. When
speaking of a multi-placement (P1 , ..., Pm ), we refer to the tuple (|P1 |, ..., |Pm |) as the replication signature, or, when there can be no confusion, the signature. Each multi-block placement
problem asks for a multi-placement with a fixed signature.
We summarize all these notions in the following definitions, which capture the solution
space of particular classes of combinatorial optimization problems.
Definition 5 (Single-block Placement Problem). Given a placement model M = ((V, E), C),
and a positive integer replication factor ρ < |C|, a single-block placement problem is any
combinatorial optimization problem (S, Svalid , φ, f ) in which the solution space, S, is the set
of all subsets of vertices V and the valid solutions Svalid are the subsets of C with size ρ.
Formally, S = 2V , Svalid = {X ⊆ 2C : |C| = ρ}, and φ(X) = 1 ⇐⇒ X ⊆ C, |X| = ρ.
We intentionally leave the objective function f unspecified. Each possible choice of
objective yields a different single-block placement problem. In the sequel, we will concern
ourselves with several choices of f , and consider the merits and failings of each.
Definition 6 (Multi-block Placement Problem). Given a placement model M = ((V, E), C),
and a positive integer replication signature σ ∈ Zm
+ , a multi-block placement problem is any
combinatorial optimization problem (S, Svalid , φ, f ) in which the solution space S is the set
of all ordered-subsets of V , and the valid solutions Svalid are the multi-placements with
replication signature σ.
Formally, S = (P1 , ..., Pm ) such that each Pi ⊆ V , Svalid = {(P1 , ..., Pm ) : (|P1 |, ..., |Pm |) =
σ, and each Pi ⊆ C}, and φ is uniquely defined by φ((P1 , ..., Pm )) = 1 ⇐⇒ (P1 , ..., Pm ) ∈
Svalid .
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As before, f is left unspecified. We will consider several objective functions in turn. We
seek an objective function which captures our intuitive notion of an “optimal” placement.
There is some subjectivity to the selection of an objective which cannot be easily formalized.
However, there are formal notions that we can use to discard one objective function as
inherently “less informative” than another. One way to carry out this comparison, involves
the notion of level sets and topological fineness.
Given an objective function f : Svalid → D, and a value d ∈ D, we define the level set of
f at d as the set of all valid solutions X ∈ Svalid for which f (X) = d. The set family of level
sets of f is the set family Lf = {Xd : d ∈ D}.
A set family F1 = {X1 , ..., Xn } is said to be topologically finer than a second set family
F2 = {Y1 , ..., Ym } if, for every Xi there exists a Yj such that Xi ⊆ Yj . Note that while this
is a distinct notion from that of fineness of topological spaces, it is similar enough to permit
our analogous terminology.
We say that objective function f : Svalid → D1 is finer than objective function g :
Svalid → D2 if the family of level sets of f is topologically finer than the family of level sets of
g. Notice that this notion allows f and g to be compared even when the domains D1 and D2
are different. Even in such a case, a valid comparison can still be made because the level sets
of f and g share the same ground set. Since we will consider both scalar and vector-valued
objective functions, we find this notion to be a convenient way to compare such objectives.
Finally, notice that the objective functions for single-block placement and multi-block
placement problems will be inherently different, owing to the difference in their domains.
Objectives for a multi-block placement problem must be quantified over multiple placements
whereas this is not required for the single-block placement problem.
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4.1

Failure Numbers

All of our objective functions are built upon the fundamental notion of the failure number
of an event. Intuitively, the failure number of a failure event is the number of replicas
whose correct operation may be compromised if the event occurs. Formally, this notion is
well-defined only in the context of a placement or a multi-placement. Given a placement P
we define the failure number of a failure event u as the number of replicas of P which are
reachable from u. We denote this quantity by f (u, P ), defined as follows.
Definition 7 (failure number). Given a vertex u ∈ V and a placement P , the failure number
of u with respect to P , denoted f (u, P ) is defined as
f (u, P ) := | { p ∈ P | p is reachable from u in (V, E) } |.
The failure number captures a conservative criterion for a safe placement. Intuitively,
we consider the worst-case scenario, in which every leaf which could fail due to an occurring
event does fail. It is easily seen that equivalent placement models induce equivalent failure
numbers, by a straight-forward application of the definitions involved. This is made precise
in the below proposition.
Proposition 1. Given two equivalent placement models M1 = ((V, E1 ), C) and M2 =
((V, E2 ), C), for any P ⊆ C and any failure event x ∈ V \ C, the failure number of x
with respect to M1 is equal to the failure number of x with respect to M2 .
Roughly speaking, the goal of our optimization task is to find a placement which does
not induce large failure numbers in any event. There are several paths we could follow in
order to make this goal precise. Each path leads to a separate objective function, which
yields a distinct optimization problem. We will consider several options for the single-block
placement problem before turning our attention to the multi-block problem. For now, our
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exposition will be understood in the context of a single-block placement problem defined
over a placement model ((V, E), C) and positive integer ρ. Our focus is on definitions for f .
First, we could consider optimizing the number of failure events which cause exactly k
replicas to fail, for some value of k between 1, ..., ρ. Formally, we define the objective function
k
: Svalid → N as
fexact
k
(P ) := | {u ∈ V \ C : f (u, P ) = k} |.
fexact
ρ
Intuitively, it makes sense to minimize fexact
, the number of failure events which cause
k
will only
all ρ replicas in a placement to fail. But for values of k < ρ, minimizing fexact

minimize the number of failure events which cause k replicas to fail, while ignoring failure
events which cause strictly more than k replicas to fail. This is clearly undesirable, as it
ignores many harmful events.
To ensure such failure events are not ignored, we could instead consider the number
of failure events which may cause k or more replicas to fail. Formally, we can define the
k
objective function fpref
ix : Svalid → N as

k
fpref
ix (P ) := | {u ∈ V \ C : f (u, P ) ≥ k} |.

k
At least fpref
ix does not ignore failure events which cause a large number of replicas to
k
. However, this “desirability” is
fail. In this respect, it is a more desirable objective than fexact

not made exact via the notion of fineness that we have previously introduced. The functions
k
k
fpref
ix and fexact are incomparable: neither objective is finer than the other. But observe
k
that fpref
ix suffers from a different problem. Consider two placements P1 and P2 , both of

size ρ. Suppose that there are 100 failure events which cause all ρ replicas of P1 to fail, and
only 1 failure event which causes ρ − 1 replicas of P1 to fail. While, as regards placement
P2 there is only 1 failure event which causes all ρ replicas to fail, and 100 failure events
that cause ρ − 1 replicas of P2 to fail. The intuitive choice between P1 and P2 is obvious:
we prefer P2 over P1 , since we would much prefer having only one event which causes all
34

ρ replicas to fail as opposed to one hundred events. But for any choice of k ≤ ρ − 1, the
k
objective function fpref
ix does not distinguish between these two scenarios. In particular,
ρ−1
ρ−1
fpref
ix (P1 ) = 101 = fpref ix (P2 ).

As demonstrated in the prior example, we prefer to prioritize minimizing the number
of events which cause a large number of replicas to fail before we concern ourselves with
minimizing the number of events which cause a smaller number of replicas to fail. The
k
objective fpref
ix fails to achieve this. It classifies failure events into two groups: those with a

failure number greater than or equal to k and those with a failure number less than k. Said
k
another way, fpref
ix “forgets” all information about a failure event other than whether it

lies above or below an arbitrarily selected threshold, and so has no means of distinguishing
between placements based on other criteria.
k
k
Aside from forgetting useful information, fpref
ix and fexact suffer from a second critique.

Both objectives require the user to select the parameter k. A priori there is no basis for
choosing one value of k over another. Moreover, no matter what value of k is chosen, some
information is inevitably left out. We would much prefer an objective function which does
not require the user to make such an arbitrary decision.

4.2

The Failure Aggregate

In order to maintain more useful information than the objective functions we have considered
thus far, we define the failure aggregate, a vector-valued objective function which accounts
for the failure number of every event in the model. In this chapter we will refer to the failure
aggregate by f agg , for consistency. In later chapters we will drop the subscript and refer to
it by f . Formally, f agg : Svalid → Nρ+1 , and is defined as follows.
Definition 8 (failure aggregate). The failure aggregate of a placement P is a vector in Nρ+1 ,
denoted f agg (P ), where f agg (P ) := hp0 , p1 , . . . , pρ i, and each pi is defined as
pi :=



u ∈ V \ C : f (u, P ) = ρ − i
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.

Intuitively, pi is the number of nodes whose failure causes ρ − i replicas to fail (or equivalently, allows i replicas to survive).
Recall that in order for f agg to be an objective function the range, Nρ+1 , must be totallyordered. In the context of our problem, we find that ordering failure aggregates with regard
to the lexicographic order is both meaningful and convenient.
Definition 9 (lexicographic order). The lexicographic order <L between vectors x = hx0 , ..., xd i
and y = hy0 , ..., yd i can be defined via the following formula:
x <L y ⇐⇒ ∃ j ∈ [0, ρ] :

xj < yj ∧ ∀ i < j : [xi = yi ]



This strong order <L extends to the weak order ≤L in the usual way. We use terms lexicominimum and lexico-minimizes as short-hand for the phrases “minimum in the lexicographic
order” and “minimizes with respect to the lexicographic order” respectively.
To see why using the lexicographic ordering is desirable, consider a placement P which
lexico-minimizes f agg (P ) = hp0 , p1 , ..., pρ i among all possible placements. Such a placement
is guaranteed to minimize p0 , the number of failure events which compromise all of the
entities in P . Further, among all solutions minimizing p0 , P also minimizes p1 , the number
of failure events which compromise all but one of the entities in P , and so on for p2 , p3 , . . . , pρ
in increasing order of index. This prioritizes minimizing the number of events which cause
a large number of replicas to fail before moving on towards events which cause a smaller
number to fail.
The failure aggregate does not only satisfy our intuition regarding a replica placement,
k
k
it is strictly better than the alternatives fpref
ix and fexact , in the sense that, for any fixed

value of k the failure aggregate distinguishes among more placements than either of these
k
k
alternatives. More specifically, the failure aggregate is finer than both fpref
ix and fexact , as

we now show.
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k
For every fixed value of k, the objective function f agg is finer than fpref
ix . The reason why
Pρ−k
k
is easy to see. If f agg (P ) = hp0 , ..., pρ i, then fpref
ix (P ) =
i=0 pi . Thus, every placement
k
P whose failure aggregate is equal to hp0 , ..., pρ i has an equivalent value of fpref
ix (P ). Thus,
k
the set of all such P lies inside a single level set of fpref
ix . And so, for every X, a level set of
Pρ−k
k
f agg (P ) at hp0 , ..., pρ i there exists a Y , a level set of fpref
ix (P ) at
i=0 pi such that X ⊆ Y .
k
when k is fixed. That is,
For similar reasons, the analogous statement holds for fexact
k
for any fixed value of k, the objective function f agg is finer than fexact
. Again, if f agg (P ) =
k
hp0 , ..., pρ i, then fexact
(P ) = pρ−k . So, for every X, a level set of f agg (P ) at hp0 , ..., pρ i, there
k
exists Y , a level set of fpref
ix (P ) at pρ−k , such that X ⊆ Y .

Since the failure aggregate has been shown to be finer than both of the alternative
objective functions which we have considered, we focus our efforts on this objective.
Problem 1 (Lexico-minimum Single-block Placement (LSP)). Given a placement
model ((V, E), C) and a positive integer ρ such that ρ < |C|, find a placement P ⊆ C with
|P | = ρ such that f agg (P ) is lexico-minimum.
Much in the same way we speak of variants of placement models, we may speak of variants
of LSP in which the placement model is constrained to have a certain property. Specifically,
hqualifieri LSP refers to a the variant of LSP in which the placement model is a hqualifieri
placement model. For example, arboresence LSP denotes the variant of LSP in which the
placement model is an arboresence, whereas k-multitree LSP denotes the variant in which
the placement model is a k-multitree.
Essentially, LSP concerns placing ρ replicas of a single block of data. Notice that in this
problem we enforce that no more than one replica may be assigned to any given candidate.
This is reasonable, as co-locating two replicas on the same server would defeat the purpose
of replication. In the next section, we will show that the most general version of LSP is
NP-hard. Thus, to provide polynomial-time algorithms, we consider narrower versions of
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the problem, wherein the placement model is an arboresence or a k-multitree. Specifically,
in Chapter 5, we will present an O(n + ρ log ρ) algorithm for solving arboresence LSP. In
Chapter 6, we will present an algorithm for solving k-multitree LSP, which runs in polynomial
time when both k and ρ are fixed constants.

4.3

Lexico-minimizing Canonical Placement Models is NP-hard

Beginning in this section and for the remainder of the thesis, we will drop the subscript from
f agg and begin denoting the failure aggregate simply by f .
While the failure aggregate preserves more information about a replica placement than
the alternatives we have presented, it also provides sufficient structure to show intractability.
In its most general form, the decision version of the LSP admits polynomial-time reductions
from known NP-hard problems. In particular, reductions from Dominating Set and Independent Set can be used to show NP-hardness of LSP.
We provide the decision version of the LSP and Dominating Set below. As is typical
with minimization problems, in the decision version of the problem, we ask if there exists
a valid solution whose objective value is upper-bounded by some threshold value which we
provide as part of the input.
Lexico-minimum Single-block Placement (LSP)
Input: A placement model ((V, E), C), a positive integer ρ such that ρ < |C|, and a
threshold value w ∈ Nρ+1 .
Task:

Is there a placement P ⊆ C with |P | = ρ such that f (P ) ≤L w?

The Dominating Set problem is one of Karp’s 21 NP-complete problems [18]. We use
the definition found in Garey-Johnson [14].
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Dominating Set (DS)
Input: An undirected graph G, and a positive integer k.
Task:

Is there a subset D of exactly k vertices of G such that every vertex not in D
is a adjacent to at least one vertex in D?

We may easily show a reduction from Dominating Set to LSP as follows.
Theorem 4. DS reduces in polynomial time to LSP, and LSP in is NP, thus LSP is NPcomplete.
Proof. LSP is easily seen to be in NP, since the objective f can be computed in polynomial
time for any P ⊆ C.
We sketch an argument that Dominating Set reduces to LSP as follows. Given an
instance hG, ki of DS we can form an instance of LSP by constructing a bipartite graph
(S, T, E), where there is a vertex in S and in T for each vertex in G. For each edge (u, v)
not included in G, we connect the representative of u in S with the representative of v in T
by an edge directed from S to T . Thus the neighborhood of each node u in S is the set of
vertices which are not adjacent to u in G. Let T be the set of candidate nodes. Then, the
bipartite graph forms a bipartite placement model ((S, T, E), T ), as required by the input to
LSP. Then, a dominating set of size k exists in G if and only if a placement of size k can be
made on the nodes of T such that f (P ) ≤L h0, |V |, ..., |V |i. The key to the reduction is the
zero in the first entry of the vector, which counts the number of nodes with failure number
k. In a placement P , if node u in S has failure number k, it indicates that every node in
the placement (i.e., the purported dominating set) is adjacent to u in the complement of G.
Equivalently, a node u has a failure number k only if it is is not adjacent to any element of
P . Thus, a placement on T which has no nodes with failure number k must be a dominating
set in G. The remaining direction is easily shown.
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This reduction shows that the LSP remains NP-hard when the input is restricted to
canonical placement models. It additionally shows that even minimizing the first entry
of the failure aggregate is an intractable problem. Since the reduction we provide here only
works with the first entry of the failure aggregate, one may wonder whether this intractability
result may be circumvented by instead lexico-minimizing a suffix of the failure aggregate.
Unfortunately, this does not work. Another reduction from Independent Set [18, 14]
shows that it is also NP-hard to lexico-minimize even the last three entries of the failure
aggregate. It does not seem unreasonable to conjecture that reductions might also exist
which show the NP-hardness of lexico-minimizing suffixes beginning in the middle region of
the vector.
Both Independent Set and Dominating Set are special cases of the more general
Set Cover [14] problem, for which an Ω(log n) lower bound on the approximation ratio is
well known [10]. While Set Cover does reduce to LSP, whether this lower-bound can be
made to carry over remains an open question. Indeed, the very notion of what it means to
approximate a vector quantity in the lexicographic order is an interesting one which, to the
best of our knowledge, has yet to be explored in the complexity literature. We pose it as an
open problem.
Open Problem 2. Does there exist some useful notion of approximation for the LSP? Can
it be used to show that the LSP is hard to approximate? Does it extend to other discrete
lexicographic optimization problems?

4.4

Objectives for Multi-block Placements

While a worthy goal, a solution to LSP only optimizes the placement of a single set of
replicas. In the data center, multiple sets of replicas must co-exist simultaneously. To
address this crucial use-case, we also consider algorithms which simultaneously optimize
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multiple replica placements at once. To this end, we have defined a multi-placement P
as an m-tuple of placements, P := (P1 , ..., Pm ). In a multi-placement context, we refer to
placements P1 , ..., Pm as blocks, and we refer to each block by its position in the tuple (e.g.
placement P1 is block 1, ... placement Pi is block i, etc.) In the single-block case, it made
sense to ensure that no more than one replica may be placed on any candidate. In the
multi-block case, we must allow multiple replicas from different blocks to be co-located at
a candidate. But it is not reasonable to presume that every candidate can store as many
replicas as we may like. To this end, we require that for each placement candidate ` we
are given a capacity c(`), and we must ensure that no more than c(`) replicas are placed on
`. Nevertheless, each placement remains a subset of the set of candidates, and thus no two
replicas from the same block may be assigned to the same candidate.
As mentioned previously, objective functions for a multi-block placement problem are
very different from objectives for single-block placement problems. Any reasonable function
for the multi-block placement problem ought to quantify over every block. As we shall
see, the way in which we choose to do this quantification yields very different meanings of
an “optimal” solution. We work in the context of a multi-block placement problem, for
which Svalid consists of the set multi-placements having a fixed replication signature. For
the purposes of concrete illustration, we will consider multi-placements which consist of only
two placements.
As we have already determined that the failure aggregate captures relevant information
about a single placement, each of the objective functions we will consider uses the failure aggregate as part of its definition. Our goal is to find an objective function which appropriately
takes into account contributions from all blocks of the multi-placement.
One option is to take the lexicographic maximum from among the failure aggregates of
each block and use this value. Formally, we define g lexmax : Svalid → Nρ+1 as
g lexmax (P) := lexmax f (P ),
P ∈P
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where lexmax denotes the lexicographic maximum of its argument. One goal for our multiblock optimization problem is to lexico-minimize g lexmax .
This objective suffers from the following issue. Suppose that P = {P, Q}, and moreover
f (P ) = h1, 0, 1, 13, 0, 0i, while f (Q) = h1, 1, 0, 0, 3, 10i. Then clearly g lexmax (P) = f (Q).
Thus, g lexmax completely ignores placement P , and only reports the value of placement Q.
This is a major failing of g lexmax . For if we were to compare P against another multiplacement P 0 = {P 0 , Q} in which f (P 0 ) = h1, 0, 1, 0, 0, 13i, we would obtain precisely the
same objective value of g lexmax (P) = f (Q), despite that in P 13 events have a failure number
of 2 while in P 0 these events all have a failure number of 0. We would much prefer P 0 over
P , but this objective function does not take any differences among P and P 0 into account.
Lexico-minimizing the component-wise maximum of the failure aggregate would appear
to alleviate the above issue, at least as regards the above example. We define g compmax :
Svalid → Nρ+1 as


g compmax (P) := max f (P )0 , max f (P )1 , ..., max f (P )ρ ,
P ∈P

P ∈P

P ∈P

where f (P )i denotes the ith entry of f (P ).
But this objective suffers from a different problem. Suppose that Q = {X, Y } where X
and Y are defined so that f (X) = h1, 0, 1, 1, 3i and f (Y ) = h1, 0, 1, 0, 4i. Then g compmax (Q) =
h1, 0, 1, 1, 4i. But compare this multi-placement with Q0 = {X, Y 0 }, where f (Y 0 ) = h1, 0, 0, 1, 4i.
For P 0 , we have also that g compmax (Q0 ) = h1, 0, 1, 1, 4i, and thus Q and Q0 are indistinguishable as regards g compmax . But clearly, we prefer the multi-placement Q0 over Q, since in Q
we have two placements which both induce a failure number of 2 in an event, whereas in Q0
we have only one placement which induces a failure number of 2 in an event.
Despite these observations it does not appear that either of g lexmax and g compmax is finer
than the other. Nevertheless, we have identified serious flaws in both objectives which do
not appear to be present in the following one.
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When we simply take the sum of the failure aggregates both of the issues we have observed
disappear. For instance, observe that f (X)+f (Y ) = h2, 0, 2, 1, 7i, which is lexicographically
larger than f (X) + f (Y 0 ) = h2, 0, 1, 2, 7i, and moreover f (P ) + f (Q) = h2, 1, 1, 13, 3, 10i,
which is also lexicographically larger than f (P 0 ) + f (Q) = h2, 1, 1, 0, 3, 23i. Thus, it would
appear that summing over the failure aggregates of the placements does not suffer from
either of these flaws. Formally, we define g sum : Svalid → Nρ+1 as
X

g sum (P) :=

f (P ),

P ∈P

where the aggregates f (P ) are padded with zeroes on the left if needed. Specifically, if
|P | > |P 0 |, we may add the failure aggregates f (P ) = hp0 , ..., pρ i and f (P 0 ) = hp00 , ..., p0ρ−c i
by defining
f (P ) + f (P 0 ) := hp0 , ..., pc−1 , pc + p00 , pc+1 + p01 , ..., pρ + p0ρ−c i
= hp0 , ..., pc−1 , pc , pc+1 , ..., pρ i + h0, ..., 0, p00 , p01 , ..., p0ρ−c i.
While we have observed two issues which appear to be resolved by taking the sum over
failure aggregates, it does not appear that g sum is any finer than either of g lexmax or g compmax .
But the reverse is also seen to be true, neither the g lexmax or the g compmax objective is finer
than g sum as well. This leads naturally to open questions which we summarize below.
Open Problem 3. Does there exist a computable objective function for multi-placements
which is finer than all three of the objective functions presented here? Is there some notion other than “finer than” which is better suited to comparing objectives for multi-block
placement problems?
In this thesis, we focus on the objective g sum . As we dropped the subscript in the notation
for f , we shall likewise drop the subscript in g sum in later chapters. Neither of the objectives
g lexmax or g compmax will appear outside of this chapter. As regards multi-block placement,
we will focus our efforts on the following optimization problem.
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Problem 2. Lexico-minimum Multi-block Placement (LMP) Given a placement
model ((V, E), C), where each candidate ` ∈ C has a given capacity c(`), and replicaP
P
tion signature hρ1 , ρ2 , ..., ρm i ∈ Nm such that m
i=1 ρi <
`∈L c(`), find a multi-placement
P = (P1 , ..., Pm ), which lexico-minimizes g sum (P) such that for all i, |Pi | = ρi , and for all
` ∈ C, no more than c(`) placements of P contain `.
The LSP may be easily obtained from the LMP by assigning to each placement candidate
a unit capacity, and setting m = 1 and ρ1 = ρ. Thus, NP-hardness of the LMP follows
immediately.
As with the LSP we may speak of different variants of the LMP, using hqualifieri LMP
in exactly the same way we did with the LSP. In Chapter 7 we discuss an algorithm for
arboresence LMP which runs in polynomial time when the skew, defined as the difference
between the maximum and minimum entries in the replication signature, is bounded by a
constant. Some storage area networks used widely in practice make use of multi-placements
which have a bounded skew. For instance, the Parallels system allows the number of replicas
to vary between a maximum and minimum value [27]. While the current work does not
consider a dynamic fluctuation of replication factors over time, the Parallels system must, at
the least, maintain a minimum replication factor, which may be placed optimally using our
algorithm. The recommended settings in a Parallels cluster use a maximum and minimum
replication factor of 2 and 3 respectively, and thus using these settings, the skew is at most
1. Likewise, the VMWare Virtual SAN Administrator’s guide states that virtual machines
use a uniform replication factor of n + 1 to tolerate n failures [37], which implies a skew of
0.
In the next three chapters we present detailed algorithms and analysis for the LSP and
LMP respectively, which we briefly summarize here. The LSP is treated in Chapters 5 and 6.
In Chapter 5, we consider arboresence LSP and present a polynomial-time algorithm which
optimally places ρ replicas on the leaves of an arboresence with n nodes in O(n + ρ log ρ)
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time. In Chapter 6 we consider k-multitree LSP, and present an algorithm which runs
in polynomial time when both k and ρ are fixed constants. In Chapter 7 we present an
algorithm for arboresence LMP which runs in polynomial time when the skew is bounded
by a constant factor. These chapters may be read in any order.
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CHAPTER 5
SINGLE-BLOCK PLACEMENT IN ARBORESCENCES
In this chapter we describe two approaches for optimally placing a group of replicas on the
leaves of an arborescence placement model. More specifically, we present two algorithms
which solve arborescence LSP, (see Problem 1). First, we observe that a simple greedy
algorithm suffices to solve the problem, though this is by no means obvious. Proving that
a greedy algorithm works correctly requires the use of some highly non-standard algebraic
manipulations which we will discuss in Section 5.1. We then describe an algorithm for solving
LSP in arborescences. First, we prove that any optimal placement must be balanced. We
then exploit this property of optimal solutions in order to develop an O(n+ρ log ρ) algorithm
for finding an optimal placement of size ρ on the leaves of an arborescence with n nodes.
Most of the results presented in this chapter were published at the 2015 Conference on
Combinatorial Optimization and Applications [23]. I gratefully acknowledge the contributions and support of my co-authors, but especially in obtaining the results that follow. R.
Chandrasekaran assisted with the statement and proof of Theorem 8. My advisor Neeraj
Mittal discovered an efficient version of Algorithm 1 and labored to prove it correct. He also
introduced me to the tricks used in the transform phase presented in Algorithm 3, without
which we could not have achieved a near-optimal running time.

5.1

Being Greedy for an O(n2 ρ) Time Solution

The greedy solution to arborescence LSP forms a partial placement P 0 , to which new replicas
are added one at a time, until ρ replicas have been placed overall. P 0 starts out empty, and
at each step, the leaf u which lexico-minimizes f (P 0 ∪ {u}) is added to P 0 . This greedy
algorithm correctly computes an optimal placement, however its running time is O(n2 ρ) for
a tree of unbounded degree. This running time comes about since each iteration requires
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visiting O(|L|) leaves and recomputing the objective, where L is the set of leaves. For each
leaf ` which is checked, every node on a path from ` to the root must have its failure number
computed. Both the length of a leaf-root path and the number of leaves can be bounded by
O(n) in the worst case, yielding O(n2 ρ) time overall.
That a greedy algorithm works correctly is by no means obvious. It can be shown via an
exchange argument that each partial placement found by the greedy algorithm is a subset of
some optimal placement. This is the content of Theorem 5 below. Before giving this proof,
we must first establish the truth of a few technical lemmas. The proof is straight-forward,
given some easy, but non-standard algebraic manipulations.
To establish the correctness of the greedy algorithm, we first introduce some notation. Let
T = ((V, E), C) be an arborescence placement model. For a placement P ⊆ C and a subset
of vertices S ⊆ V \C, let h(S, P ) = hh0 , h1 , ..., h|L| i where hi := |{x ∈ S | f (x, P ) = |L| − i}|.
Note that h differs from f in two ways. First, h(S, P ) provides something like the failure
aggregate, but it is restricted to only count nodes in the set S ⊆ V \ C, whereas f (P ) gives
the aggregate for the entire set V \ C. Second, h is an “embedding” of f into a higher
dimensional space. The value of f can be recovered by truncating and returning prefix of
length |L|−ρ+1. Since the domain of f depends on the size of P , we require this embedding
to reason about adding replicas to P one at a time.
We denote the set of nodes on a path from u to v as path(u, v). Formally,
path(u, v) := {x ∈ V \ C | x is on the path from node u to node v }.
Note that nodes are only included in path(u, v) if they lie in V \ C, even when u or v are
elements of C. If no path from u to v exists, then we define path(u, v) := ∅.
Additionally, if v = hv1 , ..., vk i we define the vector shifted one index to the left as
/(v) = hv2 , ..., vk , 0i. The following propositions are trivially obtained from these definitions,
and are presented without proof.
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v1 = 0 =⇒ v ≤L /(v)

(5.1)

/(v) + /(w) = /(v + w)

(5.2)

∀α ∈ R : α/(v) = /(αv)

(5.3)

v1 = w1 =⇒ [v ≤L w ⇐⇒ /(v) ≤L /(w)]

(5.4)

Equations (5.2) and (5.3) above together imply that left shifting is a linear operator. Equation (5.4) indicates that left shifting acts as an order embedding with respect to ≤L when
the vectors have identical first components.
In addition to these propositions, we assert the truth of the following easily verified claims
concerning h. In what follows, we denote the root of the tree by r, and arbitrary leaf nodes
by x or y. Let W := V \ C, for concision.
h(W, P ) ≤L h(W, P 0 ) ⇐⇒ f (P ) ≤L f (P 0 )

(5.5)

X ∩ Y 6= ∅ =⇒ h(X ∪ Y, W ) = h(X, W ) + h(Y, W )

(5.6)

h(W, P ∪ {x}) = h(W, P ) − h(path(r, x), P ) + h(path(r, x), P ∪ {x})

(5.7)

P 6= L, x ∈
/ P =⇒ /(h(path(r, x), P )) = h(path(r, x), P ∪ {x})

(5.8)

h(path(r, x), P ) ≤L h(path(r, y), P ) =⇒
h(path(r, x), P ∪ {x}) ≤L h(path(r, y), P ∪ {y}) (5.9)
Equation (5.9) deserves a brief explanation. When adding a leaf node x to a placement,
each node in path(r, x) has its failure number incremented by 1. Equation (5.9) then easily
follows from Equation (5.7).
Lemma 1. Let r be the root of arborescence placement model ((V, E), C), and let P ⊆ C,
x, y ∈ C \ P . Then,
f (P ∪ {x}) ≤L f (P ∪ {y}) ⇐⇒ h(path(r, x), P ) ≤L h(path(r, y), P ).
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Proof. Each statement in the following derivation is logically equivalent ( ⇐⇒ ) to the next,
via one of the propositions (5.1) - (5.9). Let W := V \ C, then
f (P ∪ {x}) ≤L f (P ∪ {y})
h(W, P ∪ {x}) ≤L h(W, P ∪ {y})
h(W, P ) − h(path(r, x), P ) + h(path(r, x), P ∪ {x}) ≤L h(W, P ) − h(path(r, y), P ) + h(path(r, y), P ∪ {y})
/(h(path(r, x), P )) − h(path(r, x), P ) ≤L /(h(path(r, y), P )) − h(path(r, y), P )

(5.10)

h(path(r, x), P ) ≤L h(path(r, y), P )

(5.11)

h(path(r, x), P ) ≤L h(path(r, y), P )

To see that (5.10) ⇐⇒ (5.11), consider vectors v = hv1 , ..., vn i and w = hw1 , ..., wn i.
Clearly, (/(v) − v)i = vi − vi−1 . So if (/(v) − v) ≤L (/(w) − w), let k be the first index where
the two vectors differ. We then have that vk − vk−1 < wk − wk−1 . Since vk−1 = wk−1 , we
obtain that vk < wk . We have therefore shown that v ≤L w. The reverse direction follows
easily.
Given a node u in an arborescence placement model ((V, E), C), let Lu be the set of all
leaves which are descendants of u. We then have the following Lemma.
Lemma 2. Given P ⊆ C, a, b ∈ C. Let c be the least common ancestor of a and b,
and let d be the child of c on the path from c to a. If h(path(r, a), P ) ≤L h(path(r, b), P ),
X ⊂ C \ {a, b} for which Ld ∩ X = ∅, and a, b ∈
/ X then
f (P ∪ X ∪ {a}) ≤L f (P ∪ X ∪ {b}).
Proof. By the conditions stated in the lemma, we have that,
h(path(r, a), P ) ≤L h(path(r, b), P ) =⇒
h(path(r, a), P ∪ X) ≤L h(path(r, b), P ∪ X). (5.12)
Since Ld ∩ X = ∅, this is easily seen to be true, as any increase in failure numbers due to
the addition of replicas in X cannot affect nodes on the path path(d, a).
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Figure 5.1. Named nodes used in Theorem 5. The arrow labeled “swap” illustrates the leaf
nodes between which replicas are moved, and is not an edge of the graph.
Moreover, we have that,
h(path(r, a), P ) ≤L h(path(r, b), P ) =⇒ h(path(r, a), P ∪ {a}) ≤L h(path(r, b), P ∪ {b})
=⇒ h(path(r, a), P ∪ X ∪ {a}) ≤L h(path(r, b), P ∪ X ∪ {b})
=⇒ f (P ∪ X ∪ {a}) ≤L f (P ∪ X ∪ {b}) .

Wherein the first implication follows from Lemma 1, the second follows from (5.12), and
the third holds since nodes on the paths path(r, a) and path(r, b) are the only nodes whose
failure numbers differ between placements P ∪ X ∪ {a} and P ∪ X ∪ {b}.
We are now in a position to prove the correctness of the greedy algorithm.
Theorem 5. Let Pi be the partial placement from step i of the greedy algorithm. Then there
exists an optimal placement P ∗ , with |P ∗ | = ρ such that Pi ⊆ P ∗ .
Proof. The proof proceeds by induction on i. P0 = ∅ is clearly a subset of any optimal
solution. Given Pi ⊆ P ∗ for some optimal solution P ∗ , we must show that there is an
optimal solution Q∗ for which Pi+1 ⊆ Q∗ . Clearly, if Pi+1 ⊆ P ∗ , then we are done, since
P ∗ is optimal. In the case where Pi+1 6⊆ P ∗ we must exhibit some optimal solution Q∗ for
which Pi+1 ⊆ Q∗ . Let u be the leaf which was added to Pi to form Pi+1 . Let v be the leaf
in P ∗ \ Pi+1 which has the greatest-depth least common ancestor with u, where the depth of
a node is given by its distance from the root (see Fig. 5.1). We set Q∗ = (P ∗ \ {v}) ∪ {u},
50

and claim that f (Q∗ ) ≤L f (P ∗ ). Since f (P ∗ ) is optimal, and Pi+1 ⊆ Q∗ this will complete
our proof.
First, we assert that
h(path(a, u), Pi ) ≤L h(path(a, v), Pi ) .

(5.13)

To see this, suppose instead that h(path(r, u), Pi ) >L h(path(r, v), Pi ). But by the contrapositive of Lemma 1, this implies that f (Pi ∪ {u}) >L f (Pi ∪ {v}), which contradicts our
use of a greedy algorithm.
/ (P ∗ \ Pi \ {v}). Moreover, by choice of v, we have that
Note1 that u, v ∈
La ∩ (P ∗ \ Pi \ {v}) = ∅,
since the only nodes from P ∗ in La must also be in Pi . To complete the proof, we use (5.13)
and apply Lemma 2, setting X = P ∗ \ Pi \ {v}. This choice of X is made so as to yield the
following equalities.
Q∗ = (P ∗ \ {v}) ∪ {u} = Pi ∪ (P ∗ \ Pi \ {v}) ∪ {u},
P ∗ = Pi ∪ (P ∗ \ Pi \ {v}) ∪ {v}.
By Lemma 2, we obtain the inequality in the following formula,
f (Q∗ ) = f (Pi ∪ (P ∗ \ Pi \ {v}) ∪ {u}) ≤L f (Pi ∪ (P ∗ \ Pi \ {v}) ∪ {v}) = f (P ∗ ).
Thereby completing the proof.
While we have shown that the greedy algorithm is correct, we must admit that the O(n2 ρ)
running time we have given is not the best one might expect from a greedy algorithm for
this problem. Admittedly, we came to recognize the correctness of the greedy algorithm
after having developed the O(n + ρ log ρ) algorithm presented later in this chapter, which
we believe to have a near-optimal running time.
1

To cut down on parentheses, we permit set difference to bind strongly on the left, so that X \ Y \ Z =
(X \ Y ) \ Z.
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5.2

Optimal Solutions are Balanced

Our O(n + ρ log ρ) algorithm for arborescence LSP exploits the fact that any optimal placement must be balanced. Intuitively, this means that the number of replicas which are descendants of any internal node u are distributed among the children of u so that no single
child accommodates too many replicas. The intuition behind balancing is made precise in
Definition 10, which follows below.
Let Lu be the set of leaves which are descendants of node u. We refer to |Lu | as the
capacity of node u.
Definition 10. Given a placement P , let node u have children c1 , ..., ct . Let Lci be the set
of leaves which are descendants of child ci . Node u is said to be balanced with respect to
placement P if, for all ci , cj ∈ {c1 , ..., ct }
|Lci | > f (ci , P ) =⇒ f (cj , P ) ≤ f (ci , P ) + 1,
and the above condition is referred to as the balancing condition.
Moreover, placement P is said to be balanced if, all nodes u ∈ V are balanced with
respect to P .
The balancing condition holds trivially if |Lci | = f (ci , P ). We say that children where
|Lci | = f (ci , P ) are filled, and children where |Lci | > f (ci , P ) are unfilled. As a consequence
of the balancing condition the replicas are “evenly spread” among the unfilled children.
Our algorithm exploits the following result to achieve an O(n + ρ log ρ) running time for
minimizing f (P ) in a arborescence.
Theorem 6. Any placement P in which f (P ) is lexico-minimum among all placements for
a given arborescence must be balanced.
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Proof. Suppose P is not balanced, yet f (P ) is lexico-minimum. We derive a contradiction
as follows.
Let u be an unbalanced node, then u must have children ci and cj such that ci is unfilled
and f (ci , P ) + 1 < f (cj , P ). Since ci is unfilled, we must be able to take one of the replicas
placed on a leaf of cj and place it on ci instead. Leaves `i ∈ Lci \ P and `j ∈ Lcj ∩ P must
exist, because ci is unfilled, and Lcj ∩ P is non-empty. Set P ∗ := (P \ {`j }) ∪ {`i }. We will
show P ∗ is a strictly better placement than P .
Let f (P ) = hp0 , ..., pρ i, and f (P ∗ ) = hp∗0 , ..., p∗ρ i. For convenience, let f (cj , P ) = a. To
show that f (P ) >L f (P ∗ ), we aim to prove that p∗ρ−a < pρ−a , and that p∗k = pk for all
k < ρ − a. We will concentrate on proving the former, and afterwards show that the latter
follows easily.
Let π(`i , ci ) (respectively π(`j , cj )) be the nodes on the unique path from `i to ci (respectively `j to cj ). As a result of the swap, note that only the nodes on these paths have their
failure numbers modified. Therefore, to prove p∗ρ−a < pρ−a , it suffices to consider the failure
numbers of the nodes in π(`i , ci ) ∪ π(`j , cj ). Let S − (respectively S + ) be the set of nodes
whose failures change from a (respectively change to a), as a result of the swap. Formally,
we define:
S − := {v ∈ V | f (v, P ) = a, f (v, P ∗ ) 6= a},
S + := {v ∈ V | f (v, P ) 6= a, f (v, P ∗ ) = a}.
By definition, p∗ρ−a = pρ−a − |S − | + |S + |. We claim that |S − | ≥ 1 and |S + | = 0, which suffices
to show that p∗ρ−a < pρ−a , as required.
To show that |S − | ≥ 1, note that f (cj , P ) = a by definition, and after the swap, the
failure number of cj decreases. Therefore, |S − | ≥ 1.
To show that |S + | = 0, we must prove that no node in π(`i , ci ) ∪ π(`j , cj ) has failure
number a after the swap has occurred. We show the stronger result, that all such nodes’
failure numbers are strictly less than a.
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Let vj be a node on the path π(`j , cj ), and consider the failure number of vj . Notice that
for every such vj , we have that
f (vj , P ∗ ) ≤ f (cj , P ∗ ) = a − 1 < a,
where the first inequality follows since the failure number of any node is less than or equal
to that of any of its ancestors, and f (cj , P ∗ ) = a − 1, since the number of replicas on cj
decreases by 1 as a result of the swap. Therefore, f (vj , P ∗ ) < a, for any vj ∈ π(`j , cj ).
Likewise, let vi be a node on the path π(`i , ci ), and consider the failure number of vi .
Since the swap added a replica at node ci , clearly f (vi , P ∗ ) = f (vi , P ) + 1. Recall also that
f (ci , P ) + 1 < f (cj , P ), therefore, for all vi , we have
f (vi , P ) ≤ f (ci , P ) < f (cj , P ) − 1 = a − 1,
which establishes that f (vi , P ) < a − 1. Substituting f (vi , P ∗ ) yields that f (vi , P ∗ ) < a for
any vi ∈ π(`i , ci ).
Therefore, no node in π(`i , ci ) ∪ π(`j , cj ) has failure number a, so |S + | = 0, as desired.
Moreover, since we showed that f (v, P ∗ ) < a, for any node v ∈ π(`i , ci ) ∪ π(`j , cj ), and these
are the only nodes whose failure numbers change, we have also proven that pk = p∗k for all
k ≤ ρ − a, thus completing the proof.

5.3

Dynamic Programming for an O(n + ρ log ρ) Time Algorithm

To ease our exposition, we first describe an O(nρ) version of the algorithm. In later sections,
we will make modifications to improve the running time to O(n + ρ log ρ).
Our algorithm finds an optimal placement that is balanced. Conceptually, we can think
of our algorithm as assigning ρ replicas to the root of the arborescence, and assigning these
replicas to children of the root in some fashion. We then recursively carry out the same
procedure on each child, thereby proceeding down the arborescence, at each step ensuring
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that the replicas are assigned according to the balancing property. However, as we move down
the arborescence, we observe that for certain nodes, the balancing condition only determines
the number of replicas placed up to an additive factor of ±1. Therefore, on the way back up
the arborescence, we solve a minimization problem to determine how many replicas to place
on each node in order to minimize f (P ). To concisely communicate the “total number of
replicas assigned to node u”, we shall refer to the number of replicas assigned to a node of
the arborescence as its mass.
More specifically, we proceed as follows. Before the recursive procedure begins, we first
record the capacity of each node u via a post-order traversal of the arborescence. Our
algorithm is then executed in two consecutive phases. During the divide phase, the algorithm
is tasked with dividing the mass assigned to node u among the children of u. First, for each
, the minimum possible mass on ci in any balanced placement.
child ci , we determine rcmin
i
= |Lci |)
After the divide phase, we have determined which children c are definitely-filled, (rcmin
i
< |Lci |). Definitely-filled children have a mass equal
and which are possibly-unfilled, (rcmin
i
to their capacity, and require no further optimization. To achieve balancing, each possibly+ 1. The algorithm is then
or rcmin
unfilled child labeled ci must have a mass of either rcmin
i
i
recursively called on each possibly-unfilled child to obtain optimal subproblems of mass rcmin
i
+ 1 for their subarborescences. After this recursive call is complete, two optimal
and rcmin
i
solutions are available at each possibly-unfilled child. The combine phase then chooses
which of the two placements should be used at each possibly-unfilled child so as to obtain a
minimum overall, thereby determining the final mass for each such child.
Divide Phase
When node u is first considered by the divide phase, there are at most two possible values for
its final mass. Let these values be rumin and rumin + 1. Let u have t children, labeled c1 , ..., ct ,
with capacities |Lc1 |, ..., |Lct |. The divide phase determines which children are definitelyfilled, and which are possibly-unfilled.
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The set of possibly-unfilled children can be determined in O(t) time in a manner similar to
the algorithm for the Fractional Knapsack Problem [9]. We iteratively process the children of
u and, based upon their capacities, determine whether they are definitely-filled or possiblyunfilled in a balanced placement of ρ replicas. We ensure that in each iteration, at least
one-half of the children with undetermined status have their definitely-filled/possibly-unfilled
status determined. To determine which half, the median capacity child with undetermined
status is found using the median of medians algorithm [7]. Based upon the number of replicas
yet to be “claimed” by definitely-filled children, either a) the set of children with capacity
greater than or equal to the median are labeled as possibly-unfilled, or b) the set of children
with capacity less than or equal to the median are labeled as definitely-filled. The algorithm
then recurses on the remaining possibly-unfilled children. In the process of computing the
are determined for all possiblydefinitely-filled and possibly-unfilled children values of rcmin
i
unfilled children ci . See Algorithm 1 for pseudocode describing this procedure, and Figure 5.2
for a sample execution. The proof of correctness is straight-forward but tedious. Because
the algorithm runs in time O(t) for a node with t children, the divide phase takes O(n) time
over the entire arborescence.
We next show that computing two values at each child is all that is required to compute
both placements of mass rumin and rumin + 1 at node u. This avoids a combinatorial explosion
by keeping constant the number of subproblems considered at each node throughout the
recursion.
Theorem 7. Let U and F be the set of possibly-unfilled and definitely-filled children found
by Algorithm 1, and let R be the minimum number of replicas to be distributed among the
P
possibly-unfilled children, formally, R := rumin − ci ∈F |Lci |. In any case where rumin or
rumin + 1 replicas must be balanced among t possibly-unfilled children, it suffices to consider
placing either bR/|U |c or d(R+1)/|U |e children at each possibly-unfilled child.
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Algorithm 1: Determine definitely-filled and possibly-unfilled nodes
1 Function Label-Children({c1 , ..., ct }, r)begin
2
F ← ∅; ;
// F := definitely-filled children
3
U ← ∅; ;
// U := possibly-unfilled children
4
M ← {c1 , ..., ct } ;
// M := unassigned children
5
s←r;
// s := number of replicas not yet permanently assigned
6
while M 6= ∅ do
7
med ← median capacity of children in M ;
8
M` ← {ci ∈ M : |Lci | < med};
9
Me ← {ci ∈ M : |Lci | = med};
10
Mg ← {cP
i ∈ M : |Lci | > med};
11
x ← s − ci ∈M` |Lci | ;
12
if x < (med − 1) · (|U | + |Me | + |Mg |) then
13
U ← U ∪ Me ∪ Mg ;
// Me ∪ Mg possibly-unfilled
14
M ← M − (Me ∪ Mg );
15
else if x ≥ (med) · (|U | + |Me | + |Mg |) then
16
F ← F ∪ M` ∪ Me ;
// M` ∪ Me definitely-filled
17
M ←MP
− (M` ∪ Me );
18
s ← x − ci ∈Me |Lci |;
19
else
// M` definitely-filled, Me ∪ Mg possibly-unfilled
20
U ← U ∪ Me ∪ Mg ;
21
F ← F ∪ M` ;
22
M ← ∅;
23
end
24
end
25
return (F , U ) ;
// return definitely-filled and possibly-unfilled
children
26 end

Proof. We first show that if x replicas are to be distributed among |U | possibly-unfilled
children with sufficient capacity in a balanced manner, then each child needs to store either
bx/|U |c or dx/|U |e replicas. Assume, on the contrary, that every child has capacity of at least
dx/|U |e but some child stores either at most bx/|U |c − 1 replicas or at least dx/|U |e + 1 replicas.
There are two cases depending on whether or not x mod |U | = 0.
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Figure 5.2. Example execution of Algorithm 1. Either 20 or 21 replicas are placed on node u,
which has six children, with capacities 1, 2, 4, 5, 9 and 11. Each iteration is divided by a line.
The node with the median capacity is circled in each iteration, except in the first iteration,
where no node has capacity equal to the median. Computation of the branch conditions at
lines 12 and 15 are shown on the right.
Case 1) (x mod |U | = 0): In this case, bx/|U |c = dx/|U |e = x/|U |. If some child stores at most
x/|U | − 1

replicas, then some other child must store at least x/|U | + 1, and vice versa.

This, in turn, violates the balancing property.
Case 2) (x mod |U | =
6 0): In this case, bx/|U |c < x/|U | < dx/|U |e. If some child stores at
most bx/|U |c − 1 replicas, then some other child must store at least dx/|U |e replicas.
Likewise, if some child stores at least dx/|U |e + 1 replicas, then some other child must
store at most bx/|U |c replicas. Both situations violate the balancing property.
We now prove the main result. Note that we need to place either R or R + 1 replicas on
|U | possibly-unfilled children identified by the labeling algorithm. If |U | = 1, then, clearly,
the possibly-unfilled child needs to store either R or R + 1 replicas. Thus assume that
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|U | ≥ 2. Note that the capacity of each possibly-unfilled child is at least dR/|U |e. There are
three cases depending on the values of R mod |U | and (R + 1) mod |U |.
Case 1) (R mod |U | = 0): With R replicas, we need to store exactly R/|U | replicas on each
possibly-unfilled child. With R + 1 replicas, we need to store either b(R+1)/|U |c
or d(R+1)/|U |e replicas on each possibly-unfilled child. But since R mod |U | = 0,
bR/|U |c = b(R+1)/|U |c, yielding the two values claimed.
Case 2) ((R + 1) mod |U | = 0): With R replicas, we need to store either bR/|U |c or dR/|U |e
replicas on each possibly-unfilled child. With R+1 replicas, we need to store exactly
(R+1)/|U |

replicas on each possibly-unfilled child. But since (R + 1) mod |U | = 0,

dR/|U |e = d(R+1)/|U |e = (R+1)/|U |, yielding the two values claimed.
Case 3) (R mod |U | 6= 0 and (R + 1) mod |U | 6= 0): In this case, bR/|U |c = b(R+1)/|U |c and
dR/|U |e = d(R+1)/|U |e, yielding the two values claimed.

Combine Phase
Once the recursive call completes, we combine the results from each of the children to achieve
the lexico-minimum value of the objective function overall. Let U be the set of possiblyunfilled children found in the divide phase. The combine phase decides which R mod |U |
possibly-unfilled children receive a mass of d(R+1)/|U |e, and which receive a mass of only
bR/|U |c. We call a placement with size d(R+1)/|U |e heavy, and a placement of size bR/|U |c light.
We must select R mod |U | children to receive heavy placements in such a way that the overall
placement is lexico-minimum. Recall that we must return two optimal placements, one of
size rumin and another of size rumin + 1. We show how to obtain an optimal placement of size
rumin , the rumin + 1 case is easily obtained thereafter.
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Let the possibly-unfilled children be given as c1 , ..., c|U | . For each possibly-unfilled child
ci let ai (respectively bi ) represent the minimum value of f (P ), where P is any light placement (respectively any heavy placement) of replicas on child ci . Recall that the values of
optimal heavy and light placements were recursively computed for each child, so values of
ai , bi ∈ Zρ+1 are readily available. We formulate an optimization problem by setting decision
variables xi ∈ {0, 1}, for which xi = 0 if child ci receives a light placement, or 1 if ci receives
a heavy placement. The problem can then be described as an assignment of values to xi
according to the following system of constraints.
min

|U |
X

ai + (bi − ai )xi ,

subj. to:

i=1

|U |
X

xi = R mod |U |.

(5.14)

i=1

An assignment of xi which satisfies the requirements of (5.14) can be found by computing
bi − ai for all i, and greedily assigning xi = 1 for the children with the R mod |U | smallest
values of bi −ai . This solution is clearly feasible. Theorem 8 below states that this assignment
is also optimal.
Our proof of Theorem 8 relies crucially on the fact that the lexicographic order on integer vectors forms a linearly-ordered Abelian group under the operation of component-wise
addition. This is straight-forward to show. Armed with this fact, we can now formally state
and prove correctness of the greedy optimization procedure.
Theorem 8. Let π = (π1 , π2 , ..., π|U | ) be a permutation of indices {1, ..., |U |} such that
bπ1 − aπ1  bπ2 − aπ2  ...  bπ|U | − aπ|U | .
If hx1 , ..., x|U | i is defined according to the following rule: set xπi = 1 if and only if i ≤ R mod |U |,
else xπi = 0, then hx1 , ..., x|U | i is an optimal solution to (5.14).
Proof. First, notice that any optimal solution to (5.14) also minimizes the quantity
X

(bi − ai )xi .

i
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Therefore, it suffices to minimize this quantity. For convenience, we consider hx1 , ..., x|U | i
to be the characteristic vector of a subset S of indices {1, ..., |U |}. We will show that no
other such subset S 0 can yield a characteristic vector hx01 , ..., x0|U | i which is strictly better
than hx1 , ..., x|U | i as follows.
Let β = R mod |U |, and let S = {π1 , ..., πβ } be the first β entries of π taken as as set.
Suppose that there is some S 0 which represents a feasible assignment which is strictly better
than that represented by S. Clearly, S 0 ⊆ {1, ...., |U |}, such that |S 0 | = β and S 6= S 0 . Since
S 6= S 0 , and |S 0 | = |S|, we have that there must be some i ∈ S \ S 0 and j ∈ S 0 \ S. We claim
that we can improve on S 0 by forming S ∗ = (S 0 \ {j}) ∪ {i}. Specifically, we claim that
X

(bk − ak ) ≤L

k∈S ∗

X

(bk − ak ),

(5.15)

k∈S 0

which implies that replacing a single element in S 0 with one from S does not cause the
quantity minimized in (5.14) to increase.
To prove (5.15), note that j ∈
/ S and i ∈ S implies that (bi − ai )  (bj − aj ). We now
apply the translation-invariance of hZρ+1 , +, ≥L i, which states that for any x, y, z ∈ Zρ+1 ,
P
x ≤L y =⇒ z + x ≤L z + y. Let x = (bi − ai ), y = (bj − aj ), and let z = k∈(S ∗ \i) (bk − ak ).
This yields
X

(bk − ak ) + (bi − ai ) ≤L

k∈(S ∗ \{i})

X

(bk − ak ) + (bj − aj ).

k∈(S ∗ \{i})

But since S ∗ \ {i} = S 0 \ {j}, we have that
X

(bk − ak ) + (bi − ai ) ≤L

k∈(S ∗ \{i})

X

(bk − ak ) + (bj − aj )

k∈(S 0 \{j})

X

(bk − ak ) ≤L

k∈S ∗

X

(bk − ak )

k∈S 0

Thereby proving (5.15). This shows that any solution which cannot be represented by S can
be modified to swap in an extra member of S without increasing the quantity minimized by
(5.14). By induction, it is therefore possible to include every element of S − S 0 until S 0 is
transformed into S. Therefore, hx1 , ..., x|U | i is an optimal solution to (5.14).
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Algorithm 2: An O(nρ) algorithm for optimal single-block placement.
1 let Partition(S, k) partition S into sets L, H, where L contains the k smallest
elements, and H contains the remaining |S| − k elements;
2 Function Place-Replicas(u, r)begin
3
let c1 , ..., ct be children of u ;
// Divide phase
4
U, F ← Label-Children({c
// O(t) time
1 , ..., ct }, r) ;
P
5
R ← ρ − ci ∈F |Lci |;
6
for ci ∈ U do
// Combine phase
R
7
ai ←Place-Replicas(ci , b /|U |c);
8
bi ←Place-Replicas (ci , d(R+1)/|U |e);
9
end
10
L, H ← P
Partition({b
// O(|U |ρ) time
P 1 − a1 , ...,
Pb|U | − a|U | }, R mod |U |) ;
11
return ci ∈L bi + ci ∈H ai + cj ∈F f (Lcj ) + α(ρ) ;
// O(tρ) time
12 end

The required greedy solution can be quickly formed by first selecting the possibly-unfilled
child having the (R mod |U |)th largest value of bi −ai using linear-time selection. Thereafter,
the partition procedure from quicksort can be used to find those children having values below
this selected child. For clarity of notation, we assume from here on that the possibly-unfilled
children c1 , ..., c|U | are sorted in increasing order of bi −ai , even though the algorithm performs
no such sorting.
At the end of the combine phase, we compute and return the sum
X
i≤R mod |U |

bi +

X

ai +

X

f (Lcj ) + α(rumin ),

(5.16)

cj ∈F

i>R mod |U |

where α(k) is a vector of size ρ + 1 with a one in the k th entry, and zeroes everywhere else.
Since node u has mass rumin , the α(rumin ) term accounts for node u’s contribution to f (P ).
Thus equation (5.16) gives the value of an optimal placement of rumin replicas placed on node
u.
Pseudocode for the entire algorithm appears in Algorithm 2. Implementing this procedure
directly yields an O(nρ) time algorithm, where n is the number of nodes in the arborescence,
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and ρ is the number of replicas to be placed. In the next section, we describe several
improvements which are used to achieve a running time of O(n + ρ log ρ).

Transforming to Achieve O(n + ρ log ρ) Time
First, observe that the maximum failure number returned from child ci is rcmin
+ 1. This,
i
along with the property that every node’s failure number is greater than or equal to that of
its descendants, implies that the vector returned from ci will have a zero in indices 0, ..., ρ −
rcmin
− 2. To avoid wasting time, we modify the algorithm to return only the non-zero suffix
i
). At each node, we can compute (5.16) by
of this vector, which has length at most O(rcmin
i
summing the entries of the vector in decreasing order of their index, and skipping zero entries.
Specifically, to compute v 1 + ... + v t , we first allocate an empty vector w of size rumin + 1,
to store the result of the sum. For each vector v i , we set w[j] ← w[j] + v i [j] for indices j
up to ρ. After all the vectors have been processed, w = v 1 + ... + v t .
from indices ρ − rcmin
i
This algorithm takes only O(r1min ) + ... + O(rtmin ) = O(rumin ) time to compute a single sum.
Using smaller vectors also implies that the (R mod |U |)th best child can be found in O(rumin )
time, since each possibly-unfilled child returns a vector of size at most O(rumin /|U |), each
comparison need take no more than O(rumin /|U |) time. Since there are only |U | children to
compare, we obtain O(rumin ) time in total for linear-time selection when using these sparse
vectors. With these modifications, the entire combine phase takes only O(rumin ) time at
every node u. We will collectively refer to the techniques presented in this paragraph as
prefix truncation in later sections.
To bring down the running time of the combine phase, note that in any placement,
nodes at the same depth have ρ replicas placed on them in total. We can therefore achieve
an O(ρ log ρ) time combine phase overall by ensuring that the combine phase only needs
to occur in at most O(log ρ) levels of the arborescence. To do this, observe that when
rumin = 0, any leaf with minimum depth forms an optimal placement of size 1. Moreover,
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Figure 5.3. Illustration of a degenerate chain.
we can easily construct pointers from each node to its minimum depth leaf during an O(n)
time preprocessing phase. Therefore, the combine phase does not need to be executed once
rumin = 0. To ensure that there are only O(log ρ) levels, we transform the arborescence to
guarantee that as the combine phase proceeds down the arborescence, rumin decreases by at
least a factor of two at each level. The balancing property ensures that this will automatically
occur when there are two or more possibly-unfilled children at each node. However this is
not guaranteed when the arborescence contains what we term a degenerate chain, a path
of nodes each of which only have a single possibly-unfilled child. By removing degenerate
chains, we can obtain an O(ρ log ρ) combine phase.
Figure 5.3a illustrates a degenerate chain of length k. In this figure, for all i ∈ {1, ..., k −
1}, all nodes in Ti are definitely-filled. Moreover, node vk has at least two possibly-unfilled
children. Thus, for i ∈ {1, ..., k − 1}, each vi has only a single possibly-unfilled child, namely
vi+1 . It is easy to see that if the number of leaves in each set Ti is constant with respect
to ρ, then the length of the chain can be as large as O(ρ). This would imply that there
can be O(ρ) levels in the arborescence where the entire combine phase is required. To
remove degenerate chains, we contract nodes v1 , ..., vk−1 into a single pseudonode, w, as in
Figure 5.3b. However, we must take care to ensure that the values returned by pseudonode
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w take into account contributions from the entire contracted structure. We will continue to
use vi and Ti throughout this section to refer to nodes in a degenerate chain. We first treat
the transform phase at a high level, before presenting detailed pseudocode in Algorithm 3.
Let aw , bw be the values returned by pseudonode w. In order for the transformation
to be correct, we need to ensure that these values are the same as those which would have
been returned had no transformation been performed. To ensure this, we must consider and
include the contribution of each node in the set Sw = T1 ∪ ... ∪ Tk−1 ∪ {v1 , ..., vk }. It is easy
+1
or rvmin
to see that the failure numbers of v1 , ..., vk−1 depend only upon whether rvmin
k
k
replicas are placed on node vk , while the possibly-unfilled nodes in sets T1 , ..., Tk−1 have no
is only available at the end of the divide phase, we
such dependency. Since the value of rvmin
k
detect and contract degenerate chains immediately afterwards.
Pseudocode for the transform phase is given in Algorithm 3. For convenience, define
Sw := T1 ∪ . . . ∪ Tk−1 ∪ {v1 , . . . , vk−1 }, and let the contribution of nodes in Sw to aw and
bw be given by vectors a and b respectively. The transform phase is started at the root of
the arborescence by invoking Transform(root, f alse, ρ). Transform is a modified recursive
breadth-first search, which returns a 4-tuple (a, b, f , x), where x is the node vt which ends
the degenerate chain. As the recursion proceeds down the arborescence, each node is tested
to see if it is part of a degenerate chain (lines 3 and 11). If a node is not part of a degenerate
chain, the call continues on all possibly-unfilled children (line 4). The first node (v1 ) in
a degenerate chain is marked (by passing down chain ← true at lines 13 and 14). Once
the bottom of the chain (node vk ) has been reached, the algorithm allocates memory for
three vectors, a, b and f , each of size s + 1 (line 9). The value of rvmin
is passed down to
1
the bottom of the chain at lines 13 and 14. These vectors are then passed up through the
entire degenerate chain (cf. lines 9 and 19), along with node u (at line 9), whose use will
be explained later. When a node u in a degenerate chain receives a, b, and f , u adds its
contribution to each vector (lines 15-17). The contribution of node u consists of two parts.
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First, the contribution of the definitely-filled nodes is added to f by invoking a special Filled
subroutine which computes the sum of the failure aggregates of each definitely-filled child
of u (line 15). Note that Filled uses pass-by-reference semantics when passing in the value
of f . Then, the contribution of node u itself is added, by summing the number of leaves in
all of the definitely-filled children, and the number of replicas on the single possibly-unfilled
child, v (lines 16-17). By the time that the recursion reaches the start of the chain on the
way back up, all nodes have added their contribution, and the pseudonode is created and
returned (line 18).
The transform phase runs as a breadth-first search. Detecting degenerate chains is relatively straightforward, but careful memory management is required to keep the running
time of this phase below O(n + ρ log ρ). When contracting a degenerate chain, we must sum
each definitely-filled node’s contribution to the vectors aw and bw . Intermediate values of
this sum must be stored in an array of size O(rvmin
) as we contract the chain. The key to
1
achieving an O(n + ρ log ρ) transform phase lies in allocating space for this array only once
for each chain. Taking care in this way allows us to bring the running time for contracting
a degenerate chain of size |Sw | down to O(|Sw | + rvmin
).
1
When we sum this expression over all degenerate chains, we obtain a running time of
O(n + ρ log ρ) for the transform phase. To reach this result, examine the sum over values of
rvmin
for all pseudonodes having the same depth. Since there are at most ρ replicas among
1
such pseudonodes, this sum can be at most O(ρ) at any depth. After the degenerate chains
have been contracted, there are only O(log ρ) levels where rumin > 1. Thus, pseudonodes can
be only be present in the first O(log ρ) levels of the final arborescence. Therefore the O(rvmin
)
1
term sums to O(ρ log ρ) overall. Since the O(|Sw |) term clearly sums to O(n) overall, the
transform phase takes at most O(n + ρ log ρ) time.
Including the transform phase implies that there are only O(log ρ) levels where the combine phase needs to be run in its entirety. Therefore, the combine phase takes O(ρ log ρ) time
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overall. When combined with the O(n) divide phase and the O(n + ρ log ρ) transform phase,
this yields an O(n + ρ log ρ) algorithm for solving replica placement in a arborescence.
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Algorithm 3: Transform phase
1 Function Transform(u, chain, s)begin
2
Let u have children labeled 1, ..., t;
3
if u has two or more possibly-unfilled children then
// not chain node
4
foreach child i possibly-unfilled do
5
(−, −, −, x) ←Transform(i, f alse, ⊥) ;
6
if i 6= x then i ← x ;
// replace i with pseudonode
7
end
8
if chain = f alse then return (⊥, ⊥, ⊥, u) ;
9
else return (0s+1 , 0s+1 , 0s+1 , u) ;
// last node of chain
10
end
11
if u has one possibly-unfilled child, v then
// chain node
12
if chain = f alse then
// first node of chain
min
13
(a, b, f , x) ← Transform(v, true, rv ) ;
// pass down rvmin
14
else (a, b, f , x) ← Transform(v, true, s) ;
15
foreach
// O(ni ) time
P filled child i do Filled(i, f ) ;
// k is min failure number of u
16
k ← i filled Li + rvmin − 1 ;
17
a[k + 1] ← a[k + 1] + 1;
b[k] ← b[k] + 1 ;
// update a and b
18
if chain = f alse then x ← Make-Pseudonode(a, b, f , x) ;
19
return (a, b, f , x);
20
end
21 end
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40

Function Filled(u, f )begin
if u is a leaf then
f [0] ← f [0] + 1;
return;
end
foreach child i do
Filled(i, f )
end P
a ← i |Li | ;
f [a] ← f [a] + 1;
return;
end
Function Make-Pseudonode(a, b, f , x)begin
allocate a new node node;
node.a ← a + f ;
node.b ← b + f ;
node.child ← x;
return node;
end
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CHAPTER 6
SINGLE-BLOCK PLACEMENT IN MULTITREES
As discussed in Chapter 1, heirarchical models for failure domains are already used in
commercially-available storage area networks. Despite their use in practice, such models
are fundamentally limited to systems whose failure events can be accurately modeled as a
arborescence. It is worth asking whether reliable replica placement can be solved in more
complicated models. While this a worthwhile goal, any exact and efficient algorithm for the
general case is unlikely: we already know that bipartite graphs are robust enough to handle
any placement model, and LSP in bipartite graphs is NP-hard (see Section 4.3).
In light of these complexity results, there are several possible paths for designing algorithms for LSP with strong theoretical guarantees.
1) Polynomial-time Heuristics: Design a polynomial-time algorithm which performs well
in experiments. This approach suffers from a fundamental weakness: any algorithmic
experiment is only as good as the input instances which it is tested on. In our case, this
is further complicated by a lack of specific, detailed information on failure domains in
large-scale data centers.
2) Approximation Algorithms: Design a polynomial-time algorithm with provable approximation guarantees. This approach is reasonable, but requires carefully weighing
what it means to approximate a vector quantity in the lexicographic order.
3) Exact Algorithms: Design an exact algorithm which runs in exponential time. This is
the approach which we take. One advantage of this approach is that it provides insight
into the structure of optimal solutions which could serve as a foundation for later research.
The quality of an exponential-time exact algorithm is measured by the running time which
can be achieved. Along these lines, there are two paths:
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a) Brute-force Algorithms: “Design” an algorithm which enumerates all possible
solutions, evaluates the objective function, and returns the best.
b) Fixed-parameter Tractable Algorithms: Design an algorithm which runs in
O(f (k) · nc ) time, where f (k) is an arbitrary function in a parameter of the input,
n is the length of a binary encoding of the input, and c is a constant.
The key distinction between fixed-parameter tractable and brute-force algorithms is the use
of a parameter which grows independently of the input length. This is advantageous, since
for constant values of the parameter k the function f (k) is constant, yielding an algorithm
whose running time scales polynomially in the length of the input.
In the case of reliable replica placement a simple brute-force algorithm enumerates all
subsets of ρ replicas, evaluates the objective function, and returns the best subset. The worstcase running time for this algorithm is O(nρ /ρ!) time.1 Any exponential-time algorithm
should seek a substantial improvement over this running time.
Our goal in this chapter is to provide an exact fixed-parameter tractable algorithm for
reliable replica placement in a non-trivial class of bipartite graphs. The class of graphs we
consider is the class of multi-trees.
Multitrees were introduced in Chapter 3, where they were defined in two ways: as a
diamond-free poset, and as a directed acyclic graph in which the set of nodes reachable from
each node forms a tree (see pg. 25). We focus on multitrees since, as we have already seen
in Chapter 3, any placement model may be equivalently represented as a multitree. Finally,
in studying multitrees we can leverage our algorithm for reliable replica placement in trees,
since trees are just a very simple type of multitree.
Recall that each multitree has one or more roots: nodes which have in-degree zero, and
one or more leaves: nodes which have out-degree zero. Nodes which have multiple roots as
1

Recall there are

n
ρ



= O(nρ /ρ!) subsets of size ρ
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Figure 6.1. Example subproblem decomposition for an untangled 2-multitree.
ancestors are referred to as connectors. We parameterize the class of input multitrees by
their number of roots. To emphasize the choice of parameter, and because the complexity
of our algorithm is highly dependent upon it, we call a multitree with k roots a k-multitree.
Notice that a 1-multitree is just an arborescence, so based on the results of Chapter 5,
1-multitree LSP can be solved in O(n + ρ log ρ) time. Unfortunately, LSP is NP-hard even
in 3-multitrees, as we will show in Section 6.1. Thus, to obtain an exact algorithm, we
have focused on untangled multitrees. The key construction we use in our algorithm is a
decomposition tree which is not unlike constructions used in treewidth decompositions [5].
For our purposes, a decomposition tree is a hierarchy of subproblems which, when solved
bottom-up, yields a placement which is provably optimal.
Figure 6.1 depicts the decomposition tree for an untangled 2-multitree. Each node in
the decomposition tree is associated with an induced subgraph of the multitree. Roughly
speaking, the child subgraphs must be constructed via one of the following two rules: 1) the
root nodes each have a single child, and are disconnected from their sole children, 2) the
set of children of the root nodes are partitioned into two subproblems, along with all their
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Figure 6.2. A tangled 2-multitree and the set families associated with the children of each
root.
descendants. At the root of the 2-multitree in Figure 6.1, the second rule is applied. The
children of the root nodes are partitioned into two sets as shown. In the remaining nodes,
the root node are disconnected from their sole children, using rule 1.
We have yet to provide a formal definition of “untangled”, but the intuition is simple:
untangled 2-multitrees can be decomposed using only the two rules which we have just
described. When applied to a tangled 2-multitree like the one on the left of Figure 6.2 these
rules fail to provide a decomposition which preserves optimal substructure in a convenient
way. This is because the children of the two root nodes share descendants in such a way
that they cannot be partitioned effectively. The problem is not merely with the rules we
have chosen, it has to do with the way in which the ancestors of connectors are intertwined,
as depicted in the diagram on the right of Figure 6.2. This diagram introduces certain set
families associated with the children of each root. Each family contains one subset for each
child of the root node. For instance, the root node on the left is associated with the set family
{{a, b}, {c}}, and the root node on the right is associated with the set family {{a}, {b, c}}
Each subset contains the connectors which are reachable from that child. The reason the
2-multitree is said to be tangled is that the subsets associated with the children labeled 1
and 2 have a non-empty intersection, but neither can be contained in the other (i.e., they
are crossing).
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To get around this difficulty, we only consider solving LSP in the subclass of untangled
multitrees: those in which these set families are not allowed to be crossing. It turns out that
canonical models are also untangled multitrees, thus any algorithm for untangled multitrees
can also be used to solve LSP in general. Unfortunately, this also means that the hardness
results for canonical placement models imply that solving LSP in untangled multitrees is
NP-hard. In the next section, we consider how hardness for k-multitrees varies along with
the parameter k.

6.1

LSP is NP-hard in Multitrees

First, let us observe that since bipartite graphs are a special kind of k-multitree, and we have
already shown LSP to be hard in bipartite graphs, that LSP must obviously be NP-hard for
k-multitrees. But this is not the end of the story. In this section, we will concern ourselves
not only with whether LSP is NP-hard in k-multitrees, but also with how hardness depends
on the parameter k. Clearly, hardness must somehow depend on k, since LSP can be solved
in polynomial time on trees, which are just 1-multitrees. Thus, whenever k = 1, the problem
is easy, while the problem is NP-hard if k is allowed to take on any value. What is not
immediately clear is at what value of k the problem begins to become hard.
An educated guess would suggest that the problem would be hard for a value somewhere
around k = 3. This would be typical, as several problems2 from the complexity literature
exhibit hardness around this value. In this section, we show that LSP is NP-hard in k2

This occurs most notably in the prototypical NP-hard problem: k-SAT, the problem of satisfying a
boolean formula in k-conjunctive normal form (k-CNF).3 k-SAT is NP-hard for values of k ≥ 3, but can be
solved in polynomial time when k = 2 [14]. Since 3-SAT is the original NP-hard problem, it is not surprising
that many parameterized problems become NP-hard around the value 3, but easy around the value of 2 [14].
However, exceptions exist. For instance, in the optimization version of the satisfiability problem, known as
k-Max-SAT, one is interested in satisfying as many clauses of a k-CNF formula as possible. When the goal
is to optimize the number of clauses satisfied, the problem becomes NP-hard even for k = 2 [14].
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multitrees when k = 3. Thus, no polynomial time algorithm for LSP is possible in 3multitrees unless P = N P .
Specifically, our aim is to show hardness of the following decision problem.
Lexicographic Replica Placement in k-multitrees (k-MT-LSP)
Input: A k-multitree, G = (V, E); a set of placement candidates C ⊆ V ; a positive
integer ρ; and a vector w ∈ Nρ+1
Task:

Is there a placement P ⊆ C with |P | = ρ such that f (P ) ≤L w?

We will prove that this problem is NP-hard by reduction from Independent Set restricted to cubic planar bridgeless graphs, whose formal definition follows. A graph in which
every vertex has degree three is said to be cubic. A graph is said to be planar if it may be
embedded in the plane so that no two edges overlap. Finally, a graph is said to be bridgeless
if it contains no single edge whose removal disconnects the graph. A graph is said to have
a k-edge-coloring if the set of edges can be partitioned into k sets, so that no two adjacent
edges share a partition. A graph is said to have a k-vertex coloring if the set of vertices can
be partitioned into k sets so that no two adjacent vertices share a partition.
Cubic planar bridgeless graphs are guaranteed to have a 3-edge-coloring [16]. Moreover,
3-coloring the edges of such graphs is equivalent to 4-coloring their faces [34, 35]. The faces
of such graphs correspond to the vertices of a planar graph, and 4-coloring the vertices of a
planar graph may be done in O(n2 ) time [6]. On the other hand, finding an independent set
in such graphs is NP-hard, as we will show. We exploit the disparity in the hardness of these
two problems to show that k-MT-LSP is NP-hard, by reduction from the following problem.
3

A formula in k-conjunctive normal form reads as a series of disjunctive clauses joined together by an
AND operation c1 ∧ c2 ∧ ... ∧ cn . Each disjunctive clause ci is a series of literals joined by OR operations,
ci = (x1 ∨ ... ∨ xk ). Each literal is just a single boolean variable, or its negation. The parameter k restricts
the maximum size number of literals which can appear in each clause.
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Restricted Independent Set (RIS)
Input: An undirected cubic planar bridgeless graph G = (V, E); a positive integer k.
Task:

Does G admit an independent set of size exactly k?

As mentioned above, 3-coloring the vertices of cubic planar bridgeless graphs can be
achieved in O(n2 ) time [6]. On the other hand, we may easily show that Restricted
Independent Set is hard as follows.
Independent set is known to be hard in cubic planar 2-connected graphs [24], where a
graph is said to be 2-connected if at least two vertices must be removed in order to disconnect
the graph. A 2-connected graph is also bridgeless, as we can easily show. Suppose a 2connected graph has a bridge between two vertices u and v. Clearly, the removal of a single
vertex, either vertex u or v, would then suffice to disconnect the graph, contradicting 2connectedness. Therefore, every 2-connected graph is also a bridgeless graph, showing that
RIS is NP-hard.
Next, we show that RIS reduces to 3-MT-LSP in polynomial time.
Theorem 9. RIS reduces to 3-MT-LSP in polynomial time. Thus, 3-MT-LSP is NP-hard.
Proof. Given a cubic planar bridgeless graph G = (V, E), we can form a 3-multitree, H, as
follows. Let H = (V 0 , E 0 ). Add a vertex to H for every edge in E and for every vertex in V .
Let the vertices of H that represent vertices of G be denoted by H(V ) and let the vertices
of H that represent edges of G be denoted by H(E). Next, for every edge e = (u, v) of G,
add directed edges (e, u) and (e, v) to H. We then add three special nodes r1 , r2 and r3 to
H, and connect them to vertices in H(E) so that no node in H(V ) has two of its neighbors
connected to the same ri . See Figure 6.3 for an example. This corresponds to finding a
3-coloring of the edges of G. Since finding a 3-coloring of a cubic planar bridgeless graph
can be done in O(n2 ) time, so too can connecting vertices r1 , r2 , r3 to vertices of H(V ) be
done in this way.
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Figure 6.3. Reduction of the cubic planar bridgeless graph on the left to the 3-multitree
on the right. The roots of the 3-multitree correspond to the three color classes used in the
3-edge coloring on the left. The edges of the subtree induced by descendants of the green
color class are highlighted.

Said another way, we partition H(E) into three sets, S1 , S2 , S3 , such that no node in
H(V ) has two neighbors in the same set. Then, we add edges (r1 , s1 ), (r2 , s2 ), (r3 , s3 ) for all
s1 ∈ S1 , s2 ∈ S2 and s3 ∈ S3 . This takes polynomial time.
We claim that H is a 3-multitree. H clearly has only three nodes with in-degree zero, so
it suffices to show that no diamond is formed. Instead suppose that there are vertices a, b, c, d
of H which form a diamond (i.e., (a, b)(a, c)(b, c)(c, d) ∈ E 0 ). By construction, d must be a
node in H(V ), thus b and c must be nodes in H(E), and a = ri for some i ∈ {1, 2, 3}, all of
which follows from our construction. But then d is a vertex in H(V ) which has two of its
neighbors connected to the same ri , a contradiction. Hence no diamond is created and H is
a 3-multitree.
Next, we show that every node in H(V ) has each of r1 , r2 and r3 as ancestors. Since G
is cubic, each node in H(V ) must have exactly three adjacent edges in G, and thus three
neighbors in H(E). Moreover, since H is diamond-free, no two of these neighbors may have
the same parent. Therefore, they must each have distinct parents, and the only options are
r1 , r2 and r3 . Therefore every node in H(V ) has r1 , r2 and r3 as ancestors.
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Finally, we complete the reduction by showing that H has a placement P ⊆ H(V ) with
|P | = k for which f (P ) ≤L h3, 0, ..., 0, |V |, |V |i if and only if G has an independent set of
size k.
“ =⇒ ” Suppose H has a placement P ⊆ H(V ) with |P | = k and f (P ) ≤ h3, 0, ..., 0, |V |, |V |i.
Nodes r1 , r2 and r3 each have failure number k, since every node in P has each of r1 , r2 and
r3 as an ancestor. Thus, the upper bound on f (P ) implies that all other nodes in H have
a failure number of at most 1. Thus, no node of H(E) has failure number 2, which further
implies that P is a subset of k nodes of H(V ) such that no node in H(E) is connected to
two or more nodes of P . Thus, every node in H(E) is connected to at most one node of P ,
which implies that no two nodes of P are adjacent as vertices of G. Thus, P corresponds to
an independent set of size |P | = k in G.
“ ⇐= ” Suppose instead that G has an independent set I of size k. Then I corresponds
to a subset P ⊆ H(V ) of size k in which no two vertices of P are adjacent to the same
node in H(E). But this implies that every node in H(E) has a failure number of at most 1.
Moreover, no vertex in H(V ) can have failure number greater than 1, and, as we have shown,
each node r1 , r2 and r3 has failure number exactly k. Therefore, f (P ) ≤L h3, 0, ..., 0, |V |, |V |i,
and so P ⊆ H(V ) is a placement of size k with the required upper bound on f (P ).
Moreover, it can be shown that it is possible to obtain tangled multitrees graphs via this
reduction. Thus, the following problem remains open.
Open Problem 4. For what value of k can NP-hardness be shown for LSP in untangled
k-multitree models?

6.2

Untangling Multitrees Using Laminarity

In this section we provide the formal definition of untangled multitrees. Unfortunately, the
definitions we provide are somewhat elaborate, requiring us to quantify over all pairs of
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vertices. There may be an equivalent definition which uses fewer quantifiers, but we are
not aware of one. However, using our definition, it will be immediately apparent that being
untangled is a hereditary graph property.
Recall that a k-multitree is defined to be a diamond-free DAG with exactly k roots (i.e.,
vertices with in-degree zero). Vertices of G which have an in-degree strictly greater than 1
are called connectors. Equivalently, connectors are vertices which have two or more roots of
G as ancestors.
Given a vertex u ∈ V , the connector shadow of u, denoted by C(u), is the set of connectors
which are descendants of u. The set of child shadows of u is the set family of the connector
shadows of the children of u. If u has children c1 , ..., cm , the set of child shadows is denoted
by C(u) := {C(c1 ), ..., C(cm )}.
Lemma 3. For any vertex u in a multitree T , the family of child shadows of u consists only
of pairwise disjoint sets (i.e., for X, Y ∈ C(u), X ∩ Y = ∅).
Proof. Suppose otherwise, that C(u) contains sets C(cj ) and C(ci ) which are not disjoint.
Then there must exist some v ∈ C(ci ) ∩ C(cj ). Thus, v is a child of ci and of cj . Therefore,
it is immediately clear that T is not a multitree, since a diamond is formed by u
and u

cj

ci

v

v.

We say that two set families F, F 0 ⊆ 2X on the same ground set X form a laminar pair
when, for all U ∈ F, V ∈ F 0 , either U ⊆ V, U ⊇ V , or U ∩ V = ∅. A non-laminar pair
is a pair of set families which does not form a laminar pair. An example is shown on the
following page.
In Figure 6.4 a laminar pair is depicted on the right and a non-laminar pair is depicted on
the left. In each example, the ground set is X = {a, b, c, d, e, f }. Each set in the set family
is depicted as an oval surrounding the elements contained in the set. The pair on the right
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Figure 6.4. Left: a laminar pair; right: a non-laminar pair.

Figure 6.5. left: an untangled 2-multitree; right: a tangled 2-multitree.
is not a laminar pair, since for example, the set {b, c, d} in the bottom family crosses the
sets {d, e, f } and {a, b} in the top family. On the right, each pair of sets are either disjoint,
or participate in a containment relationship as required.
An untangled k-multitree is a k-multitree T = (V, E) such that, for every pair of vertices
u and v where u is not reachable from v and vice versa, the child shadows of u and v form
laminar pairs.
To deal with untangled k-multitrees, we make use of a common analogy which allows us
to use much of the intuition developed in graph theory when talking about set families. The
analogy we employ is the theory of hypergraphs. A hypergraph is pair (V, E), where V is the
ground set of the set family E ⊆ 2V . We refer to the ground set V as the vertices of the
hypergraph, and the set family E as the hyperedges of the hypergraph. To avoid confusion,
We will always refer to the subsets of a hypergraph as “hyperedges”, never merely “edges”.
Every undirected graph is just a hypergraph in which every hyperedge contains no more
than two elements. By increasing the upper bound on the sizes of hyperedges, intuitive
notions from graph theory are easily seen to generalize to the hypergraph setting. The
only notion we will require is that of connectedness. A maximal connected component of a
79

hypergraph (V, E) is a subset of vertices U ⊆ V , such that for every hyperedge X ∈ E where
X ∩ U is non-empty, we have X ⊆ U . We leave it to the reader to verify that, when E
contains only subsets of V containing no more than two elements, this notion coincides with
the usual definition of a maximal connected component in an undirected graph.
Each node u in the support of a multitree induces a hypergraph on the set of connectors
formed by the family of child shadows of u. The disjoint union over all nodes in the multitree
forms a hypergraph which must have a certain structure. Certain properties of this hypergraph will be needed to prove later theorems. The following lemma will be instrumental in
the remainder of this chapter.
Lemma 4. Given any hypergraph G = (V, E1 ∪ ... ∪ Em ) in which for each i, each pair of
hyperedges X, Y ∈ Ei is disjoint, and each pair of families Ei and Ej form a laminar pair, G
can be decomposed into t maximal connected components H1 = (V1 , E10 ), ..., Ht = (Vt , Et0 ) for
which the following statements hold:
i) for all i, Vi ∈ Ei0 ,
ii) for all i 6= j, Vi ∩ Vj = ∅,
iii) for all i, j ∈ {1, ..., m} and k ∈ {1, ..., t}: Ei ∩ Ek0 and Ej ∩ Ek0 form a laminar pair.
Moreover, the decomposition can be done in O(α(nm)nm) time, where n = |V |, and α(x) is
the inverse Ackermann function.
Proof. The maximal connected components of G = (V, E1 ∪ ... ∪ Em ) can be found in polynomial time using the union-find data structure [7]. We will provide a full running-time
analysis at the end of the proof. Notice that E1 ∪ ...Em is a laminar set family, since each Ei
is laminar, and each pair Ei and Ej forms a laminar pair.
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(i): Suppose that Vi ∈
/ Ei0 . Let E be the largest edge of Ei0 , and note that |E| < |Vi |, since
otherwise E = Vi . Since Hi is connected, the vertices in Vi \ E must be reachable from
the vertices in E. These vertices can only be reached via an hyperedge of Hi , and since
Ei0 is laminar, this vertex must entirely contain E, thereby contradicting that E is the
largest hyperedge of Hi .
(ii): Suppose that Vi ∩ Vj 6= ∅ for some i 6= j. Since Vi is an edge of Hi it must also be
a hyperedge of H, and likewise for Vj . By laminarity of E1 ∪ ... ∪ Em , all hyperedges
of H are either disjoint, or one is a subset of another. If Vi ⊆ Vj , then since Hi is a
maximal connected component, we must have that Vj ∈ Ei0 , and thus Vj is part of the
same connected component of as Vi , implying i = j, a contradiction.
(iii): Since Ei and Ej form a laminar pair, and any pair of subsets of a laminar pair forms a
laminar pair, in particular Ei ∩ Ek0 and Ej ∩ Ek0 form a laminar pair.
As a sparse adjacency list, the size of the hypergraph is at most O(nm), since for each
family Ei , the sum of the sizes of all hyperedges in Ei is no more than |V |, because each Ei is
pairwise disjoint. We may iterate over the hypergraph in this format, and union together all
vertices which share a maximal connected component in O(α(nm)nm) time using the unionfind data structure [7]. Moreover, the resulting data structure may be used to recover the
maximal connected component of H in which any vertex of hyperedge of H lies in O(α(nm))
time.
For ease of reference, we collect the definitions introduced in this section into the following
list. In what follows, let T = (V, E) be a k-multitree.
Definition 11. A vertex u ∈ V is said to be a connector of T if u has in-degree strictly
greater than 1.
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Definition 12. Given a vertex u ∈ V , the connector shadow of u, denoted C(u) is the set
of connectors of T which are descendants of u.
Definition 13. Given a vertex u ∈ V , the child shadows of u, denoted C(u) is the set family
of the connector shadows of the children of u. Equivalently, if c1 , ..., cm are children of u,
then
C(u) := {C(c1 ), ..., C(cm )}.
Definition 14. Two set families, F, F 0 ⊆ 2X are said to form a laminar pair when, for all
U ∈ F, V ∈ F 0 , either
U ⊆ V, U ⊇ V, or U ∩ V = ∅.
Definition 15. A k-multitree T is said to be untangled if, for every pair of vertices u, v ∈ V
where u is not reachable from v and vice versa, C(u) and C(v) are laminar pairs.
Definition 16. Given a hypergraph H = (V, E), a maximal connected component of H is a
subset of vertices U ⊆ V such that for every hyperedge X ∈ E where X ∩ U is non-empty,
we have X ⊆ U .

6.3

LSP in Untangled 2-Multitrees

Our approach is analogous to dynamic programming over tree-width decompositions of undirected graphs. We will begin with a structure theorem which we use to decompose subgraphs of a 2-multitree into a binary tree. Most of our effort is spent on proving that every
2-multitree is captured by the decomposition that we will describe. The decomposition algorithm is easily obtained from our constructive proof. After proving the structure theorem, we
present a recurrence that can be used to optimally combine solutions to child subproblems
into a solution for their parent, and analyze its running time.
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Structure Theorem
We aim to exploit the tree-like structure of a 2-multitree in order to use dynamic programming. To this end, we say that a 2-multitree has two roots, a left root ` and a right root r.
Each vertex of a 2-multitree has either one or two parents. For every vertex which has two
parents, one must have only r as an ancestor, and the other must have only ` as an ancestor,
otherwise a diamond is formed. When a vertex has two parent, we distinguish them as the
left parent and the right parent in the obvious way. For the remainder of this section, let
T = (V, E) be a connected 2-multitree with roots ` and r. Since T is connected, the set of
vertices can be partitioned into three sets, based only on which of the two roots are ancestors
of each vertex.
Claim 1. Given a connected 2-multitree (V, E) with roots r and `, the vertices can be partitioned into disjoint sets, L, R, M ⊆ V , where
L = {v ∈ V : only ` is an ancestor of v},
R = {v ∈ V : only r is an ancestor of v},
M = {v ∈ V : both ` and r are ancestors of v}.
For the remainder of this section we reserve L, R and M to refer to subsets of V as
defined in Claim 1. An example of this decomposition may be seen in Figure 6.6 Recall that
for any subset of vertices U ⊆ V , we use T [U ] to denote the induced subgraph on vertices
in U . The following lemma shows that the subgraphs induced by L, R and M each consist
only of trees. Thus, the entire 2-multitree structure is determined by how nodes in L and
R are connected to nodes in M . We we will show how to exploit our algorithm for trees to
yield an algorithm for 2-multitrees.
Lemma 5. T [L] and T [R] are trees, and T [M ] is a forest.
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Figure 6.6. A partition of the vertices of a 2-multitree into disjoint sets L, R, and M . L is
depicted in red, R is depicted in green, and M is depicted in blue.
Proof. Let T be a connected 2-multitree. There are only two options for any connected
induced subgraph of T : either it forms a tree, or it forms a 2-multitree. By definition, L and
R each have only a single ancestor, so T [L] and T [R] cannot be a 2-multitree.
To show that T [M ] is a forest takes slightly more effort. If T [M ] has two or more
connected components, then let u1 , u2 ∈ M be vertices in M whose parents are not in M .
Suppose that u1 and u2 have a descendant v in common. This contradicts that T is a
multitree, since a diamond is formed from r

u1

v and r

u2

v. Therefore, u1

and u2 can have no descendants in common. Thus the set of vertices in M whose parents
are not also in M form the roots of non-overlapping trees, thereby showing that T [M ] is a
forest.
We claim that, given any untangled 2-multitree T = (V, E), we can decompose T into a
decomposition tree on which we can perform bottom-up dynamic programming to solve LSP.
A decomposition tree is a binary tree in which each node u is associated with a subset
of vertices, Γu ⊆ V for which T [Γu ] is a weakly-connected graph. The subset Γu is referred
to as a subproblem of the decomposition tree. Note that each subproblem may have a root
from L, a root from R, both, or neither.
We define the following notions regarding subproblems.
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(a) Not admissible

(b) Not admissible

(c) Admissible

Figure 6.7. Examples and non-examples of admissible subproblems. Each circled region
denotes a subset of vertices of the same 2-multitree. The subset depicted in (a) is not admissible, as it is not child-descendant complete. The subset depicted in (b) is not admissible, as
it is not connector complete. The subset depicted in (c) is admissible, since it satisfies both
properties.
Definition 17. A decomposition tree τ is a binary tree in which each node u is associated
with a subproblem Γu ⊆ V .
Definition 18. A subproblem Γu ⊆ V is said to be base if it contains no connectors.
Definition 19. A subproblem Γu ⊆ V is child-descendant complete if, for each node u which
is a child of a root of T [Γu ], each descendant of u is present in Γu .
Definition 20. A subproblem Γu ⊆ V of tree T = (V, E) is connector complete if, for every
connector c ∈ V , if one parent of v is contained in Γu , then all parents of v are contained
in Γu . Formally, if any node v ∈ Γu is connected to c by an edge (v, c), then for every node
v ∈ V such that (v, c) ∈ E, v is also in Γu .
Definition 21. A subproblem Γu ⊆ V is admissible if it is both connector complete and
child-descendant complete.
Examples of admissible and non-admissible subproblems is shown in Figure 6.7.
Notice that V is admissible by definition. Our decomposition is designed so as to split
any admissible subproblem into two strictly smaller subproblems, each of which is either
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(a) BASE
(b) UP-LEFT

(d) INCLUDE

(c) OUT-LEFT

(e) MERGE

Figure 6.8. Schematics for each of the seven cases used to decompose a 2-multitree. The
UP-RIGHT and OUT-RIGHT cases are not shown.
admissible or base. By repeating this decomposition on admissible subproblems, we will
arrive at a decomposition tree in which each internal node is associated with an admissible
subproblem and each leaf node is associated with a base subproblem. We must show that
the procedure which we employ works on any untangled 2-multitree.
The decomposition we describe uses seven cases in total, two of which are symmetric
to two others. To provide a complete definition of each case, we introduce the following
notation. When T [Γu ] is a 2-multitree, L ∩ Γu and R ∩ Γu are non-empty, and thus T [L ∩ Γu ]
and T [R ∩ Γu ] are always trees, each of which have a root. We refer to these two roots of
Γu as r(Γu ) and `(Γu ). Thus, for any non-base subproblem Γu ⊆ V , r(Γu ) and `(Γu ) are
well-defined.
Below, we describe the seven cases used in our decomposition theorem and our dynamic
programming recurrence. A schematic diagram representing all the non-symmetric cases is
included in Figure 6.8. We defer describing the recurrence we use for the DP until we have
proven that these cases suffice to decompose any untangled 2-multitree.
(1) (BASE): If subproblem Γu is base, no further decomposition is needed.
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(2) (UP-LEFT): If `(Γu ) has a single child which is not a connector, we can remove `(Γu )
from Γu to form an admissible subproblem.
(3) (UP-RIGHT): Symmetric to UP-LEFT, replacing `(Γu ) by r(Γu ).
(4) (OUT-LEFT): If `(Γu ) has a child c which has no connectors as descendants, we can remove c and all of its descendants to form an admissible subproblem. The set containing
node c and all of its descendants forms a base subproblem.
(5) (OUT-RIGHT): Symmetric to OUT-LEFT, replacing `(Γu ) by r(Γu ).
(6) (INCLUDE): If a connector c is a child of both `(Γu ) and r(Γu ) then we can remove c
and all of its descendants to form an admissible subproblem.
(7) (MERGE): If none of the other cases apply, let X` and Xr be the children of `(Γu )
and r(Γu ) respectively. As we will show, we can partition both X` and Xr into two
sets X`0 , X`00 and Xr0 , Xr00 , such that two admissible subproblems Γ0 and Γ00 are formed,
where
Γ0 := {v ∈ Γu : v is a descendant of a node in X`0 or Xr0 } ∪ {r(Γu ), `(Γu )}, and
Γ00 := {v ∈ Γu : v is a descendant of a node in X`00 or Xr00 } ∪ {r(Γu ), `(Γu )}.
That these seven cases suffice to decompose any 2-multitree is by no means apparent. To
ensure that such a decomposition can always be performed, we turn to proving the following
decomposition theorem.
Theorem 10. Any untangled 2-multitree T = (V, E) can be decomposed into a decomposition
tree τ in which a) all leaves are base subproblems, and b) one of cases (2),...,(7) can be
applied to the subproblem Γu associated with each internal node u to produce the subproblems
associated with its children.
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Proof. Our proof is a combination of infinite descent (a specialized proof by contradiction)
and exhaustive case analysis. We will show that given any admissible subproblem which is
not also base we can apply one of cases (2)-(7) to break the subproblem into two smaller
subproblems, each of which is either admissible or base. Since T is finite, it follows that we
cannot continue this process indefinitely. Thus, as will become evident, via successive application of cases (2)-(7) on admissible subproblems, we will eventually exhaust all admissible
subproblems, and be left with a set of base subproblems, to which case (1) can be applied.
Let T = (V, E) be a 2-multitree. Since V is admissible by Definition 21, it is the
admissible subproblem associated with the root of the decomposition tree τ which we will
construct.
Suppose Γu ⊆ V is an admissible subproblem. If Γu has no connectors, then Γu is base
by definition.
If instead Γu has connectors, we apply one of cases (2) − (7) in the order presented below.
Each case is applied only if all prior cases cannot be applied.
Case I) Some root (w.l.o.g. `(Γu )) has a single child c which is not a connector.
Since Γu is child descendant complete, and c is a child of `(Γu ) all descendants
of c are contained in Γu . Specifically, all descendants of all children of c are
contained in Γu and thus Γu \ {`(Γu )} is admissible. This is an application of
the UP case(s).
If the UP case(s) cannot be applied to Γu it must be the case that if any root of
Γu has a single child c, then c is a connector.
Case II) Some root (w.l.o.g. `(Γu )) has a child c with no connectors as descendants.
The set D := {u ∈ Γu : u is a descendant of c} contains no connectors. Thus D
forms a base subproblem. Moreover, Γu \ D is easily seen to be an admissible
subproblem, since the removal of D corresponds to removing a child of a root
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along with all of its descendants, thereby preserving child descendant completeness. Thus admissible subproblems D and Γu \ D may be produced from Γu via
an application of the OUT case(s).
If the OUT case(s) cannot be applied to Γu it must be the case that each child
of each root has at least one connector as a descendant.
In the remaining two cases we examine a node cmax ∈ Γu which is a child of `(Γu ) or
r(Γu ) which has a maximum number of connectors as descendants.
Case III) Every connector in Γu is a descendant of cmax .
We claim that the choices for parent of cmax are limited to nodes in {`(Γu ), r(Γu )}.
Suppose instead that some other node v is a parent of cmax . Then v must have an
ancestor a which is either `(Γu ) or r(Γu ). Let x be the child of a on the path from
a to cmax . If x is a connector then there exists a cycle from cmax

x

cmax ,

contradicting that T is acyclic. So x is not a connector. Thus, since the UP
case(s) could not be applied, root a must have multiple children. Let x0 6= x be
another of the children of a. Since the OUT case(s) could not be applied, x0 has
a connector y as a descendant. But since all connectors are also descendants of
cmax this forms a diamond from a

cmax

y and a

x0

y. Thus choices

for parents of cmax are limited to nodes in {`(Γu ), r(Γu )} as claimed.
We argue that cmax must be a connector as follows. If cmax is not a connector,
it must have only one parent. But since the UP case cannot be applied, if cmax
has only one parent then it must be a connector. Thus cmax is a connector,
and therefore has multiple parents. But the only choices for parents of cmax are
`(Γu ) and r(Γu ), so we have established that both must be parents of cmax , and
therefore the INCLUDE case can be applied. Let
D0 := {u ∈ Γu : u is a descendant of cmax }.
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Then Γu \ D0 forms an admissible subproblem, and D0 is a base subproblem, by
arguments similar to those used at the end of Case I and Case II.
Case IV) Some connector is not a descendant of cmax .
Form a hypergraph H over the connectors of Γu in which hyperedges are elements
of the child shadows of `(Γu ) and r(Γu ). Formally, if χ(Γu ) is the set of connectors
of Γu , then
H := (χ(Γu ), C(`(Γu ), C(r(Γu ))).
Recall that two things are true about C(`(Γu )) and C(r(Γu )), the child shadows
of `(Γu ) and r(Γu ) respectively. First, both child shadows are laminar, since
the sets they contain are pairwise disjoint (else a diamond is formed). Second,
together the two child shadows form a laminar pair, since T is untangled.
Thus, we can apply Lemma 4 to form maximal connected components H1 , ..., Ht
where Hi = (Ci , Ei ), where Ci ∩ Cj = ∅ for all i 6= j.
We argue that applying Lemma 4 in this case yields at least two maximal connected components (i.e. t ≥ 2).
Suppose instead that there is a single maximal connected component, H1 =
(C1 , E1 ). Thus, C1 must cover every connector of Γu . Moreover, by Lemma 4(i),
C1 is a hyperedge of H1 , which implies that C1 is the set of all connectors which
are descendants of some child of `(Γu ) or r(Γu ). Thus, every connector is a
descendant of the same child of one of the roots of Γu . It is easy to see that this
child must be cmax , which contradicts that some connector is not a descendant
of cmax , as stated at the beginning of this case. Thus t ≥ 2.
We can then form two admissible subproblems Γ0 and Γ00 as follows.
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Let X` and Xr be children of `(Γu ) and r(Γu ) respectively, and let
X`0 := {u ∈ X` : C(u) ∈ E1 } ;

X`00 := {u ∈ X` : C(u) ∈ E2 ∪ ... ∪ Et }.

And define Xr0 and Xr00 similarly, replacing ` by r wherever it appears. Since each
child of each root has at least one connector as a descendant, every child is in
one of X`0 , X`00 , Xr0 , or Xr00 , and moreover all four of these sets are easily seen to
be pairwise disjoint.
Define Γ0 and Γ00 as required by the MERGE case, i.e.
Γ0 := {u ∈ Γu : u is a descendant of a node in X`0 or Xr0 } ∪ {r(Γu ), `(Γu )}, and
Γ00 := {u ∈ Γu : u is a descendant of a node in X`00 or Xr00 }∪ {r(Γu ), `(Γu )}.
We claim that Γ0 and Γ00 are admissible subproblems. By definition, both are
clearly child descendant complete. It remains to show that they are also connector complete. We will give a proof for Γ0 from which one for Γ00 follows easily.
Let c be a connector in Γ0 , then c ∈ C1 . By Lemma 4(i), C1 ∈ E1 , which implies
that there exists some child v ∈ X`0 ∪ Xr0 such that C(v) = C1 . W.l.o.g. let
v ∈ X`0 . Then let u be the child of r on the path from r to c, where possibly
u = c. We then have that c ∈ C(u).
But since T is untangled and (C1 , E1 ) is a maximal connected component, we
must have that C(u) ⊆ C(v). Thus, C(u) ∈ C1 , which implies that both u and
v are in X`0 ∪ Xr0 further implying that each descendant of u and v are in Γ0 . The
descendants of u and v include both parents of c, and so Γ0 is connector complete.
Because the above case analysis is exhaustive, it is easy to see that in any case where U is
an admissible subproblem it can be split into smaller subproblems in which other cases can
be applied. Since the decomposition yields smaller subproblems in each case, and the input
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tree is of finite size, the decomposition must eventually terminate. Therefore we can apply
this process to construct a decomposition tree τ in which one of cases (2)-(7) may be applied
to each internal node of the tree. We argue that every leaf of τ is a base subproblem as
follows. Since each case in the above process only produces admissible or base subproblems,
if any leaf of τ is admissible after termination, we could apply one of the cases (2)-(7) to it,
contradicting that the process has terminated.
Note that the OUT-RIGHT and UP-RIGHT cases are implicitly used in case 1) and case
a) of this proof, but their use is hidden by our consideration of root `(Γu ) w.l.o.g..

Implicit in the proofs of Theorem 10 and Lemma 4 is an algorithm to decompose any
untangled 2-multitree into a decomposition tree. This algorithm is easily obtained, since both
proofs are constructive in nature. In the following section, we suppose this decomposition has
already been done on T , yielding a decomposition tree, τ whose leaves are base subproblems,
and whose internal nodes arise via application of cases (1)-(7) to the child subproblems. Our
only remaining task is to describe can optimization procedure which can be used to obtain
an lexicominimum placement of ρ replicas on the leaves of an untangled 2-multitree.
Each case other than the MERGE case may be computed in constant time after a
preprocessing phase involving a breadth-first search through the tree to mark connectors.
Via Lemma 4, the running time of each invocation of the MERGE phase is bounded by
O(α(|Γu |) · |Γu |). For a 2-multitree T = (V, E), this may be as bad as O(|V |), taking the
inverse Ackermann function α(|V |) to be a small constant [7]. Note that the number of
MERGE cases can be no more than the number of connectors in T , since each merge case
separates at least two connectors into different subproblems. Thus, the total running time
of the decomposition phase is bounded by O(c|V |), where c is the number of connectors in
T.
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Recurrences and Running Time
In this section, we presume that a decomposition algorithm has already been applied to yield
decomposition tree τ . Given τ , we can solve LSP on the original instance via a bottom-up
computation. Let the subproblem associated with decomposition tree node u be denoted by
Γu . At each node, we compute an answer to the question “What is the optimal value of a
placement on the leaves of the 2-multitree Γu which uses i replicas from L∩Γu , j replicas from
R∩Γu , and k replicas from M ∩Γu ?”, for all values of i, j, k for which i+j +k ∈ {1, ..., ρ}. For
each such question, let F (u, i, j, k) be the answer. We will show how to compute F (u, i, j, k)
recursively, for each node u in the decomposition tree shortly, but first, we require further
notation.
Recall that `(Γu ) is the left root of subproblem Γu while r(Γu ) is the right root of subproblem Γu . For any i, let e(i) be the ith vector in the standard basis for Rρ+1 . For convenience,
we define d(i, j) = e(i) − e(j), for any i and j. We will use values of e(i) and d(i, j) as
corrective factors, to adjust failure aggregates for an adjusted failure number of the root
nodes. Intuitively, adding e(i) to a failure aggregate adds the value of a node with failure
number i. Likewise, adding d(i, j) to a failure aggregate adds the value of a node of failure
number i and removes the value of a node of failure number j. Thus, adding d(i, j) has the
same effect as changing the failure number of a node from j to i. With this interpretation
in mind, we consider the recurrence case-by-case as follows.
If u is a leaf of τ , then Γu is a base subproblem. For base subproblems, M (Γu ) is empty,
so we do not have to compute any value of F (u, i, j, k) for which k 6= 0. Alternatively, if Γu
is tree-complete and has a single connector as its root, then we do not have to compute any
value of F (u, i, j, k) in which i 6= 0 or j 6= 0. In any case, if only one of i, j, k are non-zero,
then F (u, i, j, k) can be quickly computed using our algorithm for trees, and we refer to this
as the “BASE” case. Let T (u, i) be the value of an optimal placement of size i on the single
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Figure 6.9. Schematic depicting the assignment of replicas in the UP-LEFT case. In the
schematic, the region where the triangles overlap is used to depict M , on which k replicas
are placed.
tree rooted at Γu , which can be found using the algorithm for trees from Chapter 5. All of
this is captured by the expression below.



T (u, max[i, j, k]) (BASE)
F (u, i, j, k) =
.


 ..
The vertical dots in the above expression indicate that additional cases which we have yet
to describe are included in the complete definition of F (u, i, j, k). Once we have described
all cases, we will present the full definition of the recurrence.
If u is an internal node with left child v and right child w, then our algorithm proceeds
based upon which case is used to combine the child subproblems Γv and Γw into subproblem
Γu . Each case is referred to by the moniker given to it the prior section (i.e., one of UPLEFT, UP-RIGHT, OUT-LEFT, OUT-RIGHT, INCLUDE, or MERGE). We can apply the
following recurrence to compute F (u, i, j, k) given values of F (v, i1 , j1 , k1 ) and F (w, i2 , j2 , k2 )
for all iφ , jφ ∈ {1, ..., ρ}, φ ∈ {1, 2}.

F (u, i, j, k) =





F (v, i, j, k) + e(i + k)





(UP-LEFT)

F (w, i, j, k) + e(j + k) (UP-RIGHT)




.


 ..
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Figure 6.10. Schematic depicting the assignment of replicas in the OUT-LEFT case.
Consider the UP-LEFT case, which is depicted in Figure 6.9. Here we have that Γv is
left-complete, and we wish to add the parent of its left root, π(`(Γv )). Since this does not add
any leaves to the subproblem, whatever placement yields value F (v, i, j, k) in subproblem
Γv will also yield an optimal value for the new subproblem. However, we must include the
failure number of the newly added node, π(`(Γv )). Since π(`(Γv )) has the left root as its only
child, it has the same failure number as its child, that is i + k. Adding e(i + k) to F (v, i, j, k)
yields the overall value of the optimal solution. The UP-RIGHT case is symmetric.
The OUT cases (depicted in Figure 6.10) involve the same internal node, u with children v
and w, but captures additional parameter combinations. The discussion immediately follows
the statement of the recurrence given below.

F (u, i, j, k) =





min [F (v, i1 , j, k) + F (w, i2 , 0, 0) + d(i + k, i1 + k)]


i +i =i

1 2

(OUT-LEFT)

min [F (v, i, j1 , k) + F (w, 0, j2 , 0) + d(j + k, j1 + k)] (OUT-RIGHT)

j1 +j2 =j




.

 ..

Consider the OUT-LEFT case. Here we have that subproblem Γv is admissible, while
Γw is a base subproblem. That is, Γw has no connectors, and no leaves which are in R.
Thus, considering values of F (w, i, j, k) where j = k = 0 covers all possible placements on
the leaves of Γw . Moreover, Γw has a single root, `(Γw ), and the parent of this root is the
left root of Γv . Thus, any placement on the leaves of Γw will be descendants of the left
root of Γv . Since the leaves of Γw and Γv are disjoint, it is clear that the best placement
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Figure 6.11. Schematic depicting the assignment of replicas in the INCLUDE case.
can be obtained by combining placements on both sets of leaves in the optimum way. This
corresponds to combining F (v, i1 , j, k) and F (w, i2 , 0, 0) in the best possible way by taking
the minimum over all possible values i1 + i2 = i. However, when we add these placements
together, we must update the failure number of the left root. This is achieved by including
d(i + k, i1 + k) = e(i + k) − e(i1 + k), since the failure number of the left root was previously
i1 + k, and becomes i + k with the addition of the i2 additional replicas from subproblem
Γw . The OUT-RIGHT case is symmetric.








 F (v, i, j, k1 ) + F (w, 0, 0, k2 ) + d(i + k, i + k1 )+

 min 
 (INCLUDE)
k1 +k2 =k
F (u, i, j, k) =
d(j + k, j + k1 )




.

 ..
Consider next the INCLUDE case, depicted in Figure 6.11. In this case we have that Γv
is admissible, and Γw is a base subproblem whose root is a connector, c. Moreover, the left
parent of c is the left root of Γv , and the right parent of c is the right root of Γv . Clearly,
all of the leaves of Γw are nodes in M , so considering values of F (w, i, j, k) where i = j = 0
covers all possible placements. Moreover, the leaves of Γv and Γw are disjoint, so it suffices
to minimize over all values of k1 + k2 = k, as in the OUT-LEFT case. The key difference is
that we must now update the values of both roots of subproblem Γv . The left root is updated
by including d(i + k, i + k1 ), since k1 was the prior contribution of nodes from M , and this is
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Figure 6.12. Schematic depicting the placement of replicas in the MERGE case.
now updated to k1 + k2 = k. The right root is similarly updated by including d(j + k, j + k1 ).





F
(v,
i
,
j
,
k
)
+
F
(w,
i
,
j
,
k
)
+
d(i
+
k,
i
+
k
)+
1 1 1
2 2 2
1
1



 min 

 (MERGE-ROOTS)
i1 +i2 =i
d(j + k, j1 + k1 ) − e(i2 + k2 ) − e(j2 + k2 )
F (u, i, j, k) = j1 +j2 =j
k1 +k2 =k




 ...
Finally, consider the MERGE case, depicted in Figure 6.12. In this case, we have two
admissible subproblems, Γv and Γw , for which Γw ∩ Γv = {`(Γv ), r(Γv )}. That is, both
subproblems share the same roots, but share no other nodes. Since they share no other
nodes, it is clear that any pair of placements will be disjoint, so long as one placement in
the pair is taken from the leaves of Γv , and the other is taken from the leaves of Γw . Since
the internal nodes of Γv and Γw are disjoint, when we combine two placements from Γw and
Γv , we only have to update the failure numbers of their roots. This is achieved via adding
the d(·, ·) and e(·, ·) terms in the above expression, which we now explain in detail.
We explain how to adjust the failure number of the left root, the right root is symmetric.
In the placement on subproblem Γv , the failure number of the left root of Γv is i1 + k1 . This
needs to be updated to i + k in the overall placement. This is achieved by including the
d(i + k, i1 + k1 ) term. However, the failure number of the left root of Γw is also included, and
this must be removed as well. The removal of this value is achieved by subtracting e(i2 + k2 ).
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Case
single-tree
up-left/right
out-left/right
include
merge

Time
O(|Γu | + ρ log ρ)
O(1)
O(ρ2 )
O(ρ2 )
O(ρ4 )

Table 6.1. Running times to process each case of the recurrence
A similar fix is achieved for the right root by addition of d(j + k, j1 + k2 ) and subtraction of
e(j2 + k2 ).
Below, we display the entire recurrence. Each case has been justified in detail in the prior
discussion.

F (u, i, j, k) =




T (u, max[i, j, k])







F (v, i, j, k) + e(i + k)






F (v, i, j, k) + e(j + k)







min [F (v, i1 , j, k) + F (w, i2 , 0, 0) + d(i + k, i1 + k)]

i1 +i2 =i

(BASE)
(UP-LEFT)
(UP-RIGHT)
(OUT-LEFT)

min [F (v, i, j1 , k) + F (w, 0, j2 , 0) + d(j + k, j1 + k)]
(OUT-RIGHT)

j1 +j2 =j 






F (v, i, j, k1 ) + F (w, 0, 0, k2 ) + d(i + k, i + k1 )+


 min 
(INCLUDE)




k1 +k2 =k

d(j
+
k,
j
+
k
)

1







F
(v,
i
,
j
,
k
)
+
F
(w,
i
,
j
,
k
)
+
d(i
+
k,
i
+
k
)+
1
1
1
2
2
2
1
1





min 
 (MERGE-ROOTS)

i1 +i2 =i

 j1 +j2 =j
d(j + k, j1 + k1 ) − e(i2 + k2 ) − e(j2 + k2 )
k1 +k2 =k

The running time of applying this recurrence at the nodes of a decomposition tree can be
analyzed as follows. Let n be the number of nodes in the multitree, nL the number of nodes
which appear in subproblems which are leaves of τ , and nI the number of nodes which do
not appear in any leaf subproblem, (i.e., nI = n − nL ). Let `τ be the number of leaves of
the decomposition tree τ .
Table 6.1 summarizes upper-bounds on the running time to process each case of the recurrence. We can obtain O(ρ7 nI +nL +`τ ρ log ρ) time as a loose bound on the optimization phase
by naı̈vely supposing that each internal node of the decomposition tree can be computed in
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worst-case O(ρ4 + ρ2 + ρ2 + 1) = O(ρ4 ) time. There are O(ρ3 ) values to be computed for each
internal node, yielding at most O(ρ7 ) time to compute each internal node in the worst-case.
The O(nL + `τ ρ log ρ) term arises by summing the O(|Γu | + ρ log ρ) running time over all
leaves of the decomposition tree τ . The final running time of O(c|V | + ρ7 nI + nL + `τ ρ log ρ)
arises by including the O(c|V |) bound on the running time of the decomposition phase. For
practical purposes, the running time may be smaller, but the specifics depend crucially on
the structure of the decomposition tree. If one were to implement the proof of Theorem 10
so as to minimize the number of MERGE cases in the decomposition tree, one could provide
a further practical speedup.

6.4

LSP in Untangled k-Multitrees

In this section we present a fixed-parameter tractable algorithm for solving lexicographic
single-block placement in k-multitrees. Via a generalization of the algorithm for 2-multitrees,
we will obtain an algorithm which runs in O(nρ2k+2 + ckn) time, where c is the number of
connectors in the input k-multitree. When k and ρ are both fixed, this running time is fixedparameter tractable. The primary difficulty in the extension is in ensuring the decomposition
is performed in such a way that the optimization phase may be handled efficiently. Since
it builds heavily on ideas previously presented, this section follows closely the exposition of
Section 6.3.

Structure Theorem
We begin by proving that each k-multitree can be decomposed into a decomposition tree.
Recall a decomposition tree is a binary tree in which each node is associated with a subset
of the vertices of a k-multitree. As before, we carefully control the subproblems allowed in
the decomposition tree to ensure we can obtain an optimal solution.
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The definitions of admissible, child-descendant complete, and connector complete subproblems may be used as given in Section 6.3 (see page 85). However, the definition of a
base subproblem is slightly changed. In the 2-multitree case, any 1-multitree was a base
subproblem. When considering k-multitrees, any j-multitree with j < k forms a base subproblem, as well as the trivial graph4 on k nodes.
Definition 22. In the context of decomposing a k-multitree T = (V, E), a subproblem
Γu ⊆ V is said to be base if T [Γu ] forms either a j-multitree where j < k, or trivial graph
on k nodes.
As previously, we let T = (V, E) be an untangled k-multitree. Let the roots of T = (V, E)
be labeled r1 , ..., rk . Each subproblem Γ is associated with a set of local roots, which are roots
of the subgraph induced by T [Γ]. Let R(Γ) be the set of local roots of Γ.
As previously, we define the cases of our recursive decomposition. As previously, let Γu
be an admissible subproblem associated with node u of the decomposition tree τ .
(1) (BASE): If Γu forms a base subproblem according to Definition 22, no further decomposition is needed.
(2) (UP): If some local root r ∈ R(Γu ) has a single child which is not a connector, we can
remove r from R(Γu ) to form an admissible subproblem.
(3) (OUT): If some local root r ∈ R(Γu ) has a child c which has no connectors as descendants, we can remove c and all of its descendants to form an admissible subproblem.
The set containing node c along with its descendants forms a base subproblem.
(4) (INCLUDE): If local roots in set Q ⊆ R(Γu ) each share a single child c, and every
parent of c is contained in Q, then we can remove the set of local roots Q to form an
admissible subproblem Γu \ Q.
4

Recall that a trivial graph is any graph (V, E) where E = ∅.
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(5) (MERGE): If every local root has one or more children and at least one local root has
at least two children, then we can partition the children of each local root node along
with all of their descendants to form two admissible subproblems Γ0 and Γ00 .
Theorem 11. Any untangled k-multitree G = (V, E) can be decomposed into a decomposition
tree τ in which:
1) all leaves of τ are base subproblems and,
2) at each internal node u ∈ V , one of cases (2)-(5) above can be applied to the subproblem
Γu to obtain the subproblems associated with the children of u.
Proof. The outline of this proof proceeds quite similarly to that of Theorem 10. At several
points the correct argument is a straight-forward extension of that for Theorem 10. Rather
than repeat the argument here, we will direct the reader to the relevant section of that proof
for details.
Given an untangled k-multitree T = (V, E), note that V is an admissible subproblem
of G. We proceed to show that if Γu is an admissible subproblem of T , that Γu can be
decomposed into two admissible subproblems of G. Since G is finite, this process cannot
proceed indefinitely, and thus must terminate, yielding a decomposition tree τ .
If Γu has strictly fewer than k roots, it is base, so it will form a leaf of the decomposition
tree, and need not be decomposed any further.
If any local root r ∈ R(Γu ) has a single child which is not a connector, the UP case
can be applied to yield admissible subproblems to associated with children of u. This can
be seen via a straight-forward modification of the argument used in Case I of the proof
of Theorem 10. Likewise, a straight-forward modification of Case II in Theorem 10 shows
that the OUT case can be applied when any local root r ∈ R(Γu ) has a child which has no
connectors as descendants.
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Therefore, if both the UP and OUT cases cannot be applied, it is clear that 1) if any
local root of Γu has only a single child, it must be a connector, and 2) every local root has
at least one connector as a descendant.
Let cmax be the child with the maximum number of connectors as descendants. We split
into two cases.

Case I) Every connector in Γu is a descendant of cmax .
Via a straight-forward application of the arguments used in Case III of Theorem 10, we can argue that each parent of cmax is a local root of Γu . Otherwise,
we can exhibit a cycle or a diamond, contradicting the structure of T .
Moreover, cmax is easily seen to have more than one parent, again, by the argument given in Case III of Theorem 10.
Let Q ⊆ R(Γu ) be the subset of local roots which are parents of cmax . Then
Γu \ Q is an admissible subproblem, arrived at by application of the INCLUDE
case.
Case II) Some connector in Γu is not a descendant of cmax .
As before, we form a hypergraph over the connectors of Γu in which each hyperedge is an element in the child shadow of some local root of Γu . Formally, if
χ(Γu ) is the set of connectors associated with Γu , then
H = (χ(Γu ),

[

C(r)).

r∈R(Γu )

Observe that the conditions of Lemma 4 are met by the edges of H. Namely,
each family of child shadows is laminar, and for r, r0 ∈ R(Γu ) each pair of set
families C(r) and C(r0 ) forms a laminar pair, since T is untangled.
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Thus, we can form maximal connected components H1 , ..., Ht where Hi = (Ci , Ei ),
with Ci ∩ Cj = ∅ for all i 6= j. Moreover, t ≥ 2 via a straight-forward application
of the analogous argument used in Case IV of Theorem 10.
We can then form two admissible subproblems Γ0 and Γ00 as follows. For each
local root r ∈ R(Γu ), let Xr be the set of children of r, and let
Xr0 := {u ∈ Xr : C(u) ∈ E1 },
Xr00 := {u ∈ Xr : C(u) ∈ E2 ∪ ... ∪ Et }.
As before, since each child has at least one connector, each child is in one of Xr0
or Xr00 for some r ∈ R(Γu ). We form Γ0 and Γ00 as follows
Γ0 := {u ∈ Γu : u is a descendant of a node in

[

Xr0 }

∪ R(Γu );

Xr00 }

∪ R(Γu ).

r∈R(Γu )

Γ00 := {u ∈ Γu : u is a descendant of a node in

[
r∈R(Γu )

We must show that each of Γ0 and Γ00 is an admissible subproblem. Both Γ0
and Γ00 are clearly child-descendant complete, having been formed by taking all
descendants of a set of children of each root.
To see that Γ0 is connector complete, we will examine an arbitrary connector
c ∈ Γ0 .
Since c ∈ Γ0 , c ∈ C1 , and by Lemma 4(i), C1 ∈ E1 , which implies that there must
be some node v ∈ Γu which is a child of a local root of Γu such that C(v) = C1 .
Let r ∈ R(Γu ) be the local root which is a parent of v. Since c is a connector,
it must have at least two local roots as ancestors. Then let r0 ∈ R(Γu ) be an
arbitrary local root which is an ancestor of c such that r 6= r0 . Let w be the
child on the path from r0 to c. Since T is untangled, and (C1 , E1 ) is a maximal
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connected component, we must have that C(w) ⊆ C(v). Thus both v and w
S
are in the set r∈R(Γu ) Xr0 , which implies that all of their descendants are in Γ0 ,
including both parents of c. Moreover, since r0 was chosen to be an arbitrary local
root which is an ancestor of c, this argument can be repeated for all r0 ∈ R(Γu )
such that r 6= r0 to show that every parent of c is contained in Γ0 .
A similar argument can be used to show that Γ00 is connector complete.
Finally, the decomposition terminates since each subproblem created by this process is
strictly smaller than the subproblem from which it was formed.
The above proof is constructive. Thus, the decomposition algorithm is implicit in the
proof and may be easily obtained. In order to discuss the running time, we briefly describe it
as follows. To each admissible subproblem, we attempt to apply the UP, OUT, INCLUDE,
and MERGE cases in the given order. The UP and INCLUDE cases may be checked in O(k)
time. To enable efficient checking of the OUT case, a simple breadth-first search can be run
as a preprocessing step to associate each internal node with one of the connectors it has as
a descendant. To represent this, each node u stores a field u.connDesc. Nodes which have
no connectors as descendants have u.connDesc is left null. The OUT case may be applied
to any node u which is a child of a local root and for which u.connDesc is null.
The MERGE case deserves some special consideration. The child-shadow hypergraph H
defined in Theorem 11 can be formed via k breadth-first searches, each search starting at a
local root. The time taken to perform each breadth-first search is no more than O(k|Γu |),
since the number of edges in any k-multitree is bounded by O(k|Γu |).5 For a subproblem
Γu , the hypergraph has size bounded by O(k|Γu |). Using the union-find data structure, the
edges in each maximal connected components of H may be found in O(α(k|Γu |)k|Γu |) time,
5

This bound follows immediately from the observation that, in a k-multitree, no vertex may have in-degree
larger than k. Summing this bound on the in-degree over all |Γu | vertices yields the claimed bound.

104

by Lemma 4. As the inverse Ackermann function grows very, very slowly, we may treat it as
constant, for all practical purposes [7]. The children of local roots may each be associated
with its maximal connected component in an additional O(1) time after they have been
found. Thus, each invocation of the MERGE case runs in O(k|Γu |) time. Finally, since each
MERGE case partitions the connectors of Γu into disjoint sets, it is clear that there may only
be as many MERGE cases as there are connectors. Thus, running the entire decomposition
phase on a k-multitree T = (V, E) takes O(ckn) time, where n = |V | and c is the number of
connectors in T .
We will describe the optimization phase in the following section, in our analysis, we
will rely on some of the properties of the specific decomposition tree that results from this
algorithm, which we summarize in the following lemma.
Lemma 6. In any decomposition tree τ produced by the algorithm given in this section, for
each leaf node u whose subproblem Γu forms a j-multitree where j < k, Γu results from an
application of the INCLUDE case at the parent of u.
Proof. By definition, only one case among UP, OUT, INCLUDE and MERGE reduces the
number of roots in Γu . Thus, since the subproblem associated with the root of the decomposition tree has k nodes, the only way to arrive at a subproblem with fewer than k nodes
is via an application of the INCLUDE case. Thus, since the decomposition terminates, each
base subproblem Γu which forms a j-multitree must have resulted from an application of the
INCLUDE case.
Recurrences and Running Time
The prior section showed how to decompose a k-multitree T = (V, E) into a decomposition
tree. In this section, we assume the decomposition has already been done to yield a decomposition tree τ . Given τ , our goal is to produce an optimal placement of size ρ on the leaves
of T .
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To describe the dynamic program, we introduce the notion of an ancestry. Let τ be a
decomposition tree, and let Γu be a subproblem in this tree. Let Γu have local roots denoted
as q1 , ..., qk . To each placement P on the leaves of T [Γu ] we may associate an ancestry
signature α(P ) ∈ Nk , defined by α(P ) := hα1 , ..., αk i, where αi denotes the number of
replicas of P that have local root ri as an ancestor. Note that each node in placement P
P
may contribute to multiple entries of α(P ), but in any case, i αi ≤ kρ.
We may define a recurrence over the nodes of the decomposition tree τ , based on the
following recurrence. Let F [Γu , ρ, α] denote the lexico-minimum failure aggregate which may
be obtained by any placement of size ρ on the leaves of T [Γu ] which has an ancestry signature
equal to α. If node u in τ has children v and w then we can describe a recurrence to derive
F [Γu , ρ, α] given values of F [Γv , ρ, α] and F [Γw , ρ, α], where they are defined. To achieve
this, we consider each case used to construct the decomposition tree in turn.
Notice that in some nodes of τ , Γu does not contain any placement candidates. We
call such subproblems trivial. If one the child subproblems of Γu is trivial, we adopt the
convention that it is always Γw which is trivial.
Both the UP and OUT cases may be applied to any local root of T [Γu ]. Fix a local root
qi , and consider these case with respect to qi .
Let α = hα1 , ..., αk i. Then a valid recurrence for the UP case may be given as follows.



F [Γv , ρ, α] + e(αi ) (UP at root qi )
F [Γu , ρ, α] =
.


 ..
When the UP case is applied to local root qi , the corrective factor of e(αi ) includes the
failure number of the new node which is added as a parent of qi .
The OUT case at local root qi creates two child subproblems, Γv and Γw . Without loss,
let Γv be the subproblem which is a k-multitree, and let Γw be the subproblem without any
connectors. Since Γw has no connectors, and all nodes are descendants of a single node, it is
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easy to see that T [Γw ] forms a tree. Thus, we may use our algorithm for trees to solve replica
placement on Γw , and denote by T ree[Γw , x] the failure aggregate of the optimal placement
in which x replicas are placed on the leaves of T [Γw ]. A valid recurrence for the OUT case
may be given as

F [Γu , ρ, α] =


h
i

0
0
0

F [Γv , ρ , α ] + T ree[Γw , x] + e(αi ) − e(αi ) (OUT at root qi )

α0min
+x=αi
i

ρ0 +x=ρ






..
.

where α0 := hα1 , ..., αi−1 , αi0 , αi+1 , ..., αk i. The corrective factor of e(αi ) − e(αi0 ) is added to
adjust the failure number of root qi from its previous value of αi0 to its new value of αi .
In the MERGE case we consider two subproblems Γw and Γv which share only the k local
roots between them. Thus, each placement candidate in Γu lies in either Γw or Γv and not
both. Because the subproblems Γw and Γv do not share any placement candidates, to find the
optimal value we may take the minimum over all possible ways to split the ancestry signature
α between the subproblems Γw and Γv . There is one way to do this for each pair α0 , α00
where α0 + α00 = α. When we do this, we have to apply a corrective factor correctk (α, α00 )
to adjust the failure number of each of the local roots of Γu . A valid recurrence for the
MERGE case may be given as

h
i

0
0
00
00
0
00


min
F
[Γ
,
ρ
,
α
]
+
F
[Γ
,
ρ
,
α
]
+
correct
(α
,
α
)
(MERGE)
v
w
k
α0 +α00 =α
0
00
F [Γu , ρ, α] = ρ +ρ =ρ



 ...
where the corrective factor correctk (α0 , α00 ) is defined by
correctk (α0 , α00 ) :=

k
X

e(αi ) − e(αi0 ) − e(αi00 ),

i=1

for α0 = hα10 , ..., αk0 i and α00 = hα100 , ..., αk00 i. The ith term in the corrective factor adjusts
the failure number of root qi by replacing the contributions of e(αi0 ) and e(αi00 ) (present in
F [Γv , ρ0 α0 ] and F [Γw , ρ00 , α00 ] respectively) with the corrected value of e(αi ).
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d

e

f

g
q1 = a

a

b

h

i

c

R(Γu ) = {a, b, d, e, f, g, h, i}

π

q2 = b

s1 = a

q3 = d
q4 = e

s2 = b
s3 = c

q5 = f
q6 = g

s4 = h
s5 = i

q7 = h

R(Γv ) = {a, b, c, h, i}

q8 = i
β = h3, 2, 1, 4, 3i

Q = {f, g, h, i}

α(β) = h3, 2, 1, 1, 1, 1, 4, 3i

Figure 6.13. Illustration of the one-to-one mapping π which is used during the INCLUDE
case. According to the definition, the only requirements on π is that qi = sπ(i) for any node
in R(Γu ) \ Q. In the example above, this will occur so long as π(1) = 1, π(2) = 2, π(7) = 4,
and π(8) = 5. As can be seen above, this achieves the desired result as regards β and α(β).
For example: α(β)7 = β 4 , and α(β)8 = β 5 .
The INCLUDE case requires special consideration. In it, the admissible subproblem Γu
forms a k-multitree, and has as children Γv , a base subproblem which forms a j-multitree
where j < k, and a trivial subproblem, Γw . Let q1 , ..., qk be local roots of Γu , and let Γv have
local roots s1 , ..., sj . Moreover, Γv has a distinguished local root, s` , whose parents all lie in
the set Q ⊆ {q1 , ..., qk }. Moreover, each local root of Γu which is not a parent of s` is also a
local root of Γv . More specifically, there exists a one-to-one mapping π : N → N such that
qi = sπ(i) for any local root qi ∈ {q1 , ..., qk } \ Q.
Let β ∈ Nj be the ancestry signature of a placement on the leaves of T [Γv ]. Since Γv is
non-trivial and base, values of F [Γv , β] have been recursively computed by our algorithm for
j-multitrees.6 Observe that, in the INCLUDE case, not all values of α are valid as ancestry
signatures of Γu , since all local roots of Γu in Q must share the same failure number. There6

Since j < k an algorithm for j-multitrees exists by induction.
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fore, entries of α which correspond to parents of q` must be equivalent. Moreover, entries of
α which do not correspond to parents of q` must have the same value as their corresponding
entry in β. The correspondence is made via the one-to-one mapping π described above.
Thus, there is one valid value of α for each value of β = hβ1 , ..., βj i, defined as



β`
if qi ∈ Q,
α(β) = hα1 , ..., αk i where αi =


βπ(i) otherwise.
A concrete example depicting how π works together with the definitions of β and α(β) can
be seen in Figure 6.13.
Using the definition of α(β), we can obtain an optimal value of F [Γu , ρ, α] for the value
of α(β) by means of the recurrence



F [Γv , ρ, β] + |Q| · e(β` ) (INCLUDE where s` has parents in Q)
F [Γu , ρ, α(β)] =
.


 ..
where the term |Q| · e(β` ) accounts for the inclusion of failure numbers of local roots in Q.
Notice that the recurrence above is only defined for any value of β for which F [Γv , ρ, β] is
defined. To handle the remaining cases, values of F [Γu , ρ, α0 ] are set to equal ∞ whenever
there does not exist any β such that α0 = α(β). (We additionally use the convention that
∞ is lexicographically larger than any vector.)
All four cases of the recurrence are summarized in the following recurrence relation, which
uses several terms defined in the previous paragraphs.




F [Γv , ρ, α] + e(αi )
(UP at root qi )









F [Γv , ρ0 , α0 ] + T ree[Γw , x]+


 min 
(OUT at root qi )


0
F [Γu , ρ, α] = α0i0+x=αi
e(αi ) − e(αi )
ρ +x=ρ







0
0
00
00


 F [Γv , ρ , α ] + F [Γw , ρ , α ]+


min

 (MERGE)


0
00

α 0+α00 =α
correct (α0 , α00 )
ρ +ρ =ρ

k

F [Γu , α(β)] = F [Γv , β] + |Q| · e(β` )

(INCLUDE: s` has parents in Q)
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It remains to bound the running time of applying this recurrence to the decomposition tree
τ . The most expensive case is the MERGE case, which we consider as follows.
Each value of α must be split into values of α0 and α00 so that α0 + α00 = α. We bound
the number of ways to split α = hα1 , ..., αk i as follows. For each non-zero value αi , there are
αi + 1 values which α0 can take on in index i, and each such value uniquely determines the
Q
value of α00 at index i. The total number of combinations is therefore the product i (αi + 1)
over all values of i for which αi 6= 0. Since no value of αi can be larger than ρ, and there are
k entries in total, this is bounded by O(ρk ).
Moreover, the number of values of α for which F [Γu , α] must be computed is also bounded
by O(ρk ), since there are k entries, each of which may be as large as ρ. Moreover, there
are O(ρ) ways to split ρ into unique values of ρ0 and x such that ρ0 + x = ρ. Finally, an
additional factor of O(ρ) is incurred to sum values of F [·, ·], each of which is a vector of size
ρ + 1.
There are at most n internal nodes in the decomposition tree τ , and in the worst case,
O(n) if them could be MERGE cases. Putting this together with the remaining terms,
we obtain a final running time of O(nρ2k+2 ) to optimize the MERGE case for each of the
internal nodes. Each leaf node may incur an additional factor of (nρ2(j+2) ), where j < k,
the sum of which is dominated by its leading term. Thus, the overall running time of the
optimization phase is bounded by O(nρ2k+2 ). When combined with the running time of the
decomposition phase, we obtain O(nρ2k+2 + ckn), where c is the number of connectors in
T . We leave the running time as stated, since it may be the case that either c = O(n), or
c = o(ρ2k+2 ) in practice. Regardless, this analysis suffices to establish the fixed-parameter
tractability of lexico-minimum replica placement in k-multitrees.
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CHAPTER 7
MULTI-BLOCK PLACEMENT IN ARBORESCENCES
Now we return to the arborescence variant of Chapter 5 and consider the corresponding
multi-block placement problem in arborescences (i.e., arborescence LMP). Our aim is to
describe an exact algorithm which optimizes the simultaneous placement of multiple blocks
of replicas at once. As previously discussed, this problem naturally occurs in data centers,
where multiple sets of replicas co-exist. Recall that in Chapter 4 we defined a multi-placement
P as an ordered set of m placements, P := (P1 , ..., Pm ). Recall also that in the LMP, each
leaf node has a capacity of c(`), the maximum number of replicas which it can accommodate.
Moreover, no leaf node will accept more than one replica from any given single placement
(or block), as this would defeat the purpose of replication. We further extended the failure
aggregate to multi-placements by defining the failure aggregate of a multi-placement as the
sum of the failure aggregates of the individual placements (padded as needed), (i.e., we
P
defined the objective function g(P) := m
i=1 f (Pi )).
In the single-placement case, it is easy to see how the failure aggregate of a placement
is comprised of local contributions from each node. Each node contributes a factor to the
objective based upon its failure number. In the multi-placement case, each node’s local
contribution to the failure aggregate is not as clear. To clearly state the contribution of each
node to the failure aggregate of a multi-placement, we will use the concept of the signature of
a multi-placement, and introduce the concept of a sub-multi-placement of a multi-placement.
Much of the content of this chapter has appeared in a preprint submission to Theoretical
Computer Science which, at the time of this writing, appears only on arXiv [22]. I gratefully
acknowledge the support of my advisor, Neeraj Mittal, who originally discovered techniques
used to prove Theorem 12 and Theorem 14.
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7.1

Terminology and Background

Each multi-placement has an associated signature, a vector which summarizes the number
of replicas assigned to each block. The k th component of the signature counts the number of
blocks which have ρ−k replicas assigned to them. Formally, the signature of multi-placement
P is a vector σ(P) = hn0 , ..., nρ i, where ρ is the size of the largest placement, and nk is the
number of placements in P which have size ρ − k, (i.e., nk = |{i ∈ [1, ..., m] : |Pi | = ρ − k}|).
As an example application of this concept, recall that the input to an instance of
arborescence LMP specifies a series of m integers, ρ1 , ..., ρm , where ρi is the number
of replicas placed on block i in a valid solution. It is easy to see that these integers
uniquely specify the signature which a valid solution is allowed to have. For example, if
m = 5 and (ρ1 , ρ2 , ρ3 , ρ4 , ρ5 ) = (1, 2, 2, 3, 3) in an instance of Problem 2, then only multiplacements with signature σ(P) = h2, 2, 1, 0i are valid solutions. Observe also that any
multi-placement with a signature of h2, 2, 1, 0i can be made to satisfy the requirement that
(ρ1 , ρ2 , ρ3 , ρ4 , ρ5 ) = (1, 2, 2, 3, 3) simply by relabeling the blocks appropriately.
As a second example, observe that the signature of a multi-placement summarizes the
failure numbers associated with the root node. For instance, if σ(P) = h2, 2, 1, 0i, then there
is one block of P for which the root has failure number 1, two blocks for which the root has
failure number 2, and two blocks for which the root has failure number 3.
This last observation hints at the importance of signatures which we wish to convey. The
signature of a multi-placement accumulates the failure numbers of the root node across all
m blocks of the multi-placement into an alternate vector form. This vector form has certain
advantages since its number of non-zero entries depends on the skew in the desired multiplacement. Using the concept of a sub-multi-placement, we can similarly collect the failure
numbers of any node in the tree. For any given multi-placement the sub-multi-placement at
node u consists only of the replicas of the multi-placement which are assigned to leaves of
the subtree rooted at node u. More formally, if Lu is the set of leaves assigned to node u, and
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P

w
c

a

b

d

= ( {a, b, c}, {b, d, e}, {b, d} )

Pu = ( {a, b, d}, {b},

{b}

)

Pw = ( {},

{e}

)

{d, e},

e

Figure 7.1. Multi-placement P and two of its sub-multi-placements, Pu and Pw .
P = (P1 , P2 , ..., Pm ), then Pu = (P1 ∩ Lu , P2 ∩ Lu , ..., Pm ∩ Lu ). To illustrate this concept,
refer to the tree in Figure 7.1. The multi-placement P = ({a, b, c}, {b, d, e}, {b, d}) has a
sub-multi-placement at node u given by Pu = ({a, b, c}, {b}, {b}). Notice that the signature
of Pu is given by σ(Pu ) = h1, 0, 2, 0i, and furthermore, this collects the failure numbers of u
with respect to the original multi-placement P conveniently into a vector whose form matches
that of the failure aggregate. Specifically, node u has failure number 3 with respect to one
block of P (block 1), and a failure number of 1 with respect to two blocks of P (blocks 2
and 3).
This suggests a way to rewrite the failure aggregate of a multi-placement into a more
convenient form in which each node’s individual contribution to the overall failure aggregate
is made transparent. Specifically, the failure aggregate of a multi-placement is just the sum
of the signatures of all of its sub-multi-placements, as formalized in the following lemma.
Lemma 7. For any u ∈ V , let Pu be the sub-multi-placement of P at node u, then
g(P) =

X

σ(Pu ).

u∈V

Proof. Let σ(Pu ) = hnu0 , ..., nuρ i, then nuj counts the number of placements of P in which
node u has failure number ρ − j. Furthermore, let f (Pi ) = hpi0 , ..., piρ i, then pij counts the
number of nodes which have failure number ρ − j with respect to placement Pi . We first
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show that
X

nuj =

m
X

pij

i=1

u∈V

for any failure number ρ − j. This correspondence is easy to see as follows. Each node u
contributes a factor of 1 for each placement in which u has failure number ρ − j on both sides
of the correspondence. On the RHS, node u is counted as one of the nodes which has failure
number ρ − j with respect to block i, so u contributes a factor of 1 to the term pij . On the
LHS, node u contributes a factor of 1 to the term nuj , since block i is one of the blocks with
respect to which u has failure number of ρ − j. Clearly, for every factor of 1 contributed on
the LHS another factor of 1 must be contributed on the RHS, thus the two sums are equal.
Hence,
+

*
X
u∈V

σ(Pu ) =

X
u∈V

nu0 ,

X
u∈V

nu1 , ...,

X

nuρ

=

u∈V

* m
X
i=1

pi0 ,

m
X
i=1

pi1 , ...,

m
X
i=1

+
piρ

=

m
X

f (Pi ) = g(P).

i=1

Each node’s contribution to the failure aggregate of a multi-placement is thus clear. Node
u contributes the signature of its sub-multi-placement, σ(Pu ), to the overall value of g(P).
We can therefore optimize g(P) by locally optimizing values of σ(Pu ). We can do so directly
via a dynamic program as follows. At each node u we compute and store Gu (σ), the optimal
value which can be attained by any sub-multi-placement at node u which has a signature of
σ. We will show how a table for Gu (σ) can be recursively computed in a later section. Since
there are roughly O(mρ+1 ) possible signatures for which the value of Gu must be computed,
it is not immediately clear that such an approach will be tractable. As we shall see, if we are
given a signature and we want to find an optimal multi-placement which has that signature,
we can achieve a significant reducton in running time.
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First, in the absence of an associated multi-placement, a signature is just a vector σ =
hσ0 , ..., σρ i ∈ Nρ+1 . Recall that we defined the skew of a multi-placement as the absolute
difference between the maximum and minimum failure numbers of each block. This definition
extends readily to signatures. Specifically, we define the skew of a signature to be the
difference between the indices of its maximum and minimum non-zero entries, formally
skew(hσ0 , ..., σρ i) = max i − min j.
σi 6=0

σj 6=0

If the signature consists only of zeroes, we define skew(h0, ..., 0i) = 0. Obviously, the skew
of a multi-placement and the skew of its signature are equivalent. Likewise, we define the
girth of a signature as the maximum index i for which σi is non-zero.

7.2

Subproblems with Bounded Skew

In this section, we show that for any signature σ with skew δ, there exists an optimal multiplacement with signature σ whose sub-multi-placements each have skew at most δ. This
allows us to consider only a subset of the range of possible signatures which a sub-multiplacement may have. To unify our arguments, we introduce the concept of an improving
local exchange, which is similar in spirit to the notion of an augmenting path that is used to
show optimality of the Ford-Fulkerson algorithm for maximum network flow.
Our key insight is that in order to find an optimal multi-placement which has skew δ we
only need to compute values of Gu for signatures which have skew δ. As there are roughly
O(mδ ) such signatures, we can obtain an algorithm which works well when the skew of the
desired multi-placement is small. Specifically, we provide an exact algorithm which runs in
polynomial time for fixed values of δ. Since δ is typically small in practice, this comprises a
significant speed-up over the brute-force approach.
We begin by defining an exchange of a multi-placement, which is simply a multi-placement
that can be formed by rearranging the assignment of replicas among two blocks.
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Definition 23. An exchange of a multi-placement P = (P1 , ..., Pm ) is a multi-placement
Q = (Q1 , ..., Qm ) in which
a)

S

i

Pi =

S

i

Qi

b) |Pi | = |Qi | for all i,
c) there exist indices i, j such that for every k different from i and j, Pk = Qk .
Blocks i and j are referred to as the targets of the exchange, and we say that the exchange
targets blocks i and j.
Notice that part (b) implies that the signature of an exchange matches that of the original
multi-placement.
We define a localized exchange as an exchange which involves only sub-multi-placements
of sibling nodes u and v.
Definition 24. A localized exchange of a multi-placement P is an exchange, say Q targeting
blocks i and j, for which there exist sibling nodes u and v such that for all choices of a node
w which is not a an ancestor or descendant of u or v, the sub-multi-placements of P and Q
at node w are the same, (i.e., Pw = Qw ). Moreover, we refer to nodes u and v as the carriers
of the localized exchange.
Refer to Figure 7.2 for an example of a localized exchange and a few non-examples.
Finally, we define an improving localized exchange as a localized exchange Q in which the
objective function improves over that of P. Because of the constraints imposed on a localized
exchange, we only need to check four failure numbers to determine that the objective function
has improved. We build this check into the definition below.
Definition 25. An improving localized exchange of P is a localized exchange Q with targets
i and j and carriers u and v in which
max [f (u, Pi ), f (u, Pj )] > max [f (u, Qi ), f (u, Qj )] ,
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(7.1)

P = ({1, 4, 6}, {2, 3, 6, 8})
Q = ({1, 8, 6}, {2, 3, 6, 4})
Q is a localized exchange of P with carriers
b and c which targets blocks 1 and 2.
P = ({1, 4, 6}, {2, 3, 6, 8})
Q0 = ({8, 4, 6}, {2, 3, 6, 1})
Q0 is an exchange of P, but is not localized,
since nodes a and c are not siblings.
00
Q = ({1, 4}, {2, 3, 7, 8})
Q00 is not an exchange of P, since both
properties (a) and (b) are violated.

a

1

2

5

3

c

b

4

6

9

7

8

Figure 7.2. An example and non-example of a localized exchange (Q and Q0 respectively),
and a non-example of an exchange (Q00 ).
and either
max [f (v, Pi ), f (v, Pj )] > max [f (v, Qi ), f (v, Qj )] ,

(7.2)

or, in the sub-multi-placements of P and Q at node v, denoted by Pv = (P1v , ..., Pmv ), and
Qv = (Qv1 , ..., Qvm ) respectively,
Piv = Qvj and Pjv = Qvi .

(7.3)

Note that (7.1) holds in every improving localized exchange, while only one of (7.2) or
(7.3) is required to hold. To justify calling these exchanges improving, we must prove that
if an improving localized exchange exists, it constitutes a strictly better placement, which
claim we state as the following lemma.
Lemma 8. If a multi-placement P has an improving localized exchange Q, then g(P) >L
g(Q).
Proof. Let P be a multi-placement with improving localized exchange Q with targets i and
j and carriers u and v. Clearly, the only nodes whose failure numbers could be different in Q
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and P are nodes which are either ancestors or descendants of node u or node v (for concision,
we consider nodes u and v to be descendants of themselves). Thus if g(P) >L g(Q), as
claimed, it must be due to a difference in failure number(s) which occurs among these nodes.
Without loss of generality, let
a = f (u, Pi ) = max[f (u, Pi ), f (u, Pj )] = max[f (u, Pi ), f (u, Pj ), f (v, Pi ), f (v, Pj )].
First, we dispense with the descendants of nodes u and v.
Suppose that (7.3) holds, then it is easy to see that g(Pv ) and g(Qv ) are equivalent, since
g(Pv ) =

m
X

(∗)
f (Piv ) =

m
X

i=1

f (Qvi ) = g(Qv )

i=1

where (∗) holds by (7.3) and property (c) of an exchange. Thus, in this case, the overall
contribution of descendants of v to the objective value does not change, so they can be
disregarded. Moreover, since the failure number of every node is upper-bounded by the
failure number(s) of its ancestor(s), for any node w which is a descendant of u, we have
that f (w, Qi ) ≤ a − 1 and f (w, Qj ) ≤ a − 1. Thus after making the exchange, the failure
numbers of descendants of u (with respect to blocks i and j) can be at most a − 1, and the
descendants of v can be disregarded.
Suppose instead that (7.2) holds. Then by combining (7.1) and (7.2) we obtain,
max [f (u, Qi ), f (u, Qj ), f (v, Qi ), f (v, Qj )] <
max [f (u, Pi ), f (u, Pj ), f (v, Pi ), f (v, Pj )] = a.
Thus, for any node w which is a descendant of u or v, f (w, Qi ) ≤ a−1, and f (w, Qj ) ≤ a−1.
And so after making the exchange, the failure numbers of descendants of u and v w.r.t. blocks
i and j can be at most a − 1.
To summarize, each descendant of nodes u and v either has failure number at most a − 1
with respect to blocks i and j, or can be disregarded as a node at which no improvement
can occur.
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Next, we consider the ancestors of u and v. Recall that u and v are siblings, so let x be
the parent of u and v. We show that the failure number of x with respect to blocks i and j
does not change as a result of the exchange, since
X

f (x, Qi ) = f (u, Qi ) + f (v, Qi ) +

f (c, Qi )

c∈children(x)
u6=c6=v

= |Qui ∪ Qvi | +

X

= |Piu ∪ Piv | +

X

= |Piu ∪ Piv | +

X

f (c, Qi ) (by definition of failure number)

c

f (c, Qi ) (by properties (b)-(c) of an exchange)

c

f (c, Pi ) (since Q is localized w/carriers u and v)

c

= f (u, Pi ) + f (u, Pi ) +

X

f (c, Pi ) = f (x, Pi ),

c

and the sum over c is everywhere understood to be constrained as in the first line of the
above derivation. We can similarly show that f (x, Qj ) = f (x, Pj ) replacing i by j in the
above. Since the failure number of x does not change as a result of the exchange, it is easy
to see that the failure numbers of all ancestors of u and v likewise do not change. So, for all
k ≤ ρ − a, g(P)k = g(Q)k . Moreover, by (7.1), it is easy to see that g(P)ρ−a > g(Q)ρ−a ,
since at least the failure number of u strictly decreases as a result of the exchange, and
f (u, Pi ) = a. Thus g(P) >L g(Q).
This lemma comes in handy when proving theorems about optimal multi-placements
by allowing us to construct an improving localized exchange to demonstrate the existence
of a better placement. We apply it to prove the following theorems about optimal multiplacements.
Theorem 12. In every optimal multi-placement P = hP1 , ..., Pm i with skew at most δ > 0,
for every node u, the sub-multi-placement Pu has skew at most δ.
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Proof. Suppose that in an optimal multi-placement with skew δ, some node has a sub-multiplacement with skew strictly greater than δ. Let u be a least depth such node. Node u cannot
be the root, because if it were then P would have a skew greater than δ, contradicting the
assumption made in the statement of the theorem. Therefore node u has a parent, which
we will denote by w. Because u was chosen to be least depth, sub-multi-placement Pw must
have a skew of at most δ.
In order for sub-multi-placement Pu to have skew strictly greater than δ, there must exist
blocks i and j of P for which f (u, Pi ) = a, and f (u, Pj ) ≤ a − δ − 1. Because Pw has skew
δ, the skew must be corrected by some sibling of u, denoted by v, for which f (v, Pi ) ≤ b − 1
and f (v, Pj ) = b. If no such sibling exists then node w must have a skew of at least δ + 1,
contradicting that u was chosen to have least depth. We will proceed in two cases. In each
case, we will construct an improving localized exchange Q = hQ1 , ..., Qm i with target blocks
i and j and carriers u and v.
Case 1) If f (v, Pi ) = b − 1 then form Qi and Qj by swapping all of node v’s replicas which
are in block i with all of node v’s replicas which are in block j. Clearly, this swap
satisfies (7.3). After making this swap, the signature of Q will no longer match that of
P, which is a violation of property (b) of an exchange. To maintain property (b), we
take one replica from block i which is placed on child u and give it to block j. Below
we summarize the result of this exchange.
P:

f (u, Pi ) = a

f (u, Pj ) ≤ a − δ − 1

Q:

f (u, Qi ) = a − 1

f (u, Qj ) ≤ a − δ

Clearly, the maximum failure number in the top row is strictly greater than the maximum failure number in the bottom row, and thus Q is an improving localized exchange
of P which satisfies equations (7.1) and (7.3). Thus, by Lemma 8, P is not an optimal
multi-placement, a contradiction.
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Case 2) If instead f (v, Pi ) < b − 1, then we must form Q differently. In this scenario, f (v, Pi ) ≤
b − 2. We swap one of node v’s replicas from block j to block i. As a result, f (v, Qi ) ≤
b − 1 and f (v, Pj ) = b − 1. To maintain property (b), we swap one of node u’s replicas
from block i to block j, exactly as in the previous case. Below we summarize the result
of this exchange.
P:

f (u, Pi ) = a

f (u, Pj ) ≤ a − δ − 1

f (v, Pi ) ≤ b − 2

f (v, Pj ) = b

Q:

f (u, Qi ) = a − 1

f (u, Qj ) ≤ a − δ

f (v, Qi ) ≤ b − 1

f (v, Qj ) = b − 1

It is easy to see by inspection that the resulting exchange is an improving localized
exchange satisfying (7.1) and (7.2). Thus Q is an improving localized exchange, and
we obtain a contradiction via Lemma 8.
Note that Theorem 12 restricts the structure of an optimal solution. However, Theorem 12 by itself is not sufficient to infer that a bottom-up dynamic program can restrict
its attention to only signatures with bounded skews. This is because a dynamic program
typically needs to maintain partial results (e.g., best combination of signatures of a subset
of children at a node) as it works its way towards finding an optimal solution. We need
to show that even these partial results satisfy the same structure as an optimal solution,
namely signatures in partial results also have bounded skews. This is the focus of the next
theorem.
In order to clearly state the theorem, we introduce some notation for combining multiplacements P = (P1 , ..., Pm ) and P 0 = (P10 , ..., Pm0 ). Specifically, we define the direct sum of
two multi-placements as P ⊕ P 0 = (P1 ∪ P10 , ..., Pm ∪ Pm0 ). Associativity and commutativity
of ⊕ easily follow from that of set union.
Theorem 13. Fix an arbitrary linear order, ≺, on the nodes of tree T . For any choice of
signature σ having skew δ, there exists an optimal multi-placement P ∗ with signature σ in
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which, for every node u having children c1 , ..., ct , where c1 ≺ c2 ≺ ... ≺ ct , and for all values
of s ∈ {1, ..., t}, we have that
s
M

Pc∗j has skew at most δ.

j=1

The previous two theorems imply that any optimal solution with a signature of skew
at most δ can be constructed from signatures whose skews are also upper-bounded by δ.
Moreover, the order in which we combine the partial results from the children to construct
a partial result at the parent is not relevant. No matter how the children of a node are
ordered, a route to an optimum multi-placement which uses only partial results obtained
using signatures with skew at most δ exists.

7.3

An Exact Algorithm for Skew-bounded Multi-block Placement

Our algorithm for finding an optimal multi-placement is a bottom-up dynamic program. It
uses the following key properties to achieve the desirable running time. First, as mentioned
earlier, the optimal value of the objective function of a multi-placement only depends on its
signature (by Lemma 7). This implies that the state information maintained by our dynamic
program is a function of signature and not multi-placement. Second, it is sufficient to only
consider those signatures whose skews are upper-bounded by the skew of the desired multiplacement (by Theorem 12 and Theorem 14). This further implies that the state information
maintained by our dynamic program is a function of a signature with bounded skew.
For each node of the tree, we maintain a dynamic programming table in which, for each
signature σ with skew δ, we store Gu (σ), the optimal value of any sub-multi-placement at
node u which has signature σ. Given completely filled out tables for every child of u, we
then show how to combine the results to obtain a filled table for u itself. Once filled out,
the table for u will contain the optimal solution, since a “sub-multi-placement” of the root
is a multi-placement.
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As we shall see shortly, we will need to understand how the signature is affected when
two disjoint multi-placements are combined. Two signatures σ 1 and σ 2 can be combined
to form signature σ only if two disjoint multi-placements with signatures σ 1 and σ 2 can
be combined to yield a multi-placement with signature σ. As an example, consider the
signatures σ 1 = h0, 3, 1i and σ 2 = h0, 2, 2i. These signatures can be combined to yield the
signature σ = h2, 1, 1i. To see this, notice that we can combine disjoint multi-placements P1
and P2 with signatures σ 1 and σ 2 to yield a multi-placement P with signature σ, by doing
the following. Combine two placements of size 1 from P1 with two placements of size 1 from
P2 . This yields the two placements of size 2 in σ. To obtain the single placement of size
1, combine one placement of size 1 from P1 with an empty placement from P2 . Finally, the
remaining empty placements are combined to yield the empty placement in σ. In general,
there may be multiple ways to combine two signatures, each of which may yield a different
signature as a result.
In Section 7.3 we give an algorithm to compute Φ(σ, δ), the set of all signature pairs
which can be combined to yield σ, which has skew δ, in which both signatures in the pair
also have skew at most δ.
Suppose that u and v are the only children of w. Then Φ(σ, δ) provides the mapping
that we use to compute the value of Gw (σ). Roughly speaking, for every pair (σ 1 , σ 2 ) ∈
Φ(σ, δ) our algorithm uses the values in Gu (σ 1 ) and Gv (σ 2 ) to update the value in Gw (σ).
Because Φ(σ, δ) enumerates all possible signature pairs which can be combined to yield σ,
by considering every pair in Φ(σ, δ) we consider all possible ways to combine optimal submulti-placements at u and v to yield a sub-multi-placement at w which has signature σ. The
optimal sub-multi-placement at w will be comprised of one such pair. To ensure we attain
the optimum, we try all pairs.
Our algorithm starts by computing a table of values of Φ(σ, δ) for all values of σ (recall
that δ is fixed and given as input). An algorithm to compute this table is described in
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Section 7.3. The dynamic program itself is then described starting on page 130. Briefly,
the dynamic program fills tables of Gu (σ) for all nodes u and signatures σ by visiting each
edge of the tree according to a modified post-order traversal. Each visited edge combines
two previously unconnected portions of the tree. When each edge is visited, we update the
dynamic programming table associated with the parent node of the edge in question, using
the table of values for Φ to determine how the cells in the dynamic programming table
of Gu (σ) are combined. Once the table for the root node has been filled, we can obtain
the optimal solution in the usual way by examining a record of the dynamic programming
computation.

Combining Signatures with Bounded Skew
Given a signature σ with skew at most δ, we wish to find all signatures σ 0 and σ 00 , each with
skew at most δ which can be combined to yield σ. Every such combination can be expressed
by a positive integer matrix as follows. Let xij be the number of placements with size ρ − i
from σ 0 which are combined with placements of size ρ − j from σ 00 where i, j ∈ {0, ..., ρ}
(note we use the convention that matrix rows and columns are zero-indexed). Since no more
P
than σ 0i placements of size ρ − i can be taken from σ 0 , we have that σ 0i = j xij . Likewise,
P
we have that σ 00j = i xij , since no more than σ 00j placements of size j can be taken from
σ 00 s. Furthermore, we must have exactly as many placements in σ 0 and σ 00 as we do in σ,
that is,
ρ
X
i=0

σ 0i

=

ρ
X

σ 00i

=

i=0

ρ
ρ
X
X

xij =

i=0 j=0

ρ
X

σ i = m.

i=0

Finally, the values of xij must combine to yield σ. Since when placements of sizes ρ − i and
ρ − j are combined they yield one of size 2ρ − i − j. Setting 2ρ − i − j = ρ − k, we have
ρ + k = i + j, and thus
σk =

X
(i,j):i+j=ρ+k
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xij .
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 0

 0

 0

 0
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h
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0
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 0

 0

 0

0

0
0
2
5
2
0 i = σ 00
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h
0 0 0 0 0


0 0 0 0 0 
0 0 0 0 2 

0 0 2 2 1 

0 0 0 2 0 

0 0 0 0 0

0
0
2
5
2
0 i = σ 00

σ=h 0 2 4 3 0 0 i

(a)

(b)

Figure 7.3. (a) One of the 6x6 matrix supports that yields signature σ = h0, 0, 2, 4, 3, 0i as a
combination of σ 0 = h0, 0, 0, 2, 4, 3i and σ 00 = h0, 0, 2, 5, 2, 0i. Entries of σ are formed by the
highlighted diagonal sums. (b) A second matrix support for the same three vectors.
For fixed k, the above sum ranges over the anti-diagonals1 of a matrix formed by the entries
of xij . Thus, the vectors σ, σ 0 , and σ 00 can each be seen to arise from the row, column, and
the last ρ + 1 anti-diagonal sums, respectively, of a non-negative (ρ + 1) × (ρ + 1) integer
matrix X, where the sum of all entries in X is m. An example matrix X and its relationship
to σ, σ 0 and σ 00 is depicted in Figure 7.3.
Clearly, every pair of signatures σ 0 , σ 00 which can be validly combined to yield σ arise from
such an integer matrix. We call the matrix X the matrix support of the triple (σ, σ 0 , σ 00 ).
Notice that a given triple may have multiple matrix supports (see Figure 7.3b), but every
possible pair of signatures σ 0 σ 00 which can be combined to form σ has at least one matrix
support. If σ 0 and σ 00 each have girth ρ, the matrix support will have dimension (ρ + 1) ×
(ρ + 1). Moreover each such matrix support is lower anti-triangular.2 To see this, notice
that if X is not lower anti-triangular, some entry above the main anti-diagonal is non-zero,
1

An anti-diagonal of a square matrix is a set of cells xij for which i + j = k, for some fixed k.

2

The main anti-diagonal of a square matrix is the set of cells comprising the anti-diagonal starting at
the lower-left cell and ending at the upper-right cell. An lower anti-triangular matrix is a square matrix in
which all entries above the main anti-diagonal are zero.
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which implies that some pair of placements is combined to yield one with size 2ρ − i − j > ρ,
since, for any entry above the main anti-diagonal, i + j < ρ. Thus, the placement so yielded
would have a size which exceeds the required limit of on the girth of σ, namely ρ. Hence
no entry above the main anti-diagonal is non-zero. Therefore, by iterating over all lower
anti-triangular matrices [0, m](ρ+1)×(ρ+1) we can visit all vector triples which have a matrix
support, and thereby compute a table of values for Φ(σ, δ).
However, when every signature involved has skew bounded by δ, many of the entries of
X will be zero. For example in Figure 7.3 each signature has a skew of 2, and thus only
the 3 × 3 sub-matrix surrounded by a dotted rectangle is non-zero. Since σ 0 and σ 00 have
skews bounded by δ and these vectors are the column and row sums of X, we only need to
consider those non-negative integer matrices in which only a (δ + 1) × (δ + 1) sub-matrix
of entries are non-zero. Let Y denote this sub-matrix. Since X is lower anti-triangular, the
non-zero entries of Y must on or below the main anti-diagonal of X. Moreover, since σ has
a skew bounded by δ, we obtain the additional restriction that at most δ + 1 contiguous
anti-diagonals of this matrix are non-zero. Such a matrix is referred to as an anti-banded
matrix and the number of non-zero anti-diagonals is referred to as the bandwidth of the
matrix. Putting it all together, we have that the set of possible matrix supports is given by
the set of lower anti-triangular non-negative integer (ρ + 1) × (ρ + 1) matrices in which the
only non-zero entries are contained within a (δ + 1) × (δ + 1) anti-banded sub-matrix with
bandwidth at most δ + 1. Such matrices are schematically depicted in Figure 7.4.
We can enumerate all valid matrix supports by first, selecting the upper-left corner of Y
as it sits in X. We must keep the (δ + 1) × (δ + 1) sub-matrix of non-zero entries within
certain bounds, both to ensure that no entry above the main anti-diagonal is non-zero and to
ensure that the sub-matrix does not exceed the boundaries of its parent matrix. The upper
left corner of the sub-matrix must lie between diagonal ρ − δ and diagonal 2(ρ − δ − 1). Thus,
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δ+1

σ
δ+1
Figure 7.4. A schematic representation of an lower anti-triangular non-negative (ρ + 1) ×
(ρ + 1) matrix in which all non-zero entries are contained in an anti-banded (δ + 1) × (δ + 1)
sub-matrix with bandwidth at most (δ + 1).
it is given by coordinates
(a, b) ∈ {(i, j) ∈ {0, ..., ρ}2 : ρ − δ ≤ i + j ≤ 2(ρ − δ − 1)}.
Next, we select the index of the first non-zero diagonal in Y , which we denote by d. Clearly,
our choice of d must lie between 1 and δ + 1. However, we must also take care when selecting
d to ensure that no entry above the main anti-diagonal of X is non-zero. This is ensured
when d + a + b ≥ ρ + 1, which implies that we need to take
d ∈ {max[1, ρ + 1 − a − b], ..., δ + 1}.
Notice that every choice of a, b, and d generates a unique set of non-zero cells of X. Moreover,
we have previously determined that the sum of these non-zero cells must be non-negative
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integers which sum to m, that is, the non-zero cells form a weak composition3 of m into a
number of parts equal to the number of cells available. More specifically, we can generate all
matrices X by, for each choice of (a, b) and d, enumerating all weak compositions of m into
B(d) parts, where B(d) is the number of cells in anti-diagonals d, ..., d + δ of a (δ +1)×(δ +1)
matrix. Each such weak composition is placed in the non-zero entries of X. We can then
sum the rows, columns, and anti-diagonals of X to obtain the triple (σ, σ 0 , σ 00 ) for which X
is the matrix support.
The enumeration of possible matrices for Y is easily accomplished using known loopless
gray codes for weak compositions [32]. However, to use these codes, we must have an exact
closed-form for B(d), which we now compute.
B(d) is intimately related to the triangular numbers Ti =

i(i+1)
.
2

It is not hard to see that

B(d) := (δ + 1)2 − Td−1 − Tδ+1−d for d ∈ {0, ..., δ + 1}. This quantity is arrived at by taking
the number of cells in a (δ + 1)2 matrix and removing the entries which must be zero. If d
is the first non-zero anti-diagonal, then the Td−1 entries of the matrix above diagonal d are
zero. Likewise, if δ + d is the last non-zero anti-diagonal then there are Tδ+1−d entries below
diagonal δ + d which must be zero. Routine simplification of B(d) yields
B(d) =

3δ 2 + δ
+ d(δ + 2 − d) + 2.
2

For our running time analysis, we will need a bound on B(d) which it is convenient to
describe now. Notice that the only portion of this equation which depends on d is the term
d(δ + 2 − d), which we can upper bound by 41 (δ + 2)2 by the AM-GM inequality,4 thus, we
have that
B(d) ≤

3δ 2 + δ (δ + 2)2
7δ 2 + 6δ
+
+2=
+ 3.
2
4
4

(7.4)

3

Recall that a weak composition of an integer n into k parts is an ordered k-tuple of non-negative integers
whose sum is n.
√
The AM-GM inequality states that xy ≤ (x + y)/2. Letting y = n − x and squaring both sides, we
have x(n − x) ≤ (x + n − x)2 /4 = n2 /4. Setting x = d and n = δ + 2 yields the claimed bound.
4
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Algorithm 4: Algorithm to fill table for Φ(σ, δ).
1 Let X be a (ρ + 1) × (ρ + 1) zero matrix;
2 row-sum(X) returns the vector of row sums of matrix X;
3 col-sum(X) returns the vector of column sums of matrix X;
4 diag-sum(X, i, j) returns the vector of diagonal sums over diagonals i, i + 1, ..., j of
matrix X for 1 ≤ i < j ≤ 2ρ + 1;
5 for (a, b) ∈ {(i, j) : ρ − δ ≤ i + j ≤ 2(ρ − δ − 1)} do
6
for d ← max[1, ρ + 1 − a − b], ..., δ + 1] do
7
for each weak composition C of m into B(d) parts do
8
fill the non-zero entries of submatrix Y according to the entries of C;
9
copy sub-matrix Y into X, using (a, b) as the top-left corner of Y in X;
10
σ 0 ←row-sum(X) ;
11
σ 00 ←col-sum(X) ;
12
σ ←diag-sum(X, ρ + 1, 2ρ − 1);
13
Φ(σ, δ) ← Φ(σ, δ) ∪ {(σ 0 , σ 00 )};
14
reset matrix X so every entry is zero;
15
end
16
end
17 end

With this formula in hand, we can use Algorithm 4 to iterate over all possible matrices Y
and thereby obtain a table of values for Φ(σ, δ), for fixed δ and values of σ ranging over all
possible signatures with skew at most δ. Recall that ρ and δ are fixed, and given as input.
The pseudocode of Algorithm 4 has slight inefficiencies to preserve clarity, none of which
affect the asymptotic bound on the running time.
The body of the inner-most loop can be implemented to run in O(δ 2 ) time. The weak
compositions of m into B(d) parts may each be visited in constant time per composition
using a loopless gray code [32]. Thus, the two innermost loops yield a total number of
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iterations given by the following formula, in which ∆ :=

δ+1 
X
m + B(d) − 1
d=1

B(d) − 1

≤

7δ 2 +6δ
4

+ 2.


δ+1 
X
m+∆
d=1

∆

(m + ∆)∆
∆!
∆
m
= (δ + 1)
∆!
< (δ + 1)

Where the first bound follows from the bound B(d) ≤ ∆, by (7.4), the second bound follows
by Stirling’s approximation, and the third line follows when ∆ is fixed. Combining it with
the two outer-most loops, and the running time of the body of the inner-most loop, we obtain
a running time of


∆
2 3m

O (ρ − δ) δ

∆!


,

where ∆ = O(δ 2 ) is fixed.

We also use the prior expression to bound the size of table generated by the algorithm.
While each triple of signatures may have multiple matrix supports, the problem of determining an exact number of triples appears to be a difficult one. In fact, mathematicians
are still working to find a closed formula for the number of non-negative integer matrices
with prescribed row and column sums [2]. Moreover, this problem does not include any
constraints on the diagonal sums, or the requirement that all entries sum to a given integer
m.
In the next section we will see how this table is used in a dynamic program to find an
optimal solution to Problem 2.

Bottom-Up Dynamic Program
Recall that Gu (σ) is the value of an optimal sub-multi-placement at node u which has
signature σ. In this section, we present a recurrence which determines a table of values for
Gu (σ) at each node u. This recurrence is computed for each edge in order of a post-order
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Tu3
up
c1

u

out
out out
c4
c3
c2

...

...

...

Figure 7.5. Diagram illustrating our use of notation. Nodes within the dashed box comprise
subtree Tu3 , along with all of their descendants.
traversal. For each node u, the first edge of u which is visited by our algorithm first is termed
an up edge, while all other edges are termed out edges.
During the algorithm, we compute several intermediate values of Gu (σ) as edges connecting u to its children are included. Suppose that node u has children c1 , ..., ct . We refer
to the subtree rooted at node u and containing children c1 , ..., ck and all of their descendants
by Tuk . See Figure 7.5 for a diagram illustrating this notation. We define Gku (σ) as the
minimum objective value obtainable in Tuk by a multi-placement with signature σ. Once
the table of values for Gku (σ) is obtained, we can determine the values of Gk+1
u (σ) using the
recurrence described below. After every edge connecting u to its children has been visited,
we set Gu (σ) = Gtu (σ).
The recurrence we describe for Gku (σ) is comprised of three cases, the leaf case, up case,
and out case, stated below. The up and out cases handle the inclusion of up and out edges
respectively, while the leaf case forms the base case of the recursion. We will justify the
recurrence immediately after its statement.

G1u (σ) = Gc1 (σ) + σ
Gk+1
u (σ) =

min
00

σ 0 ,σ ∈Φ(σ,δ)

(up case)

 k 0

Gu (σ ) + Gck+1 (σ 00 ) + σ − σ 0
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(out case)

The base case occurs for a leaf `, with capacity c(`), in which

Pρ

σ
if σ i ≤ 1 for all i and
i=0 iσ i ≤ c(`)
G` (σ) =

∞
otherwise

(leaf case)

We justify this recurrence as follows. Consider first the leaf case. Since each placement
is a subset of leaves, no placement may include more than one replica at any given leaf
node, justifying the upper bound on values of σ i . For a leaf node `, the only possible
multi-placements are those which use no more capacity than ` has been allotted. The
P
capacity used by a multi-placement with signature σ is easily seen to be ρi=0 iσ i . When
the signature exceeds the capacity, no optimal value exists, which we represent by ∞, defined
to be lexicographically larger than any vector.
In the up case, the only leaves available are those under child c1 . In this case, all we
must do is include the additional contribution of node u to the optimal value computed for
c1 . Since the signature of the placement at child c1 is σ, by Lemma 7, node u contributes
an additional factor of σ to the optimal solution.
To help explain the out case, we appeal to the illustration in Figure 7.6. Intuitively, we
are merely splitting the signature σ among the subtrees Tuk and child ck+1 in the optimal
way. Since Φ(σ, δ) contains all signature pairs which can be combined to form σ, taking
the minimum over all such signature pairs yields the best possible combination. Finally, we
must adjust the value to account for the fact that the term Gku (σ) includes a contribution
of σ 0 from node u, which is now inaccurate. Adding the multi-placement of signature σ 00
has increased the contribution of node u to σ. We account for this increase by including the
correction factor σ − σ 0 , which removes the incorrect value and includes the correct value in
its place.
One minor detail is not accounted for in the above recurrence. At no point should
we report that an optimal multi-placement with signature σ exists unless the leaves of Tuk
have sufficient capacity to store such a multi-placement. This is easily rectified by defining
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Tuk
Tuk−1
u

Tck

...

ck

k−1

signature: σ 0
signature: σ 00
signature: σ
(σ , σ 00 ) ∈ Φ(σ, δ)
0

Figure 7.6. Diagram illustrating how out edges are added to the tree.
Gku = ∞ when

Pρ

i=0

iσ i > c(Tuk ), where c(Tku ) is defined as the sum of capacities of leaves in

the subtree rooted at Tuk . These capacities can be easily obtained as a preprocessing step.
Recall that, by convention, we take ∞ to be lexicographically larger than any vector.
Using the above recurrence it is a simple matter to compute the value of an optimal
multi-placement with a particular signature σ0 with skew bounded by δ. Simply compute,
bottom up, Gu (σ) for all values of σ which have skew at most δ. Once the root node has
had the value Gu (σ0 filled in, the computation can stop. Of course, we are not merely
interested in the value of the optimal solution, we must produce the optimal solution itself.
The multi-placement itself is easily obtained by storing the pair of signatures which results
in the minimum value for each out-case above. This record of the computation is all that is
needed to obtain a multi-placement which has the given signature.
Finally, we note that once the table Gk+1
u (σ) has been entirely filled out, the table
containing values of Gku is no longer needed, and can be overwritten by values of Gk+1
u . In
this way, only two tables for Gu ever need to be stored for each node u throughout the
procedure. Moreover, the second table can be discarded or reused after the table for Gtu
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has been recorded. In total, only n + 1 tables need to be stored for a complete run of the
dynamic program on a tree with n nodes.
The running time of the entire procedure can be bounded as follows. Filling out a single
table for Gku takes, at most, time bounded by the time taken to build the table of values for
Φ. For each table, we compare and update the objective function, which takes O(ρ) time.
Finally, we only perform an update of the table for Gu once for each edge (u, v) in the tree,
so, summing over all n − 1 edges of the tree, we obtain an overall running time of


∆
2 3m
O nρ(ρ − δ) δ
,
∆!
where ∆ :=

7.4

7δ 2 +6δ
4

+ 2. This establishes a polynomial time algorithm for fixed values of δ.

Proof of the Bounded Skew Ordering Property

For convenience, we restate Theorem 14 below.
Theorem 14. Fix an arbitrary linear order, ≺, on the nodes of tree T . For any choice of
signature σ having skew δ, there exists an optimal multi-placement P ∗ with signature σ in
which, for every node u having children c1 , ..., ct , where c1 ≺ c2 ≺ ... ≺ ct , and for all values
of s ∈ {1, ..., t}, we have that
s
M

Pc∗j has skew at most δ.

j=1

Theorem 14 is a corollary of the following technical lemma.
Lemma 9. Let u be the root of tree T , and let u have children given in the arbitrary order
c1 , ..., ct . Then, for every choice of signature σ with skew δ, there is an optimal multiplacement P ∗ = (P1∗ , ..., Pm∗ ) with signature σ in which for all values of s ∈ {1, ..., t},
s
M

Pc∗j has skew at most δ.

j=1
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(7.5)

Once established, it is clear that this lemma can be used to easily show Theorem 14
by applying Lemma 9 at the root, and then recursively at each of the subtrees formed by
descendants of the children of the root. In this manner, once Lemma 9 is established, one can
easily show Theorem 14 by structural induction. Thus, we will focus on proving Lemma 9.
Proof of Lemma 9. The proof is by construction. We show that any optimal multi-placement
that does not satisfy the statement of the theorem can be transformed into another optimal
multi-placement that satisfies the statement of the theorem using a series of exchanges.
In our proof, we will need to refer to several sub-multi-placements of P and their conL
stituent placements. We refer to the multi-placement kj=1 Pcj as the partial multi-placement
of P up to k. But we also need a concise symbol which refers to the replicas from the multiL
placement kj=1 Pcj which are in block i and are placed on the subtree of T rooted at node
v
v. We will denote this set of replicas by Pk,i
, and refer to it as a placement. Note that we can

refer to placement P as “sub-multi-placement” Pu without causing confusion and, having
done so, it is also clear that we can refer easily to each of its constituent placements, since
L
u
u
). Our argument focuses on constructing an exchange
, ..., Pt,m
P = Pu = tj=1 Pcj = (Pt,1
v
Q. We will use the symbol Qvk,i to refer to the same portion of Q that Pk,i
refers to.

Consider an optimal multi-placement P with signature σ. If P satisfies the statement
of the theorem, then the theorem clearly holds. Otherwise, we show how to construct an
exchange that takes us “closer to our goal” by reducing the skew between a pair of “offending”
blocks to at most δ. By repeatedly performing such exchanges, we can eventually construct
another optimal multi-placement with the same signature σ that satisfies the statement of
the theorem. To that end, let k be the minimum value such that
k
M

Pcj has skew at least δ + 1

j=1

Since

Lk

j=1

Pcj has a skew of at least δ + 1 there must exist blocks i and j such that
u
u
|f (u, Pk,i
) − f (u, Pk,j
)| > δ
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(7.6)

There may be multiple candidate block pairs (i, j) for which the above statement holds. Let
the set of such pairs be denoted by
u
u
pairs(k) = {(i, j) : i < j and f (u, Pk,i
) − f (u, Pk,j
) > δ)}.

To prove the theorem, we will show how to construct an exchange Q in which one of the
two conditions holds:
a) Q is an improving localized exchange of P, thereby contradicting optimality of P via
Lemma 8.
b) Q is an exchange of P for which the statement of the theorem holds.
If at any point we construct an exchange which satisfies condition (a), we will have constructed an exchange whose existence contradicts the optimality of P, via Lemma 8. Likewise, if at any point we have constructed an exchange which satisfies condition (b), the proof
will be complete.
To do this, we visit each of the pairs in pairs(k) in lexicographic order. For each pair,
we form an exchange Q which is either
i) an improving localized exchange of P, or
u
u
ii) a localized exchange in which |f (u, Pk,i
) − f (u, Pk,j
)| ≤ δ, and g(Q) = g(P).

Clearly, if condition (i) is achieved after visiting some pair, then we have achieved condition
(a), thereby completing the construction. If instead case (ii) is achieved, we will have constructed an exchange in which the pair (i, j) has been removed from pairs(k), and, as we will
show, does not add any previously visited pairs to any set pairs(k 0 ) where k 0 ≤ k. Moreover,
since in case (ii) g(P) = g(Q) the exchange so constructed is also an optimal solution, by
optimality of P. If after constructing an exchange via case (ii) we find that pairs(k) is
empty, we will move to the next smallest value of k 0 > k for which pairs(k 0 ) is non-empty
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and visit the lexico-minimum pair in this set. If no value of k 0 is found for which pairs(k 0 )
is non-empty, then Q must be an exchange for which pairs(j) is empty for all values of j.
Moreover, since the optimality of P will have never been contradicted (otherwise we would
have ended the construction) Q will be an optimal solution, thus satisfying the statement of
the theorem, and ending the construction by achieving condition (b).
We now proceed with the proof, which will progress according to the outline described
above.
Let (i, j) be the lexico-minimum element in pairs(k). Since this block pair does not have
a skew of δ, clearly, one of two statements must be true. For some value of a, we have either
u
f (u, Pk,i
) = a,

u
f (u, Pk,j
) ≤ a − δ − 1,

(7.7)

u
f (u, Pk,i
) ≤ a − δ − 1,

u
f (u, Pk,j
) = a.

(7.8)

or,

both of which follow easily from (7.6). In certain cases of this argument we can assume one
of (7.7) or (7.8) without loss of generality, but in others we must deal with each separately.
First, notice that since each of the child sub-multi-placements are disjoint, for any value
of k ∈ {1, ..., t}, we must have that
u
f (u, Pk,i
)=

k
X

c

f (cj , Pk,ij ).

(7.9)

j=1

We will appeal to this fact at several points in the sequel.
Suppose that (7.7) holds. Then, since k was chosen to be minimum, it must be the case
that
ck
ck
f (ck , Pk,i
) = b and f (ck , Pk,j
) ≤ b − 1,

since otherwise, by the decomposition of (7.9), it is not possible both for (7.6) to hold and
for k to be minimum. Moreover, since the overall skew of P is no greater than δ, there must
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be some child c` with k < ` which fixes the skew w.r.t. blocks i and j. That is, at child c`
we must have that
c`
c`
f (c` , Pk,i
) ≤ d − 1 and f (c` , Pk,i
) = d.

Symmetric statements hold when (7.8) holds instead of (7.7). We will defer their statement
until they are needed.
We proceed in four cases, based upon which of the upper bounds involving b and d are
tight. In the first three cases (Cases 1-3) we use Lemma 8 to derive a contradiction. In the
fourth case (Case 4) we remove the pair (i, j) from pairs(k) while not adding any previously
visited pairs to pairs(k 0 ) for any k 0 ≤ k, thereby moving closer to our goal.
We can treat Cases 1-3 by assuming that (7.7) holds without loss of generality. In each
of these cases, a symmetric argument applies when (7.8) is true. The same symmetry does
not apply in Case 4, which must be handled more carefully depending on which of equations
(7.7) or (7.8) holds.
c`
c`
ck
ck
) = d.
) = d − 1 ; f (c` , Pk,j
) ≤ b − 2 ; f (c` , Pk,i
) = b ; f (ck , Pk,j
Case 1) f (ck , Pk,i

In this

case we construct Q, an improving localized exchange of P with target blocks i
and j and carriers ck and c` as follows. First, we swap the indices of blocks i
c`
c`
`
`
and j by setting Qck,i
= Pk,j
and Qck,j
= Pk,i
. This effectively adds a replica

to block i and removes a replica from block j. To fix the signature, we move
one of ck ’s replicas from block i to block j.

The result is summarized as

c`
c`
k
k
`
`
f (ck , Qck,i
) = b − 1 ; f (ck , Qck,j
) ≤ b − 1 ; Qck,i
= Pk,j
; Qck,j
= Pk,i
.

Thus Q is an improving localized exchange of P, and the construction is complete.
ck
ck
c`
c`
Case 2) f (ck , Pk,i
) = b ; f (ck , Pk,j
) = b − 1 ; f (c` , Pk,i
) ≤ d − 2 ; f (c` , Pk,j
) = d. This case

is entirely symmetric to the prior one. We do with the replicas of ck what we we did
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in the prior case with the replicas of c` and vice versa. The result is summarized as
ck
ck
k
k
`
`
Qck,i
= Pk,j
; Qck,j
= Pk,i
; f (c` , Qck,i
) ≤ d − 1 ; f (c` , Qck,j
)=d−1

Thus Q is an improving localized exchange of P, and the construction is complete.
c`
c`
ck
ck
) = d.
) ≤ d − 2 ; f (c` , Pk,i
) ≤ b − 2 ; f (c` , Pk,i
) = b ; f (ck , Pk,j
Case 3) f (ck , Pk,i

In

this case, we move one of ck ’s replicas from block i to block j and
move one of c` ’s replicas from block j to block i.

This is summarized as

k
k
`
`
f (ck , Qck,i
) = b − 1 ; f (ck , Qck,j
) ≤ b − 1 ; f (c` , Qck,i
) ≤ d − 1 ; f (c` , Qck,i
) = d − 1.

Thus Q is an improving localized exchange of P, and the construction is complete.
Case 4) We split into two cases.
Case 4a) In this case (7.7) holds. Recall this means that
u
u
f (u, Pk,i
) = a ; f (u, Pk,j
) ≤ a − δ − 1,

implying that we must have
ck
ck
c`
c`
f (ck , Pk,i
) = b ; f (ck , Pk,j
) = b − 1 ; f (c` , Pk,i
) = d − 1 ; f (c` , Pk,i
) = d.
u
Furthermore, we must have equality where f (u, Pk,j
) = a − δ − 1, which we shall

argue as follows. Suppose for the purpose of obtaining a contradiction that
u
u
f (u, Pk,j
) < a − δ − 1 =⇒ f (u, Pk,j
) ≤ a − δ − 2. Then, since by (7.9), we know
ck
u
u
f (u, Pk,j
) = f (u, Pk−1,j
) + f (ck , Pk,j
), we obtain
u
f (u, Pk−1,j
) ≤ a − δ − b − 1.

(7.10)

u
u
u
But by (7.9), we can similarly obtain that f (u, Pk,i
) = f (u, Pk−1,i
) + f (ck , Pk,i
),

which implies that
u
f (u, Pk−1,i
) = a − b.
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(7.11)

But (7.10) and (7.11) together imply that (i, j) ∈ pairs(k − 1), contradicting that
u
k was chosen to be minimum. Thus f (u, Pk,j
) = a − δ − 1.

In this case, we construct Q, a localized exchange of P which removes (i, j) from
pairs(k). We construct Q by swapping all replicas of block i with block j at both
ck
c`
k
k
k
`
child ck and c` . Specifically, we set Qck,i
= Pk,j
, Qck,j
= Qck,i
, Qck,i
= Pk,j
, and
c`
`
Qck,j
= Pk,i
Thus, clearly g(Q) = g(P) as observed in the argument used to prove

Lemma 8. This removes (i, j) from pairs(k), since, when we swap the replicas
of blocks i and j at child ck , we effectively decrement the failure number w.r.t.
block i by 1 and increment the failure number w.r.t. block j by 1. Thus, the
exchange Q is summarized as
f (u, Quk,i ) = a − 1 ; f (u, Quk,j ) = a − δ ;
k
k
`
`
f (ck , Qck,i
) = b − 1 ; f (ck , Qck,j
) = b ; f (c` , Qck,i
) = d ; f (c` , Qck,i
) = d − 1.

The first line clearly implies (i, j) ∈
/ pairs(k). Now we need to show that this
exchange does not add any previously visited pairs to pairs(k 0 ) for any k 0 ≤ k.
If k 0 < k, then this is easily seen, since the only sub-multi-placements affected by
the exchange are those at ck and c` , and k 0 < k < `.
We must do some more work to show that no previously visited pairs are added
to pairs(k). That is to say, we must show that any pair (x, y) <L (i, j) is not
added to pairs(k) by the exchange. It is clear that only pairs for which x = i or
y ∈ {i, j} might be added, since only blocks i, j are affected by the exchange, and
if x = j then (j, y) 6<L (i, j) as required.
Since (i, j) was the lexicographically smallest element of pairs(k), we know that
our bounds on the skew must hold for all block pairs (x, y) which are lexicographu
ically smaller. This allows us to derive bounds on the possible values of f (u, Pk,x
)
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u
and f (u, Pk,y
) which will make it clear that no previously visited pairs are added

by the exchange.
Since

(x, j)

<L

(i, j)

for

values

u
u
f (u, Pk,x
) ≤ f (u, Pk,j
) + δ ≤ a − 1,

of

x

<

i,

we

obtain

that

since otherwise the block pair (x, j)

would be in pairs(k), implying (i, j) was not the lexico-minimum.

Like-

u
u
wise, since (x, i) <L (i, j) we obtain that f (u, Pk,x
) ≥ f (u, Pk,i
) − δ = a − δ.
u
) ∈ [a − δ, a − 1].
Thus f (u, Pk,x
u
) for values of y where i < y < j as follows. Since
We similarly bound f (u, Pk,y
u
(i, y) <L (i, j), we have that f (u, Pk,y
) ≤ a − δ. Since, for any value of x < i,
u
u
(x, y) <L (i, j) we know that f (u, Pk,y
) ≤ f (u, Pk,x
) + δ ≤ a + δ − 1. Thus
u
f (u, Pk,y
) ∈ [a − δ, a + δ − 1].
u
u
Since Pk,x
= Quk,x and Pk,y
= Quk,y for all values of x and y, we can show that,

after the exchange,
I) (x, i) ∈
/ pairs(k), since f (u, Quk,x ) ∈ [a − δ, a − 1] and f (u, Quk,i ) = a − 1.
II) (x, j) ∈
/ pairs(k), since f (u, Quk,x ) ∈ [a − δ, a − 1] and f (u, Quk,j ) = a − δ.
III) (i, y) ∈
/ pairs(k), since f (u, Quk,y ) ∈ [a − δ, a + δ − 1], and f (u, Quk,i ) = a − 1.
Since previously visited pairs of pairs(k) are one of (I), (II), or (III), no such
pairs are added.
Case 4b) If instead (7.8) holds then the same argument used in the prior case to show that
equality holds in (7.7) also applies to (7.8), where the roles of i and j are reversed.
Thus, we have
u
u
f (u, Pk,i
) = a − δ − 1 ; f (u, Pk,j
) = a,

implying that we must have
ck
ck
c`
c`
f (ck , Pk,i
) = b − 1 ; f (ck , Pk,j
) = b ; f (c` , Pk,i
) = d ; f (c` , Pk,i
) = d − 1.
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The exact same exchange is formed using the exact same operations used in the
prior case, except that this exchange is now summarized as
f (u, Quk,i ) = a − δ ; f (u, Quk,j ) = a − 1 ;
`
`
k
k
) = d.
) = d − 1 ; f (c` , Qck,i
) = b − 1 ; f (c` , Qck,i
) = b ; f (ck , Qck,j
f (ck , Qck,i

Under these conditions we show that no previously visited pairs are added to
u
u
) when
) and f (u, Pk,y
pairs(k) as follows. First, we bound values of f (u, Pk,x

x = i or y ∈ {i, j} below.
u
When (x, i) <L (i, j), we obtain that f (u, Pk,x
) ≤ a. Likewise, when (x, j) <L
u
(i, j), we obtain that f (u, Pk,x
) ≥ a − δ. Similarly, when (i, u) <L (i, j), we
u
) ≤ a − 1. And finally, when (x, y) <L (i, j), we obtain that
obtain that f (u, Pk,y
u
f (u, Pk,y
) ≥ a − 2δ.

Thus, after the exchange we can show that
I) (x, i) ∈
/ pairs(k), since f (u, Quk,x ) ∈ [a − δ, a] and f (u, Quk,i ) = a − δ.
II) (x, j) ∈
/ pairs(k), since f (u, Quk,x ) ∈ [a − δ, a] and f (u, Quk,j ) = a − 1.
III) (i, y) ∈
/ pairs(k), since f (u, Quk,y ) ∈ [a − 2δ, a − 1], and f (u, Quk,i ) = a − δ.
Thus in this case also, previously visited pairs are not added back to pairs(k).
We can perform such exchanges repeatedly to remove all pairs from pairs(k). In other
words, by repeatedly performing such exchanges, we can ensure that pairs(1), pairs(2), . . .,
pairs(t) all become empty at which point we will obtain an optimal multi-placement that
satisfies (7.5). The theorem is thus proved.
We have presented an algorithm which solves arborescence LMP in polynomial time when
the skew, δ is a constant. At the end of Section 4.4 we surveyed two commercially available
storage area networks which, under recommended parameters, realize a very small skew of
zero or one [27, 37]. For larger skews, the running time of our algorithm grows roughly as
2

O(mO(δ ) ), where m is the number of blocks. The following remains an open problem.
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Open Problem 5. Does there exist an algorithm for arborescence LMP which runs in
polynomial time, or is the problem intractable? Does there exist an exact algorithm which
2

runs in o(mO(δ ) ) time?
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CHAPTER 8
CONCLUSION
Our approach to correlated failure in data centers has led to the formulation of several novel
combinatorial optimization problems for reliably placing replicas of data on servers of a
data center. We began with a comprehensive model of hardware components and a map
of how the components rely on one another. We then asked how to quantify the impact
of failures without making a priori assumptions on the relative likelihood of failure of any
given hardware component. In doing so, we have arrived at algorithms which rely solely on
the structure of the interrelationships among hardware components.
As regards this approach, our observation that reliable replica placement can be modeled
as a lexicographic objective function was key. While unorthodox, it remains a natural and
useful way of quantifying the impact of hardware failures on a set of replicas based on
causal failure relationships. Admittedly, the practical efficacy of our objective function
remains untested in practice, primarily due to a lack of access to production-scale storage
area networks. To provide credibility for our approach and motivate future application, we
have focused our attention on demonstrating that optimizing our lexicographic objective
is a tractable problem. Thus, our key research question has been: “When can the failure
aggregate be lexico-minimized in polynomial time?”
To this question, we have been able to provide several answers. For arborescence placement models, such as those used in commercially available storage area networks [27, 37],
we have provided algorithms for

1) optimally placing ρ replicas of a single block of data on the leaves of an arborescence
failure model with n nodes in O(n + ρ log ρ) time (see Chapter 5), and
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2) simultaneously optimizing the placement replicas of m blocks of data on the leaves of


∆
an arborescence failure model with n nodes in O (ρ − δ)2 δ 3 m∆! time, where δ is the
skew,1 and ∆ = O(δ 2 ) (see Chapter 7).
Beyond arborescence models, we have been able to provide some positive results which hold in
more general settings. Our focus has been drawn to untangled multitrees in which the number
of roots is upper-bounded by k (see Section 3.2). In Section 6.3, we provide an algorithm for
optimally placing ρ replicas of a single block of data on the leaves of an untangled 2-multitree
placement model with n nodes in O(ρ7 n + cn) time, where c is the number of connectors2
in the 2-multitree. For the most general case, we have been able to show fixed-parameter
tractability in terms of ρ and k, by describing an algorithm which optimizes the placement
of ρ replicas on the leaves of an untangled k-multitree in O(nρ2k+2 + ckn) time, where c is
the number of connectors in the k-multitree.
In terms of negative results, we have shown that there can be no polynomial-time algorithm for lexicographic single-block placement in canonical placement models unless P = N P
(see Section 4.3). As we observed in Section 3.2, every canonical placement model can be
represented by an untangled k-multitree, and thus we obtain intractability for lexicographic
single-block placement in k-multitree placement models, for arbitrary values of k. It is natural to ask for what value of k an intractability result can be shown. We are able to show
that there can be no polynomial-time algorithm for lexicographic single-block placement in
k-multitree placement models even when k ≥ 3, unless P = N P .
In the process of this research project, we have had to leave several questions unanswered.
While we have been able to show that single-block placement in 3-multitree placement models
is NP-hard, there is currently no known bound on the hardness of untangled k-multitree
1

Recall that we defined the skew as the difference between the maximum and minimum replication factors
among all blocks of data.
2

Recall that a connector is a vertex with in-degree strictly greater than 1.
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placement models which depends on k. We also know of no intractibility result for multiblock placement in arborescence models, leaving open the possibility of a polynomial-time
algorithm. As regards our objective functions, while we have been able to demonstrate that
the failure aggregate is finer than other natural choices of objective function, we have yet
to show any formal relationship among the multi-block objective functions which we have
considered. Instead, we have provided several examples demonstrating our preference for
lexico-minimizing the sum of the failure aggregates.
Finally, an intriguing avenue of future research is the notion of approximation for lexicographic minimization problems. Usual notions of approximation for vector-valued objectives
such as Euclidean distance rely on geometric notions which appear to be inherently incompatible with the lexicographic order. Any appropriate notion of approximation for lexicographic
objectives must take into account the structure imposed on space by the lexicographic total
order. Known order embeddings from Rn under the lexicographic order to R may provide a
way forward for this line of questioning.
In a broader sense, our work comprises a first step towards the use of discrete lexicographic
objectives to provide optimal reliability guarantees. This approach seems appropriate whenever no a priori assumptions concerning the relative occurrence of failure events is known.
In such a case, prioritizing failure events based on their impact seems to be a reasonable
goal. The lexicographic objective we have proposed prioritizes nicely failure events based
upon their impact, and, moreover, may be extended to other reliability problems as follows.
Consider a reliability scenario wherein an algorithm must make a decision so as to foil an
adversary who chooses certain failure events that occur. We permit the adversary complete
knowledge of decisions made by the algorithm. Moreover, the adversary must pay a cost for
causing failures to occur, and receives a payout representing the amount of damage done,
subject to the following guidelines
1) for any value of k, the adversary is charged more for causing k − 1 events is less than
the cost charged to the adversary to cause k events to occur, and
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2) the adversary receives a larger payout for more damage done.
Other than these two stipulations, the algorithm is not aware of the costs or payoffs used
by the adversary. Under these guidelines a lexicographic optimization objective may be
appropriate, which we argue as follows. A reasonable goal is to make decisions so as to
force the adversary to “spend as much as possible to do as little damage as possible”. This
is achieved by minimizing the amount of damage which may be done by causing a single
event to occur, and, subject to this being minimized, minimizing the amount of damage
done by two events, followed by three events, and so forth. Clearly, we can repeatedly
minimize the damage caused by k events subject to the constraint that all prior quantities
have been minimized in increasing order of the number of events. While unwieldy to state in
words, this corresponds precisely to minimizing a vector quantity in the lexicographic order.
Specifically, let ai denote a measurement of the damage caused by i failure events, then
(a1 , ..., an ) is a vector quantity which, when lexico-minimized, achieves the optimization goal
we have described.
In the above scenario, we measure the maximum impact caused when i events occur
simultaneously. This is distinct from the scenario considered in this thesis, in which we measure the number of failure events which have a certain impact. An impact-centric reliability
analysis similar to the one we consider in this thesis may look like the following. Let there
be n failure events, and let bi denote the number of failure events which have an impact of
size i, then lexico-minimizing (bn , ..., bi ) achieves an optimization goal similar to the one we
have considered. The problem we have considered in this thesis is an instance of such an
event-centric lexicographic optimization problem, as opposed to the prior scenario, which
we call impact-centric.
As concrete examples of impact-centric and event-centric problem formulations, we
present the following lexicographic optimization versions of standard network reliability problems, each of which is formulated along the lines described above. In each of the problems
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below, we propose the use of a vector to measure the reliability of a network, or of a spanning
tree of a network. We then seek to optimize the vector in the lexicographic order.
Problem 3 (Impact-centric Lexicographic Network Augmentation). Let ai be the maximum
number of vertices which may be disconnected from a given graph by the removal of i edges.
Given an undirected graph G = (V, E) as input, form G0 by adding k edges to G so as to
lexico-minimize (a1 , ..., an ) with respect to G0 , where |V | = n.
Problem 4 (Event-centric Lexicographic Network Augmentation). Let bi denote the minimum number of edges which must be removed from a given graph in order to disconnect i
vertices. Given an undirected graph G = (V, E), form G0 by adding k edges to G so as to
lexico-minimize (bm , bm−1 ..., b1 ) with respect to G0 , where |E| = m.
Problem 5 (Impact-centric Lexicographic Spanning Tree). Let ci denote the maximum
number of vertices which are disconnected from a given tree T by the removal of i edges
from T . Given an undirected graph G = (V, E), find T , a spanning tree of G which lexicominimizes (c1 , ..., cn−1 ) with respect to T where |V | = n.
Problem 6 (Event-centric Lexicographic Spanning Tree). Let di denote the minimum number of edges which must be removed from a given tree T to disconnect i vertices from T .
Given an undirected graph G = (V, E), find T , a spanning tree of G which lexico-minimizes
(dn , dn−1 ..., d1 ) with respect to T , where |V | = n.
It is our hope that the techniques presented in this thesis may provide some insight
into future approaches to these and other discrete lexicographic optimization problems. The
general approach we have used in this thesis can be summarized as follows: identify necessary
conditions which must hold in any optimal solution, and exploit them to reduce the number
of solutions which must be explored by an algorithm to guarantee an optimal solution. For
instance, in Theorem 6, we show that any optimal solution to arborescence LSP must be
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balanced, and in Lemma 8, we show that optimal solutions must not admit an improving
localized exchange. The same general approach was taken during the study of the network
flow and bipartite matching problems to show that no optimal solution for either problem
admits an augmenting path. The key lies in finding a tight set of properties which may be
exploited to yield an efficient algorithm.
Finally, an important line of research which cannot be ignored is the question of the
practical impact of these optimization goals. Is it the case that lexicographic objectives such
as the ones we have defined provide higher reliability in practice than other objectives or
techniques? Without access to high-fidelity models, large-scale systems or their design documents, these questions have, unfortunately, had to go unanswered. A substantial amount of
collaboration with partners in industry and other research groups will be needed to address
these and other questions concerning what approaches are effective in practice.
Nevertheless, our goal of demonstrating the tractability of discrete lexicographic optimization for reliability purposes has been achieved. We have demonstrated polynomial-time
and fixed-parameter tractable algorithms for optimal replica placement in arborescences and
multitrees. Moreover, we have addressed the problem of replica placement at scale, by providing an algorithm which simultaneously optimizes multiple blocks of replicas at once in an
arborescence placement model. In the process, we have demonstrated the application of lexicographic optimization to reliability, and demonstrated techniques which may be valuable
in addressing other lexicographic optimization problems in the field of distributed systems.

149

REFERENCES
[1] M. Bakkaloglu, J. J. Wylie, C. Wang, and et. al, “On Correlated Failures in Survivable
Storage Systems,” Tech. Rep. CMU-CS-02-129, 2002.
[2] A. Barvinok, “Matrices with prescribed row and column sums,” Linear Algebra and its
Applications, vol. 436, no. 4, pp. 820 – 844, 2012.
[3] R. E. Bellman, Dynamic Programming. Dover Publications, 2003.
[4] L. Blume, D. Easley, J. Kleinberg, R. Kleinberg, and E. Tardos, “Which networks are
least susceptible to cascading failures?” in Proceedings of the 52nd Annual Symposium
on Foundations of Computer Science, ser. FOCS ’11. Washington, DC, USA: IEEE
Computer Society, 2011, pp. 393–402.
[5] H. L. Bodlaender and A. M. C. A. Koster, “Combinatorial optimization on graphs of
bounded treewidth,” Comput. J., vol. 51, no. 3, pp. 255–269, May 2008.
[6] R. Cole and L. Kowalik, “New linear-time algorithms for edge-coloring planar graphs,”
Algorithmica, vol. 50, no. 3, pp. 351–368, 2008.
[7] T. H. Cormen, C. E. Leiserson, R. L. Rivest, and C. Stein, Introduction to Algorithms,
3rd ed. MIT Press, 2009.
[8] T. H. Cormen, C. Stein, R. L. Rivest, and C. E. Leiserson, Introduction to Algorithms,
3rd ed. McGraw-Hill Higher Education, 2009.
[9] G. B. Dantzig, “Discrete-variable extremum problems,” Operations Research, vol. 5,
no. 2, pp. 266–288, 1957.
[10] I. Dinur and D. Steurer, “Analytical approach to parallel repetition,” in Proceedings of
the 46th Annual ACM Symposium on Theory of Computing, ser. STOC ’14. New York,
NY, USA: ACM, 2014, pp. 624–633.
[11] F. V. Fomin, F. Grandoni, and D. Kratsch, “A measure & conquer approach for the
analysis of exact algorithms,” Journal of the ACM, vol. 56, no. 5, pp. 25:1–25:32, Aug.
2009.
[12] D. Ford, F. Labelle, F. Popovici, M. Stokely, V.-A. Truong, L. Barroso, C. Grimes, and
S. Quinlan, “Availability in globally distributed storage systems,” in Proceedings of the
9th USENIX Symposium on Operating Systems Design and Implementation, 2010.
[13] G. W. Furnas and J. Zacks, “Multitrees: Enriching and reusing hierarchical structure,”
in Proceedings of the SIGCHI Conference on Human Factors in Computing Systems,
ser. CHI ’94. New York, NY, USA: ACM, 1994, pp. 330–336.
150

[14] M. R. Garey and D. S. Johnson, Computers and Intractability: A Guide to the Theory
of NP-Completeness. W. H. Freeman, 1979.
[15] J. D. Gibson and W. W. Chang, “Fractional rate multitree speech coding,” IEEE Transactions on Communications, vol. 39, no. 6, pp. 963–974, Jun. 1991.
[16] M. Goemans, “Lecture notes for “Advanced Combinatorial Optimization”,” Spring
2012, taught at MIT. Scribed by Zhao, Y.
[17] X. Hu, X. Jia, D. Du, D. Li, and H. Huang, “Placement of data replicas for optimal data
availability in ring networks,” Journal of Parallel and Distributed Computing, vol. 61,
no. 10, pp. 1412–1424, 2001.
[18] R. M. Karp, Reducibility among Combinatorial Problems.
1972, pp. 85–103.

Boston, MA: Springer US,

[19] J. Kim and I. Dobson, “Approximating a loading-dependent cascading failure model
with a branching process,” IEEE Transactions on Reliability, vol. 59, no. 4, pp. 691–
699, 2010.
[20] T. Kloks, D. Kratsch, and H. Müller, “Listing simplicial vertices and recognizing
diamond-free graphs,” Eindhoven University of Technology, Tech. Rep. 9451, 1994.
[21] M. Korupolu and R. Rajaraman, in Proceedings of the 28th ACM Symposium on Parallelism in Algorithms and Architectures, ser. SPAA ’16. New York, NY, USA: ACM,
2016, pp. 213–224.
[22] K. A. Mills, R. Chandrasekaran, and N. Mittal, “Algorithms for Optimal Replica Placement Under Correlated Failure in Hierarchical Failure Domains,” ArXiv e-prints, Jan.
2017, https://arxiv.org/pdf/1701.01539.pdf.
[23] K. A. Mills, R. Chandrasekaran, and N. Mittal, “On replica placement in highavailability storage under correlated failure,” in Proceedings of the 9th International
Conference on Combinatorial Optimization and Applications, ser. COCOA ’15. New
York, NY, USA: Springer, 2015, pp. 348–363.
[24] B. Mohar, “Face covers and the genus problem for apex graphs.” J. Combin. Theory,
Ser. B, vol. 82, pp. 102–117, 2001.
[25] S. Nath, H. Yu, P. B. Gibbons, and S. Seshan, “Subtleties in tolerating correlated failures in wide-area storage systems,” in Proceedings of the 3rd Symposium on Networked
Systems Design and Implementation, ser. NSDI ’06. Berkeley, CA, USA: USENIX
Association, 2006, pp. 225–238.
151

[26] L. Nie, J. Liu, H. Zhang, and Z. Xu, “On the inapproximability of minimizing cascading
failures under the deterministic threshold model,” Information Processing Letters, vol.
114, no. 1-2, pp. 1–4, 2014.
[27] Parallels International GmbH, “Parallels Cloud Server 6.0: Parallels Cloud Storage
Administrator’s Guide,” Mar. 2015. [Online]. Available: http://download.parallels.
com/doc/pcs/pdf/Parallels Cloud Storage Administrators Guide.pdf
[28] W. D. Pauw, “Multitrees with internal storage,” IEEE Transactions on Computer-Aided
Design of Integrated Circuits and Systems, vol. 12, no. 10, pp. 1428–1436, Oct. 1993.
[29] J. E. Pezoa and M. M. Hayat, “Reliability of heterogeneous distributed computing
systems in the presence of correlated failures,” IEEE Transactions on Parallel and Distributed Computing, vol. 25, no. 4, pp. 1034–1043, 2014.
[30] J. Pletz, “The Price of Failure: Data-Center Power Outage Cost Sears $2.2m
in Profit,” http://www.chicagobusiness.com/article/20130604/BLOGS11/130609948/
the-price-of-failure-data-center-power-outage-cost-sears-2-2m-in-profit, Jun. 2013.
[31] V. Rehn-Sonigo, “Optimal replica placement in tree networks with QoS and bandwidth
constraints and the closest allocation policy,” CoRR, vol. abs/0706.3350, 2007.
[Online]. Available: http://arxiv.org/abs/0706.3350
[32] C. Savage, “A survey of combinatorial gray codes,” SIAM Review, vol. 39, no. 4, pp.
605–629, Dec. 1997.
[33] S. Shekhar and W. Wu, “Optimal placement of data replicas in distributed database
with majority voting protocol,” Theoretical Computer Science, vol. 258, no. 1-2, pp.
555–571, 2001.
[34] P. G. Tait, “On the colouring of maps,” Proc. Royal Society Edinburgh, vol. 10, no. 2,
pp. 501–503, 1880.
[35] ——, “Remarks on the previous communication,” Proc. Royal Society Edinburgh,
vol. 10, no. 2, p. 729, 1880.
[36] J. Verge, “How A Switch Failure in Utah Took Out Four Big Hosting Providers,”
http://www.datacenterknowledge.com/archives/2013/08/05/how-did-the-failureof-network-switches-at-a-little-known-data-center-in-provo-utah-knock-four-majorservices-and-millions-of-web-pages-offline, Sep. 2013.
[37] VMWare, Inc., “Administering VMWare Virtual SAN,” 2015. [Online].
Available:
https://pubs.vmware.com/vsphere-60/topic/com.vmware.ICbase/PDF/
virtual-san-60-administration-guide.pdf
152

[38] H. Weatherspoon, T. Moscovitz, and J. Kubiatowicz, “Introspective failure analysis:
Avoiding correlated failures in peer-to-peer systems,” in Proceedings of the 21st IEEE
Symposium on Reliable Distributed Systems, ser. SRDS ’02. Washington, DC, USA:
IEEE Computer Society, 2002, pp. 362–367.
[39] S. A. Weil, S. A. Brandt, E. L. Miller, and C. Maltzahn, “Crush: Controlled, scalable,
decentralized placement of replicated data,” in Proceedings of the ACM/IEEE Conference on Supercomputing, ser. SC ’06. Washington, DC, USA: IEEE Computer Society,
2006, pp. 31–31.
[40] J. Wu, Y. Lin, and P. Liu, “Optimal replica placement in hierarchical data grids with
locality assurance,” Journal of Parallel and Distributed Computing, vol. 68, no. 12, pp.
1517–1538, 2008.
[41] P. Yalagandula, S. Nath, H. Yu, P. B. Gibbons, and S. Seshan, “Beyond availability:
Towards a deeper understanding of machine failure characteristics in large distributed
systems,” in Proceedings of the 1st USENIX Workshop on Real, Large Distributed Systems, 2004.
[42] Z. Zhang, W. Wu, and S. Shekhar, “Optimal placements of replicas in a ring network
with majority voting protocol,” Journal of Parallel and Distributed Computing, vol. 69,
no. 5, pp. 461–469, 2009.
[43] Y. Zhu, J. Yan, Y. Sun, and H. He, “Revealing cascading failure vulnerability in power
grids using risk-graph,” IEEE Transactions on Parallel and Distributed Systems, vol. 25,
no. 12, pp. 3274–3284, 2014.

153

BIOGRAPHICAL SKETCH
K. Alex Mills fell in love with doing research at UT Dallas while working on his Bachelor’s in
Software Engineering, and knew immediately that he wanted to stay for his graduate degree.
He began the PhD program early, passing two qualifying exams in the final semester of his
undergraduate degree. He received his MS in Computer Science from UT Dallas in 2013.
All told, he’s been part of the Computer Science Department for the last eight years.
During high school geometry, had anyone told him that he would someday enjoy writing
proofs, he would have thrown a worn eraser at them before laughing them out of the room.
Since then, he has developed a love of mathematics and theoretical computer science, especially as applied to discrete optimization. His current research interests involve developing
discrete lexicographic optimization for reliable distributed computing, and redesigning algorithms for dynamic problems to take advantage of multi-core architectures.
In his free time, Alex cracks his head against algebraic topology, plays video games which
include programming puzzles, and pretends to be competent at analytic philosophy. To
relax, he experiments with cooking and runs a table-top role-playing game. Someday, he
hopes to adopt more pedestrian interests.

154

CURRICULUM VITAE
K. Alex Mills

EDUCATION
Doctor of Philosophy, Computer Science, The University of Texas at Dallas
2017
Advisor: Professor Neeraj Mittal
“Algorithms for Optimal Replica Placement in Data Centers”
Master of Science, Computer Science, The University of Texas at Dallas
2013
Advisor: Professor Neeraj Mittal
"Mitigating the Impact of Correlated Hardware Failure on Data Availability Through
Survivable Replica Placement"
Bachelor's of Science, Software Engineering, The University of Texas at Dallas
2011
Summa cum laude, Departmental Honors
EMPLOYMENT HISTORY
Jan 2012 – May 2017
Graduate Researcher The University of Texas at Dallas
Aug 2011 – Jan 2012

Jr. Software Developer, eGistics Inc.

PUBLICATIONS
Refereed Journal Articles
● Yanyan Zeng, K. Alex Mills, Shreyas Gokhale, Neeraj Mittal, S. Venkatesan, R.
Chandrasekaran, “Robust Neighbor Discovery in Multi-Hop Multi-Channel
Heterogeneous Wireless Networks”, Journal of Parallel and Distributed
Computing, 92: 15-34 (2016).
● K. Alex Mills, R. Chandrasekaran, Neeraj Mittal, “Algorithms for Optimal
Replica Placement Under Correlated Failure in Trees”, under review at
Theoretical Computer Science, January (2017).
Refereed Conference Proceedings
● K. Alex Mills, R. Chandrasekaran, Neeraj Mittal, “On Replica Placement in
High-Availability Storage Under Correlated Failure”, International Conference
on Combinatorial Optimization and Applications, COCOA 2015: 348-363 (2015).
● K. Alex Mills, James Smith, “Finer-grained Locking in Concurrent Dynamic
Planar Convex Hulls”, Brief Announcement, under review at ACM Symposium
on Parallelism in Algorithms and Architectures, SPAA 2017
Technical Reports
● K. Alex Mills, R. Chandrasekaran, Neeraj Mittal, "Lexico-minimizing Survival
Frequency for a Replica Placement Problem in Tree-based Failure Models",
Technical Report UTDCS-05-14, Dept. Computer Science, Univ. Texas at Dallas,
2014

● K. Alex Mills, R. Chandrasekaran, Neeraj Mittal, "Survivable Replica Placement
in Tree-Based Dependency Models", Technical Report UTDCS-19-13, Dept.
Computer Science, Univ. Texas at Dallas, 2013
HONORS AND AWARDS
● Ericsson Graduate Fellowship
● Excellence in Education Doctoral Fellowship
● NSF Travel Award: DISC 2014
● The Honor Society of Phi Kappa Phi
● Golden Key International Honor Society

2015 – 2016
2012 – 2015
Fall 2014
2014 – curr
2010 – curr

EXPERIENCE
Research
Research Assistant, The University of Texas at Dallas
Spring 2012 - Spring 2015
Advisor: Professor Neeraj Mittal
● Prepared and submitted research results for presentation at conferences and
publication in peer-reviewed journals.
● Designed algorithms with provable guarantees to address optimal replica
placement in distributed storage area networks.
● Proposed novel reliability metrics which lead to new optimization problems with
potential for broad application to reliability engineering.
● In collaboration with mentors, co-wrote Project Summary for two NSF Research
Grant Proposals based on research into optimal replica placement.
● Collaborated with two graduate students to investigate the application of game
theory to a new formulation of jury selection.
● Collaborated with peer to provide a detailed analysis of jamming attacks in a
distributed neighbor discovery algorithm.
● Mentored an alumni while designing, implementing and testing the first
application of concurrent data structures to the dynamic planar convex hull
problem.
● Designed and empirically tested algorithms for heterogeneous resource-aware
task scheduling in Hadoop clusters.
Teaching
Teaching Assistant, The University of Texas at Dallas

Spring/Fall 2015

• Presented multiple lectures on "Agreement Problems in Distributed Systems" for
Advanced Operating Systems taught by Dr. Neeraj Mittal.
• Presented lecture on "Two-Person Zero-Sum Games" in a Game Theory course
taught by Dr. R. Chandrasekaran.
• Graded student technical demos, quizzes and homework for Advanced
Operating Systems and Multicore Systems.

PRESENTATIONS
• "Dynamic Convex Hulls"

Spring 2016

Frontiers in Algorithms; co-presenter: Bogdan Armaselu

• “Matroid Intersection”

Spring 2014

Graph Algorithms and Combinatorial Optimization; co-presenter: Benjamin Ferrell

• “Set Theory Review”

Spring 2014

Special Recitation for Creative Automata

• “Crash-course on Max-flow Min-cut Theorem”

Spring 2014

Special Recitation for Graph Algorithms and Combinatorial Optimization

• “Introduction to the PCP Theorem”

Summer 2013

Approximation Algorithms Study Group

• “Mechanism Design”

Spring 2013

Game Theory; co-presenter: Scott Dockery,

• “Stable Matching”

Fall 2012

Graph Algorithms and Combinatorial Optimization; co-presenter: Senthil Srinivasan

SERVICE
• Project Sponsor, CS Senior Design
"FieldNotes: Phase II"
• Team Sponsor, Mathematical Contest in Modeling
"Making a Cure Go Viral"
• Project Sponsor, CS Senior Design
“FieldNotes: Phase I”
• Lead Organizer, CS Puzzle Group
• Lead Organizer, Proof-Writing Study Group
• Project Sponsor, CS Senior Design
“Social CS Problem Compendium”
• Lead Organizer, Approximation Algorithms Study Group
• Web Co-Chair, DISCCO 2012

Fall 2015
Spring 2015
Spring 2015
Spring/Summer 2015
Spring 2014
Spring 2013
Summer 2013
Spring 2012

PROFESSIONAL MEMBERSHIPS
Association for Computing Machinery (ACM)
Society for Industrial and Applied Mathematics (SIAM)
REFERENCES
Prof. R. Chandrasekaran
University of Texas at Dallas
chandra@utdallas.edu
(972) 883 - 2302

Prof. Neeraj Mittal
University of Texas at Dallas
neerajm@utdallas.edu
(972) 883 - 2347

Prof. Balaji Raghavachari
University of Texas at Dallas
rbk@utdallas.edu
(972) 883 - 2136

