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S U M M A R Y
A new method for finding solutions to ordinary differential equation boundary value problems
is introduced, in which Sobolev gradient steepest descent is used to determine eigenfunctions
and eigenvalues simultaneously in an iterative scheme. The technique is then applied to the 1-D
Love wave problem. The algorithm has several advantages when computing dispersion curves.
It avoids the problem of mode skipping, and can handle arbitrary Earth structure profiles in
depth. For a given frequency range, computation times scale approximately as the square root
of the number of frequencies, and the computation of dispersion curves can be implemented
in a fully parallel manner over the modes involved. The steepest descent solutions are within
a fraction of a per cent of the analytic solutions for the first 25 modes for a two-layer model.
Since all corresponding eigenfunctions are computed along with the dispersion curves, the
impact on group and phase velocity of the displacement behaviour with depth is thoroughly
examined. The dispersion curves are used to compute synthetic Love wave seismograms that
include many higher order modes. An example includes addition of attenuation to a model
with a low-velocity zone, with values as low as Q = 20. Finally, a confirming comparison is
made with a layer matrix method on the upper 700 km of a whole Earth model.
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1 I N T RO D U C T I O N

One of the best understood seismology problems is the solution for surface wave propagation in a 1-D layered Earth model. The wave equation,
a second-order partial differential equation, is Fourier transformed over time and usually Fourier or Bessel transformed over the horizontal
coordinates, leaving a second-order, ordinary differential equation, boundary value problem (BVP) in the vertical direction. This formulation
is much more tractable from both a numerical and an analytical perspective than solving the full wave equation, so long as the problem at
hand can be modeled adequately in this fashion. However, the nature of the BVP does require the iterative solution of an eigenvalue problem.

Many solution strategies have been developed for this formulation of the wave equation. For a continuous layered model, Takeuchi &
Saito (1972) advocate the use of a shooting method which combines the numerical integration of an initial value problem with eigenvalue
perturbation based on reducing a boundary value mismatch at the free surface. This method performs adequately in elastic media, but shooting
quickly becomes more difficult when searching for complex-valued eigenvalues (Schwab & Knopoff 1972; Lai & Rix 2002). Haskell’s (1953)
matrix method reduces the numerical integration to an algebraic problem where the model consists of discrete layers (i.e. each layer has
constant physical parameters). The reduction to a layered problem does not restrict generality if enough layers are used to approximate
continuously varying physical parameters, but care must be taken to ensure that an equivalent problem is being solved.

The typical procedure for the layer methods is to define a frequency grid, and to compute solutions for all modes that exist at each
frequency. Computing these solutions involves numerically finding roots (eigenvalues) in phase space, typically while bracketing the search
regions to ensure that unique roots are found for each mode. ‘Mode skipping’ becomes a problem when computing dispersion curves of higher
order modes because of the proximity of their respective eigenvalues, or for any modes at high enough frequencies, since the dispersion curves
approach each other quite closely. Because of this phenomenon, considerable care must be taken to ensure that the root finder returns the
proper eigenvalue for each mode at a given frequency. Ke et al. (2011) discuss a numerical technique to address this problem, but bracketed
root finding also has problems when attenuation is added, since the process now must occur in the complex plane.

Two-point BVPs can be solved via steepest descent using Sobolev gradients (gradients that are computed in Sobolev spaces). This
provides a novel, and very effective, approach to the solution of this problem; the BVP is recast as a variational problem, and, for a given
mode, the eigenvalue and eigenfunctions are determined simultaneously at each frequency. This solution strategy confers several numerical
advantages. First, the local optimization nature of the solution method is ideal for computing dispersion curves, and even for generating
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new eigenfunctions with perturbed physical properties, while solving the associated inverse problem. Second, the method does not require
discrete layered approximations for the Earth structure models, and performs well for all combinations of real valued, complex valued (when
attenuation is present), continuous and layered models.

The Sobolev gradient method is primarily mode-driven, rather than frequency-driven. Rather than specifying a frequency grid and
attempting to find all solutions across all modes present over these frequencies, the modes to be investigated are pre-specified over a frequency
grid and solutions are found, one mode at a time, at all specified frequency values (above applicable cut-off frequencies). Once a solution is
found at the cut-off frequency of a given mode, it can be used as the initial guess for the steepest descent process at the next frequency, and so
on. Since distinct modes have different shapes at a given frequency, this information helps guide the algorithm along each mode even if its
eigenvalues closely approach those of other modes. This serves to drastically reduce the problem of mode skipping. Furthermore, since this
algorithm is variational, starting the steepest descent process with the eigenvalue–eigenvector solution at the frequency ω greatly reduces the
number of iterations needed to compute the solution at ω + �ω. Finally, this method can operate almost completely in parallel; once cut-off
frequencies are computed for all modes involved, there is no sharing of information among modes. The new approach is most similar to the
Rayleigh–Ritz method (Takeuchi & Kobayashi 1959; Takeuchi & Saito 1972; Wiggins 1976), except that there is no need to choose basis
functions or to pre-specify layer discontinuities.

2 A B R I E F S U M M A RY O F S O B O L E V G R A D I E N T T H E O RY

Sobolev function spaces are closed subspaces of the Lp spaces that have been constructed to ensure continuity of some derivative operator.
Probably, the most widely familiar Sobolev space is the subspace of L2 consisting of all members of L2 whose first derivative (in the sense of
distributions) also resides in L2; this space is typically called H1. If H = H1([a, b]) (the same definition as above, just restricted to an interval),
and x, y ∈ H, then the norm and inner product on H can be defined by

‖x‖2
H =

∫ b

a
[x2 + x ′2], (1)

and

〈x, y〉H =
∫ b

a
[xy + x ′ y′], (2)

where the subscript H is used to denote the Sobolev space norm or inner product and x′ and y′ mean the ‘almost-everywhere’ derivatives of x
and y. It is convenient to introduce the operators D, D0 and D1, where

Dx =
[

D0

D1

]
x =

[
D0x
D1x

]
=

[
x
x ′

]
, (3)

and to note that

〈x, y〉H = 〈Dx, Dy〉. (4)

In a finite-dimensional setting, there is an analytical trade-off when using Sobolev gradients, which is that these gradients can no longer
be represented as a list of coordinate-wise partial derivatives; one must rely entirely on the inner product definition of gradient. However,
there is a simple general relationship between Sobolev gradients and L2 gradients, which only involves the solution of a sparse system of
linear equations. For the present case, if φ is a function from H to the real numbers which is differentiable at x ∈ H and ∇Hφ(x) and ∇φ(x)
are the Sobolev and L2 gradients, respectively, then it can be shown that

(Dt D)∇H φ(x) = ∇φ(x), (5)

where Dt is the adjoint of D, in the sense that D is an everywhere-defined, bounded, linear operator from H (under the Sobolev inner product)
to L2 × L2. Neuberger (1998) covers this result in much greater detail, where DtD is generalized to an arbitrary embedding operator. Appendix
A provides motivation for the case specific to this paper. In the context of this paper, where DtD is computed in a finite-dimensional setting
to solve an optimization problem in one spatial coordinate, the matrix has the following form:

Dt D =

⎡
⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎢⎣

1
δ

+ 1
4 − 1

δ
+ 1

4 0 0 . . . 0 0 0

− 1
δ

+ 1
4

2
δ

+ 1
2 − 1

δ
+ 1

4 0 0 . . . 0 0

0 − 1
δ

+ 1
4

2
δ

+ 1
2 − 1

δ
+ 1

4 0 . . . 0 0

...
...

...
...

...
...

...
...

0 0 . . . 0 0 − 1
δ

+ 1
4

2
δ

+ 1
2 − 1

δ
+ 1

4

0 0 0 . . . 0 0 − 1
δ

+ 1
4

1
δ

+ 1
4

⎤
⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎥⎦

, (6)

where δ is the grid spacing interval used. Finally, the nature of Dt must be changed in a fundamental way when one wishes to enforce
boundary conditions on the Sobolev gradient. This is discussed in Appendix B. Note that DtD is tridiagonal, which makes eq. (5) ideal for
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solution by standard sparse linear equation solvers, such as LAPACK (Anderson et al. 1999). A more thorough discussion of Sobolev gradient
performance in the context of two-point ray tracing may be found in Browning et al. (2013).

3 O N E - D I M E N S I O NA L L OV E WAV E M O D E L F O R M U L AT I O N A N D S O LU T I O N

Following Takeuchi & Saito (1972), the 1-D Love wave problem in an infinite half-space in the z half-plane with a free surface at z = 0 is
Fourier-transformed over the horizontal space coordinate x and the time coordinate t (Aki & Richards 2002 also has a similar derivation).
Under this formulation, we seek solutions u, propagating in the x-direction and with displacement in the y-direction, of the type

u(z; ω, k)ei(ωt−kx). (7)

This yields a second-order differential equation, which can be separated into two first-order equations. It can be shown that these solutions
satisfy

u′(z; ω, k) = 1

L(z)
v(z; ω, k) ≡ f (z)v(z; ω, k) (8a)

v′(z; ω, k) = [k2 N (z) − ω2ρ(z)]u(z; ω, k) ≡ g(z; ω, k)u(z; ω, k) (8b)

lim
z→∞

u(z; ω, k) = 0 (8c)

v(0; ω, k) = 0, (8d)

where u is proportional to displacement, v is proportional to traction with normal vector in the z-direction, ρ is density, ω is angular frequency,
k is the angular wavenumber and f and g are introduced for notational convenience. L and N are elastic moduli such that for transversely
isotropic media, σ yz = Leyz, σ zx = Lezx and σ xy = Nexy, where σ and e are the stress and strain tensors, respectively, following the standard
notation. The z-traction must be zero at the free surface, the radiation condition requires that the displacement approaches zero at infinite
depth, and both displacement and traction are required to be continuous. It is well known that this is a BVP for which, at a given angular
frequency ω0, only finitely many eigenvalues kn produce nontrivial wave solutions such that kn = ω0/cn, where cn is the phase velocity of the
nth mode at angular frequency ω0 (for more exposition on BVPs, e.g. see chapter 8 of Lanczos 1961). Note that for a numerical solution, the
lower portion of the half-space will be truncated at a z-value that yields sufficiently small values for u and v.

The following arguments will assume the elastic case (i.e. all elastic moduli, eigenvalues and eigenfunctions are real valued); the
extension to the viscoelastic case is relatively straightforward, and will be presented in a later section. It is worth noting that only minor
changes in the following algorithm result for transverse isotropy (L �= N); numerical tests support that the algorithm does indeed perform
satisfactorily in this case. For the sake of clarity, however, this paper will use isotropic models (L = N = μ), and thus will use the single
rigidity modulus μ throughout.

Eqs (8a)–(8d) can be recast as a least-squares variational problem by defining the functional φ: H 2 × R
2 → R

φ(u, v; ω, k) = 1

2
[〈u ′ − f v, u′ − f v〉 + 〈v′ − g(k)u, v′ − g(k)u〉] (9)

≡ 1

2

∫ ∞

0
[(u′ − f v)2 + (v′ − g(k)u)2],

where the dependence on ω in the right-hand side is dropped for clarity, but the objective function’s dependence upon the eigenvalue k is
noted explicitly. At a fixed angular frequency w0, the desired solution corresponds to

min
u,v;k

φ(u, v; ω0, k). (10)

It is possible to rewrite eq. (9) as

φ(w; k) = 1

2
〈w, A(k)w〉, (11)

where w is the concatenation of u and v and A(k) is a combination of f, g(k) and various derivative and projection operators. Hence, the
solution to eq. (10) amounts to minimizing a parametrized quadratic form where the matrix A(k) is always symmetric and positive-definite.
However, it is both more computationally efficient, and (we feel) more intuitive to leave the eigenfunction split into the separate, physically
meaningful, components u and v.

Each steepest descent step requires the computation of the Sobolev gradient, ∇Hφ. The most straightforward way to do this is to compute
the L2 gradient, then solve eq. (5). One way to obtain the L2 gradient of φ is to take its directional derivative,

φ′(u, v)(p, q) ≡ lim
s→0

φ(u + sp, v + sq) − φ(u, v)

s
, (12)

where s ∈ R and p, q ∈ H. Note that the derivative of φ, for fixed values of k and ω0, involves two perturbation components, p and q, since φ

depends on the two functions u and v. Since k and ω0 are fixed during a given iteration, they do not factor into this computation. Applying
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the above definition to eq. (9) gives

φ′(u, v)(p, q) = [〈u ′ − f v, p′ − f q〉 + 〈v′ − gu, q ′ − gp〉] (13)

= ∫ ∞
0 [(u′ − f v)(p′ − f q) + (v′ − gu)(q ′ − gp)], (14)

which can be rewritten as

φ′(u, v)(p, q) =
〈 (

p

q

)
,

⎡
⎢⎢⎢⎢⎣

Dt

(
g(gu − v′)

u′ − v f

)

Dt

(
f ( f v − u′)

v′ − gu

)
⎤
⎥⎥⎥⎥⎦

〉
. (15)

Since we have represented φ′(u, v)(p, q) as the L2 inner product of a quantity with the directions p and q, that quantity is the L2 gradient.
Thus, we can rewrite the right-hand side of eq. (15) as

φ′(u, v)(p, q) =
〈(

p
q

)
,

(
∇φ(u, v)u

∇φ(u, v)v

)〉
. (16)

Note that we have named the two gradients in the p and q directions separately; using the same naming convention, the two corresponding
Sobolev gradients will be

∇H φ(u, v)u = (Dt D)−1∇φ(u, v)u (17)

∇H φ(u, v)v = (Dt D)−1∇φ(u, v)v.

A note should be made about the use of the adjoint of D in eq. (15). In the infinite-dimensional case, the formal computation to transition
from eq. (13) to eq. (15) would be integration by parts, which moves the derivative operator from p and q to other terms in the integral.
However, this creates a boundary term, and true equality only holds if u and v are zero at all boundaries, that is, they satisfy Dirichlet
boundary conditions. Unfortunately, this makes it impossible to have u normalized to 1 at the free surface. In the finite-dimensional case,
the machinery behind this projection of Dt to a more restrictive space, and the corresponding requirement of Dirichlet boundary conditions,
is typically glossed over because the computation resembles a standard linear algebra problem. What happens, though, is you get terms like
1
δ

(where δ is the numerical grid spacing) at the endpoints of the L2 gradient. This is precisely why that gradient works so poorly in many
steepest descent applications. The contents of Appendix B address the construction of a finite-dimensional projection of Dt to the appropriate
Sobolev space that enforces the boundary conditions of the problem being solved, as opposed to Dirichlet boundary conditions. Since the
final projection occurs after the computation of the Sobolev gradient, the technically incorrect use of Dt to compute the L2 gradient while
ignoring implications for boundary conditions does not have a negative impact on the result.

To proceed with minimizing the functional φ, fix a frequency ω0 and an initial estimate for the eigenvalue, k0. For a given mode and
frequency, reasonable approximations for k0 can be made from estimates of the phase velocity curves. Then, choose initial functions u0 and v0,
which will depend on the choices of ω0 and k0, that obey the boundary conditions at z = 0 and z = ∞, as well as the condition that u′

0 = f v0,
since it is relatively easy to satisfy (cosine functions work well, as do the cubic polynomial basis functions used in the Rayleigh–Ritz method
of Wiggins 1976). Next, compute the L2 gradient, and then use eq. (5) (which must be modified if the boundary conditions are to remain
intact) to find the Sobolev gradient. Finally, iterate steepest descent perturbations to u and v in this fashion, while keeping k fixed, until the
sum of the L2 norms of the gradients is below some specified tolerance.

Even if k0 is never perturbed, this process will converge to functions u and v that will closely resemble the eigenfunctions corresponding
to the eigenvalue that is closest to k0. Convergence is in the sense that the norms of the gradients go to zero; the objective function does not
go to zero unless k0 is actually an eigenvalue. We can use this pseudo-solution to provide more information than was available at the outset,
and perturb k0 by the uniquely specified (as will be demonstrated later) amount �k so that φ(u, v; k0 + �k) is minimized. The entire process
is then repeated until φ decreases below a specified tolerance. The result is the eigenvalue–eigenfunction solution to eqs (8a)–(8d), for the
frequency ω0, for the mode that best corresponds to the initial choice k0. There is an efficiency trade-off, between overiterating on u and v

with a fixed k, and perturbing k before the shapes of u and v provide adequate information on the optimal perturbation size.
Utilizing a variational method fundamentally changes the way in which boundary conditions are handled for this problem. All other

methods known to the authors make assumptions about the structure of the solutions u and v (via the use of very specific piecewise
exponential or piecewise polynomial basis functions), and then focus on finding an eigenvalue k that allows those solutions to satisfy the
boundary conditions while maintaining continuity. As we seek solutions that reside in a Sobolev space, the process automatically enforces
continuity on both u and v, meaning that the solutions will, by default, obey the continuity conditions required at layer interfaces (even
when the layer properties themselves have large discontinuities at these interfaces, and even if the initial guesses for u and v are themselves
discontinuous). In fact, since the boundary conditions are enforced at all descent steps, it is possible to directly examine the nature of the
underlying function space.

Fig. 1 shows, for the two-layer velocity model in Table 1 (this will be the model used for all two-layer examples), and a fixed frequency
of 0.5 Hz, the surface generated, over the range of k values between the first- and third-mode eigenvalues, by creating pseudo-solutions for
the displacement u, as outlined above, without perturbing k. The eigenfunctions corresponding to the first three modes of u are superimposed
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Figure 1. Surface of pseudo-solution space for the normalized displacement, as a function of wavenumber parameter k, between the first and third modes, for
the two-layer model in Table 1, computed at 0.5 Hz. The eigenfunction solutions are superimposed as black curves. The correct eigenvalues for modes 1, 2 and
3, are, respectively, k1 = 10.362, k2 = 9.447 and k3 = 7.468 km−1.

Table 1. Two-layer model. Two-layer velocity model (Aki & Richards
2002).

Top of layer (km) Density (g cm−3) S-wave velocity (km s−1)

0.0 2.8 3.0
10.0 3.2 5.0

at the values of the k-grid that are nearest to the correct eigenvalues. It is clear that this function space is quite well behaved, and that the
pseudo-solutions vary continuously as a function of k. Fig. 2 shows a plot of the corresponding objective function φ, also as a function of k.
We see that its only zeros are indeed at values of k that are also eigenvalues. Finally, Fig. 3 shows the surface generated by saving ui for each
iteration i, during computation of the fourth mode for the same two-layer model at the frequency 0.6 Hz. The fourth-mode eigenfunctions
and eigenvalue are found directly from a poor initial choice, and without using the Gram–Schmidt process to remove projections of the lower
order modes. In fact, no information regarding the solutions for the lower order modes is needed. As a final note, the number of iterations in
this example is quite high because the initial guess is so poor; when computing dispersion curves, the initial guess will be the solutions of the
same mode from an adjacent frequency sample, which substantially reduces the required computation time.

Figure 2. Plot of the objective function φ, as a function of wavenumber parameter k, for the pseudo-solution surface shown in Fig. 1, computed at 0.5 Hz. The
correct eigenvalues for modes 1, 2 and 3, are, respectively, k1 = 10.362, k2 = 9.447 and k3 = 7.468 km−1.
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Figure 3. Surface generated by saving normalized displacement, ui, for each iteration i, while computing the fourth mode for the two-layer model in Table 1,
at a frequency of 0.6 Hz.

4 A L G O R I T H M A N D N U M E R I C A L C O N S I D E R AT I O N S

The algorithm proceeds, with only a few modifications, as a standard least-squares descent problem. This section provides details on the
main changes that need to be made, while also serving to alert the reader to some of the potential pitfalls. The main categories addressed are
discretization of the problem and scaling, line search methods for optimal step sizes when perturbing both the eigenfunctions and eigenvalues,
convergence criteria, computation of dispersion curves and a brief look at the algorithm’s computational complexity. An overview of the
structure of the algorithm is provided in Appendix C.

4.1 Discretization

One of the standard problems faced when solving the 1-D Love wave problem numerically is scaling, and this expresses itself in two ways.
First, when computing eigenfunctions near cut-off frequencies, the depth required to adequately approximate a half-space becomes quite large
with respect to the portion of the model that is above the half-space. For example, a two-layer model with an upper layer thickness of 10 km
may require a half-space depth on the order of 1000 km when computing eigenfunctions for the fundamental mode at very low frequencies.
This makes it necessary to use a large number of gridpoints to have a reasonable spatial sampling in the top layer, even though the solutions in
the two layers are simple functions. This problem can be avoided by using a larger scale (i.e. a coarser numerical grid) in the half-space than
in the rest of the model, and the Sobolev gradient approach handles this quite well. The transition from one grid spacing to another introduces
a discontinuity into the derivative operator D1 at the depth corresponding to the top of the uniform half-space, but the impact on performance
is negligible compared to the large increase in accuracy. Furthermore, if the model is layered, there is already a discontinuity present at this
depth, and in this case, the computational impact is minimal.

The second scaling problem occurs with the model parameters themselves. The problem being solved generally behaves like y′′ = gy as
a function of depth, where oscillation versus exponential behaviour depends on the sign of g. If g grows too large, steepest descent becomes
unstable; furthermore, even when the process is stable, smaller values of g generally correspond to many fewer iterations. However, since
the problem is linear, all model parameters can be rescaled both before and after computation of the eigenfunctions and eigenvalues, with no
impact on the accuracy of the important physical quantities. For example, rescaling layer depths by a factor L rescales the effective frequency
and wavenumber by 1/L, and rescaling layer velocity values by the factor V also rescales the effective frequency and wavenumber by V. The
authors have found that rescaling parameters at each frequency gridpoint to keep the effective frequency constant while computing dispersion
curves greatly the increases numerical performance, and this is simple to implement.

4.2 Line search methods

Since this objective function is a quadratic form, the optimal step size for each gradient perturbation can be chosen exactly. The only important
point to note is that both the L2 and H1 gradients appear in the related inner products. Let di be the optimal step size such that, given the
H1 gradients ∇Hφu = ∇Hφ(ui, vi)u and ∇Hφv = ∇Hφ(ui, vi)v , φ(ui − di∇Hφu, vi − di∇Hφv) is minimized. Since the problem is linear, the
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optimal step size one obtains when considering ui and vi simultaneously is precisely the same as the step size obtained when considering
them individually; it is straightforward to show that

di = 〈∇H φu,∇φu〉 + 〈∇H φv, ∇φv〉
〈∇H φu, ∇φ(∇H φu, ∇H φv)u〉 + 〈∇H φv, ∇φ(∇H φu, ∇H φv)v〉 , (18)

where ∇φ(∇Hφu, ∇Hφv)u means the u component of the L2 gradient of φ evaluated at that iteration’s H1 gradients for u and v, etc.
As stated earlier, when the sum of gradient norms decreases below a desired threshold, we then perturb k by an amount �k so that φ(u,

v; k + �k) is minimized. Using the notation from eqs (8a)–(8d), some calculus and the observation that k + �k > 0 for all �k, we see that

�k =
√

〈v′(z) + ω2ρ(z)u(z), μ(z)u(z)〉
〈μ(z)u(z), μ(z)u(z)〉 − k. (19)

At a given point during the steepest descent process, there will be a mismatch ε between the current eigenvalue estimate k and the closest
correct eigenvalue k̂, so that k + ε = k̂. There will also be a corresponding mismatch δ(z) in the underlying differential equation (eq. 8b) so
that

v′(z) + ω2ρ(z)u(z) = (k + ε)2μ(z)u(z) + δ(z). (20)

Combining eqs (19) and (20) gives

�k =
√

(k + ε)2 + 〈δ(z), μ(z)u(z)〉
〈μ(z)u(z), μ(z)u(z)〉 − k. (21)

It is clear that as ‖δ(z)‖ → 0, �k → ε. Thus, as perturbations to u and v with fixed k decrease the equation mismatch δ, the optimal
perturbation for the eigenvalue approaches the exact mismatch between k and k̂.

4.3 Convergence criteria

In general, convergence can be measured either by requiring that the objective function φ decreases below some tolerance, or that the sum
of the norms of the gradients decreases below a fixed tolerance. The parameter variation of angular wavenumber k in the process previously
outlined prevents us from relying solely on gradient norm as a measure of convergence; the objective function only closely approaches 0
when k is an eigenvalue. We have found that that a reliable convergence criterion is

‖φ(u, v)‖2 < 10−10 and ‖∇H φ(u, v)‖2 < 10−12, (22)

while the eigenvalue perturbation criteria is chosen to be

‖∇H φ(u, v)‖2 < 10−6, (23)

where for double precision IEEE floating point arithmetic, the machine relative accuracy is ε = 10−16.

4.4 Computing dispersion curves

Calculation of phase and group velocity dispersion curves is, in many situations, the primary goal when solving the 1-D Love wave problem.
Dispersion curves can be measured from field data, and it is often necessary to be able to construct synthetic curves to invert for subsurface
density and elastic modulus profiles. The local optimization nature of the Sobolev gradient approach has significant advantages here, because
the eigenfunctions are continuous with respect to frequency (and subsequently, wavenumber). This fact follows from Sturm–Liouville theory,
and is independent of the complexity of the subsurface model used. Thus, if the solutions u, v and k are known at the frequency ω, they provide
excellent starting values for the eigenfunctions and eigenvalues to be computed at ω + �ω. If k is the eigenvalue for a given ω, the phase
velocity is defined to be c(ω) = ω

k and the group velocity is U (ω) = dω

dk . Since this method always computes the associated eigenfunctions for
each solution, the energy integral method outlined in chapter 7 of Aki & Richards (2002) can instead be utilized to compute group velocities
at each frequency:

U (ω) = k I2

ωI1
, (24)

where

I1 = 1

2

∫ ∞

0
ρu(z)2dz (25)

I2 = 1

2

∫ ∞

0
μu(z)2dz. (26)
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This is useful because it avoids entirely the problem of numerical differentiation that would otherwise be necessary to obtain group velocity
curves from the phase velocity curves. Finally, the initial estimate for k(ω + �ω) can be even further refined, by noting that

k(ω + �ω) ≈ k(ω) + dk

dω
�ω = k(ω) + 1

U (ω)
�ω. (27)

Determination of the cut-off frequency for each mode is another matter that must be addressed. We are currently using a modified version
of the main algorithm that sweeps upwards through the frequency grid while attempting to compute solutions corresponding to a fixed large
percentage (99.5 per cent or so) of the maximum phase velocity present in the model. It is relatively straightforward to use this approach
to find the cut-off frequency of the second mode (assuming one wishes to use a starting frequency that is as close to zero as is numerically
feasible for the fundamental mode), and then the octave nature of the cut-off frequencies is used to limit the area of search for higher modes.
If one again takes advantage of the variational nature of the process, following the methods outlined in this section, this approach is very
efficient. We note here that once the cut-off frequencies, and their corresponding eigenfunction and eigenvalue solutions have been found for
the modes one wishes to compute, calculation of the eigenfunctions, eigenvalues and dispersion curves at all higher frequencies for a given
mode is completely independent from those same calculations for any other mode. Hence, the bulk of the computational work involved in
computing dispersion curves can be implemented in parallel across modes.

4.5 Computational complexity

Like any iterative process, the overall computational complexity of the algorithm depends substantially on both the nature of the underlying
model, and on the degree of accuracy required. Therefore, it is best to examine the complexity of one iteration for a fixed mode and frequency.
Since u and v are kept separate, if each eigenfunction is modeled with N gridpoints, the total number used will be 2N. In fact, the calculations
involving u and v are nearly symmetric throughout an iteration.

The first major step in an iteration is computing the L2 gradient. Note that D0 and D1 are bidiagonal, so it is far more efficient to encode
the matrix action into a quick pointwise loop than to actually follow through on the matrix multiplication. In N dimensions, the action of each
one of these matrices involves 2N operations. Also note that:

Dt

(
A
B

)
=

(
Dt

0 Dt
1

) (
A
B

)
= Dt

0 A + Dt
1 B, (28)

where A and B are arbitrary matrices with compatible dimension. Dt
0 and Dt

1 are also both nearly bidiagonal, so the action of each involves
2N operations. In the finite-dimensional case, D0 is used as an ‘identity’ in all computations that involve D1, since the derivative operator
reduces the vector length by 1 (e.g. u′ − fv translates to D1u − D0(fv)). From eq. (15), we then see that the computation of the L2 gradient
requires 34N operations.

The next step in the algorithm solves a tridiagonal matrix to compute the Sobolev gradients, which requires O(N ) operations. We see
from eq. (18) that the total number of operations to find di is 42N. Finally, evaluating φ (eq. 9) requires 12N operations. If the eigenvalue is
perturbed in a given iteration, from eq. (19), this requires 12N operations. Thus, depending on the algorithm used to solve for the Sobolev
gradient, we see that each iteration requires approximately 100N operations for an effective grid size of 2N.

5 R E S U LT S A N D D I S C U S S I O N

5.1 Dispersion curves

Fig. 4 shows a comparison between the Sobolev gradient solution and the analytic solution for the two-layer model of Table 1. The phase and
group velocity dispersion curves are compared for the first 25 modes. It is clear that the Sobolev gradient method produces results that are
in extremely good agreement with the known solution; they are visually indistinguishable. The numerical group velocity dispersion curves
(being the least numerically stable quantities from a computational standpoint, provide a good measure of the largest inaccuracies one might
expect to see) are always well within 1 per cent of the analytic curves, with the largest mismatches occurring near the Airy phase for each
curve, and the mismatch in other regions being several orders of magnitude smaller. This is to be expected, since it is for frequencies near
local extrema that the overall shape of the group velocity curve is most sensitive to small errors in the eigenvalues.

Table 2 shows a four-layer velocity model (from Ke et al. 2011). The impedance of the layers increases monotonically with the effect
that, at higher frequencies, the displacement and stress eigenfunctions begin to decay exponentially in the finite layers, rather than in the
half-space. Since the impedance contrast between the third layer and the half-space is much larger than it is at any of the other layer interfaces,
a sufficient amount of energy is trapped in this layer to create guided waves. If a mode is of high enough order with respect to the layer
spacing, guided waves with multiple lobes can develop in the third layer. As frequency increases, lobes are lost until a single-lobed standing
wave is present, and then finally exponential decay starts to occur in the third layer. As frequency further increases, this process is repeated
for the shallower layers.

Fig. 5 shows the group velocity dispersion curve for the 32nd mode between its cut-off frequency and 6.0 Hz. The various local maxima
and minima are labeled sequentially. These correspond to the onset and collapse of guided waves in layer 3 (between the depths of 24 and
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Figure 4. Comparison between the Sobolev gradient method and the analytic solution for the two-layer model in Table 1. The phase and group velocity
dispersion curves for the first 25 modes are shown for frequencies between 0.01 and 6.0 Hz.

Table 2. Four-layer model. Four-layer velocity model, that produces stand-
ing waves in the third layer (Ke et al. 2011).

Top of layer (km) Density (g cm−3) S-wave velocity (km s−1)

0.00 2.80 3.50
18.00 2.90 3.65
24.00 3.10 3.90
30.00 3.30 4.70

30 km) of the model, where, as frequency increases, each successive guided wave loses a quarter-wavelength (waveguides can set up at
interference zeros and peaks/troughs).

Fig. 6 shows plots of the displacement eigenfunctions (zoomed-in on the third layer) corresponding to the labeled points on the group
velocity curve (Fig. 5). The waveguide amplitudes are largest at the frequencies corresponding to the local group velocity maxima, and the
collapse to the next supported standing wave (including the final drop from a single lobe to exponential decay) is complete at the local group
velocity minima. Finally, note that the successive group velocity maximum values themselves increase with frequency for waveguides in a
given layer. This makes sense physically, since destructive interference in the standing wave decreases as the number of nodes decreases, with
the largest group velocity peak corresponding to the case where no destructive interference occurs at all.

Figs 7(a) and (b) show the phase and group velocity dispersion curves, for the first 40 modes, between the frequencies of 0.01 and
6.0 Hz. For frequencies larger than about 2.0 Hz, two horizontal interference patterns are clearly visible in the phase velocity curves; these
correspond to the two dominant ‘plateaus’ that are formed by local maxima of successive modes in the group velocity dispersion curve plots.

Figure 5. Group velocity dispersion curve, computed for the 32nd mode between its cut-off frequency and 6.0 Hz, for the four-layer model in Table 2.
Sequentially numbered labels a and b indicate local maxima and minima, respectively. The corresponding peaks and collapses of third-layer guided waves in
the displacement eigenfunctions are shown in Fig. 6.
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Figure 6. Displacement eigenfunctions corresponding to the labeled maxima (top panel) and minima (bottom panel) of the group velocity dispersion curve
shown in Fig. 5, for the 32nd mode of the four-layer model in Table 2. The displacement curves illustrate the peak-amplitude and collapsed guided waves that
form in the model’s third layer (between 24 and 30 km; denoted by black dashed lines).

Figure 7. Plots of (A) phase velocity and (B) group velocity dispersion curves for the four-layer model in Table 2, for the first 40 modes, for frequencies
between 0.01 and 6.0 Hz.

It is clear from the above discussion how the successive creation and collapse of guided waves, per mode as frequency increases, works to
create wave phenomena that are effectively spread across modes. Finally, as a practical note, it is recommended to adjust the dispersion curve
algorithm for multilayered models so that lower layers of the model can be incorporated into the effective half-space as frequency increases
for a given mode. This way, the numerical grid depth can be truncated at depths above the top of the half-space layer in the model.

5.2 Synthetic seismograms

Once the phase and group velocity dispersion curves are known, synthetic seismograms can be generated with little extra computational effort.
Aki & Richards (2002) outline the construction of the Green’s functions for the normal modes in terms of the dispersion curves, the values
of the displacement curves at the depths one wishes to simulate seismic amplitudes and the energy integral terms. The following examples
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Figure 8. Frequency spectrum of source function used to generate synthetic seismograms (top). The source is a Ricker wavelet with a peak frequency of
1.56 Hz. The bottom figure shows the absolute value of the Green’s function for the second mode of the four-layer model in Table 2.

Figure 9. Comparison of synthetic seismograms (horizontal component) for just the fundamental mode (upper panel) versus the sum of the first eight modes
(lower panel), at a distance of 180 km from a surface source. Seismograms were generated from Love wave solutions to the two-layer model in Table 1, using
frequencies between 0.01 and 6.0 Hz.

are computed using eq. (7.107) from Aki & Richards (2002), which gives the Love wave terms of the Green’s function for a horizontal line
force in the y-direction (for waves propagating in the x-direction) as

G yy(x0, z; 0, h; ω) ∼
∑

n

l1(kn, h, ω)l1(kn, z, ω)

4kn I2
exp

(
ikn x0 + i

π

2

)
, x � 0. (29)

l1(kn, ·, ω) is the displacement eigenfunction for the nth mode with eigenvalue kn at frequency ω, I2 is given in eq. (25), the source is located
at x = 0 and z = h and the receiver is located at x = x0 and z = 0. All seismograms are computed for frequencies between 0.01 and 6.0 Hz,
with 2000 frequency gridpoints. The time interval sample spacing corresponding to Nyquist is 0.0833 s, which gives a maximum seismogram
time window of 166.67 s. All receiver locations are chosen to keep the seismic signal well within that window for each model. Fig. 8 shows
the source spectrum that is used throughout (top) and the typical shape of eq. (29) when evaluated for a single mode (bottom).

Fig. 9 shows a comparison of synthetic seismograms generated for the two-layer model in Table 1. The upper seismogram is generated
from the fundamental mode only, while the bottom seismogram includes the first eight modes. The receiver location is modeled at a distance
of 180 km from the source, and both the source and receiver are assumed to be on the surface. With this geometry, the first low-frequency
arrivals (corresponding to a velocity of 5 km s−1) should occur at 36 s, while the bulk of high-frequency arrivals (corresponding to a velocity
of 3 km s−1) should come in at 60 s. The Airy phase for the fundamental mode corresponds to an arrival at 65.8 s, while the Airy phase for
the eighth mode corresponds to an arrival at 83.4 s. The seismograms are in very good agreement with all of these predictions.

Fig. 10 shows a similar comparison for synthetic seismograms generated for the four-layer model. Once again, the arrival times correspond
very well to the source–receiver geometry. Both seismograms contain a series of higher frequency pulses when many higher modes have been
added. These correspond to the Airy phase arrivals of various modes; they diminish in amplitude as the order of the mode increases. For
modes of sufficiently high order (this is model dependent), the Airy phase group velocities start to cluster around a common limiting value
and the corresponding cluster of arrivals contributes to the intermediate frequency noise at the tail of the seismogram; refer to the spectra in
Figs 4 and 7.
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Figure 10. Comparison of synthetic seismograms (horizontal component) for just the fundamental mode (upper panel) versus the sum of the first 40 modes
(lower panel), at a distance of 280 km from a surface source. Seismograms were generated from Love wave solutions to the four-layer model in Table 2, using
frequencies between 0.01 and 6.0 Hz.

Table 3. Six-layer model. Six-layer velocity model that includes a low-velocity zone (LVZ).

Top of layer (km) Density (g cm−3) S-wave velocity (km s−1) Attenuation (Q)

0.00 2.80 3.00 1000
2.00 2.90 3.50 1000
4.00 3.10 4.00 1000
6.00 2.9 3.68 Variable
7.00 3.10 4.10 1000

10.00 3.20 4.40 1000

5.3 Adding attenuation

Addition of attenuation to the model introduces complex velocities, rigidity moduli, eigenvalues, and consequently, complex eigenfunctions.
Algorithm efficiency remains virtually unchanged, excepting the necessary doubling of all computation times (assuming a fixed number of
gridpoints) that follows from introducing complex arithmetic into the calculations. Table 3 lists parameters for a six-layer model that includes
a low-velocity zone (LVZ) in the fourth layer. For most higher order modes, there are frequencies for which very pronounced guided waves
develop in the low-velocity layer. In reality, these LVZs typically have higher attenuation (lower Q values) than the surrounding layers, which
can substantially reduce their waveguide effect.

Fig. 11 shows a portion of the phase and group velocity curves for mode 4 of this model, while Q is varied from Q = 1000 to 20 in
the LVZ (Q is held constant at 1000 in the rest of the model). The velocity curves do not change much until Q gets quite small. The general
trend, however, is a steepening of the drop from the higher energy plateau near 3.68 km s−1, which corresponds to the S-wave velocity in the
LVZ layer (the plateau is actually a bit higher for larger Q, as the increased damping forces some energy into the layer immediately below the

Figure 11. Effect on mode 4 of the six-layer model in Table 3 of decreasing Q in the LVZ (Q is held at 1000 in the other layers). Note the development of
a sharp turn in the phase velocity curve near 2.275 Hz as Q decreases. Correspondingly, the group velocity curves are approaching a discontinuity at this
frequency. If Q continues to decrease, this formulation of the Love wave problem will be inadequate for describing the wave motion in the LVZ.
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Figure 12. Plots of density, S-wave velocities and P-wave velocities for the top 700 km of the PEM model. A small half-space segment (each parameter is
extended as its value at 700 km) is shown.

LVZ) to top layer S-wave velocity of 3 km s−1. If Q is decreased further, problems with non-uniqueness among the eigenfunctions of different
modes arise from the extra degree of freedom introduced by such a large damping factor. Additionally, the phase velocity curve approaches
non-differentiability at the ‘corner’ point near 2.275 Hz, which introduces a corresponding discontinuity in the group velocity curve. The
Sobolev gradient algorithm still finds convergent solutions, but their physical relevance is questionable, as this case is likely beyond the
appropriate scope of this formulation of the Love wave problem.

5.4 Algorithm comparison using PEM

Finally, it is useful to compare results from this new algorithm with those from a known method on a more interesting problem. The PEM
data set (Dziewonski et al. 1975) is a whole-Earth velocity model that is parametrized in depth; some portions of the model are constant,
while others have linear gradients. The proposed method is compared to the Haskell layer matrix method in both relative accuracy and speed
for the top 700 km of this model (the final S-wave, P-wave and density values at the 700 km mark are constantly extended into a half-space to
whatever depth is appropriate for the mode and frequency in question). Fig. 12 shows the model values over this depth range. A particularly
interesting aspect of this comparison is that for the Sobolev descent solution, parameter data as a function of depth is generated directly from
the PEM parameter definitions, so no assumptions of layering are involved. Furthermore, no care is taken in choosing depth gridpoints to line
up with major model discontinuities.

For both methods, 86 evenly spaced frequency gridpoints are chosen between 0.005 and 0.09 Hz, inclusive of endpoints. As already
described, the Sobolev gradient method finds the eigenfunctions and eigenvalues simultaneously for each applicable frequency value for each
mode specified. 1001 depth gridpoints are used for each eigenvalue, chosen so that 501 are evenly spaced in the top 700 km of the model
and 500 are evenly spaced in the remaining half-space, the depth of which depth depends on both the frequency and mode. The layer matrix
method converts the eigenvalue problem into an algebraic one, and numerically finds roots of a characteristic equation defined by continuity
and boundary conditions for all layers involved in approximating the model. Since the eigenvalues for different modes can be quite close to
one another at higher frequencies, numerical bracketing must be used to limit the root finder to distinct modes for each frequency. For the
layer matrix method, finding the eigenvalues is entirely independent from computing the eigenfunctions. We will see in the timing comparison
that if only the dispersion curves are needed, this method is appreciably faster than Sobolev gradient method, but for more complex models,
the root finding procedure can fail to produce correct results.

Figs 13 and 14 show all displacement eigenfunctions plotted as depth versus frequency, as computed by the layer matrix method and
the Sobolev gradient method, respectively. Positive displacements are plotted in red and negative ones in black. Agreement is generally quite
good between both methods, with median absolute error on the order of 2 × 10−4. There are notable amplitude differences in the LVZ for the
second mode, but these actually have very little impact on the associated phase and group velocities, which also have median absolute error
on the order of 2 × 10−4, with a maximum absolute error of 3.3 × 10−3. The total computation time for the Sobolev gradient method was
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Figure 13. Plots of displacement functions in depth versus frequency for the first four modes in the top 700 km of the PEM model, as generated by the Haskell
layer matrix method. Red indicates positive displacement and black indicates negative.

175.5 s. For the layer matrix method, the time needed to compute just the dispersion curves was 3.75 s. However, the total time required to
compute dispersion curves and then integrate to obtain the eigenfunctions was 1231.2 s.

Fig. 6.11, p. 118 of Kennett (2001) contains plots of the phase and group velocity dispersion curves for this model. The first and second
higher modes can be seen crossing at periods below 25 s. It appears that mode skipping has occurred here. Fig. 15 shows a reproduction of
this figure, with an expanded look at the area in question (upper two frames). The lower two frames show the same situation recreated from
data produced by the proposed method. Note that the phase velocity curves clearly do not cross, and that the associated group velocities in
this region are quite different from those in the case where they do cross.

6 F U T U R E C O N S I D E R AT I O N S

Overall computational efficiency and accuracy of the Sobolev gradient solution method are very good for all models tested, although
computation times still increase roughly linearly with both mode order and model complexity. Modal solutions for frequencies near guided
waves have by far the most notable increase in computation times, although this problem is diminished considerably when attenuation is
added so the problem of undamped resonance is avoided. It is interesting to note that, for all models tested so far, computation times do not
increase significantly with frequency. In fact, for a fixed mode, once the frequencies are higher than the ranges where guided waves occur,
convergence is very fast. The authors still feel, however, that many performance optimizations may yet be made to this algorithm. We are
currently working on incorporating derivative operators that reflect higher order numerical schemes (e.g. fourth order Runge–Kutta) into
the solution process, and this avenue looks promising. Another extremely promising direction to reduce the computational cost is to find an
inexpensive way to calculate ∂u/∂ω and ∂v/∂ω at each frequency when computing dispersion curves to allow for even better estimates of the
eigenfunctions at the next frequency on the dispersion curve, and thereby reducing the number of iterations required to produce a solution.



1140 M. Browning, J. Ferguson and G. McMechan

Figure 14. Plots of displacement functions in depth versus frequency for the first four modes in the top 700 km of the PEM model, as generated by the Sobolev
gradient method. Red indicates positive displacement and black indicates negative.

Also, very little effort has been put into optimizing the descent process. The inclusion of conjugate gradient steps is relatively common in
Sobolev gradient applications, and would almost certainly improve performance.

Models with high contrast LVZs, where the eigenfunctions can grow exponentially, still cause performance problems, depending on the
severity of the zone. The algorithm has been successful in finding solutions where LVZ displacement amplitudes grow to several hundred
times the normalized free-surface amplitude, but computation times increase substantially over the affected frequencies. The fact that the
algorithm is successful without modification is encouraging, especially considering these extreme cases are somewhat geologically unrealistic.
Furthermore, since the additional computational cost of including attenuation is fairly low, this problem of nearly undamped oscillation can
be mitigated to a large extent.

Finally, there are several obvious future directions to pursue. Using this machinery to solve the Rayleigh wave problem will not require
too much modification, and we have already had some initial success with this endeavour. Expanding into spherical oscillation models will
eliminate the half-space problem, and beyond that, developing an equivalent algorithm in higher dimensions would be interesting. Although
the obvious computation benefits were mentioned earlier, little work has been done to test this method on inverse problems, where existing
solution sets make excellent starting choices for perturbed velocity and density parameters in much the same way that they do for perturbed
frequencies. It would also be worthwhile to explore the degree of generality this method could be extended to in solving larger classes of
Sturm–Liouville problems.

7 C O N C LU S I O N S

Steepest descent with Sobolev gradients provides a new way to solve the BVP associated with Love wave propagation, and also helps to
shed some light on the behaviour of the underlying function space. When computing dispersion curves, the method scales very well, both
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Figure 15. This diagram is adapted from fig. 6.11, p. 118 in Kennett (2001). It is an excellent illustration of the problems associated with root finding in
shooting type methods that are avoided in the method presented in this paper. In Kennett’s figure at the top the fundamental mode is mislabeled as 1. Near 10 s
period the first and second higher mode phase velocity curves cross (‘mode skip’). This is forbidden and results in incorrect group velocities. Our results at the
bottom show the correct near approach of the phase velocity curves (solid lines) and correct group velocity curves (dashed lines).

in terms of parallelization, and with respect to the number of frequency gridpoints used. Because this method avoids algebraic root finding
while searching for eigenvalues, it is also able to avoid the problem of mode-skipping. The use of multiple scales helps to bypass the problem
of depth scaling, and helps to increase overall accuracy at very low frequencies.

8 DATA A N D R E S O U RC E S

No data were used in this paper.
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A P P E N D I X A : T H E R E L AT I O N B E T W E E N S O B O L E V A N D L 2 G R A D I E N T S

This appendix provides the definition of a Sobolev space and then motivates the relationship between L2 and Sobolev gradients in eq. (5).
Following Adams (1975) and Neuberger (2009), let K = L2([0, 1]), the space of Lebesgue square-integrable functions on the unit interval.
Let

Q =
{(

u
u′

)
: u ∈ C1([0, 1])

}
, (A1)

where C1([0, 1]) is the collection of continuously differentiable functions on the unit interval. The Sobolev space H1, 2 is defined to be the
collection of first terms of the closure of Q in K × K. The superscript 1 means we require functions that have one continuous derivative
and the superscript 2 means the underlying space is L2. More generally, requiring functions to be continuously differentiable n times in the
underlying space Lp, in the above construction, gives the Sobolev space Hn, p. It is then possible to show that the closure of Q is a function,
in the sense that no two second terms correspond to the same first term. Thus, Sobolev spaces provide an organized way to generalize the
concept of differentiability in such a way that, on a given Sobolev space, the derivative operator is everywhere-defined and continuous. Thus,
it can be used in the norm, as in eqs (1) and (2).

The development of the gradient relationship seen in eq. (5) requires a more general definition of gradient. Suppose H is a Hilbert space
and φ is a function from H to the real numbers which is differentiable at x ∈ H. The differentiability of φ at x means there exists a linear
operator M(x): H → R so that

φ′(x)h = M(x)h, (A2)

where h ∈ H is the direction in H in which the derivative is calculated. Since H is a Hilbert space, the Rietz representation theorem says that
there exists a point ∇φ(x) ∈ H so that

φ′(x)h = 〈h,∇φ(x)〉. (A3)

This point is the gradient, which allows us, for a fixed x, to represent φ′(x)h as an inner product of the gradient and h.
Again following Neuberger (2009), suppose that K = Rn. We can equip this space with the L2 inner product, and if we consider the

n-dimensional Sobolev space H = H 1,2
n , with a similar construction as above, as a subspace of K; then functions in H can be equipped with

both the L2 and Sobolev inner products. Suppose φ: K → R is differentiable at x ∈ K. Then, the previous definition of gradient (eq. A3) tells
us that

φ′(x)h = 〈h,∇φ(x)〉K = 〈h, Dt D(Dt D)−1∇φ(x)〉K

= 〈Dh, D(Dt D)−1∇φ(x)〉K = 〈h, (Dt D)−1∇φ(x)〉H , (A4)

where the subscripts H and K denote which space the inner product is in. Again invoking the inner product definition of gradient, the Sobolev
gradient, ∇Hφ(x), is related to the L2 gradient, ∇φ(x), by

∇H φ(x) = (Dt D)−1∇φ(x). (A5)

A P P E N D I X B : B O U N DA RY C O N D I T I O N S F O R S O B O L E V G R A D I E N T S

This section discusses the modifications to be made when computing Sobolev gradients to force them to respect boundary conditions. Full
details may be found in Neuberger (2009). In general, the technique to force steepest descent solutions to obey boundary conditions is to
choose an initial guess that respects said conditions, and then to arrange it so that all future gradients are zero at these coordinates. When
using L2 gradients, one typically relies on the coordinate-wise structure of the gradient to note that partial derivatives will be zero at these
coordinates. This technique needs some modification in order to work when computing Sobolev gradients. In this paper, the Sobolev gradient
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is the orthogonal projection from L2 to H = H1, 2 of the L2 gradient. To produce a gradient that enforces boundary conditions, this projection
process must be modified so that the L2 gradients are projected to an appropriate subspace of H. Fortunately, the numerical details of this
process are simple to implement.

As an example, suppose we are solving a problem on the interval [0,1], using the Sobolev space H, and we wish the solution u to be such
that u(0) = 1. Set

H0 = {h ∈ H : h(0) = 0}, (B1)

and note that H0 is a closed linear subspace of H. The goal is then, for a given L2 gradient, to construct a gradient projection from L2([0, 1])
to H0([0, 1]). Suppose our computational context is a finite-dimensional Sobolev space H with dimension N + 1 and φ: H → R. As above,
define a new Sobolev space H0 = {h ∈ H: h0 = 0}. For this space, define the norm

‖h‖2
H0

= h1

2
+ h1

δ
+

N∑
n=2

[(
hn + hn−1

2

)2

+
(

hn − hn−1

δ

)2
]

, (B2)

where hn denotes the nth element in the vector h and δ = 1
N . It should be clear that the norm has been redefined to explicitly account for the

fact that h0 = 0 for all h ∈ H0. If the operators D0 and D1 are also redefined to account for this new norm definition, we obtain a new operator
(DtD)0 that is identical to DtD except that its first row and first column are now both entirely zero. In practice, this amounts to solving the
suitably reduced linear system that relates the Sobolev and L2 gradients in eq. (5). This argument is not specific to the situation where the first
coordinate of the Sobolev gradient must be zero; for case of the Love wave solution, it is necessary to solve the system that ignores both the
first and last row and column of DtD, so that the gradients produced are zero at both endpoints.

A P P E N D I X C : A L G O R I T H M P S E U D O - C O D E

A pseudo-code outline of the algorithm is provided below the following list of parameter and variable definitions.
K—Number of frequency samples.
N—Number of modes.
freqcutoffmode—Cut-off frequency for the mode of corresponding index.

1: Specify model parameters, frequency array F[K] and mode array M[N]
2: for mode = 1 to N do
3: Determine kinitmode = min{k : F(k) > freqcutoff mode}
4: Determine corresponding eigenfunctions and eigenvalue at kinitmode

5: Use solution to compute group velocity for M(mode) at F(kinitmode)
6: end for
7: for mode = 1 to N do
8: for freq = kinitmode + 1 to K do
9: Extrapolate better eigenvalue guess from group velocity at F(freq − 1)

10: Use solutions for M(mode) at F(freq − 1) as initial guesses
11: while ‖∇Sφ‖ or φ > tolerance do
12: if ‖∇Sφ‖ < eigenvalue perturbation tolerance then
13: Perturb eigenvalue by optimal amount to minimize φ

14: end if
15: Compute ∇φ for displacement and stress
16: Solve sparse system to obtain ∇Sφ from ∇φ

17: Perturb displacement and stress optimally in −∇Sφ direction to minimize φ

18: Recompute φ

19: end while
20: Use solution to compute group velocity at M(mode) and F(freq)
21: end for
22: end for




