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ABSTRACT 

 

 

 Supervising Professor: Nasser Kehtarnavaz 

 

 

 

 

In many pattern recognition or machine learning applications, deep learning models or deep neural 

networks have provided superior performance relative to feature-based classifiers. Although there 

exist a number of publicly available software tools that enable the development of deep learning 

models to be achieved with ease, no guidelines are currently available in one place and in a unified 

manner in the literature for using these tools towards real-time deployment of deep learning models 

on smartphones, which have now become the most widely used computing device in the world. A 

uniform flow of implementation is developed in this dissertation for deployment of deep learning 

models on smartphones as real-time apps on both Android and iOS devices. A benchmarking 

framework consisting of accuracy, CPU/GPU consumption, and real-time throughput is devised 

for this deployment. These guidelines are applied to image and audio processing applications. As 

an image processing application, six widely used deep learning models are implemented to run in 

real-time on smartphones for recognizing objects based on video captured by their cameras. As an 

audio processing application, a low audio-latency signal processing pipeline along with a multi-
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rate processing technique are developed in order to achieve a convolutional neural network-based 

voice activity detection. 
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CHAPTER 1 

INTRODUCTION 

Advancements in machine learning are occurring in a fast pace due to the availability of 

large datasets and powerful processors such as Graphics Processing Units (GPUs). The use of deep 

neural networks (DNNs), a subfield of machine learning, has been growing considerably in the 

past few years. DNNs consist of many layers of non-linear processing elements arranged in a 

network structure. DNNs are able to learn representations of raw or minimally processed data with 

multiple levels of abstraction. In many applications, when trained by large datasets, DNNs have 

outperformed traditional machine learning solutions.  

Smartphones have now become the most widely used computing device in the world. Apart 

from being a phone, they are used for a wide variety of purposes such as photography, playing 

music, navigation, texting, social networking, etc. Deep learning models are primarily executed 

on server or computer platforms. For real-time applications, server-side processing poses 

challenges due to the latency involved in the client-server communication. In addition, server-side 

processing raises privacy concerns regarding data storage. The scope of this dissertation involves 

enabling smartphones to be used as an alternative to serve-side processing for real-time image and 

audio processing applications. Guidelines and benchmarks are thus developed in this dissertation 

to enable implementation of deep learning models on smartphones as real-time apps. These 

guidelines are then applied to the following three image and audio processing applications: voice 

activity detection, environmental sound classification, and object recognition in video streams. 

The focus in this dissertation is placed on the real-time aspects which are often not 

addressed in image and audio processing papers. The audio processing applications examined in 
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this dissertation are carried out within the context of hearing enhancement devices. These 

applications are meant to be run in real-time with low-latency to allow uninterrupted conversation. 

A voice activity detection (VAD) app is developed to segregate incoming audio into noise and 

speech+noise segments. This is critical for developing adaptive noise reduction approaches in 

which noise power is estimated in an on-the-fly manner. The image processing application 

examined in this dissertation is the same application which is considered in the recent object 

recognition competitions, that is recognition of hundreds of object classes. 

To deploy deep learning models in real-time on smartphones, the literature lacks a unified 

set of guidelines for implementation and benchmarking. This dissertation addresses this 

shortcoming by setting its objective to be the development and implementation of guidelines to 

bridge the gap between the development of deep learning models and their real-time deployment 

on smartphone platforms.   

The chapters of this dissertation are organized based on the papers that are previously 

published with each chapter or paper addressing the dissertation objective from different 

perspectives. 

Chapter 2 provides the guidelines to implement DNNs on smartphones as apps, with a 

focus on real-time implementation that can also be applied to various other deep learning models. 

A benchmarking framework is also presented in this chapter for comparison purposes. In addition, 

the use of multi-threading to benefit the throughput of the apps is showcased. The guidelines and 

the benchmarks are then applied to a number of widely used DNNs. 

Chapter 3 introduces a convolutional neural network (CNN)-based VAD app implemented 

to run on smartphones in real-time with low-latency. The implementation issues related to the slow 
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inference time of CNNs is addressed and the developed app is compared with a previously 

developed VAD and two highly cited VADs. 

Chapter 4 presents the real-time implementation of a previously developed random-forest 

based VAD app on the smartphone platform to provide an automatic switching mechanism  

between speech and speech+noise signals in a noise adaptive noise reduction pipeline. Basically, 

this chapter presents how to set up a low audio latency speech processing pipeline. 

Chapter 5 discusses the development of a multi-rate signal processing approach for low-

latency audio algorithms running on smartphones using two microphones. It also covers the 

utilization of this approach for background noise classification and noise reduction applications. 

The multi-rate signal processing pipeline developed in this chapter is general purpose in the sense 

that it shows how to synchronize the audio input and output parameters (sampling rate and frame 

size) to maintain low audio latency. 

Chapter 6 covers the integration of the VAD developed in Chapter 3 with two other major 

signal processing modules of digital hearing aids, namely, adaptive noise reduction and multi-band 

dynamic range compression. The steps taken to integrate all these three modules and to run the 

integrated app in real-time with low-latency are discussed in this chapter. 
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ABSTRACT 

Deep learning solutions are being increasingly used in mobile applications. Although there 

are many open-source software tools for the development of deep learning solutions, there are no 

guidelines in one place in a unified manner for using these tools towards real-time deployment of 

these solutions on smartphones. From the variety of available deep learning tools, the most suited 

ones are used in this chapter to enable real-time deployment of deep learning inference networks 

on smartphones. A uniform flow of implementation is devised for both Android and iOS 

smartphones. The advantage of using multi-threading to achieve or improve real-time throughputs 

is also showcased. A benchmarking framework consisting of accuracy, CPU/GPU consumption 

and real-time throughput is considered for validation purposes. The developed deployment 

approach allows deep learning models to be turned into real-time smartphone apps with ease based 

on publicly available deep learning and smartphone software tools. This approach is applied to six 

popular or representative convolutional neural network models and the validation results based on 

the benchmarking metrics are reported. 
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2.1 INTRODUCTION 

Deep learning has had a dramatic impact on advancing the field of machine learning [1]. It 

has pushed the state-of-the-art beyond what conventional approaches have achieved in various 

applications such as object detection [2], object localization [3], and speech recognition [4]. The 

expansion in the use of deep learning has been fueled by increases in the computational power of 

processors, in particular graphics processing units (GPUs), and the availability of large datasets 

for training. 

Deep learning involves Deep Neural Networks (DNNs) consisting of a cascade of non-

linear processing units arranged in layers by which an increasing level of data abstraction is 

enabled at deeper layers. This is of particular importance in classification and regression tasks due 

to the fact that raw or minimally processed data can get processed without the need to perform 

feature extraction as compared to conventional approaches that normally require obtaining hand-

crafted features first. DNNs are able to learn optimal features themselves for a particular task and 

have provided state-of-the-art accuracies in computer vision, speech recognition, natural language 

processing applications among others. 

In terms of implementation platforms, smartphones have emerged as a ubiquitous and 

mobile computing device with more than 2.5 billion people worldwide owning them [5]. Apart 

from being equipped with multi-core CPUs and GPUs, smartphones contain a plethora of sensors 

which do not require interfacing hardware as compared to other popular platforms such as Arduino 

[6] and Raspberry Pi [7]. In addition, there exist well developed and supported Application 

Programming Interfaces (APIs) for smartphones which have been optimized for performance. 
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Smartphones constitute the highest users of deep learning-based solutions spanning various 

applications such as voice assistants, automatic text prediction, and augmented reality. Also, they 

are used as research platforms to run deep learning solutions involving different applications such 

as concussion detection [8], jaundice diagnosis [9], schizophrenia recognition [10] and voice 

activity detection for hearing studies [11] among others. These solutions either rely on server-side 

processing or perform offline simulations on the data that are previously collected using 

smartphones. Real-time deployment of such deep learning solutions on smartphones has been 

fairly limited in the literature. Manual coding of DNNs to run in real-time on smartphones is 

cumbersome and time consuming. This chapter makes the process of deployment of deep learning 

algorithms on smartphones easy by providing in one place the steps needed to bridge the gap 

between development and deployment based on the publicly available software tools. 

There have been some works in the literature on the development of deep learning solutions 

that are aimed specifically at mobile implementation [12],[13],[14],[15]. On-device deep learning 

engines are also finding their way into smartphones. For example, Apple has introduced a neural 

engine as part of the A11 Bionic chip and Huawei has introduced the Kirin 970 neural processing 

unit (NPU). The smartphone industry is also working toward dedicated processors to speed up on-

device deep learning in contrast to cloud servers in order to cope with real-time implementation 

issues and the need for internet connection. In addition, on-device deep learning helps to alleviate 

security or privacy concerns due to data storage on servers. Considering that smartphones are 

equipped with multi-core CPUs, multithreading is used here to reduce computation time towards 

achieving real-time throughputs. 
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Furthermore, the open-source deep learning software tools have reached a maturation point 

in terms of libraries for on-device deep learning deployment. However, there exists a steep learning 

curve associated with the deployment of these software tools and an absence of benchmarking 

guidelines for smartphones. Although previous works have addressed efficient processing 

techniques for the purpose of running DNN models on smartphones, thus far no step-by-step 

guidelines or benchmarks have been provided regarding the real-time deployment of DNN models 

on smartphones. This chapter aims at bringing such information into one place or under one 

umbrella, thus providing a unified approach to easily deploy trained deep learning models as apps 

on Android and iOS smartphones with a focus on their real-time operation. This work enables 

smartphones to be used as a portable research platform for deep learning studies. 

Towards this objective, the rest of the chapter is organized as follows: Section 2 describes 

the most suited deep learning libraries for smartphone deployment at the time of this writing, 

deployment steps based on the smartphone operating system, the software tools used to build deep 

learning apps, and the smartphone devices used to showcase a number of representative deep 

learning models. In Section 3, the DNN models and the benchmarking criteria used for validation 

are discussed. The use of multi-core CPUs on the smartphones to achieve or improve real-time 

throughputs through multi-threading is also discussed in this section. Section 4 provides the 

validation results and their discussion. Finally, the chapter is concluded in Section 5. 

2.2 DEPLOYMENT OF DNN MODELS ON SMARTPHONES 

This section discusses how to deploy DNN models on smartphones using publicly and 

freely available software tools. The steps discussed is aimed at turning DNN models into apps for 

both Android and iOS smartphones in a unified manner. 
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2.2.1 Deep Learning Software Tools 

The rise of deep learning has been accelerated by the introduction of various publicly and 

freely available libraries. The main libraries that are widely used include Caffe [16] (developed by 

Berkeley AI Research), TensorFlow [17] (developed by Google), PyTorch [18] (developed by 

Facebook), and CNTK [19] (developed by Microsoft). These libraries support Python for the 

purpose of training and prototyping models. Even though such a wide collection of prototyping 

tools is available to train and develop deep learning models, researchers often wonder where to 

begin. Here, three publicly available libraries most suited for the task under consideration are 

selected from the available deep learning libraries. These libraries are selected based on (i) their 

easy portability to mobile devices and (ii) active support by their developers. In what follows, these 

libraries and their frameworks are briefly described. 

TensorFlow is a dataflow programming library. It expresses computations as stateful 

dataflow graphs, enabling users to define a neural network as a graph of operations that can be 

executed on input data streams. Data are represented as multidimensional arrays or “tensors” thus 

the name TensorFlow. The underlying benefit of defining a neural network as a graph is that the 

computations and memory usage are highly optimized and they can be parallelized using multiple 

CPUs and GPUs and implemented across a variety of hardware platforms. As TensorFlow and 

Android are both developed by Google, TensorFlow models can be integrated into the Android 

software environment with ease by adding the “TensorFlow for Mobile” library module as a 

dependency. A similar tool named “TensorFlow Lite” is also available, but currently it remains 

experimental and does not support as many operations as TensorFlow for Mobile. Furthermore, it 

is worth noting that the deployment flow for TensorFlow Lite is similar to TensorFlow for Mobile. 
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Another widely used library is called Keras [20], which is a higher-level library written in 

Python where TensorFlow or CNTK can be used as its backend. Keras makes development of 

models easier and faster by providing the building blocks for common-use DNN layers, a simple 

coding syntax, and tools to easily preprocess data. As Keras can use TensorFlow as its backend, 

the model trained using Keras is essentially a TensorFlow model which can be extracted and used 

in Android apps. 

CoreML [21] is a software framework developed by Apple to run machine learning models 

on iOS devices. It has a Python-based tool called CoreMLTools [22] which allows one to translate 

existing machine learning models into CoreML supported models. This conversion capability 

allows the conversion of Keras models into CoreML models which can then be implemented as an 

app on iOS devices or iPhones. A converter developed by TensorFlow (tf-coreml) [23] also allows 

converting TensorFlow models into CoreML models. 

The latest version of CoreMLTools at the time of this writing is 0.8, which supports Keras 

version 2.1.3 and TensorFlow version 1.5. These versions are utilized here for the results reported 

in the chapter. 

2.2.2 Deployment Steps 

The steps that are needed for deployment of deep learning models on smartphones are 

showcased in Figure 2.1. Keras can be considered to be the primary prototyping library as it can 

be easily converted to CoreML models for iOS and the underlying TensorFlow backend model 

can be extracted from it for Android. In case of TensorFlow models, a secondary path (marked in 

red in Figure 2.1) is also provided by using the converter tf-coreml to convert the models into 

CoreML for implementation on iOS smartphones. In case of models trained using different 
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libraries, several publicly available converter tools [24] are available to convert them to Keras or 

TensorFlow. CoreML also provides conversion tools for models trained by the deep-learning 

libraries other than Keras. 

Models are stored as inference only and all training related layers are removed to allow 

only the feed-forward path of a network model to execute. Since layers are stored as computational 

graphs, this allows their optimization for the platform they are going to run on. The flowcharts 

provided in Figures 2.2 and 2.3 depict the steps needed to convert a trained Keras or TensorFlow 

model to a model for deployment on Android and iOS smartphones. The flowcharts appearing in 

Figure 2.4 show the steps needed to create an Android or iOS app from a converted model. 

 

Figure 2.1. Diagram illustrating the utilization of publicly available software tools for 

deployment of deep learning solutions on smartphones – the blue lines illustrate the path when 

Keras is used as the primary framework for training deep learning models and the red lines 

illustrate the path when TensorFlow is used as the primary framework for training deep learning 

models. 
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2.2.2.1 Model Generation - iOS 

To create a CoreML model, a Keras model needs to be trained first or a pre-trained model 

needs to be considered first. Keras models are usually saved as a .h5 file which denotes the 

Hierarchical Data Format (HDF). This allows using the same trained model across different 

backends. This file format stores the architecture of the graph and the weights of the graph tensors 

as numerical arrays. After the model is loaded into Python, the CoreMLTools python library can 

be used to convert the Keras model to a CoreML model. The converter provides the option to 

 

Figure 2.2. Flowchart depicting the steps needed to convert a Keras model into a smartphone 

deployable model for Android and iOS smartphones. 
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specify the input as an image or as a multi-dimensional array. In case of image inputs, the converter 

provides the option to define the pre-processing parameters used for that model. As the pre-

processing varies across different models, this option is highly useful since it allows a model to be 

used on raw-images and easy switching without explicitly implementing pre-processing for each 

different model. 

The converted CoreML model is stored as a .mlmodel file. This file encapsulates a 

MLModel class which can be directly instantiated allowing the model to be used as a plug-and-

play model. The CoreML API handles all the underlying DNN computation removing the 

overhead required for coding a neural network from scratch. As a result, the user can focus on 

deploying and testing the model rather than implementing the neural network. 

 

Figure 2.3. Flowchart depicting the steps needed to convert a TensorFlow model into a 

smartphone deployable model for Android and iOS smartphones.  
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2.2.2.2 Model Generation - Android 

TensorFlow for Mobile provides a Gradle build dependency [25]. This allows using 

predefined functions for inference via just a trained model. A TensorFlow model gets stored as a 

.pb file which denotes the Protocol Buffer file format. Similar to HDF, this format also stores the 

architecture of a model and its trained weights. The TensorFlow for Mobile inference interface 

creates a model based on a .pb file which can then be executed on Android smartphones using the 

predefined functions included in the dependency. 

 
(a) 

 
(b) 

Figure 2.4. Flowcharts depicting the steps needed for creating an (a) Android, and (b) iOS app 

from a converted model. 
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To extract a TensorFlow model from a Keras model, first the variables in the model need 

to be converted to constants. Variable tensors are only required for training as they get updated 

based on the back-propagation input. For inference only models, these tensors need to be constant. 

This can be done by the graph utility sub-module (graph_util) in TensorFlow. To convert a graph, 

first the underlying TensorFlow session created by Keras needs to be accessed. This can be 

achieved by using the backend module in Keras. Then, the session graph can be inputted to the 

graph_util constant converter function to obtain the graph with constant weights. This constant 

graph can be saved as a .pb file using the graph input/output sub-module (graph_io), which can 

get imported into an Android app using the TensorFlow inference interface. This interface creates 

a session similar to the TensorFlow session in Python and handles all the required DNN 

computations. The input image or data can then be fed into the session to extract the output of the 

model from the session. Compared with CoreML, one needs to explicitly pre-process the image in 

this method. However, an advantage that TensorFlow for Mobile has is that the output of any of 

the intermediate layers can be extracted, whereas in CoreML only the output of the model can be 

extracted. Unlike CoreML, one needs to manually set up the model by explicitly feeding the .pb 

file, the input and output node names, and the size of the input.  

Treating TensorFlow as the primary framework for DNN development, the converter tf-

coreml can be used to convert a .pb model into a .mlmodel file. This converter tool provides a 

reduced set of computations and this set can be seen on the GitHub page of the converter for the 

purpose of altering the model if any unsupported computations are seen. 
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2.2.3 Smartphone Software Tools 

To demonstrate on-device deep learning inference, both Android and iOS smartphones are 

considered in this work to form a unified approach. These two operating systems have a combined 

market share of 96% of smartphones worldwide [26]. Additionally, the developer tools for both of 

these smartphones operating systems are available online for free and are well maintained by their 

respective organizations.  

To develop Android apps, the Android Studio IDE [27] is used which is available for all 

operating systems. The language of choice for Android development is Java, which is used here to 

develop apps to run DNN models on Android smartphones. Android apps can also be packaged as 

executable Android Application Package (APK) files for deployment on any Android smartphone.  

iOS apps can be developed and deployed on an iOS device or iPhone only via a macOS 

machine running the Xcode IDE [28]. iOS apps are developed using the Swift or Objective-C 

programming language. To deploy iOS apps on an iPhone, one needs to be registered as an Apple 

Developer. 

2.2.4 Smartphone Processors 

For running DNN models, two modern smartphones of Pixel 2 and iPhone 8 are used in 

this work as sample Android and iOS smartphones, respectively. For iOS, iPhone 8 is considered 

as it allows the use of GPUs during inference for DNN models. For Android, Pixel 2 is considered 

as it runs the stock Android operating system allowing the guidelines to be applied to any 

smartphone running Android. 
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Pixel 2 possesses a Qualcomm Snapdragon 835 64-bit ARM-based octa-core system on a 

chip (SoC). Its CPU clock speed varies between 1.9-2.35 GHz depending on the core being used. 

The internal memory of this smartphone is 4 GB LPDDR4x RAM. It also possesses an Adreno 

540 GPU. Note that TensorFlow for Mobile does not utilize this GPU. The Pixel 2 smartphone 

used here runs the latest Android version 8.1.0 at the time of this writing. 

On the iOS side, iPhone 8 incorporates the Apple A11 Bionic 64-bit ARM-based hexa-

core SoC with a maximum CPU clock rate of 2.39 GHz. The internal memory of iPhone 8 is 2 GB 

of LPDDR4x RAM. The A11 chip also contains a dedicated neural engine which can be used to 

run machine learning models more efficiently than using plain GPU. The neural engine is capable 

of performing up to 6000 billion operations per second. The iPhone 8 smartphone used here runs 

the latest iOS version 11.4 at the time of this writing. 

2.3 DNN SMARTPHONE APPS AND BENCHMARKING METRICS 

2.3.1 DNN Models 

In this section, the steps involved in turning DNN models to smartphone apps are applied 

to six popular Convolutional Neural Networks (CNNs) and a benchmarking framework of these 

models is discussed. CNNs are a class of DNNs where the primary computation involves 

convolution. The convolution layers (CONV) in CNNs are able to provide a higher level of 

abstraction by creating feature extraction kernels similar to those used in image processing. By 

stacking convolution layers, a CNN model is able to extract unique information related to a 

particular image or matrix input. CNN models currently provide the state-of-the-art solutions in 

many image processing, computer vision, speech and audio processing applications. In this 
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chapter, six popular or representative CNNs are benchmarked based on the MNIST [29] dataset, 

which is considered to be a gateway dataset for exploring deep learning, and the widely used 

ImageNet Large Scale Visual Recognition Competition (ILSVRC) [30] dataset. These networks 

are briefly described below for the sake of completeness.  

LeNet was introduced in [31] for digit classification trained on the MNIST dataset. The 

summary of the model is provided in Table 2.1. It is designed to classify grayscale images of 

dimensions 28x28 into single digits using 2 CONV layers followed by 3 fully-connected (FC) 

layers. To reduce the dimensions of the intermediate feature maps, 2x2 average pooling is utilized. 

The activation function used in LeNet is sigmoid. 

ResNet [32] or Residual Network is a CNN model that include so called “skip” or 

“shortcut” connections which allow bypassing the weight layers using identity mappings. The 

output of the weight layers and the identity mapping are then added together. The skip connections 

Table 2.1. Summary of LeNet model trained on MNIST dataset 

Layer Information LeNet 

Input-Size 28x28x1 

CONV Layer  

# of CONV Layers 2 

Depth 2 

Kernel Size 5 

Strides 1 

# of Channels 1, 16 

# of Filters 16, 32 

FC Layer  

# of FC Layers 3 

# of Channels 128 - 3200 

# of Filters 10 - 256 

Parameters 866K 

FLOPs 28M 

Model Storage Memory 3.5MB 

Accuracy 99.43 
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of ResNet are critical in preventing the gradient from vanishing in deep layers, as the identity 

mapping prevents the backpropagation error from shrinking. The weight layers in ResNet usually 

consist of two 3x3 CONV layers. To reduce the number of parameters in each weight layer, ResNet 

also uses so called “bottleneck” layers by using 1x1 filters. The bottleneck layers replace the two 

layers with three layers of 1x1, 3x3 and 1x1 filters. The 1x1 filters are used to decrease and then 

increase the number of weights. ResNet-152 was selected as the winner of the ILSVRC 2015 

challenge, surpassing human level accuracy with a top-5 accuracy of 3.57% on the test set 

provided. Here, the ResNet-50 model is used which has 1% less accuracy than ResNet-152, but 

with 2.5 times fewer parameters (approx. 25.6 million). It consists of a CONV layer followed by 

16 bottleneck layers and a FC layer. 

InceptionV3 [33] is the extension of GoogLeNet [34] that was selected as the winner of the 

ILSVRC 2014 challenge. GoogLeNet is based on the inception module which consists of 4 parallel 

CONV layers of 1×1 CONV, 3 x 3 and 1×1 CONV, 5×5 and 1×1 CONV, and 1×1 CONV followed 

Table 2.2. Summary of popular CNNs trained on the ILSVRC challenge dataset 

Layer Information ResNet50 InceptionV3 SqueezeNet MobileNet DenseNet 

Input-Size 224x224x3 299x299x3 227x227x3 224x224x3 224x224x3 

CONV Layer      

# of CONV Layers 49 95 26 27 120 

Depth 49 46 18 27 120 

Kernel Size 1,3,7 1,3,5,7 1,3 1,3 1,3,7 

Strides 1,2 1,2 1,2 1,2 1,2 

# of Channels 3 - 2048 3 - 2048 3 - 1000 3 - 1024 3 - 1024 

# of Filters 64 - 2048 32 - 2048 16 - 1000 32 - 1024 32 - 1024 

FC Layer      

# of FC Layers 1 1 0 1 1 

# of Channels 2048 2048 0 1024 1024 

# of Filters 1000 1000 0 1000 1000 

Parameters 25.6 M 23.8 M 1.2 M 4.3 M 8 M 

FLOPs 7.7 B 11.5 B 714 M 1.1 B 5.7 B 

Model Storage Memory 102 MB 96 MB 5 MB 17MB 33MB 

Top-5 Accuracy (Single Crop) 92.1% 93.8% 78.4% 86.2% 91.8% 
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by 3x3 max-pooling. GoogLeNet achieved a top-5 error of 6.65% on the ILSVRC challenge test 

set. InceptionV3 includes the following 3 new inception modules: (i) In the first module, the 5×5 

CONV is replaced with two 3x3 CONV to reduce the number of parameters in the module. (ii) In 

the second module, the n×n CONV layer is replaced with an n×1 CONV followed by a 1×n. This 

reduces the number of weights and thus the computational cost. For the results reported in the next 

section, n is considered to be 7. (iii) The third module separates the initial 3x3 CONV in the first 

inception module into two parallel 3×1 and 1×3 CONV layers. This module is used to promote 

high dimensional sparse representations and is placed last after the other two modules. 

InceptionV3 consists of 6 CONV layers followed by 3 of the first modified inception 

modules, 5 of the second modified inception modules, 2 of the third modified inception modules 

and a FC layer. It also contains an auxiliary classifier [34], which is an inception module on the 

output of the second modified inception module with a batch-normalized [35] FC layer to increase 

 
 

Figure 2.5. Benchmarking metrics: Top-5 accuracy, FLOPs (in billions), and memory size of 

the DNN models; circle sizes represent model sizes in Table 2.2. 



 

21 

accuracy. InceptionV3 achieves a top-5 accuracy similar to ResNet-152 while having only 23.8 

million parameters (similar to ResNet-50). 

SqueezeNet [36] is a CNN model designed for limited-memory systems. It provides the 

accuracy of AlexNet [2]. This model was selected as the winner of the ILSVRC challenge 2012 

with a top-5 error of 9.8% with 50 times fewer parameters. SqueezeNet is built using “fire” 

modules which consist of two stacked layers: squeeze layer, and expand layer. The squeeze layer 

is composed exclusively of 1×1 filters, which reduce the number of channels of the input to the 

module. The expand layer is a mix of 1×1 and 3×3 filters, the outputs of which are concatenated 

after activation and fed into the next module. The sparing use of 1×1 reduces the number of 

parameters of the CNN model considerably, while still maintaining the baseline accuracy. 

SqueezeNet has been compressed even further using Deep Compression [15], with the reduction 

in size of SqueezeNet being 510 times that of AlexNet with no loss in accuracy. The downside to 

this is that the compressed model cannot be used using the existing deep learning software tools. 

SqueezeNet consists of a CONV layer followed by 8 so-called fire modules and a CONV layer in 

the end. FC layers are not used as they have much higher number of parameters as compared to 

CONV layers. 

MobileNet [14] is a CNN model that has been specifically designed for mobile and 

embedded vision applications. MobileNet modules reduce computations and memory by dividing 

a normal CONV layer into two parts: depthwise convolution and pointwise convolution. These 

two parts together are called Depthwise Separable Convolution. In depthwise convolution, the 

channel width of the filter is kept as 1. The pointwise convolution uses 1×1 filters to expand the 

channels of the output of the depthwise convolution. MobileNets can be modified by using width 
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and resolution multipliers, called model shrinking hyperparameters. The width multiplier is used 

to reduce the channels of the network uniformly at each layer, thereby reducing the overall number 

of parameters of the layer. The resolution multiplier is implicitly set by changing the input 

resolution of the model, which reduces the computational cost of the model. Here, MobileNet is 

considered with a width multiplier of 1.0 and an input resolution of 224 x 224. It consists of a 

CONV layer followed by 13 depthwise separable convolution layers and a FC layer. 

DenseNet [37] or Densely Connected Networks is a CNN that extends the residual learning 

framework introduced by ResNets. In a DenseNet block, every layer is connected to all the 

subsequent layers of equal feature map dimensions. Instead of additions, as done in ResNet, the 

input is concatenated. The CONV architecture used in DenseNet is similar to the bottleneck 

architecture in ResNet, where a 1×1 filter is used to reduce the number of the channels of the input 

before feeding it into the 3×3 CONV layer. Between every DenseNet block, a 

compression/transition layer is used to reduce the number of feature maps into the next DenseNet 

block. DenseNet requires considerably fewer number of parameters than ResNet to achieve similar 

accuracy. Here, DenseNet-121 is used, which gives 1% less accuracy than ResNet50 with 3 times 

fewer parameters. It consists of a CONV layer followed by 4 DenseNet Blocks with 3 transition 

layers between them followed by a FC layer. 

Table 2.2 shows a summary of the CNN models trained on the ILSVRC challenge dataset. 

A comparison of the models based on their top-5 accuracy, model-size and FLOPs is also displayed 

in Figure 2.5. The depth and total number of CONV layers for SqueezeNet and Inception are 

different as they consist of parallel CONV layers in their modules. The number of floating-point 

operations (FLOPs) represents how computationally expensive a CNN model is. The FLOPs of 



 

23 

the model are computed using the TensorFlow built-in profiler. The top-5 accuracy is computed 

using the pre-trained models in Keras with the ILSVRC-2012 validation set, which consists of 

50,000 images. The accuracy reported here is taken based on a single crop of the images. 

Accuracies reported in the literature usually use multiple-crops. However, for real-time operation, 

a single crop accuracy is regarded as more realistic. One can see that even though InceptionV3 has 

fewer number of parameters compared to ResNet, the number of FLOPs for the network is higher 

due to a greater number of CONV layers. All of these models are available pre-trained via Keras 

and can be extended to various applications by using transfer-learning [38]. 

2.3.2 Multithreading 

DNNs are computationally very expensive. For real-time operation on smartphones, 

executing the model on the main thread causes delay in capturing of frames and thus reduces the 

app throughput. This would also lead to a reduced number of FPS (frames per second). For 

applications where a DNN model can operate at slower rate than the frame rate of the app, 

multithreading needs to be adopted. Noting that multi-core processors are used in modern 

smartphones, a DNN model can be run on a secondary thread to create the needed computational 

bandwidth on the main thread to run the app at a desired FPS. This technique was used previously 

in [11] to allow a DNN model to run on a parallel thread by removing the computation burden 

from the main audio thread and thus preventing any audio frames to get skipped. 



 

24 

2.3.3 Benchmarking Metrics 

2.3.3.1 Accuracy 

The ILSVRC-2012 validation dataset is used to validate the CNN models. This validation 

set consists of 50,000 images of 1000 object categories. The DNN models are validated on the PC 

and smartphone platforms using the top-5 accuracy metric on a single crop. It should be noted that 

the accuracy reported in the literature involves multiple crops with an ensemble of classifiers which 

improves the accuracy. This is not possible for real-time apps running on smartphones. In other 

words, a single crop is more appropriate to consider when operating in real-time. For LeNet, the 

MNIST test set is used for validation. This set consists of 10,000 images of handwritten digits. 

2.3.3.2 CPU/GPU Consumption 

For smartphone apps, CPU/GPU consumption is critical as this has a direct impact on the 

battery utilization. A higher consumption metric has a higher impact on the battery utilization. As 

TensorFlow for Mobile currently only supports running on the CPU, the CPU consumption of the 

Android app is measured here. The CoreML API utilizes the neural engine of iPhone 8, which in 

turn utilizes the GPU for the parallel computations of a CNN model. The GPU consumption of the 

iOS app is measured here as this is the way the majority of the computation is handled. 

As far as LeNet is concerned, it is benchmarked as a non real-time app, or the CPU/GPU 

consumption is not monitored like the other real-time models. 
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2.3.3.3 Real-Time Throughput 

To evaluate the throughput of an app, the number of consecutive frames is displayed and 

measured per second on the screen (FPS). This is necessary for video-based apps that demand 

smooth visual perception of video data with an FPS of 24 or more. 

The number of frames processed per second is also measured. This metric is highly 

dependent on the number of FLOPs in a model, as a higher number of FLOPs is directly 

proportional to a reduced number of frames processed per second and vice-versa. This metric is 

important to decipher which model is efficient to use. A model with a higher number of frames 

processed per second would be required for applications where throughput is critical. As can be 

seen in Figure 2.5, models with high FLOPs have a higher accuracy. Therefore, in applications 

where accuracy is critical, number of frames processed per second can be reduced. When the model 

is run at frame rate, the FPS and frames processed per second are the same. When using 

multithreading, the number of frames processed per second is different than the FPS.  

As LeNet is generally not used in real-time, the time taken per image to be classified is 

considered here as its throughput metric. 

2.4 RESULTS AND DISCUSSION 

Initially, LeNet was first implemented as Android and iOS apps using the developed 

approach. The accuracy of the validation set on the smartphone platforms was found to be 99.43%, 

the same as the PC platform, with a processing time of 5.66ms and 5.20ms per image on Pixel 2 

and iPhone 8, respectively. 
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Then, the ILSVRC models were implemented as Android and iOS apps and the accuracy 

for the validation set consisting of 50,000 images of the ImageNet challenge dataset was examined. 

As illustrated in Figure 2.6, the accuracy for the implemented apps was found to be practically the 

same, or within 0.5% difference. This slight difference is due to the fact that the precision of 

floating-point numbers is handled differently in ARM and Intel-based processors. 

Next, to examine the CPU/GPU consumption and throughput, the models were run in real-

time on two modern smartphones, one Android (Pixel 2) and one iOS (iPhone 8). For Android, the 

CPU consumption was computed using the Android Profiler [39] of the Android Studio IDE and 

the GPU consumption for iOS was computed using the Instruments [40] performance analysis tool 

in the Xcode IDE. The FPS on Android was measured using the OpenCV camera API [41] and on 

iOS was measured using the Instruments performance analysis tool. The frames processed per 

second were measured for the multithreading approach by periodically computing it in the apps. 

Figure 2.7 provides the CPU/GPU consumption results that were obtained by running the 

apps on the Pixel 2 (Android) and on the iPhone 8 (iOS) smartphones. From this figure, one can 

 

Figure 2.6. Single crop top-5 accuracy of the ILSVRC challenge validation dataset on PC and 

smartphone platforms. 
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see that the best processing rate for Android was achieved by SqueezeNet which ran at 11 FPS. 

The CPU consumption of the Android apps was seen to be proportional to the number of FLOPs 

used by the apps. For iOS, only SqueezeNet was able to achieve greater than 24 FPS. As can be 

seen from this figure, the iOS apps benefited from access to the GPU leading to higher throughputs 

than their Android counterparts. The GPU consumption was seen to be proportional to the number 

of FLOPs used by the apps. It should be noted that a DNN app with a higher number of FLOPs 

drained the battery faster due to higher processor consumption. 

When deploying multithreading, as illustrated in Figure 2.8, the FPS remained constant at 

30 FPS for all the Android apps on the Pixel 2 smartphone but the number of frames processed per 

second was different for the apps. Multi-threading allowed running the GUI for a natural visual 

perception of 30 FPS while running the model in parallel at a lower rate. For the iOS versions of 

 

Figure 2.7. (a) Average frames per second of the DNN Android apps running on the Pixel 2 

smartphone are shown on the primary y-axis (left) and their average CPU consumption on the 

secondary y-axis (right), and (b) average frame per second of the DNN iOS apps apps running 

on the iPhone 8 smartphone are shown on the primary y-axis (left) and their average GPU 

consumption on the secondary y-axis (right). Note the number of frames processed per second 

is the same as FPS. 
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the apps, it can be seen that higher throughputs in both FPS and frames processed per second were 

achieved due to the use of the GPU. Obviously, the CPU and GPU consumptions increased when 

using multi-threading due to the use of concurrency while getting the benefit of being able to see 

video streams as they occurred. 

A comparison of the apps implementing the DNN models indicates that SqueezeNet 

provides high energy efficiency as well as high throughputs on iPhone 8 but is not as accurate as 

the other models. It constitutes the model of choice for high throughput applications. MobileNets 

provides high accuracy in a multi-threaded setting at the expense of a lower energy efficiency and 

throughput. For applications where accuracy is the key requirement, one can use InceptionV3 in a 

multi-threaded setting as the model of choice. ResNet50 and DenseNet121 are also good choices 

 

Figure 2.8. (a) Average frames per second and frames processed per second of the DNN 

Android apps running on the Pixel 2 smartphone are shown on the primary y-axis (left) and 

their average CPU consumption on the secondary y-axis when using multithreading, and (b) 

average frames per second and frames processed per second of the DNN iOS apps apps running 

on the iPhone 8 smartphone are shown on the primary y-axis (left) and their average CPU 

consumption on the secondary y-axis (right) when using multithreading. Note the number of 

frames processed per second is different than FPS. 
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providing relatively higher energy efficiency and throughput at the expense of 1-2% loss in 

accuracy. 

A video clip demo showing the conversion of an example model and its deployment on an 

Android and an iOS smartphone can be viewed at: www.utdallas.edu/~kehtar/DNN-apps-

demo.mp4. 

2.5 CONCLUSION AND FUTURE EXTENSIONS 

This chapter has presented in one place the steps needed in order to deploy deep learning 

inference networks on Android and iOS smartphones. It has been shown how to use the publicly 

available deep learning software tools to turn deep learning models into smartphone apps. In 

addition, it has been discussed how to enable real-time operation of such apps on smartphones. A 

benchmarking framework involving accuracy, CPU/GPU consumption, and real-time throughput 

has been devised to examine these models. The steps discussed have been validated using the 

benchmarking framework by considering six popular convolutional neural network models that 

are extensively used in deep learning applications. The benchmarking results have shown that the 

deep learning models are implemented without any significant loss in accuracy. It has also been 

shown that the use of multi-threading leads to achieving real-time throughputs. In summary, this 

chapter has provided the guidelines and benchmarks for deploying deep learning inference models 

on smartphones as real-time apps.  

It is worth mentioning here that the step-by-step guidelines provided in this chapter can get 

extended through ONNX (Open Neural Network Exchange), which is a community project started 

by Facebook and Microsoft to provide a unified computational dataflow graph for deep neural 

networks. Such an extension would allow a model trained in ONNX supported frameworks to be 
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used interchangeably. Currently, converters for CoreML and TensorFlow for other frameworks 

such as Caffe2, CNTK, PyTorch, etc., are being developed by ONNX, which would lead to 

seamless integration of models from different frameworks into the deployment approach presented 

in this chapter. 

Another extension involves the use of neural network compression methods. These 

methods involve reducing the size of models and thus the computation time by converting the 

weights of a model from floating-point numbers to integers with lower bits (quantization), by 

performing matrix decomposition, by pruning connections, etc. Once these methods are fully 

developed, supported by the smartphone hardware, and made available in the public domain, they 

can be incorporated seamlessly into the deployment approach presented in this chapter. 
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ABSTRACT 

This chapter presents a smartphone app that performs real-time voice activity detection 

based on convolutional neural network. Real-time implementation issues are discussed showing 

how the slow inference time associated with convolutional neural networks is addressed. The 

developed smartphone app is meant to act as a switch for noise reduction in the signal processing 

pipelines of hearing devices, enabling noise estimation or classification to be conducted in noise-

only parts of noisy speech signals. The developed smartphone app is compared with a previously 

developed voice activity detection app as well as with two highly cited voice activity detection 

algorithms. The experimental results indicate that the developed app using convolutional neural 

network outperforms the previously developed smartphone app. 
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3.1 INTRODUCTION 

Voice activity detectors (VADs) are often used to identify sections or parts of noisy speech 

signals that contain speech activity. They constitute a key module in many speech processing 

pipelines, in particular in hearing improvement devices including hearing aids and cochlear 

implants. VADs have also been used as a switch to enable noise classification/estimation during 

noise-only portions of noisy speech signals. For example, in [1], a VAD was used for this purpose, 

see Figure 3.1, where a noise classification or estimation module was activated by the VAD to 

adjust the parameters of a noise reduction algorithm depending on the noise class or type. For 

signal sections or parts where speech in noise or speech+noise was detected, no noise 

classification/estimation was done and the noise reduction was performed based on the last 

identified noise type. 

Applications of VADs such as the one mentioned above require its operation to be carried 

out in a real-time and frame-based manner. A real-time VAD was developed in [2] to run on 

smartphones, where it was shown that the switching done automatically by the VAD matched the 

switching done manually. 

 

Figure 3.1. VAD used as a switch to activate noise classification or estimation during noise-

only sections of noisy speech signals 
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The motivation behind using smartphones as the hardware platform is that the smartphone 

use is ubiquitous with more than three quarters of people in the US owning smartphones [3]. 

Smartphones are equipped with powerful ARM multi-core processors and they can be easily 

interfaced with hearing devices wirelessly via low-latency Bluetooth [4] or by wire using 

headphone cables. Our research group has been working on developing various smartphone apps 

to enhance the listening experience of hearing device users, e.g., [2], [5], [6]. 

Traditionally, statistical modelling has been utilized in VADs to separate speech and noise 

parts or sections in noisy speech signals. The VAD which is specified as a standard by ITU is 

G.729 Annex B (G729.B) [7]. This VAD uses a fixed decision boundary in a feature space. The 

features used are line spectral frequencies, full-band energy, low-band energy and zero crossing 

difference. This VAD is widely used in Voice over Internet Protocol (VoIP) for silence 

compression. A highly cited VAD is the one developed by Sohn et al. [8], which considers the 

discrete Fourier transform (DFT) coefficients of noise and speech as independent Gaussian random 

variables to perform a likelihood ratio test (LRT). In another VAD developed by Gazor and Zhang 

[9], speech was considered to be a Laplacian random variable. Ramirez et al. [10] extended the 

work in [8] and incorporated multiple observations from the past and future frames and named it 

multiple observations likelihood ratio test (MO-LRT). The VAD approach developed by Shin et 

al. [11] showed that modelling the DFT coefficients as a generalized Gamma distribution (GΓD) 

provided more accuracy than the previously developed approaches. 

Apart from the statistical modelling approaches noted above, more recently VAD 

approaches have been developed using machine learning techniques. Some examples of these 

approaches are mentioned here. Enqing et al. [12] used the same features in G729.B together with 
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a support vector machine (SVM) classifier. Ramirez et al. [13] used long-term signal-to-noise ratio 

(SNR) and subband SNR features together with a SVM classifier. Jo et al. [14] used the likelihood 

ratios from a statistical model together with a SVM classifier. Saki and Kehtarnavaz [1] developed 

a VAD using subband features together with a random forest (RF) classifier. VADs using deep 

neural networks have also appeared in the literature. For example, Zhang and Wu [15] used a 

collection of features including pitch, DFT, mel-frequency cepstral coefficients (MFCC), linear 

predictive coding (LPC), relative-spectral perceptual linear predictive analysis (RASTA-PLP) and 

amplitude modulation spectrograms (AMS) together with a deep belief neural network. Hughes 

and Mierle [16] considered 13-dimensional perceptual linear prediction (PLP) features together 

with a recurrent neural network (RNN). Thomas et al. [17] used log-mel spectrogram with its delta 

and acceleration coefficients together with a convolutional neural network (CNN). In [18], Obuchi 

applied an augmented statistical noise suppression (ASNS) before voice activity detection to boost 

the accuracy of VAD. In this VAD, feature vectors consisting of log mel filterbank energies were 

fed into a decision tree (DT), a SVM and a CNN classifier. 

As far as real-time VADs are concerned, Lezzoum et al. [19] utilized normalized energy 

features along with a thresholding technique. The real-time VAD developed by Sehgal et al. [2] 

was implemented to run on smartphones as an app using the features developed in [1]. 

Although many VADs have been reported in the literature, the real-time implementation 

aspects such as computational efficiency, frame processing rate, accuracy in the field or realistic 

scenarios are often not adequately addressed. Deep learning approaches have shown that voice 

activity detection can be performed more effectively. However, such approaches have very long 

inference times creating hindrance in their utilization in a real-time frame-based speech processing 
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pipeline. This is mainly due to the fact that neural network architectures are normally defined to 

be as large and as deep as possible without taking into consideration real-time limitations in 

practice. The main contribution made in this chapter lies in the development of a practical CNN 

architecture for voice activity detection to enable its real-time operation as an app running on 

smartphone platforms. 

3.2 IMPLEMENTED VAD ALGORITHM 

This section discusses the features and classification used in the implemented VAD 

algorithm. 

3.2.1 Log-Mel Filterbank Energy Features 

The input to the CNN are considered to be the log-mel filterbank energy images, similar to 

the ones utilized in [18]. The reasoning for choosing this feature is stated below. 

In [20], it was shown that representing audio as images using mel-scaled short time Fourier 

transform (STFT) spectrograms consistently performed better than linear-scaled STFT 

spectrograms, constant-Q transform (CQT) spectrogram, continuous Wavelet transform (CWT) 

scalogram and MFCC cepstrogram as inputs to CNNs for audio classification tasks, especially 

when used with a two-dimensional CNN classifier. In addition, in [18] it was shown that using the 

log-mel filterbank energy extracted from the mel-scaled STFT spectrogram performed better when 

using CNN as compared to other classifiers. Furthermore, and more importantly, the feature log-

mel filterbank energy used here is computationally more efficient for real-time implementation 

than CQT spectrogram, CWT scalogram and MFCC cepstrogram. Also, the log-mel filterbank 

energy feature possesses fewer coefficients per frame compared to linear-scaled STFT 
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spectrogram and mel-scaled STFT spectrogram, leading to a reduced inference time and smaller 

CNN architecture. 

A log-mel energy spectrum represents the short-term power of an audio signal in the mel-

frequency scale [21] over some time duration. The log-mel energy spectrum is made up of mel-

frequency spectral coefficients (MFSC). These coefficients are similar to MFCC noting that 

MFCC are obtained by taking the DCT of MFSC. 

The mel scale of frequencies denotes a perceptual scale of frequencies which are 

subjectively judged to be equal in distance to one another in terms of hearing sensation. The 

function 𝐵 for computing 𝑚 th mel-frequency from frequency 𝑓 in Hertz and its inverse 𝐵−1 are 

given by [21]: 

𝐵(𝑓) = 2595 𝑙𝑜𝑔10 (1 +
𝑓

700
) (3.1) 

𝐵−1(𝑚) =  700 (10
𝑚
2595 − 1) (3.2) 

To compute the MFSC of an audio signal, the signal is first divided into short frames of 

duration 20–40 ms. It is observed that shorter frames do not provide enough data samples for an 

accurate spectral estimate, and longer frames do not account for possible frequent signal changes 

within a frame. Frames are overlapped and a weighted window (e.g., Hanning) is applied to reduce 

artifacts that occur in the DFT computation due to rectangular windowing. As lower weights are 

allocated to the samples at the beginning and end of a frame, overlapping is done to capture the 

effect of these samples in a prior and in a post frame. After collecting and windowing an audio 

frame, its Fourier transform is computed via the Fast Fourier Transform (FFT) algorithm. Since 

the FFT is mirrored in frequency, only the first half of the FFT is used. 
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A triangular overlapping filterbank consisting of 𝑁 triangular filters is considered to 

compute MFSC. A lower frequency and a higher frequency are specified to limit the spectrogram 

within a range of frequencies. Ideally, a value of 300 Hz is used for the lower frequency and 8000 

Hz is used for the higher frequency for speech signals with the sampling frequency being greater 

than 16000 Hz. Next, 𝑁 + 2 equally spaced frequencies (�̂�) in the mel-domain between the lower 

and higher frequencies are obtained. These edge frequencies are then converted to the frequency 

domain and their values in terms of the FFT bin number are found via multiplication with the 

number of FFT bins (𝐾) and division by the sampling frequency (𝑓𝑠) . The mel spaced filterbank 

is then created as follows:  

𝑓(𝑛) =
(𝐾 + 1) ∗  𝐵−1(�̂�(𝑛)) 

𝑓𝑠
 , 𝑛 = 0…𝑁 + 1 (3.3) 

𝐻𝑛(𝑘) =

{
  
 

  
 

0
𝑘 − 𝑓(𝑛 − 1)

𝑓(𝑛) − 𝑓(𝑛 − 1)

𝑓(𝑛 + 1) − 𝑘

𝑓(𝑛 + 1) − 𝑓(𝑛)

0

     

𝑘 < 𝑓(𝑛 − 1)
 

𝑓(𝑛 − 1) < 𝑘 ≤ 𝑓(𝑛)
 

𝑓(𝑛) < 𝑘 ≤ 𝑓(𝑛 + 1)
 

𝑘 > 𝑓(𝑛 + 1)

  ,
    𝑘 = 1…𝐾/2
𝑛 = 1…𝑁

 (3.4) 

where 𝐻 denotes the amplitude of the 𝑛th filter at frequency bin 𝑘, and 𝑓 is the collection of 𝑁 + 2 

edge frequency bin values of the filters spaced equally in the mel domain. Figure 3.2 exhibits the 

relationship between the edge frequencies in the frequency and mel domains and Figure 3.3 

illustrates the triangular filters of the filterbank as observed in the frequency domain.  

The filterbank is then multiplied with the power spectrum estimate of the FFT. The product 

of each individual filter is summed and the log of each sum is taken to compute MFSC, as indicated 

in the following equation: 
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𝑀𝐹𝑆𝐶(𝑛) =  𝑙𝑜𝑔 (∑ 𝐻𝑛(𝑘)
𝐾

𝑘=0
∗ |𝐹(𝑘)|2) , 𝑛 = 1…𝑁 (3.5) 

After finding 𝑁 MFSC coefficients, they are concatenated to create an 𝑁 × 𝐵 image, where 

𝐵 represents the number of frames considered in the spectrum. This image is called the log-mel 

energy spectrum which is then fed into the CNN discussed in the next subsection. All the steps 

taken to obtain the log-mel energy spectrum are shown in Figure 3.4.  

 

Figure 3.2. Graph displaying the relationship between edge frequencies in the frequency and 

mel domains; lower frequencies are spaced closer than higher frequencies in the frequency 

domain, whereas they are equally spaced in the mel domain. The lower frequency is 300 Hz and 

the higher frequency is 8000 Hz, and the sampling frequency is 16000 Hz for the construction 

of the filterbank. 

 

 
Figure 3.3. This figure exhibits the mel filterbank consisting of 40 overlapping triangular filters. 

The filters are spaced non-linearly in the frequency domain, with the filter width smaller in the 

lower frequencies and broader in higher frequencies. These filters are equally spaced in the mel 

domain. 
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As shown in Figure 3.5, the use of log-mel energy spectrum images as input to the CNN 

allows the sections or parts of a noisy speech signal with speech content to be distinguishable from 

the sections or parts without the speech content or with pure noise. The sections of the log-mel 

energy spectrum appearing in red/yellow color show the presence of speech and the rest of the 

 

Figure 3.4. Illustration of the image formation module of the developed VAD app: The frames 

shown are collected with 50% overlap followed by the MFSC feature extraction. The extracted 

MFSC features are concatenated to form a log-mel energy spectrum image. 

 

 

Figure 3.5. A labelled log-mel energy spectrum image showing a part or section containing 

speech in an audio file. The CNN is trained to classify such sections as speech in noise to 

prevent the noise classifier or estimator to execute during such sections. 
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image appearing in green/blue color as background noise. The CNN discussed next has the 

capability to exploit these differences to classify a frame as pure noise or speech in noise. 

3.2.2 Convolutional Neural Network Classification 

The classification or decision is done by using Convolutional Neural Network (CNN). 

CNNs were introduced by Lecun et al. [22] for document recognition and have recently come into 

wide spread utilization. They have been applied to various speech processing applications such as 

speech recognition and VAD [17], [18], [23]. These neural networks process matrices as inputs, 

predominantly images, with their hidden layers performing convolution and pooling functions 

together with a fully-connected layer similar to a conventional backpropagation neural network. 

The convolution layers are capable of extracting local information from the input image/matrix via 

the weighted learnable kernels with non-linear activations. These kernels are replicated over the 

entire input space. After every forward pass, each convolution layer generates a feature map. The 

convolution layers are trained to activate the feature maps when patterns of interest are observed 

in the input. These activated feature maps are sub-sampled to reduce their resolution using max-

pooling or convolution with longer strides, and then fed into the next convolution layer. Fully 

connected layers are utilized to combine the output of the final convolution layer and thus to 

classify the overall input using a non-linear output layer. The output layer in our case is considered 

to be a softmax layer reflecting the probabilities associated with the two classes corresponding to 

pure noise or noise-only and speech+noise or speech in noise. 

Figure 3.6 provides an illustration of how the CNN is structured for the VAD. A 𝑁 × 𝐵 

log-mel energy spectrum image is used as the input. Normally B is considered to be greater than 

N for capturing temporal detail. However, in our case, in order to gain computational efficiency 
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and allow frame-based classification, B is considered to be equal to N, that is a square log-mel 

energy spectrum image. The kernels of the convolutional neural network extract local features of 

the log-mel energy spectrum image, thereby examining local patterns in both time and frequency. 

This is different than traditional VADs that examine the spectrum in its entirety. This locality 

approach allows the CNN to focus on cleaner parts of the spectrum for speech presence and 

compensate for parts of the spectrum that may contain ambient noises. Also, the kernels can map 

the local temporal structure of the utterances, generating more effective temporal behavior 

mapping compared to other VADs. 

To gain computational efficiency, the pooling layer is not used and instead the convolution 

layers are arranged in strides of 2 to reduce image sizes. When using strides of more than 2, there 

is a noticeable loss of accuracy. This reduces the computation time for the convolution layer and 

 

Figure 3.6. Illustration of the developed CNN-based VAD: The log-mel energy spectrum image 

is fed into the CNN convolution layers. The output of the final convolution layer is flattened into 

a vector and fed into a fully connected layer. Finally, the output of the fully connected layer is fed 

into a softmax layer. 
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removes the computation time for the pooling layer. For gaining further computational efficiency, 

only a single channel image is used here and the delta and acceleration features are not used. 

The activation function used is the ReLU activation function defined as: 

𝑅𝑒𝐿𝑈(𝑥) = 𝑚𝑎𝑥(0, 𝑥) (3.6) 

where 𝑥 denotes the input to the activation layer. The ReLU activation layer has an output of 0 if 

𝑥 is less than 0, and its output is equal to the input if 𝑥 is positive. 

3.3 REAL-TIME IMPLEMENTATION 

This section discusses the major implementation steps taken in order to run the developed 

CNN-based VAD algorithm in real-time as an app on smartphone/tablet platforms. 

3.3.1 Software Tools Utilized 

The CNN VAD algorithm including input image formation and labelling was first 

implemented in MATLAB. The input images were used to perform the CNN training in an offline 

manner using the software tool Tensorflow in Python [24]. The reason for using Tensorflow was 

that this tool has a C++ API that can be used on smartphones to run the inference-only part of the 

CNN. The offline trained CNN with the trained weights was then taken as an inference-only 

structure by removing the backpropagation, training and dropout layers so that it could be used for 

real-time operation or testing on smartphone platforms. 

The image formation or feature extraction module for the CNN-based VAD was then coded 

in C to generate a smartphone app by using the software shells developed in [25]. For deployment 

on the iOS mobile devices, the GUI was coded in Swift and the audio input/output (i/o) was coded 
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in Objective-C using the software package Core Audio [26]. For Android smartphones, the GUI 

was coded in Java and the audio i/o was done using the software package Superpowered APK [27]. 

3.3.2 Low-Latency 

There exists some latency associated with any frame-based audio processing app. This 

latency is due to the time it takes for the input hardware to collect audio samples required to fill an 

audio frame and output that frame through the i/o hardware. This latency is dependent on the 

smartphone i/o hardware and exists even in the absence of any processing. For real-time audio 

applications, if the time delay between input and output audio frame gets greater than 15 ms, it 

becomes noticeable and if it is greater than 30 ms, it can create a hindrance in maintaining a 

conversation. 

To implement the lowest latency audio setup on iOS smartphones, it is required to read and 

write audio data samples at a sampling rate of 48 kHz with a buffer size of 64 samples or 1.34 ms. 

These constraints are met here by creating independent synchronous callbacks for reading and 

writing or outputting audio frames. As these constraints are not optimal for the developed VAD, 

an audio optimization technique is thus designed to run the VAD at its optimal parameters while 

maintaining these lowest latency constraints. The same approach is followed for Android 

smartphones noting that the i/o frame size varies from Android device to Android device due to 

different manufacturers. For example, for the Google Pixel Android smartphone, the smallest 

frame size to have the lowest latency is 192 samples or 4 ms at 48 kHz. 
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3.3.3 VAD Audio Processing Setup 

The optimal parameters for the VAD constitute 16 kHz sampling frequency with a 

processing frame size of 400 samples or 25 ms with 50% overlap. As there is a mismatch between 

the lowest latency i/o parameters and the VAD feature extraction parameters, one needs to 

synchronize the two events. Figure 3.7 shows the steps taken to achieve this synchronization in a 

frame-based manner while maintaining the lowest latency. The steps explained in this subsection 

arewith respect to iOS smartphones noting that the same steps are applicable to Android 

smartphones as well. 

The audio is read from the microphone at a rate of 64 samples with a sampling frequency 

of 48 kHz. A circular buffer as discussed in [28] is used to collect audio samples till the required 

 

Figure 3.7. Real-time processing modules used in the developed CNN-based VAD app. Circular 

buffers are used to synchronize the VAD processing with the smartphone audio i/o hardware. 
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overlap size of 600 samples or 12.5 ms is reached, which is the size corresponding to 50% overlap 

of the processing frame. Frames are downsampled by passing them through a bandlimit lowpass 

filter that filters all frequency components above 8 kHz. A decimation in time is then carried out 

by selecting every 3rd sample from the bandlimited samples. This produces frames of 200 samples 

at 16 kHz, which is still 12.5 ms in time. An overlapped frame is concatenated with a previous 

overlapped frame to form a processing frame of 25 ms or 400 samples. The reason for doing this 

lies in the fact that the MFSC are extracted between 300 Hz to 8 kHz since most of the speech 

frequency content lies in this range.  

Another reason for using the above approach is to save the FFT computation time. If audio 

samples are not downsampled, the FFT for the processing frame size of 1200 samples needs to be 

computed for a resolution of 2048 frequency bins with the Nyquist frequency of 24 kHz. As only 

the audio samples corresponding to 300 Hz to 8 kHz are needed, two-thirds of the FFT are not 

used, thus making the computation inefficient. If the number of FFT bins is increased, the 

computation time increases even further. In comparison, when the audio samples are downsampled 

to 16 kHz followed by the FFT, the 512 frequency bins are more than adequate for a processing 

frame size of 400 samples. As the Nyquist frequency is 8 kHz, a very small portion of the FFT is 

thrown away for the feature extraction and the frequency resolution becomes much higher than 

before. 

3.3.4 CNN Architecture 

To run the developed VAD app in real-time, the input images have to be extracted on a 

frame-by-frame basis but the classification is not required to be done per frame basis. Hence, a 

multi-threaded approach is used here for the classification. The CNN is run on a parallel 
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synchronous thread and the image formation is done on the main audio i/o thread. This saves 

computation time in the main audio i/o thread for other processing modules to be executed in a 

speech processing pipeline.  

The CNN architecture considered does not use pooling to reduce the image size. The 

convolution is done with a stride of 2 to reduce the amount of computation. The CNN architecture 

utilized is given in Table 3.1. 

To train the CNN model, the Adam optimization algorithm [29] was used with cross-

entropy as the loss. For a binary classification task, cross-entropy loss is computed as follows: 

𝑙𝑜𝑠𝑠 = −(𝑦 ∗ 𝑙𝑜𝑔(𝑝)) + (1 − 𝑦) ∗ 𝑙𝑜𝑔 (1 − 𝑝) (3.7) 

where 𝑦 denotes the true binary prediction, which is set as 0 for “noise only” frames and 1 for 

“speech+noise” frames, and 𝑝 is the output of the CNN reflecting the probability of occurrence of 

“speech+noise”. 

The weights and biases for all the nodes and kernels were initialized with a truncated 

normal distribution with zero mean and a standard deviation of 0.05. As discussed in [30], a 

dropout of 25% was used with the fully connected layer to prevent over-fitting. The model was 

trained for 12 epochs, with 975 iterations per epoch. The learning rates were gradually decreased 

for the first 6 training epochs with a learning rate of 10−3, the next 4 epochs with a learning rate 

Table 3.1. CNN Architecture for VAD 

Layer Number of Kernels/Nodes Kernel Width 

Convolution x 3 40-20-10 5 x 5 

Fully Connected 100 - 

Softmax 2 - 
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of 10−4, and the final 2 epochs with a learning rate of 10−5. A 10-fold non-overlapping cross-

validation scheme was used for training with a single fold left-out for testing and the rest used for 

training. 

3.4 EXPERIMENTAL RESULTS AND DISCUSSION 

3.4.1 Offline Evaluation 

To train and evaluate the developed CNN VAD, speech files were degraded with noise at 

different SNR levels to create a noisy speech dataset. The speech corpus used for evaluation was 

the PN/NC version 1.0 corpus [31]. This corpus consists of 20 speakers (10 male, 10 female) from 

two American English dialect regions (Pacific Northwest and Northern Cities) reciting 180 IEEE 

“Harvard” set sentences. In total, it consists of 3600 audio files. The noise dataset used was the 

DCASE 2017 challenge dataset [32] that consists of 15 different background noise environments. 

All the speech sentences were used for the evaluation. 

Log-mel filterbank energy images were extracted and used for the CNN VAD and subband 

features were extracted and used for the RF VAD. Both classifiers were evaluated using a 10-fold 

cross-validation scheme. The images were extracted for a frame size of 25 ms with 50% overlap 

at a sampling frequency of 16 kHz. For the log-mel energy spectrum, the low frequency was taken 

to be 300 Hz and the high frequency was taken to be 8 kHz, the number of filters was set to 40 and 

the size of the FFT to 512 bins. The log-mel energy spectrum images were extracted every 62.5 

ms and the probability output of the CNN VAD was averaged over the current and previous 

extracted images. The subband features were extracted with 8 subbands and with a 512 size FFT. 
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A median smoothing filter was applied to about 20 frames to stabilize the decision output of the 

VAD. 

In addition to the above two VADs, G729B and Sohn’s VADs were also evaluated on the 

same dataset using the codes for G729B provided at [33] and for Sohn’s VAD provided at [34]. 

These codes were run for the parameters specified in the codes.  

The criteria used to evaluate the VADs was Speech Hit Rate (SHR), that is the number of 

speech frames correctly classified as speech, and Noise Hit Rate (NHR), that is the number of 

noise frames correctly classified as noise. For the speech processing pipeline of interest to us, it is 

critical to get both SHR and NHR high because a low NHR would mean an inaccurate estimation 

or classification of noise and a low SHR would mean that the speech is also used to estimate or 

classify the noise, leading to erroneous outcome. 

Tables 3.2 and 3.3 show the comparison between the NHR and SHR of the four VADs 

examined, respectively. For the CNN and RF VAD, the accuracy provided denotes the average of 

the accuracy of the 10-fold cross-validation. As can be seen from these tables, the NHR of the 

statistical VADs (G729B and Sohn) was found to be low when compared to the machine learning 

VADs. The SHR of the VADs was found to be high, however, the CNN VAD performed better 

than the other VADs. The statistical VADs exhibited a bias towards speech classification and 

tended to label sections of noise as speech leading to their inflated SHR rates. 

Figure 3.8 shows the accuracy of the VADs in terms of NHR and SHR in different noise 

environments. As can be observed from this figure, the CNN VAD generated both high SHRs and 

high NHRs. The RF VAD generated a low SHR for 0 dB SNR and the statistical VADs generated 

low NHRs and inflated SHRs. 
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3.4.2 Real-Time Testing 

To evaluate the real-time operation of the CNN VAD app, 40 sentences were considered 

in a crowded noise environment scenario with 1 female and 3 male subjects each reciting 10 totally 

different sentences. The outcomes of the CNN VAD app were stored to compare to the ground 

truth, which had been manually labelled offline. The VADs had not been trained on either the 

environment or the subjects before. The audio was collected on the smartphone to evaluate the 

other 3 VADs as well. The audio files varied in SNR from 7 dB to 15 dB. 

Table 3.4 shows the NHR and the SHR of the 4 VADs for the real-time collected data files. 

As noted in this table, the NHR of G729B and Sohn VADs were found to be low, which led to 

inflated SHRs due to their bias towards speech. The RF VAD and the CNN VAD were found to 

have high NHRs but the CNN VAD outperformed the RF VAD in terms of SHRs. In addition, the 

RF VAD exhibited a delayed response due to the median filter decision post processing. Figure 

3.9 shows an example speech sentence from a real-time scenario and the outputs of the VADs. 

Table 3.2. Offline Average NHR (Noise Hit Rate) in % 

 G729B Sohn Random Forest CNN 

NHR 39.3 69 97.4 99.3 

Table 3.3. Offline Average SHR (Speech Hit Rate) in % 

SNR(dB) G729B Sohn Random Forest CNN 

10 88.8 83.9 85.6 94.8 

5 85.4 79.8 78.9 92.8 

0 81.8 73.5 66.7 90.0 
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This figure shows that G729B and Sohn’s VAD labeled many noise portions as speech. The 

Random Forest VAD decision was normally delayed after the speech was started. This would lead 

led to noise estimation errors in  noise reduction or speech recognition tasks. This delay was not 

present in the CNN VAD.  

 

Figure 3.8. SHR and NHR comparison for the four VADs in different noise 

environments 
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3.5 REAL-TIME CHARACTERISTICS 

This subsection provides the real-time running characteristics of the developed CNN VAD 

app. To test the app, an iPhone 7 iOS smartphone and a Google Pixel Android smartphone were 

used. The audio latency for these devices was measured to be 13-15 ms for iPhone 7 and 38-40 ms 

for Google Pixel. Ideally for a real-time frame-based audio processing app to run smoothly at the 

lowest hardware permissible audio latency without any frames getting skipped, all processing 

should take place within the time frame of the audio i/o frame, that is within 64 samples or 

approximately 1.3 ms for iOS smartphones. This timing varies for Android smartphones depending 

on their audio i/o frame size corresponding to the lowest audio latency. For the Google Pixel 

Android smartphone used, it is 192 samples or 4 ms.  

To implement the real-time VAD app, two optimization steps were taken. Firstly, the GCC 

compiler optimization level was set to level 2 (-O2). The processing time per frame without 

optimization was 0.72 ms and with optimization was 0.43 ms for iPhone 7. For Google Pixel, the 

frame time with optimization was 1.7 ms. Secondly, the CNN was run on a parallel synchronous 

thread as it was not necessary to run it on the main audio thread. Since the VAD decision was 

designed to run every 5 frames, a timed thread was executed periodically every 62.5 ms which 

handled the CNN computations. This approach provides extra computation time on the main audio 

Table 3.4. Real-Time Average SHR and NHR in % 

 G729B Sohn Random Forest CNN 

NHR 63.6 27.9 98.9 99 

SHR 86.9 97.3 86.4 91.3 
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thread to run other audio processing modules. Figure 3.10 shows the frame processing time per 

frame with and without multithreading for iPhone 7. As seen from this figure, without 

multithreading, the frame processing time crossed 1.3 ms which caused frames to get skipped, 

whereas with multi-threading the timings remained within the permissible range.  

 

Figure 3.9. Example waveforms of a real-time speech signal in noisy background together with 

the VAD output shown in the form of binary signals indicating the presence and absence of speech 

activity. 
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The CPU, memory and battery usage of the app is also shown in Figure 3.11 for the iOS 

and Android smartphones used. The CPU consumption of the iOS version of the app are quite low 

compared to the Android version as the Tensorflow API on Android runs in Java causing more 

CPU consumption. Although both the iOS and Android versions of the app exhibit low memory 

consumption, the memory consumption is lower for the Android version than the iOS version 

because the GUI elements in iOS are written in Swift which occupy more memory than the ones 

written in Java for the Android version. The memory consumption of the iOS version without 

starting the app is 17.5 MB and after starting the app is 20.8 MB, which means the actual memory 

 

Figure 3.10. Frame processing time with and without multi-threading on iPhone 7 showing that 

multi-threading enables processing times to remain within the permissible 1.3 ms real-time 

processing. 
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footprint of the algorithm is only 3.3 MB in iOS. This shows that the app does not crowd the CPU 

and the memory resources of smartphones. 

The GUI of the app is displayed in Figure 3.12 for both the iOS and Android versions. The 

GUI consists of buttons to start and stop the app, a switch to store the audio signal from the 

smartphone microphone, a display of the CNN classification outcome, and a slider to update the 

GUI display rate.  

A video clip of the developed CNN VAD app running in real-time can be viewed at this 

link: www.utdallas.edu/~kehtar/CNN-VAD.mp4. 

 

(a) 

 

(b) 

Figure 3.11. CPU and memory consumption for (a) iOS and (b) Android versions of 

the app. 
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3.6 CONCLUSION 

This chapter has provided a convolutional neural network smartphone app to perform voice 

activity detection in real-time with low audio latency. The app has been developed for both 

Android and iOS smartphones. The architecture of the convolutional neural network has been 

optimized to allow audio frames to be processed in real-time without any frames getting skipped 

while maintaining high accuracy of voice activity detection. Multi-threading has been utilized 

 

(a)                                                                     (b) 

Figure 3.12. GUIs of (a) iOS and (b) Android version of the app. 
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which makes the app to run in parallel to the main audio path thus providing a computationally 

efficient framework for running other signal processing modules in real-time. The results obtained 

indicate that the developed app based on convolutional neural network outperforms the previously 

developed app based on random forest. 
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ABSTRACT 

This chapter presents the real-time implementation of a previously developed voice activity 

detector (VAD) on ARM embedded processor of smartphones as an app. The implementation is 

carried out on both Android and iOS smartphones. The real-time detection rates on smartphone 

platforms in realistic audio environments are reported. As an application of the developed app, it 

is used to act as an automatic switch between noise and speech sound signals in a noise adaptive 

speech enhancement pipeline. Objective measures are considered to examine enhanced speech for 

the switching done automatically and manually as the ground truth. The results obtained indicate 

that the automatic switching done by the real-time smartphone VAD app performs identical to the 

manual switching. 
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4.1 INTRODUCTION 

Voice Activity Detectors (VADs) are widely used in various speech processing pipelines 

to identify the presence of speech in noisy background environments. Some of the applications of 

VADs include classifying background noise to perform noise-adaptive speech enhancement in 

hearing devices, real-time speech recognition, and transmission of signal segments containing 

speech in VoIP (Voice over Internet Protocol) communication. These applications demand 

identifying the presence of speech in an audio signal in an on-the-fly or real-time manner.  

The key components of a typical VAD are a feature extractor and a classifier. The feature 

extractor component extracts signal features that provide discriminatory information between the 

presence of speech and the absence of speech in signal segments. Then, the classifier component 

utilizes the extracted signal features to classify incoming signal frames into voiced or unvoiced 

classes. 

In our previous work [1], we developed a computationally efficient VAD that outperformed 

the existing approaches in [2, 3] by 25% in terms of the classification rate. This chapter addresses 

the real-time implementation and testing of the VAD in [1] by running it as an app on ARM 

embedded processors of smartphones and tablets. This makes the VAD of practical use when 

deployed as part of a real-time speech processing pipeline. It is important to note that the real-time 

implementation aspect is often not addressed in the VAD papers appearing in the literature, e.g. 

[3-8]. In [9], a real-time VAD was implemented on a DSP hardware board. In this chapter, the 

real-time implementation is done on the ARM processor of smartphones or tablets as an app 

without using a dedicated hardware board.  
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In addition to the real-time implementation of the above VAD, this chapter also covers an 

application of it as part of a noise-adaptive speech enhancement pipeline that is depicted in Figure 

4.1. In this application, the VAD is used to enable noise classification during the absence of speech. 

The identified noise type is then used to automatically update the parameters of a speech 

enhancement algorithm. 

The rest of the chapter is organized as follows. Section 4.2 provides a brief overview of the 

VAD introduced in [1]. Section 4.3 discusses the steps taken in order to implement it in real-time 

on ARM embedded processor of smartphones as an app. Section 4.4 provides the experimental 

results of the real-time operation of this VAD and Section 4.5 examines the run-time characteristics 

of the developed app. Section 4.6 covers its utilization as part of a noise-adaptive speech 

enhancement pipeline. Finally, the conclusion is stated in Section 4.7. 

Noise Adaptive Speech 
Enhancement

Noise Classifier

Noise Detected

Input Audio

Update
Parameters

Enhanced Speech

Voice Activity Detector
(Automatic Switch)

 

Figure 4.1. VAD-based automatic switching between noise classification and noise-adaptive 

speech enhancement 
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4.2 OVERVIEW OF THE PREVIOUSLY DEVELOPED VOICE ACTIVITY 

DETECTOR 

The computational efficiency aspect of a VAD plays a key role towards its practical 

deployment. In [1], the following computationally efficient features for the segregation of speech 

and noise signals were considered: band-periodicity, band-entropy, spectrum flux (SF), subband 

short-time energy deviation (STED) and subband power spectral deviation (SPSD). For the real-

time implementation of this VAD, one needs to compute these features per signal frame in real-

time to form a feature vector as the input to a random forest classifier [10]. 

In [11], subband features were used to achieve background noise classification for cochlear 

implants. The classification was implemented to run in real-time on ARM embedded processors 

of smartphones and tablets in [12]. These features, when utilized along with a random forest 

classifier, were shown to be effective for background noise classification in [11,12]. An overview 

explanation of these features follows. More details are provided in [13]. 

By sampling the input signals at a sampling rate of 𝑓𝑠, the frequency range [0, 𝑓𝑠/2] is 

divided into 𝐵 non-overlapping subbands. To calculate the band-periodicity features, the peak of 

the cross-correlation between two consecutive frames is obtained, denoted by 𝜌𝑏,𝑚, where 𝑏 and 

𝑚 represent the band and frame index, respectively. The band-periodicity feature 𝐵𝑃𝑏 feature for 

band 𝑏 is then computed as follows: 

𝐵𝑃𝑏 =
1

𝑀
∑ 𝜌𝑏,𝑚

𝑀

𝑚=1

 , 𝑏 = 1,… , 𝐵 (4.1) 

where 𝑀 indicates the total number of frames over a duration of 𝑆 seconds.  
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The band-entropy feature 𝐵𝐸𝑏 for band 𝑏 is computed using the entropy of the 𝑚𝑡ℎ frame 

in this band, denoted by 𝐻𝑏,𝑚, as follows: 

𝐵𝐸𝑏 =
1

𝑀
∑ 𝐻𝑏,𝑚

𝑀

𝑚=1

 , 𝑏 = 1,… , 𝐵 (4.2) 

The SF feature represents the rate of change of the signal spectrum. This feature is widely 

used to segregate noise and speech+noise signal frames, and is obtained by taking the average 

squared difference of the spectra between two adjacent frames of an audio signal as follows: 

𝑆𝐹 =
1

𝐾
∑[𝑙𝑜𝑔𝐹(𝑚, 𝑘) − 𝑙𝑜𝑔𝐹(𝑚 − 1, 𝑘)]2
𝐾

𝑘=1

 (4.3) 

where 𝐹(𝑚, 𝑘) denotes the spectrum or FFT of the 𝑚𝑡ℎ frame at frequency 𝑘 with 𝐾 being the 

length of the FFT. The average value of the spectrum flux is computed over 𝑀 frames. 

In sustained noise environments, the energy of the background noise remains constant. If 

speech is added, the energy level changes. The STED feature exploits this difference in energy 

level between noise and speech+noise by finding the difference between the average and minimum 

energy in a band. This feature is computed as follows: 

𝑆𝑇𝐸𝐷𝑏 =
𝜇𝑏 − 𝛾𝑏
𝜇𝑏

, 𝑏 = 1,… , 𝐵 
(4.4) 

where 𝜇𝑏and 𝛾𝑏  denote the average and the minimum energy of 𝑀 frames in band 𝑏. 

The SPSD feature represents which bands are distorted by noise and is computed by taking 

the difference of the average power spectral density over a long duration between adjacent bands, 

that is: 
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SPSDb=
1

(K B⁄ )
( ∑ ϖb+1(k)

ub+1

k=lb+1

-∑ϖb(k)

ub

k=lb

) , b=1,…B-1 (4.5) 

ϖ = 10𝑙𝑜𝑔10 ∑ 𝑃

𝑀

𝑚=1

 (4.6) 

where ϖ denotes the sum of the power spectral density over M frames, indicated by 𝑃, and lb and 

ub denote the lower and upper frequencies of band 𝑏. 

Similar to [11,12], a random forest classifier is implemented here due to its computational 

efficiency and high classification performance. A random forest classifier is an ensemble classifier 

formed by combining multiple decision trees. It works based on the principle of reducing 

entropy/uncertainty. To get an estimate of the classification error, each of the decision trees is 

trained using a random subset of the training data with replacement. During recall, the feature 

vector of the incoming audio frame is fed into the classifier and the most voted class from the 

collection of trees is selected. 

4.3 REAL-TIME IMPLEMENTATION ON ARM EMBEDDED PROCESSOR OF 

SMARTPHONES AS AN APP 

This section discusses the tools and the approach used to implement the above VAD on 

ARM embedded processors of smartphones and tablets. 

4.3.1 Software Tools 

The feature extraction and classifier components of the VAD were coded in C. The C codes 

were then incorporated into a Java (for Android smartphones) and an Objective-C (for iPhones) 

software shell whose details are described in [14]. 
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For deployment on Android smartphones, the following software tools were used: Android 

Studio IDE (Integrated Development Environment) along with the Android SDK (Software 

Development Kit) [15]. To support the use of C codes within the Android environment, the 

Android NDK (Native Development Kit) [16] was used. For deployment on the iOS smartphones 

(iPhones), the Xcode IDE [17] was used. 

4.3.2 Low-Latency Implementation 

The input/output (i/o) audio hardware of smartphones introduces latency when processing 

audio signals. This latency is dependent on the smartphone i/o hardware and exists even in the 

absence of any audio processing algorithm. In order to generate a low-latency app, a shell is 

developed in this work based on the lowest latency sampling frequency offered by the i/o hardware 

of modern smartphones, which is 48kHz.   

The audio frame size interface is different for iOS and Android smartphones. For Android 

smartphones, the Superpowered SDK [18] is used to implement the audio i/o. This SDK is based 

on OpenSL ES (Open Sound Library for Embedded Systems) [19] which is a C-based API for 

running audio applications on mobile devices. The Superpowered SDK is used to run the VAD on 

the ARM processor of Android smartphones with no noticeable audio latency or lag by keeping 

the input frame size to the shortest that a particular Android smartphone can handle. Latencies 

associated with different frame sizes are listed at the Superpowered website [20]. 

For iOS smartphones or iPhones, the frames are read at a rate of 64 frames and are fed to 

a circular buffer of a user specified buffer size. This enables a low i/o latency and also provides a 

user specified audio frame size. For example, the i/o latency of the developed VAD app is 

measured to be about 12ms on iPhone7. 
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Figure 4.2 shows the GUIs (Graphical User Interface) for the developed Android and 

iPhone apps indicating their capability to alter sampling frequency, frame size, and receiving audio 

signal from the device microphone or from an audio file. The apps also provide the entry “Store 

Features” for collecting the features via the device microphone to remove any smartphone 

microphone dependency in training the classifier. The entry “Decision Rate” indicates how often 

a VAD decision is desired or the duration of the majority voting decision which is mentioned 

below. 

4.3.3 Feature Extraction 

For feature extraction, the processing frame size is made twice the input frame size in order 

to maintain a 50% overlap between consecutive frames. For the computation of the features, the 

  
(a)                                                                             (b) 

Figure 4.2. (a) Android GUI, (b) iOS GUI of VAD app 
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FFT of audio frames is obtained in a continuous manner. Noting that the speech frequency content 

does not exceed 4 kHz, the subband features are extracted from the frequency bins that fall in the 

frequency range of 0-8 kHz. 

The features discussed in Section 4.2 are extracted from each frame and averaged over 1 

sec or 80 frames as discussed in [12]. This averaged feature vector is then fed into the random 

forest classifier and a decision is generated per frame. To allow for fluctuations in the output, a so 

called majority-voting buffer is used. This buffer can be specified by the user depending on how 

fast the VAD is desired to respond to the transition between voiced and unvoiced signal segments. 

The use of a majority-voting buffer allows not reacting to transient noises and reacting only to 

sustained type of noises in a sound environment. 

4.3.4 Quiet Condition 

In addition to noise and speech+noise, a quiet condition is included in the app. The quiet 

condition is set by the user as a means of not doing any processing in situations when the speech 

signal is highly audible and there is no difficulty in hearing. This condition is set simply by 

allowing the user to specify a quiet threshold based on his/her own hearing comfort level in a sound 

environment. This threshold reflects the power of the incoming signal 𝜆 which is computed as 

follows: 

𝜆 =  10𝑙𝑜𝑔10(
1

𝐾
∑ |𝐹(𝑚, 𝑘)|2
𝐾

𝑘=0

) (4.7) 

where 𝐾 denotes the number of FFT bins and 𝐹(𝑚, 𝑘) denotes the FFT of the 𝑚𝑡ℎ input frame at 

the frequency bin 𝑘. The average value of the input signal power is averaged over 𝑀 frames. 
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Noting that the input signal is represented as an array of float values between -1 to 1, the power is 

calculated in terms of dB relative to Full Scale (dBFS) with the maximum possible value of 0. The 

dBFS scale is used here to accommodate for the variation of the transfer function and sensitivity 

characteristics of different microphones in smartphones. As a result, the dBFS value for the quiet 

condition is set depending on the smartphone used. Whenever the power of the noise exceeds the 

user specified quiet threshold, the VAD is activated. 

4.4 EXPERIMENTAL RESULTS 

In this section, the results showing the effectiveness of the VAD app as an automatic switch 

between noise and speech+noise are reported. The HINT speech corpus [21] was examined noting 

that this corpus is widely used by audiologists to test speech intelligibility in hearing aid users. 

The HINT sentences were corrupted with three commonly encountered background noise signals: 

babble (non-stationary noise type), driving car (semi-stationary noise type) and machinery 

(stationary noise type), at three different SNRs of 0, 5 and 10 dB. Note that these noise signals 

were collected from actual noise environments. In addition, the VAD app was also tested in the 

field in the presence of other types of noise signals. 

As discussed in [1], based on four subbands, or 𝐵 =  4, four band periodicity and two band 

entropy features were extracted. For STED, only the first band feature was used to gain 

computational efficiency or real-time throughput. Also, in the case of SPSD, only the difference 

between the first two subbands was used to gain computational efficiency or real-time throughput. 

As a result, including SF, a feature vector consisting of 9 features were extracted in the app from 

each incoming signal frame. This feature vector was then fed into the random forest classifier, 
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which was trained for 10 trees. A majority voting buffer of 240ms was considered to smooth out 

the decision as noted in [1] for the purpose of avoiding frequent switching between voiced and 

unvoiced signal segments noting that the sustained type of noise environments were of interest. 

The measures used to examine the accuracy of the developed VAD app included Speech Hit Rate 

(SHR), or the ratio of correctly classified speech frames to true speech frames, and Noise Hit Rate 

(NHR), or the ratio of correctly classified noise frames to true noise frames. 

Table 4.1 provides the outcomes of the simulation experiments conducted with the VAD 

running in real-time. As seen from this table, for high SNR levels, high detection rates were 

obtained and as expected the detection rates became lower as the SNR was decreased or the noise 

level was increased. Figure 4.3 shows a sample output of the VAD in the presence and absence of 

speech signals in the three noise types. 

Table 4.2 shows the field-testing results of the developed VAD app. The app was tested in 

the three noise environments of babble, driving car, and machinery for which it had been trained 

as well as in several other noise environments for which it had not been trained. From this table, 

one can see the generalization capability of the developed app by having high detection rates of 

Table 4.1. Experimental outcome of the developed VAD app running in real-time in terms of 

Speech Hit Rate (SHR) and Noise Hit Rate (NHR) in percentages 

Environments 
SNR 

(dB) 

Speech Hit Rate 

(%) 

Noise Hit Rate 

(%) 

Noisy Speech 

(Babble, Driving Car and 

Machinery) 

10 87 93.3 

5 86.7 92.5 

0 82.2 89.2 

Pure Noise 

(Babble, Driving Car and 

Machinery) 

N/A N/A 95.9 
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voiced and unvoiced audio signals in the environments for which it had not been trained. It is worth 

noting that the hit rates reported in this table are superior to the ones reported in [2, 3].  

4.5 REAL-TIME PROCESSING CHARECTERISTICS 

This section provides typical real-time processing times on sample smartphones. On 

average, the processing time for frames of 10ms duration with half frame overlap at 48kHz 

sampling rate was 0.7ms on the Android GalaxyS7 smartphone and 0.5ms on the iPhone7 

 

Figure 4.3.  Illustration of VAD detecting passages of speech in a sample audio signal corrupted 

by background noises 

 

Table 4.2. Real-time field testing of the developed VAD app in terms of SHR and NHR in 

percentages 

Environments Speech Hit Rate (%) Noise Hit Rate (%) 

Trained Environments 

Machinery 92.2 92.6 

Driving Car 85.1 100 

Babble 91.9 97.1 

Non-Trained Environments 

Supermarket 87.4 70 

Outdoor Walkway 90.5 95.4 

Multiple Speakers 83.2 N/A 

Kitchen Hood 94.8 86 
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smartphone. As a result, a real-time throughput was achieved without any frames getting skipped 

due to the frame processing time being less than the frame overlap time of 5ms.  

Figures 4.4 and 4.5 exhibit the ARM CPU utilization and memory consumption of the 

developed VAD app while running in real-time on the iPhone7 and GalaxyS7 smartphones, 

respectively. As indicated in these figures, both the ARM CPU utilization and memory 

consumption of this app were found to be low. Also, it is worth mentioning that the latency of the 

VAD app is governed by the i/o hardware of the smartphone used. For the iPhone7 and GalaxyS7 

smartphones used, this latency was computed to be about 12ms and 40ms, respectively. It is 

important to note that these latencies or delays have no impact of any practical significance on the 

decision rate of the VAD app running at 240ms.   

 

Figure 4.4. CPU and Memory consumption of the VAD iPhone app 

 

Figure 4.5. CPU and Memory consumption of the VAD Android app 



 

78 

A video clip of the VAD apps running in real-time in the presence of babble noise can be 

viewed at this link: http://www.utdallas.edu/~kehtar/RealTimeVAD.mp4. 

4.6 VAD DEPLOYMENT IN A SPEECH PROCESSING PIPELINE 

As an application of the developed VAD app, it was incorporated into the speech 

processing pipeline discussed in [22]. This pipeline employs a noise classifier to update the 

parameters of a speech enhancement algorithm based on the noise type identified. The developed 

VAD was included in this pipeline to act as an automatic switch between the noise classifier and 

the speech enhancement. If the input signal was detected to be pure noise by the VAD, the noise 

classifier was activated and the noise type was identified. The parameters of the speech 

enhancement were then changed if the noise type was changed. If the input signal was detected to 

be speech+noise, the speech enhancement continued using the parameters associated with the last 

identified noise type. 

To examine the effectiveness of the developed VAD app for automatic switching in this 

speech processing pipeline, the outcome of the speech enhancement was compared with manually 

switching the noise environment, which was considered to be the ground truth. The measures used 

to compare the effectiveness of the speech enhancement pipeline were PESQ (Perceptual 

Evaluation of Speech Quality) and CSII (Coherence Speech Intelligibility Index) [23]. These 

measures were computed for the unprocessed signals involving no speech enhancement, the 

signals after manually selecting the speech enhancement as the ground truth, and the signals after 

automatically selecting the speech enhancement. As illustrated in Figures 4.6 and 4.7, no 

statistically significant difference between automatic and manual switching was observed for the 

two measures (that is, the averaged p-value for all the cases between the manual or ground truth 
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switching and the automatic switching was found to be less than 0.05). It is worth mentioning that 

for the speech enhancement application examined, the misclassified cases caused by the automatic 

VAD switching compared to the manual switching had little or no effect on the speech 

enhancement outcome. 

 

Figure 4.6. Average PESQ measure over 0, 5 and 10 dB SNRs for different noise environments 

 

Figure 4.7. Averaged CSII measure over 0, 5 and 10 dB SNRs for different noise environments 
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4.7 CONCLUSION 

This chapter has presented a real-time app to perform voice activity detection on ARM 

embedded processors of smartphones and tablets. The app has been developed for both Android 

and iOS platforms. As an application of the developed real-time Voice Activity Detector (VAD) 

app, it was used to serve as an automatic switch to enable noise classification in the absence of 

speech in a noise-adaptive speech enhancement pipeline. The automatic switching done by the 

VAD app was found to be similar to the ground truth manual switching, indicating the 

effectiveness of the developed real-time VAD app. 
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ABSTRACT 

This chapter presents an approach to overcome the limitation imposed by existing 

smartphone operating systems in using two microphones of smartphones at the same time for real-

time low-latency audio apps that require the use of two microphones. This approach involves the 

use of an external dual-microphone and the processing steps needed to access audio signals from 

both of the external microphones at the same time. The developed approach is then applied to two 

example audio applications consisting of noise classification and noise reduction. It is shown that 

these dual-microphone apps lead to improved noise classification and noise reduction accuracy 

compared to the apps using a single microphone. 
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5.1 INTRODUCTION 

According to the Pew Research Center [1], in 2017, 77% of Americans own smartphones. 

Apart from being communication devices, smartphones are equipped with powerful processors 

including multi-core ARM and GPU. Our research group has been developing smartphone apps to 

augment the processing capabilities of hearing aids [2-5]. Our motivation has been to run 

computationally intensive signal processing algorithms on the ARM processor of smartphones and 

transmit processed signals or their parameters to modern hearing aids that are equipped with a low-

latency Bluetooth link [6]. The processing power of processors used in hearing aids is rather 

limited and these processors are used to carry out essential hearing improvement functions. The 

solutions that our research group have been developing allow smartphones to be used as an 

assistive device to hearing aids for running computationally intensive signal processing algorithms 

in order to improve the hearing sensation of hearing aid users. 

It is well established that for many applications, for example in noise classification [7], in 

noise reduction [8-10], in automatic speech recognition [11], in beamforming [12], in acoustic data 

transmission [13], etc., the use of more than one microphone leads to more effective outcomes. 

However, although smartphones are equipped with more than one microphone, there is an existing 

limitation with the API (Application Programming Interface) functions supported by the 

smartphone operating systems. These operating systems (both iOS and Android) currently do not 

allow access to more than one microphone at the same time or simultaneously. 

This chapter covers an approach to cope with this limitation by discussing how to use an 

external dual-microphone for audio processing apps that benefit from the use of more than one 

microphone. This approach is then applied to two examples of audio processing applications: noise 
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classification and noise reduction. In [4], we reported a single microphone noise classification 

smartphone app using subband features and a random forest classifier. In [2], we reported a single 

microphone smartphone app for noise reduction to improve speech understanding of hearing aid 

users in background noise. In this chapter, it is shown how the use of two microphones improves 

the noise classification and noise reduction outcomes as compared to the apps previously 

developed for a single microphone.  

The rest of the chapter is organized as follows. Section 5.2 discusses the steps taken to 

achieve the real-time implementation aspects of audio signal processing when using two external 

microphones on a smartphone platform. The noise classification example app using two external 

microphones is presented in section 5.3. The noise reduction example app using two external 

microphones is presented in section 5.4. Finally, the conclusions appear in section 5.5. 

5.2 REAL-TIME LOW-LATENCY IMPLEMENTATION ISSUES WHEN USING 

TWO MICROPHONES 

5.2.1 Hardware Used 

The smartphone used in this work is an Apple iPhone7. This smartphone is equipped with 

four built-in microphones. However, as noted above, the current APIs supported by Apple (the 

same limitation exists in Android smartphones) restrict the use of more than one microphone at 

the same time or simultaneously for real-time audio processing applications without rooting or 

jailbreaking the device. 

On iPhone7, external microphones can be accessed through the lightning port. The external 

microphones used in this work is a Zoom iQ7 dual-microphone [14], which is a commercially 
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available external dual-microphone. Figure 5.1 depicts a picture of this dual-microphone together 

with the smartphone used. 

5.2.2 Software Tools 

As reported in [2-5], the algorithms used for our smartphone hearing improvement apps 

are coded in C or MATLAB. For the algorithms developed in this chapter, the coding for noise 

classification was done in C and the coding for noise reduction was done in MATLAB. A 

conversion from MATLAB to C was achieved via the MATLAB Coder utility as discussed in [15]. 

The C codes were then placed into a previously developed software shell using the Xcode IDE as 

discussed in detail in [16]. 

 

Figure 5.1. External dual-microphone Zoom iQ7 connected to iPhone7 
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Similar to [17], the apps use synchronous callbacks along with circular buffers to maintain 

low-latency. The synchronous callbacks are developed using the Audio Toolbox framework [18]. 

The audio units in the toolbox are interfaced with the external microphones and initialized to run 

for a two-channel mode of operation, i.e. dual-microphone inputs with stereo outputs. The 

Objective-C code in [19] for a single input single output synchronous callbacks was modified for 

dual inputs and dual outputs synchronous callbacks via the parameters of the structure called 

AudioStreamBasicDescription. 

5.2.3 Low-Latency Implementation 

There exists latency associated with audio processing on smartphones. On smartphones 

and mobile devices, audio processing is carried out one frame at a time or on a frame-by-frame 

basis. This latency is measured by taking the time difference between the time the signal arrives 

at the microphone and the time the processed signal is outputted to the speaker. For most hearing 

improvement smartphone apps, the latency is required to remain below 20ms. The lowest audio 

latency on iPhone7 can be achieved by reading audio at a rate of 64 samples at 48kHz sampling 

frequency. The latency for the algorithm developed in this chapter was measured to be 13ms. This 

measurement was done using the Superpowered latency measurement app provided in [20]. 

5.2.4 Audio Processing 

In the apps developed, synchronous software callbacks are used to collect audio samples 

at a rate of 64 samples per channel. These frames are fed into an input circular buffer which collects 

audio samples till the buffer is populated up to a specified overlap frame size. The samples in the 

circular buffer are then processed and fed into an output circular buffer. The output circular buffer 
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keeps feeding the output speaker through a synchronous software callback at the rate of 64 samples 

per channel. This allows reaching the lowest latency offered by the iOS API and also having the 

desired frame size for the smartphone apps. 

5.3 DUAL MICROPHONE NOISE CLASSIFICATION SMARTPHONE APP 

Noise classification is utilized to improve speech processing pipelines of hearing devices 

such as hearing aids and cochlear implants. In [7, 21-23], a number of such noise adaptive speech 

processing pipelines were developed. In [4], we developed a single microphone app that used 

subband features and a random forest classifier. 

As the first example of our dual-microphone solution, a dual-microphone noise 

classification smartphone app is considered here and its performance is compared to the single-

microphone noise classification smartphone app developed in [4]. The comparison is carried out 

based on real-life noise signals. 

5.3.1 Algorithm Optimization 

Figure 5.2 illustrates the steps taken to implement the noise classification app utilizing two 

microphones. The same steps can be duplicated for other audio apps in which two microphones 

are to be used.   

To maintain low-latency, the sampling rate and input buffer size for the audio application 

should be kept to 48 kHz and 64 samples per microphone or channel, respectively. However, as 

discussed in [4], the algorithm is originally designed for a sampling rate of 16 kHz and processing 

frame size of 25ms (400 samples) with a 50% overlap. Overlapping frames are often used in speech 
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processing applications. This is done to better capture the non-stationary aspect of audio signals. 

Normally, frame sizes of 15-25ms are used with an overlap of 10-15ms. 

To satisfy the above conditions, the audio input/output is run at 48kHz based on a 64-

sample frame. Then, circular buffers are used to collect overlapping frames of duration 12.5ms or 

600 samples at 48kHz. These frames are passed through a lowpass filter to remove audio content 

above 8kHz. Next, a decimation by a factor of 3 is applied to reduce the sampling rate to 16kHz 

from 48kHz and the overlap frame size from 600 samples to 200 samples. Two consecutive 

overlapping frames are then concatenated to obtain a processing frame size of 400 samples. 

The decimated frames consisting of 400 samples are modulated using a Hanning window, 

converted to 512 samples before taking their FFTs. As done in the implementation reported in [4], 

FFTs are divided into 8 subbands, and 16 subband features, corresponding to 8 band periodicity 

and 8 band entropy features, are extracted. These features are averaged over 25 frames or 635ms. 

As done in the implementation reported in [4], 20 trees are used for the random forest classifiers. 

5.3.2 Decision Level Fusion 

Two random forest classifiers are used, one classifier for the signals captured by the left 

microphone and one classifier for the signals captured by the right microphone. A decision level 

 

Figure 5.2. Processing modules of the developed real-time low-latency noise classification 

smartphone app using two external microphones 
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fusion is performed based on the classification score for each noise class. The score 𝑆𝑐  of a noise 

class is obtained as follows: 

𝑆𝑐 = 
𝑁𝑐
𝑁
, ∀ 𝑐 ∈ [1,2,…𝐶] (5.1) 

where 𝑐 denotes the numeric class label, 𝐶 the total number of classes, 𝑁𝑐 the number of trees in 

each random forest classifier with the outcome 𝑐, and 𝑁 the total number of trees in each random 

forest classifier. The fusion is carried out by multiplying the scores of the two classifiers and 

selecting the class with the highest product score.  

It should be noted that the two classifiers run independently in parallel on a frame-by-frame 

basis. For each frame of an audio signal, the classification decision of the app is a combination or 

fusion of the classification outcomes of the two random forest classifiers. 

5.3.3 Graphical User Interface 

Figure 5.3 shows the developed GUI for the noise classification app. The GUI has an 

information section that displays the microphone specifications, the number of input microphones 

and output speakers, and the noise classifier parameters. The button “Record Audio” allows the 

user to record audio signals. The noise class along with the frame processing time are also 

displayed. The buttons “Start” and “Stop” start and stop the app. 

5.3.4 Experimental Results and Comparison 

Three types of noise classes with differing statistical characteristics (non-stationary, semi-

stationary, and stationary) were considered for the experimentation conducted. These noise classes 

consisted of babble (non-stationary noise), driving car (semi-stationary noise) and machinery 
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(stationary noise). These noise signals are the ones utilized in [4]. These signals correspond to real-

life noise environments. 75% of the signals were chosen randomly and used for training and the 

remaining 25% were used for testing.  Tables 5.1 and 5.2 show the confusion matrices for the 

single- and dual-microphone noise classification smartphone apps, respectively. As can be seen 

from these tables, the dual-microphone app provided 3% improvement in the overall classification 

accuracy over the single-microphone app. 

 

Figure 5.3. GUI of the developed dual-microphone noise classification app 

 



 

93 

5.3.5 Run-Time Processing 

For real-time throughput for any audio application, the processing time for the algorithm 

should be less than the frame overlap time. On average, the frame processing time for the noise 

classification app is about 1.1ms. This is well below the frame overlap time of 12.5ms, which 

allows the app to run in real-time without any frames getting skipped. A video clip demonstrating 

the app running in real-time can be viewed at 

www.utdallas.edu/~kehtar/DualMicNoiseClassification.mp4. 

Figure 5.4 shows the CPU utilization, the memory consumption and the energy impact of 

the developed app. As indicated in this figure, the developed app has low CPU utilization as well 

as low memory consumption and a low impact on battery power. 

Table 5.1. Confusion Matrix for Dual-Microphone Noise Classification Smartphone App 

Detected Class 

Actual Class 

Babble Driving Car Machinery 

(%) (%) (%) 

Babble 97.8 1.9 0.3 

Driving Car 0 99.2 0.8 

Machinery 4.8 0 95.2 

Table 5.2. Confusion Matrix for Single-Microphone Noise Classification Smartphone App 

Detected Class 

Actual Class 

Babble Driving Car Machinery 

(%) (%) (%) 

Babble 94.2 0 5.8 

Driving Car 0 96.8 3.2 

Machinery 0.1 8.8 91.1 
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5.4 DUAL-CHANNEL OR DUAL-MICROPHONE NOISE REDUCTION 

SMARTPHONE APP 

Noise reduction or speech enhancement is normally done by using a single microphone or 

channel algorithm. These algorithms rely on estimating the statistical properties of noise to remove 

it from the audio signal towards enhancing the speech portion. Many such algorithms tend to 

degrade the speech component by introducing distortion or suppressing the speech along with the 

noise component. In particular, this distortion becomes more prominent at low SNRs. 

As a second example to show that the use of two microphones is beneficial over a single 

microphone, a dual-microphone noise reduction smartphone app is developed in this chapter. This 

app includes two processing stages to enhance noise corrupted speech signals. A quantitative 

comparison between the dual-microphone noise reduction app over our previously developed 

single microphone noise reduction app is reported based on the widely used PESQ (Perceptual 

Evaluation of Speech Quality) measure in speech processing [24, 25]. 

5.4.1 First Stage – SNR Boosting 

In [5], two microphones were accessed on an Android smartphone exhibiting that a dual-

microphone speech enhancement performed better than a single microphone speech enhancement. 

 

Figure 5.4. CPU, memory and energy consumption of the developed dual-microphone noise 

classification app 
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However, there were two major limitations associated with this app. The audio latency was about 

300ms and the implementation was done on a rooted Android smartphone, which voided the 

manufacturer warranty. The implementation in this chapter does not require one to root the 

smartphone as well as it provides low-latency for audio processing apps. 

Similar to [5], a Block-NLMS adaptive filter is first used here to boost the SNR of the 

incoming audio signal. Basically, this filter outputs a single channel signal with a boosted SNR. 

Note that other SNR boosting algorithms may be used here in place of this adaptive filter. 

5.4.2 Second Stage – Wiener Noise Reduction with Postfiltering 

Next, similar to [5], a single channel Wiener noise reduction with postfiltering is 

considered here to reduce the noise in the signal generated by the first stage. As discussed in [2], 

the postfiltering is done for the purpose of reducing musical noise introduced by the noise 

reduction algorithm. As reported in [2], a 10% improvement in PESQ scores was achieved by the 

single microphone noise reduction app over the situation when no noise reduction was used. 

5.4.3 Algorithm Optimization 

Figure 5.5 illustrates the steps taken for using two microphones in the noise reduction 

smartphone app. The same steps can be applied to other audio processing apps that require the 

simultaneous use of two microphones.  

As shown in Figure 5.5, the noise reduction algorithm also follows the same initial steps 

of downsampling and decimating the input frames as discussed in section 5.3.1. The decimated 

frames obtained are then fed into the SNR boosting module, followed by the Wiener filtering 

module. The output of the second stage is interpolated by adding 2 zeros between each sample and 
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passing the signal through a lowpass filter in order to increase the sampling rate from 16kHz back 

to 48kHz thus maintaining compatibility with the lowest low-latency audio. Interpolated frames 

are finally outputted to the speaker at the rate of 64 frames per microphone or channel using an 

output circular buffer. 

5.4.4 Graphical User Interface (GUI) 

Figure 5.6 provides a screenshot of the GUI of the developed app. The entry “Noise 

Reduction Algorithm” is a selector switch that allows one to turn on the single-microphone 

algorithm (averaged audio signal from the two microphones are fed into the Wiener noise 

reduction with postfiltering), or the dual-microphone noise reduction algorithm to listen to the 

processed audio, or to turn it off to listen to the unprocessed audio. The button “Record Audio” 

allows one to record the processed audio by the app. The processed audio that is recorded depends 

on the noise reduction algorithm selected. The average processing time per frame in milliseconds 

is displayed below the selector switch. In the figure, it is shown that the Zoom iQ7 dual-

microphone is connected to the smartphone with 2 input microphones and 2 output speakers 

(stereo). Also, a start and a stop button are included to start and end the app. 

 

Figure 5.5. Processing modules of the developed real-time low-latency noise reduction 

smartphone app using two external microphones 
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5.4.5 Experimental Results and Comparison 

To quantify the improvement made by using the dual-microphone app over a single-

microphone app, an experiment was conducted by placing the smartphone with the external dual-

microphone halfway between two speakers, which were separated by 1m. One of the speaker 

outputted speech signals while the other noise signals. The output volume was calibrated to provide 

SNRs of 0dB, 5dB and 10dB at the location where the smartphone was placed. 

30 HINT [26] sentences were played through the speech speaker and three types of 

background noise signals in [4] were played through the noise speaker. The three noise types 

 

Figure 5.6. GUI of the developed dual-microphone noise reduction app 

 



 

98 

consisted of babble, driving car and machinery environments. Figure 5.7 shows the averaged 

PESQ scores for these sentences using the single-microphone noise reduction app in [2] and the 

dual-microphone noise reduction app developed in this chapter. As shown in this figure, one can 

see that the improvement made when using two microphones, on average, is about 37% over when 

using a single microphone. Figures 5.8 and 5.9 illustrate sample time-domain signals and their 

corresponding spectrograms, respectively, for the input and output of the dual-microphone noise 

reduction smartphone app. 

5.4.6 Run-Time Processing 

This section states the real-time processing rate of the developed app. As mentioned in 

section 5.3.5, for real-time throughput, the processing time for any algorithm should be less than 

the frame overlap time. On average, the processing time of the app per frame is about 1.2ms on 

iPhone7. The optimization discussed above has allowed the original processing time per frame of 

3.8ms reported in [2] to be reduced to 1.2ms. This processing time is well below the frame overlap 

time of 12.5ms allowing the app to run in real-time without any frames getting skipped. A video 

 

Figure 5.7. Average PESQ scores across different SNRs and noise environments 
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clip demonstrating the app running in real-time can be viewed at 

www.utdallas.edu/~kehtar/DualMicNoiseReduction.mp4. 

 

Figure 5.8. Time domain signals of a sample speech sentence in machinery noise at 0dB SNR 

 

 

Figure 5.9. Corresponding spectrograms of the signals in Figure 5.8 
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Finally, Figure 5.10 shows the CPU utilization, memory consumption and energy impact 

of the developed app. As indicated in the figure, the app has low CPU utilization as well as low 

memory consumption with a low impact on battery power. 

5.5 CONCLUSION 

Currently, there is a limitation of the existing smartphone operating systems in accessing 

more than one internal microphone at the same time. In this chapter, an approach has been 

presented to overcome this limitation by using an external dual-microphone and by taking a 

number of processing steps. The approach developed has been applied to two examples of 

smartphone apps, namely noise classification and noise reduction, in which two microphones are 

used. The results obtained have indicated that the use of two microphones improves the outcomes 

compared to using a single microphone. 
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ABSTRACT 

This chapter presents the integration of three major modules of the signal processing 

pipeline that go into a typical digital hearing aid as a real-time smartphone app. These modules 

include voice activity detection, noise reduction, and compression. The steps taken to allow the 

real-time implementation of this integration or signal processing pipeline are discussed. These 

steps can be utilized to create similar signal processing pipelines or integrated apps to evaluate 

hearing improvement algorithms. The real-time characteristics of the developed integrated app are 

reported as well as an objective evaluation of its noise reduction. 
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6.1 INTRODUCTION 

In order to give more control to hearing aid users, smartphones can be used to run in real-

time the modules that form the signal processing pipeline of a typical digital hearing aid. For 

example, the modules of noise reduction, compression, and amplification can be designed to run 

on a smartphone and the smartphone can then be interfaced wirelessly with low-latency Bluetooth 

hearing aids such as Starkey Halo2 [1]. The use of smartphones allows different algorithms for 

each hearing aid module to be easily tested. In other words, smartphones can be used as a research 

platform to evaluate different hearing improvement algorithms that form the signal processing 

pipeline of digital hearing aids. 

Steps have been taken by our research team to use smartphones as an open source platform 

for hearing improvement studies noting that currently no open source, programmable and mobile 

platform exists in the public domain for carrying out hearing improvement studies. A smartphone-

based platform enables the utilization of a programmable, mobile, and widely used device by 

researchers and audiologists towards exploring and field testing new and existing hearing 

improvement algorithms. The smartphone platform offers the following benefits: (a) smartphones 

have powerful ARM processors enabling the real-time implementation of computationally 

intensive signal processing algorithms, (b) smartphones are already possessed and carried by most 

people (thus making them effectively a cost-free mobile platform), and (c) software development 

tools of smartphones are free of charge and are well maintained by smartphone companies.   

A major challenge in using smartphones as a research platform lies in the fact that the 

programming languages used by the great majority of researchers when developing hearing 

improvement algorithms is C/MATLAB while the software development environment of iOS 
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smartphones is based on Objective-C and the software development environment of Android 

smartphones is based on Java. In other words, one needs to address the mismatch between 

C/MATLAB programming that researchers use and Objective-C/Java programming environments 

of smartphones. We have previously met this challenge by developing software shells in [2, 3] 

which allow running C/MATLAB codes seamlessly within the software environments of iOS and 

Android smartphones. The development of these open source shells has enabled keeping the 

programming languages in using smartphones the same as the programming languages used by 

the great majority of researchers, namely C/MATLAB.  

A number of smartphone apps have already been developed by our research team for an 

individual or a specific module of the signal processing pipeline of a digital hearing aid, for 

example smartphone apps for voice activity detection [4, 5], background noise reduction [6], and 

noise classification [7]. Each of these apps performs a specific task or one module of the signal 

processing pipeline of hearing aids. This chapter presents the integration of three individual 

modules to form an integrated app running in real-time on smartphones. The modules that are 

chosen for this integration include voice activity detection, noise reduction, and compression. The 

chapter discusses the steps taken in order to enable this integrated app or in general any integrated 

app to run in real-time and with low audio latency when interfaced with Bluetooth-capable hearing 

aids. The output of the integrated app can also be heard simply by using a headphone audio cable. 

It is worth stating that this work is an extension of the solution submitted to the NSF Hearables 

Challenge that was selected as the second winner of this challenge [8]. 

The rest of the chapter is organized as follows: In Section 6.2, the integrated signal 

processing modules to form the pipeline are discussed. Then, the implementation issues to run this 
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signal processing pipeline as an integrated smartphone app in real-time are covered in Section 6.3. 

Section 6.4 provides the integrated app real-time characteristics and results. Finally, the chapter is 

concluded in Section 6.5. 

6.2 INTEGRATED SIGNAL PROCESSING MODULES 

Considering that the functions of voice activity detection, noise reduction, and compression 

constitute three major functions or modules in a digital hearing aid, we have considered these 

functions to form our signal processing pipeline. Figure 6.1 illustrates all the modules that are 

integrated to form the pipeline which includes both the input/output (i/o) modules for performing 

frame-based signal processing and the processing modules consisting of voice activity detection, 

noise reduction, and compression. In what follows, each of these modules is described in the order 

they appear in the figure or the pipeline. 

 

Figure 6.1. Integration of signal processing modules of hearing aids as a real-time smartphone 

app 
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6.2.1 Input and Output Circular Buffers 

As discussed in [9], the input audio signal from the smartphone microphone is captured via 

an input circular buffer and is outputted to the smartphone speaker or to a hearing aid via an output 

circular buffer in order to achieve the frame size corresponding to the lowest audio latency 

associated with the i/o hardware of smartphones. 

6.2.2 Lowpass Filtering, Down-Sampling, Up-Sampling, and Interpolation Filtering 

After circular buffering, as discussed in [9], a lowpass filter is used to remove signal 

activity beyond the frequency range of speech. Then, down-sampling is applied to decrease the 

sampling rate for the purpose of gaining computational efficiency or real-time throughput. In order 

to meet the hardware constraint associated with the lowest audio latency on a smartphone device, 

the down-sampling process is reversed by performing up-sampling or adding zeros between 

samples and by an interpolation filter to remove up-sampling artifacts. 

6.2.3 Voice Activity Detection 

After the i/o modules, a Voice Activity Detector (VAD) module is activated in order to 

separate the noise-only segments of an input noisy speech signal from segments that contain 

speech activity. This module is the one that was developed in [5]. It consists of two sub-modules: 

an image formation sub-module which generates log-mel energy spectrum images, and a 

classification sub-module which involves a convolutional neural network (CNN) classifier. The 

VAD output is used to make the noise reduction module noise adaptive. That is, noise estimation 

is carried out during noise segments of an input noisy speech signal and noise reduction is carried 

out during speech activity segments of an input noisy speech signal. 
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6.2.4 Adaptive Noise Reduction 

The noise reduction module developed in [6] is executed next in the pipeline. This module 

uses a Wiener filter for noise reduction and is made noise adaptive in this work. Two types of noise 

estimation adaptive to the background noise environment are considered: (i) Noise power or 

variance is obtained for noise-only frames occurring before speech activity frames and the average 

value over these frames is used to reduce noise when the VAD specifies there is speech activity. 

(ii) Noise power is obtained for all noise-only frames as specified by the VAD and a moving 

average is used to reduce noise for speech activity frames. The first approach was found to generate 

audio fluctuations in realistic audio environments due to noise power changing across different 

noise frames. The second approach is thus implemented in our integrated app. Furthermore, a 

postfilter as discussed in [6] is used to reduce musical noise artifacts introduced by the Wiener 

filter in the noise reduction module. 

6.2.5 Multiband Dynamic Range Compression 

Compression is a key module in hearing aids. This module is used to amplify weak signals 

and suppress loud signals to bring them into the hearing range or hearing comfort zone of those 

suffering from hearing loss. Detailed descriptions of the compression module are provided in [10, 

11].  

There are many compression algorithms in the literature. Here, as part of our integrated 

app, we have used the so-called Dynamic Range Compression (DRC) module that is provided in 

the MATLAB Audio System Toolbox [12]. This module divides the input signal into five 

frequency bands and a compression function is applied to each band. The app implemented uses 
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the following five frequency bands: 0-500Hz, 500-1000Hz, 1000-2000Hz, 2000-4000Hz and 

above 4000Hz. 

The major parameters associated with a compression function include (see Figure 6.2): (i) 

Compression Threshold (CT) - This parameter indicates the point after which the compression is 

applied. (ii) Compression Ratio (CR) - This parameter indicates the amount of compression. (iii) 

Attack Time (AT) - This parameter indicates the time it takes for the compression module to 

respond when the signal level changes from a high to a low value.  (iv) Release Time (RT) - This 

parameter indicates the time it takes for the compression module to respond when the signal level 

changes from a low to a high value.  

After compression, a final amplification is applied to the output signal before passing it to 

the speaker or sending it via Bluetooth to a hearing aid. 

6.3 REAL-TIME IMPLEMENTATION 

This section discusses the steps taken to incorporate the modules mentioned above as a 

smartphone app on iOS and Android devices. Both iOS and Android versions were developed. It 

 

Figure 6.2. A typical compression function 
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should be noted that the iOS version running on iPhones exhibits a lower audio latency (10-15ms) 

as compared to Android smartphones. For example, for Google Pixel Android smartphone, the 

audio latency is about 40ms. It should be noted that since different Android smartphone 

manufacturers use different audio i/o hardware, audio latency of Android smartphones varies from 

phone to phone and in many cases, it is higher than 40ms. 

All the algorithms were written in C or ported to C from MATLAB using the MATLAB Coder 

[13]. The smartphone shells developed in [2, 3] were used to incorporate the modules as an 

integrated app. These shells are written in Objective-C for iOS and in Java for Android. To deploy 

the apps on iPhones, the software tool Xcode IDE [14] was used and on Android smartphones the 

software tool Android Studio IDE [15] was used. The smartphones used for the experimentation 

reported in the next section were iPhone7 and Google Pixel. The low-latency audio i/o setup for 

iOS was done using the software package CoreAudio API [16] and for Android was done using 

the software package Superpowered SDK [17]. It is worth noting that the integration of the 

modules is made modular in the integrated app by sharing common supporting files so that each 

module can be easily replaced by other similar modules than the ones used in this implemented 

integrated app. This modular design allows similar integrated app to be generated by using other 

VAD, noise reduction, and compression algorithms.  

Due to the limitation imposed by the i/o hardware of smartphones, for the integrated app to 

have the lowest audio latency, the audio i/o needs to run at 48kHz and the i/o buffer size needs to 

be kept at 64 samples or 64/48000=1.33ms for iOS smartphones and 192 samples or 192/48000 = 

4ms for Android smartphones (Pixel). The hearing aid modules run in frame-based manner at 

16kHz with a 25ms processing frame size and with 50% overlap, that is a frame gets processed 
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every 12.5ms. To synchronize the audio i/o and the hearing aid modules, circular buffers are 

utilized. An input circular buffer collects input samples from the audio i/o buffer till the overlapped 

frame size of 12.5ms (600 samples) is reached. It is then down-sampled and decimated by a factor 

of 3 and fed into the hearing aid modules. After a frame is passed through the modules, it is up-

sampled and interpolated before being placed into an output circular buffer, which outputs the 

audio at the i/o rate of 64 samples at 48kHz, thus maintaining the lowest audio latency that is 

offered by the i/o hardware of smartphones. 

The VAD app reported in [5] took about 0.43ms per audio frame and the noise reduction 

app reported in [6] took about 4ms per audio frame. The compression module when implemented 

as an app took about 1ms per audio frame. For iOS smartphones, the processing time that is 

available to go through all the hearing aid modules of the pipeline with the lowest latency 

corresponds to the audio i/o time of 1.33ms per audio frame. That is, in order to have the lowest 

audio latency, if the processing time of a frame exceeds 1.33ms, it causes frames to get skipped. 

Initially, the integrated app took between 1.2ms to 1.5ms which caused some frames getting 

skipped due to not always meeting the lowest latency i/o time of 1.33ms. This problem was 

alleviated by using the GCC compiler optimization level 2. As a result, on average, the processing 

time of any frame going through the entire pipeline was brought down to 0.75ms on iPhone7 which 

enabled no frames getting skipped and a real-time operation was achieved. On the Pixel 

smartphone, the processing time for the entire pipeline was slightly higher but still within the 

available processing time of 4ms leading to a real-time operation as well. 
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6.4 RESULTS OF REAL-TIME OPERATION 

The GUI of the integrated app (iOS version) is shown in Figure 6.3. On the GUI main page, 

the entries include: The VAD output (noise, speech+noise, or quiet), the option to turn on and off 

the noise reduction module, the option to turn on and off the compression module, the option to 

adjust the final output amplification, the settings associated with the noise reduction and the 

compression modules, and finally the option to store input/output signals. The CPU and memory 

consumptions of the integrated app on iPhone 7 and Pixel smartphones when all the modules are 

turned on is shown in Figure 6.4. This information was generated via the Xcode IDE/Android 

Studio software tools. As can be seen from this figure, both the CPU and memory consumptions 

of the developed integrated app are low. 

 

Figure 6.3. GUI of the integrated app (main page) 
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Furthermore, an experiment was conducted by comparing the noise reduction of the 

developed integrated app with the noise reduction app reported in [6] where noise power is 

computed only once with no adaptation. In the app reported in [6], it is required to start with noise 

and with no speech presence in order to estimate the noise power. In the developed integrated app, 

this requirement is eased. The comparison was done by examining the widely used speech quality 

measure of PESQ described in [18] for the HINT sentences commonly used in audiology [19]. 

Babble and machinery noises were added to the sentences at 0dB and 5dB SNR levels and the 

effectiveness of the noise reduction was measured by computing the PESQ measure when the noise 

reduction module was turned on. The results obtained are shown in Figure 6.5 where the PESQ 

measure is averaged over all the sentences. As can be seen from this figure, the adaptive noise 

estimation approach implemented in the integrated app achieved higher PESQ measures compared 

to the fixed noise estimation approach in [6]. 

 

(a) iOS 

 

(b) Android 

Figure 6.4. CPU and memory consumption of the integrated app 
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A video clip of the developed integrated app as well as its settings can be viewed at this link: 

www.utdallas.edu/~kehtar/IntegratedApp.mp4.  

6.5 CONCLUSION 

In this chapter, three major modules of digital hearing aids consisting of voice activity 

detection, noise reduction, and compression have been integrated to run in real-time and with low 

audio latency as a smartphone app. The steps discussed in this work to achieve a real-time 

operation of this integration can be utilized to develop other integrated apps or similar signal 

processing pipelines. In our future work, it is planned to develop similar integrated apps in which 

other algorithms in the signal processing pipeline of digital hearing aids are incorporated.  

 

Figure 6.5. PESQ measure for fixed and adaptive noise reduction 
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CHAPTER 7 

CONCLUSION AND FUTURE WORK 

This dissertation has involved the development of guidelines and benchmarks for 

implementing deep learning models on smartphones to run in real-time as apps. More specifically, 

the contributions made in this dissertation are summarized below: 

1. Development of the guidelines as how to implement deep learning models on 

smartphones in real-time and the benchmarks as how to evaluate them. 

2. Development of a deep learning-based voice activity detection (VAD) which 

outperforms previously developed VADs and its real-time implementation as a 

smartphone app. 

3. Development of a low audio latency speech processing pipeline for real-time 

deployment on smartphones. 

4. Development of a multi-rate signal processing technique to run input/output audio 

frames at their optimum parameters on smartphones.  

5. Development of a computationally efficient speech processing pipeline on 

smartphones for hearing enhancement consisting of a VAD and an adaptive noise 

reduction. 

The following constitute possible future extensions of this research work: 

1. Improving the guidelines by using deep learning compression techniques to reduce 

their memory requirements and computational efficiency on smartphones once 

these compression techniques get supported by the publicly available deep learning 

and smartphone software tools. 
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2. Developing an adaptive deep learning-based noise reduction solution that can run 

in real-time on smartphones. 
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