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ABSTRACT 

 
 
 Supervising Professor:  Dr. Dan Moldovan 
 
 
 
 
Financial data is on the rise. Most of this data is unstructured in nature. A major contributor to this 

data is in the form of web articles. With an increase in such data, there is a need for techniques that 

parse unstructured information. This thesis project presents an overview of a folksonomy-based 

approach for a Question Answering system. The proposed system is divided into two steps, the 

first step processes the contextual information using techniques such as document-to-vector, tf-idf 

and topic modelling which forms the level 1 granularity. The variant of word2vec in the form of 

paragraph2vec is used for achieving a sentence level granularity (level 2). Various combinations 

of level 1 and level 2 granularity are explored, and the best combination is sought after. The 

concepts of folksonomy, which is social and contextual tagging, is associated with reduction of 

search space. The search space is a combination of all possible answers in which the correct answer 

resides. The idea is to reduce the search space such that different algorithms have the ability of 

finding the correct answers. The models are then stress tested by varying different parameters. The 

parameters are obtained after performing a grid search. While finding the best model, more than 

12,000 models were generated and tested. The best model was tested on two testcases where it 

generated an accuracy of 61% and 64%. 
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CHAPTER 1 
 

INTRODUCTION 
 
 
Question Answering systems allow users to ask syntactically complete questions and gives short 

paragraphs in return. This way, the user doesn’t have to go through the entire document.  The 

research on Question Answering Systems (QAS) started in 1960s (T Winograd, 1971) and has led 

to a lot of interesting work by various organizations. Watson QA(Ferruci et. al. 2010), 

START(Stanford Natural Language Processing department), PowerAnswer (Moldovan et al. 

2007), etc. are some of the most popular examples. The question answering systems cater towards 

obtaining insights from unstructured data. These systems are built on a database which is usually 

unstructured in the form of raw articles and documents. The results are a list of paragraphs of the 

documents containing answers to the questions.  

Financial data is on the rise. There are articles, blogs, inside blurbs about companies written daily. 

These articles have information about the various companies, their stock information, revenue 

details, projected income etc. The data is mostly unstructured as it’s written for the human readers 

so that they can get technical insight into the information mentioned in the document. Due to the 

sheer volume of data available on the internet, going through each of them is tedious. Hence, there 

is a need for opinion mining and question answering systems in the financial sector. 

The number of documents can greatly vary depending on the application of the question answering 

system. For a large set of documents, it becomes difficult to search every document for a specific 

sentence or paragraph. Hence, it is important to reduce the search space so that the correct solution 

is still within feasibility, with less time spent for searching. The idea is to associate tags with the 

input documents in an attempt to reduce the search space and time. These tags are inspired by 

Folksonomy and are generated using techniques such as TF-IDF (Term Frequency – Inverse 

Document Frequency) and topic modelling techniques. With the increase in data, there is a 

constant need for systems to perform more and more human like tasks. While this might be a 

requirement of the century, it’s the need for these systems to perform better than more humans. 
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PROBLEM DESCRIPTION 

There is a need for an automated technique to parse unstructured information from the web. The 

use of question answering systems allows users to ask syntactically complete questions and present 

the answers in return. This application allows users to ask the necessary information about the 

input documents instead of going through the entire set of documents. By extending this concept 

of folksonomy to organize the input documents, a natural grouping based on tag similarity and 

document similarity can be achieved. Techniques such as tf-idf and topic modelling are explored 

further to obtain this grouping. The idea is to use the contextual information of the documents and 

group similar documents together. Based on this grouping and a commonality in their content, a 

sentence/phrasal level understanding of the documents are seen. 

OUTLINE OF THE THESIS 

Chapter 2 has an overview of the literature survey. Chapter 3 discusses the approach of the project. 

The following chapter 4 presents an overview of the different experiments conducted on the data. 

Chapter 5 presents the experiments and the various results obtained as a result of these 

experiments. Chapter 6 is the concluding chapter of this thesis. 
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CHAPTER 2 
 

LITERATURE SURVEY 
 
 
2.1 SEMANTICS AND WORD EMBEDDINGS 

Semantics is an area that deals with understanding the meanings in a language. Semantics 

associates with understanding meanings at various levels of language granularity such as 

sentences, phrases, words, signs and symbols. There are various theories of semantics such as 

lexical, formal, computational to name a few. For the scope of the thesis, the following branches 

of semantics namely distributional and distributed semantics are explored further.  

Distributional Semantics is an intersection of many fields including lexical semantics, 

computational semantics, artificial intelligence to name a few. It deals with the words and the 

meanings captured by the words based on their distribution across data. As per the definition by 

one of the earliest researchers (Firth, J.R. , 1957), linguistic items with similar distributions have 

similar meanings. Even though that statement by Firth was popularized, “words which are similar 

in meaning occur in similar contexts” (Rubenstein & Goodenough, 1965), “words that occur in the 

same contexts tend to have similar meanings” (Pantel, 2005) were a few other researchers who 

put forth this idea. The distributional hypothesis forms the basic understanding by eliciting the 

concept of procurement of the meanings of the surrounding words to understand any word. This 

allows the ability of losing the semantic dictionary-based approach and using many mathematical 

methods and functions. The statement by Firth is considered as the basis for development in the 

field of distributional semantics. 

Distributional Semantics is based on the distributional hypothesis. While forming a basis for 

learning semantics from repeated words in a linguistic setting (Jonas et. al 2015), it also allows 

new patterns to form. Distributional Semantics acts as a playing field for further applications and 

implementations based on semantics. Distributional Semantics and Distributed Semantics are 

often confused with each other. While both of them are used in a linguistic setting, they are quite 

different in their workings. Distributed Semantics are a computationally intensive semantic 
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representation using vectors which capture certain informational property of the linguistic units. 

They generate a dense representation of words which capture latent semantic and syntactic 

properties (Bengio et.al 2010) . Whereas Distributional Semantics capture the co-occurrence of 

similar linguistic contexts (Lenci, 2018 ). The word vectors that form the basis of this project take 

inspiration from both of these techniques. 

Distributional Semantics, as they are extensions of linguistic similarity, use distance to capture the 

meanings of the surrounding words. They have techniques that allow generation of models for 

representing text data. And since the requirement here is to capture the distances and measuring 

similarity, mathematical models such as vectors and vector space models are used. They have 

inbuilt capability of capturing the essence of Distributional Semantics which is obtaining the 

semantic similarity from the spatial proximity.  

The generation of a distributional representation of data is divided into four steps as follows (Lenci, 

2018). These steps present the overview of the goal of distributional representation.  

1. a count of the co-occurrences from the input text. 

2. Generating a co-occurrence matrix where the rows are the lexical items and the columns 

are the said context. 

3. Obtaining the weights from the co-occurrence matrix which represents the importance of 

the words. 

4. Calculating the similarity score while using the weights and the co-occurrence matrix. 

The similarity score is directly correlated to the distributional similarity calculated using distance. 

Computationally speaking, the unsupervised approach for representation of words and their 

corresponding surroundings can be divided into two. The computational models can either capture 

the profiles of words based on the words that surround them (Schutze (1992) , Sahlgren) or building 

the distributional profiles based on the regions where the words occur.  

As mentioned earlier, distributed embeddings generate a dense representation of the input words. 

While these are representations use a prediction-based approach for solving the problem. There 

are many algorithms like BERT, Elmo, Word2vec, Doc2vec that generate word vectors using this 
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approach. Dense representations are computationally intensive however, the end result is much 

more efficient. If a new input is added, these algorithms can represent it in the vector space easily 

without changing all the existing vectors of other words. And additionally, they also allow 

generation of fixed sized vectors. Like distributional embeddings, the vectors do not increase in 

size here as the size of vocabulary increases. 

The diagram 2.1 presents an overview of the Distributional and Distributed Semantics and the 

different types of techniques involved in generating the vector space embeddings. While selecting 

the methods to follow the semantic embeddings, there are multiple varying factors that needs to 

be considered. The similarity metric, selection of the weights, number of dimensions are some of 

them. 

2.1.1 WORD EMBEDDINGS 

Word embeddings as the name suggests, embeds words in a mathematical model. Word 

embeddings is the name given to the mathematical model representation of the Distributed 

Semantics. The word embeddings are dense representation of words in a lower dimension. 

However, they take certain inspiration from the distributional hypothesis in capturing the 

contextual information. This section describes the various models available while generating word 

embeddings. There are two types of embeddings, frequency/count-based and prediction based as 

seen in Diagram 2.1 . The frequency-based embeddings are continuous in nature where each word 

is represented using one dimension. The frequency/count of each word is also taken in account. In 

case of prediction-based embeddings, continuous vector space models are used which embed the 

words in smaller dimensions. Individual dimensions are not interpretable because of their 

distributed nature. There are done with the help of Neural Networks (word2vec, doc2vec, GloVe). 

The frequency-based algorithm focuses on the distributional aspect whereas the prediction-based 

algorithm focuses on the distributed aspect.  

In recent times, machine learning algorithms have gained a lot of momentum. In areas where the 

amount of data is large, these algorithms tend to give better results than humans. But the main 
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issue is the inability of ML algorithms to deal with text data. This realizes the need to generate a 

mapping of words/text in a numerical sense to provide those results to the ML models. 

 

Diagram 2.1: Varieties of word embeddings  

2.1.1.1 FREQUENCY/ COUNT BASED EMBEDDINGS: 

The frequency-based embeddings are a flavor of the general idea of Distributional Semantics. In 

the broadest sense, they generate the embeddings of the words with the use of word frequency. 

The various applications of frequency-based methods are Principal Component Analysis (PCA), 

topic modelling techniques such as Latent Dirichlet Allocation (LDA) and Latent Semantic 

Analysis (LSA), neural probabilistic topic models to name a few. The frequency-based 

embeddings generate word co-occurrence matrix. The following section describes them in greater 

detail. Even though the end goal is to use prediction-based embeddings in this project, they are the 

recent advances in the field of semantics inspired by frequency/count-based techniques. 
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2.1.1.1.1  WORD  CO-OCCURRENCES: 

Word co-occurrences are calculated and used as inputs for many unsupervised machine learning 

techniques. There are two types of word co-occurrences that are used (Kovacs et al. 2015) as 

inputs, namely the word-word co-occurrence and the word-document co-occurrence. The word-

word co-occurrence matrix captures the context level similarity whereas the word-document co-

occurrence matrix captures the document level similarity. The following example is of a word-

word matrix. 

Word co-occurrences capture the words and their interdependency with the surrounding words. It 

is a statistical frequency-based method that calculates the n-grams of the words. Even though this 

concept is very similar to n-grams, there is a difference in terms of scope within which the words 

are considered. The n-grams limit the matrix only to the extent of the word and the next word 

however in word co-occurrence matrix an offset value is taken into consideration. For n-grams 

probability of (Wnext | W current) is calculated for every word in the distribution where the W next 

is the number of words after the current word in one direction. Whereas in co-occurrence matrix, 

the range of the offset value is calculated in a horizontal sense. The co-occurrence matrix is a 

borrowed concept from image processing where the offset maps the distance within which the 

surrounding pixels are considered for counting. The offset value is known as context window in 

natural language processing. 

The context window sets a value within which the neighboring words to the left and right directions 

are considered. Their count is calculated, and the values are appended in a mathematical 

representation, like a matrix. The following example shows the context window of 1. The context 

windows are usually larger in a larger corpus. The corpus for the example is: I like words and I 

like sentences and I like linguistics. 

Table 2.1: Context window of size 1 

I Like Words and I  Like Sentences and I  Like linguistics 
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Here, the context window is of size 1. The word “like” falls with the context window for the word 

being considered which is “I” . As the context window is applicable in the both the directions of 

the words being considered, the following example depicts it in a tabular sense. The focus word is 

“words” and the context window of size 1 allows two words within the window which are “like” 

& “and”. 

Table 2.2 Context window of size 1 (bi-direction) 

I Like Words and I  Like Sentences and I  Like linguistics 

The co-occurrence matrix for this corpus is depicted in the following section. Every word is 

considered in the center of the context window and the surrounding words based on the context 

window’s value is calculated. This results in the following matrix (table 2.3). 

Table 2.3: Co-occurrences matrix 

 I Like and Words Sentences linguistics 

I 0 3 2 0 0 0 

like 3 0 0 1 1 1 

and 2 0 0 1 1 0 

Words 0 1 1 0 0 0 

sentences 0 1 1 0 0 0 
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linguistics 0 1 0 0 0 0 

 

After calculating the matrix, it can be used to plot the results in a multidimensional space. The 

vectors here would be the value obtained from the matrix as follows. Every word will be assigned 

the corresponding row as its vector value. The words that have the same vector, are similar because 

in a contextual sense they appear near similar words and hence they are similar. Hence, in this 

case, the words “words” and “sentences” have the same vector and they would be similar within 

the scope of this corpus. And this assumption makes sense as its evident from the given corpus.  

However, in order to capture the words and their actual semantic meanings, it’s important to have 

a larger corpus. But this results in the problem of dimensionality. It is called as the curse of 

dimensionality. This is one of the largest drawbacks of using co-occurrence matrix. In order to 

fight the curse of dimensionality, there are certain methods that are typically used, known as SVD.  

In retrospect, these count values are not used for generation of vectors usually. The stop words and 

meaningless contribute to over generation of dimensionality. Hence, different types of 

transformations are applied on this matrix to generate vectors that are viable. The major factor of 

viability includes removing unnecessary words that add to the dimensionality and having 

manageable number of dimensions. The different transformations that can be applied are singular 

value decomposition, principal component analysis to name a few.  

Before applying the transformations, the context words are extracted from the text. Context words 

are the ones that capture the true meaning of the corpus. It doesn’t include any stop-words or 

meaningless words. Normalization of the corpus can be done using various methods including 

dictionary based syntactic comparison.  Earlier, the size of the matrix was (V x V) where V is the 

size of the vocabulary with all the words in it. As the number of words increases, the length of the 

vectors also increases and so does dimensionality. And after applying the steps for normalization, 

the size of the matrix reduces to (N x N) where N is the size of the context words after normalization 
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is applied on it (N is a subset of V). Even still, the size is quite large and undesirable. Thus, 

implementing the dimensionality reduction techniques is needed. 

 

2.1.1.1.2  SINGULAR  VALUE  DECOMPOSITION: 

SVD was one of the earliest models that worked towards dimensionality reduction. It is one of the 

many techniques amongst principal components analysis(PCA) and factor analysis to perform 

dimensionality reduction. It calculates the lower dimensional values by matrix rotation and 

ordering based on dimensions (Jurafsky and Martin 2018). It a method that reduces the co-

occurrence matrix into multiple matrices after applying certain factorization techniques. 

Mathematically speaking for a given matrix M is a (V x N) matrix, it is decomposed into three 

matrices represented using the following expression: 

 

Diagram 2.2: Singular Value Decomposition 

M is the input matrix in this case.  The matrix M is a (v x n) matrix as seen from the diagram 2.2 . 

The output of SVD is in the form of U, ∑ and V. The matrix U has rows equivalent to the input 

matrix. But the columns are in a different dimensional space. The matrix ∑ is a singular matrix 

which of (v x v) dimensions. The matrix V has the same number of columns as that of matrix M 

but the rows are generated with respect to the singular values. The reduced vectors are represented 
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in the U matrix. The row of matrix U represents the word vector for a word. It can range from 50 

to 1000 dimensions. Whereas 300 dimensions are commonly used for representing words (Jurafsky 

and Martin 2018).  

In terms of NLP, the words that are semantically similar are clustered together at a higher level 

and the syntactically similar words are also clustered together in a lower level if there isn’t a 

semantically similar word present. Basically, clustering similar words reduces the separate vectors 

for each of those words and hence reduces the dimensionality. There are still (vn2) dimensions 

possible which is still a lot. Hence, these methods that are dependent on the data. While these 

techniques can reduce the dimensionality to produce fixed sized vectors, they still can’t learn 

vectors for a new data input. The prediction-based embeddings have these abilities and are 

discussed in the following sections. 

 

2.1.1.2 PREDICTION BASED (NEURAL-NETWORK) EMBEDDING 

The prediction-based techniques learn the embeddings by working towards certain prediction 

tasks. These embeddings are learnt using a neural network-based architecture. This generates a 

distributed vector space embedding for the inputs. These algorithms are widely used as they 

produce a continuous vector outputs for any number of dimensions. The goal is to reduce the 

number of dimensions used for embedding inputs which capturing the contextual information. 

The dimensions are typically between 50 to 300. These vectors preserve multiple linguistic 

properties. It also allows mathematical modelling based on spatial proximity as distances can be 

associated with the word vectors. There are many variants of prediction-based techniques namely; 

word2vec, paragraph2vec, ELMo, BERT to name a few. These algorithms are discussed in detail 

in the following sections. Each of these algorithms work towards different tasks while generating 

these embeddings which are also explained in a greater detail. 
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2.1.1.2.1  WORD2VEC 

The word2vec and paragraph2vec papers by Mikolov et. al.(2013,2014) are the most impressive 

papers of the decade. The word2vec paper presents a way to embed words using dense 

representations whereas the paragraph2vec is an extension of the paper which produces 

embeddings for sentences as a whole. These papers present a way to represent words in the form 

of vectors using short and dense representations. Word2vec is a prediction based embedding 

technique because the model learns to predict the embeddings by working towards a fake task. 

These embeddings are typically in the range of 50-500 dimensions. There are numerous benefits 

for learning dense vectors. They tend to capture the features in the embeddings. Hence, a vector 

of 300-dimensions is used as an input to a machine learning model, the model has to learn 300 

weights or 300 features.(Mikolov et. al. 2013, Jurafsky and Martin 2018) . These vectors also 

represent synonyms better than the sparse vectors. The word2vec has two algorithms, skip-gram 

and continuous-bag-of-words approach(CBOW). They are explained in the further sections. This 

algorithm paved ways for many machine learning algorithms to be used on textual data. 

The word2vec model uses two methods namely Continuous Bag of Words (CBOW) and Skip-

gram for generating and training these embeddings. These methods are unsupervised, and they 

describe how these models learn the vectors. As these methods use neural networks for generation 

of the vectors, the learning process is essential in generating a good vector representation for an 

input. After indexing, the documents are represented in vectors by training the words using either 

of the two methods mentioned as follows. 

 

2.1.1.2.1.1 INPUTS: 

As mentioned earlier, these vectors are obtained by training certain tasks on Neural Networks. The 

input to the model has to be modified such that it can work with textual data. In this case, one hot 

encoding or a variant of it is used(bag of words). One hot encoding creates a vocabulary of all the 

unique words in the input document/text. Then, a location is allocated for every unique word and 

the vectors are generated considering these locations. 1s are placed at the allocated location for 



 

13 

each word and all the other locations are 0. So, in-case where there are 10,000 unique words in the 

vocabulary, every input vector to the model will have 10,000 units with only one location as 1. 

This was one of the drawbacks of the original model which created a lot of difficulty in training 

and testing. Hence, the authors came up with a few sampling techniques that helped towards 

improving the results. 

2.1.1.2.1.2 SKIP-GRAM MODEL: 

Skip-gram is a method used for predicting the word vectors for the input words. The vectors are 

the weights learned while working towards a task as mentioned above. The intuition is to build a 

neural network for a fake prediction task. The neural network is a shallow network with an input 

and an output layer along with a hidden layer. The goal is to learn the weights of the hidden layer 

and not the output. This is achieved as follows. Instead of counting the occurrences of words near 

other words, the model tends to build a binary classifier. And while learning these tasks the neural 

network model uses weights for fine tuning. Skip-gram is also known as skip-gram with negative 

sampling. The reason is while learning the vectors for a certain word, the model considers this 

word and its context words as positive samples, and a sub-sample of the remaining words are taken 

as negative samples. This way, the model builds a binary classifier which can distinguish between 

the positive and negative samples and thereby learning the weights. Summary of the technique is 

seen as follows: 

 

1. The model builds a binary classifier to learn the words of the input. 

2. In order to do so, the model takes a word ‘t’ and the context words and generates a positive 

sample. 

3. It takes a subsample of other words from the vocabulary and creates a negative sample. 

4. The classification task can be performed by logistic regression to ascertain the class to 

which it belongs to (softmax activation function). 

5. The weights of the hidden layers are obtained,  and the process continues for all the words 

in the document/s. 
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The following diagram presents the workings of the skip-gram model.  

EXAMPLE SENTENCE: What is the revenue generated by Facebook for the year 2017?  

INPUT TO MODEL : revenue generated Facebook year 2017 

 

  

 

Diagram 2.3: Vector calculation using Skip-Gram 

 

Diagram 2.4: Example of calculation of vectors using Skip-gram 

 

As seen from the diagrams and the example, the model is such that it predicts the neighboring 

words for the input word “year”. The classifier learns to predict the neighboring words for the 

input word and the aggregation layer(hidden layer) learns the weights. We use these weights for 

representing the current word “year” . the size of the vectors is equivalent to the number of features 
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that are being learned by the models. If there are 300 dimensions that need to be learned, the hidden 

layer is made of 300 neurons which accounts to 300 weights that account to 300 features. This 

way, for every input the size of  the dimensions are constant. For a new input, the same process 

can be performed and thus solving one of the biggest drawbacks of the count based embedding 

methods. The accuracy of skip-gram is lower, but the results are more efficient when the number 

of documents is less.  

 

The diagram presents a deeper understanding of the hidden layer of the neural network. The 300 

neurons are represented in the 300 dimensions which are used in vectors. Every row in the word 

vector lookup table is for every word in the vocabulary. This diagram presents the summarized 

result after the model has generated vectors for all the inputs. 

 

Diagram 2.5: Hidden layer of Neural Network for Word Embeddings 

2.1.1.2.1.3 CONTINUOUS BAG OF WORDS APPROACH (CBOW) 

The continuous bag of words is a method used for learning vectors in the word2vec models. This 

method can be thought of as an extension of the bag of words method. The basic idea is to predict 

the target word based on the current words. Similar to the concept of context window, the CBOW 

creates a sliding window of a particular size and the words prior to the window’s focus words are 

used for prediction. The CBOW are created such that the vectors of the context words are averaged, 
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and the average vector is given to the word in question. The following diagrams help understand 

these concepts in a better manner. 

 

Example Sentence:     What is the revenue generated by Facebook for the year 2017?  

Input to model :           revenue generated Facebook year 2017 

 

 

Diagram 2.6: Vector calculation using CBOW 

 

 

 

Diagram 2.7: Example of calculation of vectors using CBOW 

 

CBOW can  be considered as a mirror image of Skip-gram. The process of model building and 

feature generation is the same. The only difference is, in case of skip-gram the weights of the 
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hidden layer (vectors)  were associated with the input word’s vector. Whereas in case of the 

CBOW, the weights are associated with the word that is being predicted. CBOW performs better 

than Skip-gram when there are many inputs and the size of the corpus is comparatively larger. 

In this project, the variant of word2vec which is paragraph2vec is used. The advantage here is 

instead of generating a word level representation, a paragraph level representation is generated. 

The paper also mentions using a document representation which encapsulates the information 

presented in an entire document and generates an embedding for it. 

 

2.1.1.2.2  ELMO:  

ELMo is a technique that generates word embeddings like word2vec and GloVe. However, it 

generates a deep word representation in the form of word vectors. This technique focuses on word 

context and modeling both complex characteristics of word use and different uses across linguistic 

contexts. It uses a deep bidirectional language model pre-trained on a large text corpus.  

The representations are in a vector format that can be used in place of GLoVe or other vectors. 

They are contextual, deep and character based.  The first big difference between ELMo and other 

representations is that the representations are a function of the entire input sentence. This provides 

additional context and helps in inferring meaning of different uses of the words. Second, the 

representations are inferred from all the internal layers of biLM, unlike other common methods 

where just the top LSTM layer is used. Addition of EMLo representations to common NLP tasks 

can improve existing state of the art techniques by uptown 20%. ELMo biLM are similar to several 

other architectures but have modifications to allow joint training in both forward and backward 

direction. They also have a residual connections between the LSTM layers. Compared to 

traditional word embedding methods, which provide only one layer of token representations.  

Whereas, biLM provides three layers for each token representation. 

 

Across a set of six benchmark NLP tasks, adding ELMo improved on state of the art result in every 

case. For question answering on The Stanford Question Answering Dataset (SQuAD), using 

ELMo had a 24.9% relative error reduction over the baseline. Textual entailment on Stanford 
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Natural Language Inference (SNLI) corpus with ESIM and ELMo improved the accuracy 0.7% on 

average. In Semantic Role Labeling, adding ELMo to existing state of the art improved F1 score 

by 3.2%. For coreference resolution, EMLo was able to improve the existing best model’s average 

F1 score by 3.2%. In the task of Named Entity extraction on Reuters RCV1 corpus, EMLo 

enhanced biLSTM-CRF achieved an average of 92.22% F1 score over 5 runs. In semantic analysis 

on the Stanford Sentiment Treebank, there was an improvement of 1.0% in absolute accuracy by 

using ELMo.  ELMo can be included at both the input and output layers of biRNNs. However, the 

authors recommend using it based on tasks. For example, using ELMo at both the input and output 

layers for SNLI and SQuAD had the highest improvement but for SRL, the performance is highest 

when included at just the input layer.  Different layers of the model capture different information 

and the information can be used for tasks like word sense disambiguation and POS tagging. The 

biLM have shown to be competitive with the task specific biLSTMs. 

 

2.1.1.2.3  BERT: 

BERT is the newest flavour of language model by Devlin et. al. BERT stands for Bidirectional 

Encoder Representations from Transformers. The paper presents a new way to obtain embeddings 

by using a bi-directional approach for creating embeddings. The bi-directional nature of the 

embeddings allows the models to capture the context in a greater depth overcoming the drawbacks 

of word2vec and ELMo. The paper proposes two tasks on which the models are trained; namely 

Masked LM and Next Sentence Prediction. 

The use of transformer (Vaswani et. al. 2017) has made these upstream and downstream 

embeddings possible in language models. This model is essentially a combination of individual 

models that work with capturing contextual information in embeddings from either left-to-right or 

right-to-left. The transformer is made of two components, the encoder and decoder. The encoder 

is unit responsible for taking the input and the decoder is responsible for the prediction task. The 

transformer mechanism is used to parallelize the task of generating embeddings for sequential 
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inputs. It also has memory units such as LSTM and GRU thereby increasing the potential of obtain 

faster embeddings. 

2.1.1.2.3.1 MASKED LM: 

The masked LM is a task performed before training. It stands for Masked Learning Model (MLM). 

The goal of this task is to mask certain words from the input such that the model can predict the 

actual words intended. The Masked LM module works on only 15% of the input words or tokens. 

Hence, in a single iteration, the model is only able to predict 15% of the input words, which is 

lesser than the word2vec and paragraph2vec models as they predict every input token in the same 

iteration. The paper presents the need for MLM as a simple task that can help train a bi-directional 

representation. 

The MLM selects a word for masked in random. As mentioned earlier, only 15% of the input 

words are masked in an iteration. There are different approaches taken while replacing these 

masked words as follows: 80% of theses masked words are replaced by a [MASK] token. 10% of 

these words are replaced by another random word and rest is unchanged. The third task is to test 

the model’s bias and ability to predict the given word. Because of the randomness of the choices, 

the architecture isn’t aware of which word it would predict and hence it is required to generate a 

contextual representation of every word.  

2.1.1.2.3.2 SUMMARY OF MLM: 

1. Random words replaced with [MASK]: 

I love my cats                I love my [MASK] 

2. Random words replaced with other random words: 

I love my cats                I bottle my cats 

3. Random words replaced with itself: 

I love my cats                  I love my cats 
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2.1.1.2.3.3 NEXT SENTENCE PREDICTION: 

This task presents the model’s ability to predict if sentence B follows A or not. Their claim is that 

for tasks such as Question Answering Systems and Language Inference, it is crucial to understand 

if the sentence relate with each other. In such a situation, the model generates the embeddings for 

the input words as follows. For training purposes, 50% of the input words are actual sentence pairs 

and the rest are random combinations of sentences. The model then generates input embeddings 

for the sentences such that they are a summation of token embeddings, segment embeddings and 

position embeddings.  

The diagram presents the overview of the model and the outputs generated by the model. The start 

and end of each sentence is marked by special words; [CLS] and [SEP] respectively. The sentence 

embedding for the first and second sentence is appended next. Following, a positional embedding 

is appended for each token. This is required for the parallelisation task performed by the 

transformer. In order to achieve the said goal of predicting sentence the input sequence is used as 

an input to the BERT architecture. The output is calculated by generating the probability of 

isNextSequence with a softmax activation function with the idea of reducing the loss. 

2.1.1.3 SUMMARY: 

As mentioned above, there are many techniques that generate word embeddings. The word 

embeddings have improved with every new iteration in generating these techniques. For the 

longest time, the word2vec algorithms were predominantly used in most applications. Because of 

the advances in technology in recent years, the computationally expensive algorithms like BERT 

and ELMo are feasible. While, those algorithms perform better in a lot of NLP related tasks than 

the word2vec algorithm, this project uses word2vec. This project marks as a proof of concept for 

developing a question answering system using search space reduction techniques. The search space 

reduction is explored further in the next section. 
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2.2 SEARCH SPACE REDUCTION 

Search spaces are the hypothetical space where a solution exists for a certain problem. The search 

space is a set of all possible for a problem and the goal is to find the correct solution with the least 

time and effort spent on obtaining it. Solution space, feasible region, state set are some of the other 

names given to search spaces. The size of the search space can be problematic in a high 

dimensional input where it increases with the increase in the input (Fayyad et. al. 1996). This is 

called as the “curse of dimensionality”. This problem is seen in applications that deal with Big 

Data(Padillo et. al. 2016, Kumari et. al. 2017) . The huge search spaces create an overhead which 

affects the performance of systems. 

 

The key requirement here is the need to reduce the dimensions for maximizing the recovery of 

underlying patterns in the data (Kambatla et. al. 2014, Battams 2014). It is essential to solve this 

problem in order to reduce the computational complexity. Some methods such as clustering using 

fuzzy logic(Kumari et. al. 2017), feature selection techniques (Hoi et. al. 2012, Liu et. al. 2014), 

reduction in data quality (Feldman et. al. 2013) are used for this purpose (M.H. ur Rehman et. al. 

2016) . Because of the heterogenous nature of data, there are many such methods used so as to 

find the data patterns such as redundancy elimination, clustering, data  de-duplication to name a 

few (M.H. ur Rehman et. al. 2016).  

 

In this case, the end application is a question answering system. While this project develops a 

closed domain question answering system, search space reduction is used in the form of 

folksonomical tags. The search space techniques used are described as follows. The input 

documents have tags associated that are  generated by using tf-idf and topic modelling techniques. 

These tags are used to reduce the search space and the overhead by employing semantic similarity 

between the questions and the answers in the solution space. It is explained in a greater detail in 

the following section. 
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2.2.1 FOLKSONOMY 

Folksonomy is the act of tagging or labelling. These tags are ad-hoc (Vanderwal 2004) labels on 

websites and URLs based on personal preferences. It is also called as collaborative tagging or 

social indexing or social tagging because of the social and collaborative nature it presents. The 

name was coined by Thomas Vander Wal (2004) where he stated, “user created bottom-up 

categorical structure development with an emergent thesaurus would become a folksonomy ”. 

 

The websites on the internet are the playground of folksonomy. The users add their personal 

understanding of the content with words they deem suitable. As there isn’t a set of rules for tagging, 

any word can be considered as a tag. This results in a user generated classification system as stated 

by Vander Wal (2004,2007). The different studies based on this concept seem to focus on three 

different aspects (J. Trant , 2007). They are folksonomy and its applications in terms of indexing, 

the behavioral aspect of users in the act of tagging and the nature of these systems as a whole.  

 

The focus here is to use folksonomy for information retrieval and indexing. The biggest drawback 

is the lack of  a defined vocabulary. The question raised by many studies is of the viability of the 

tags. While inaccuracy and synonymy (Merholz 2004b,Peterson 2006, G.Smith 2004) are words 

that are often used to describe the drawbacks of this method, some view it in a positive light. They 

present the tags to be in correlation with the language used by the general populous while searching 

on the web ; (Kroski 2005 where he states folksonomy to be the “Wisdom of crowds”). And by 

harnessing this potential, these tags can be used for searching and indexing in information retrieval 

as it presents a cumulative general idea encompassing the views of many people. 

 

However, the main issue is in the inconsistency of the tags. Vocabulary normalization 

(Shirky,2004) presents as a good option for this problem. The words can be thought of as variations 

of each other (seen by the analysis done by Kipp 2006b, Kipp and Campbell 2006) and thus 

strengthening the idea of word normalization as a solution. After normalization, the tags can be 

co-related to assume that two articles or websites on the web with same/similar tags can be similar 
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in nature. Clustering the tags also is a viable option (Begelman et. al. 2006, Winget 2006, Hassan-

Monteroa et.al. 2006).This forms the basis of information retrieval on the web with the use of tags.  

 

The use of Folksonomy increases the applicability in Semantic Web by presenting tags for the 

documents on the web. Semantic web is a variation of the world wide web(www) which states the 

use of tags that can be understood by the machine while presenting a general idea about the 

document as well. This allows computers to understand the human niche while reducing search 

time. 

  

By rendering the benefits of this, Semantic Web prospects to use the tags for classification and 

categorization processes (Xu et.al 2006). During the early stages of the web, all the data on the 

internet was categorized into certain sections that were predetermined by the search engines such 

as Yahoo and Bing. But as the use of the web grew, so did data. This resulted number of categories 

to the point that it became chaotic. Hence, instead of using certain pre-determined categories the 

concept of division was removed altogether. This resulted in the current execution of keyword 

matching and page ranking. 

 

The newer version of web, that is the Semantic Web proposes to revamp and reuse this technique. 

The idea is to associate tags and metadata with everything on the web, so that searching and 

retrieving becomes easier. Currently, the functionality of the search engines are a bit complicated. 

They are programmed to  crawl the webpages and create the metadata from the articles’ contents. 

This metadata is essential for the pagerank and other web ranking algorithms. It has two major 

drawbacks: the loss of privacy and issues due to inaccuracy.  

 

In the present scenario there happens to be an unsigned consent where the owner allows web-

scrawling of their page. This might not be as big of a concern as inaccuracy and faulty results. The 

search engine uses the most frequent words as the metadata in a majority of the cases. However, 

if the meta-data doesn’t have words that are not aligned with the intended information of the article 

is, it can affect the accessibility of that article. Hence, there is a lot of room for the wrong words 
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which might affect the pages and they might not be seen in the output. To avoid this situation, 

there is a need to provide the tag data while uploading articles and documents on the internet. 

There can be various models and techniques that can be used to replace the deficiency of annotated 

data. The following paragraphs discus more on this aspect. 

While the applications of folksonomy in semantic web are presented in the above section, there is 

a need for an application that can work towards normalizing the tags, clustering based on similar 

tags, cleaning and noise removal. In this project, I propose to use these concepts of the semantic 

web and folksonomy by using topic modelling methods to generate the tags for articles from the 

web by creating a semantic halo. The  “Semantic Halo” (Dix et. al. 2006) presents the use of 

automated tagging system for generation of tags. It also presents a solution to the normalization 

aspect of tags by using aggregation , abstraction , ambience (Dix et. al. 2006) while developing a 

connected network of words. 

The following presents a simple experiment conducted on 100 articles to cross check the 

annotations between humans and the models. Every person was given 10 articles at random and 

was asked to tag with as many words as possible. This resulted in 93% overall similarity between 

the topics assigned by humans and the algorithms. The following presents an example of an article 

and the topic model’s results with the human annotations. 

Table 2.4: Comparison between humans and topic modelling algorithm 
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2.2.2 TOPIC MODELLING  

Topic Modelling is an area of research that focuses on obtaining the topics from a text document. 

The topic modelling techniques tend to extract patterns based on word co-occurrences and learns 

the patterns to present a theme. This theme is the topic which is a mixture of many words relating 

to one or more topics. In simpler terms, certain words will occur more which can present the topic 

as compared to the other words. There are many such topic modelling techniques that use various 

feature extraction and pattern extraction techniques for exploring the input text.  

 

With the huge amounts of data present in the web, there was a need for a systematic method to 

understand and classify this infoxication of data (Goodson et. al. 2018). This resulted in the need 

for a computational, scientific model which performs the text classification and categorization 

based on certain unseen patterns. And since this method is mathematically backed , it is more 

trustworthy. The purpose however is to reduce the errors and mistakes because of human 

negligence or ignorance. The main goal of topic modelling systems is to find the granular structure 

of any given text input and to present the topics of which it is constituted. 

 

The pattern observed in text is the hidden semantic structure which relates the words and the 

documents in a certain way. There are many algorithms that work towards obtaining the underlying 

the topics using a variety of methods. Probabilistic latent semantic analysis (Hoffman, 1999), 

Latent Semantic Analysis (Landauer et. al. 1998), Latent Dirichlet Allocation (Blei et. al. 2002) 

are some of the topic modelling algorithms.  

 

While there are many topic models in existence, they are built on the same principles of word co-

occurrence. These models start with the assumption that every word in a text input is related. They 

perform contextual analysis to see the co-occurrences of  the words based on their occurrences in 

similar context. This approach also deals with the problems of polysemy. As the words are 

observed with respect to the other words, it helps to observe the nuances and difference between 

the same words in different settings. The topic modelling techniques generally develop two tables, 
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the term-topic matrix and document-topic matrix. These are the two co-occurrence matrices that 

capture the semantics and contextual representation. While there are subtleties in the different 

methods, they follow the same general principles. The co-occurrence matrices are filled with the 

counts. The weights are calculated based on the counts and these weights are used for further 

analysis. 

 

The models start with a topic number ‘k’. Most of the techniques take the k value as an input from 

the user. While there are techniques such as elbow curve,  Akaike information criterion (AIC), 

BIC  are some the methods available for selection of ‘k’. However, the ‘k’ value is determined 

empirically or based on the application. The words are assigned weights in some cases based on 

their distances. They are clustered together, and the cumulative weights of the clusters are seen. 

The best ‘k’ clusters are deemed suitable for topics and the topics are assigned to the documents. 

Some algorithms assign percentages/weights to the topics for example; Document 1 has 70% 

content for Topic 1 and 30% content for Topic 2. The differences in the models is in terms of 

methods used for calculating the clusters and the use of weights. For example, LDA uses Dirichlet 

priors for obtaining the topics.  

 

The topic models are very susceptible to noise. As these models assume that every word in an 

input text contributes towards the topic, noise is very likely to negatively affect the outcome of the 

model. Thus, it is essential to clean the data before inputting it to the models. Stemming, 

lemmatization, stop word removal are some of the essential steps. They are explained in a greater 

detail in the following sections. The shallow parsing and cleaning techniques allow words of lesser 

importance and the stop-words from getting more weightage and importance and skewing the 

outcome with unsolicited meaningless words. 

 

There are many variations to the above-mentioned set of models for topic modelling. While dealing 

with the prior knowledge, some models tend to skew the definition of the words and overfit the 

vocabulary. TF-IDF is another cleaning mechanism used to solve this problem ( Hans Peter 

Luhn 1957, Karen Spärck Jones 1972). It stands for Term Frequency- Inverse Document 
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Frequency. Earlier, the assumption was the more the occurrence of the words in a document/ text 

input ; the more it’s importance. While this may be partially true, some stop words and meaningless 

words tend to occur the most across a document. This resulted in calculation of the inverse of the 

document frequency. 

 

TF-IDF  is used to calculate the frequency of words across multiple documents. The term 

frequency values are the weights assigned to the words which is directly proportional to the word 

count. Hence, the insignificant words have the most frequency. TF-IDF is used predominantly in 

information retrieval and data mining for curbing the presence of stop-words. Assignment of the 

weights is to determine the importance of certain words. Thus, the tf-idf value of the words/ 

weights is inversely proportional to their frequency. For this project, obtaining the tf-idf 

frequencies of words did not contribute towards topic extraction. Hence, tf-idf is not used in the 

final software. But, as the output of tf-idf generates words without any stop-words, they were used 

as the input to LDA and LSA methods. 

 

As mentioned in the earlier, topic modelling is the extraction of topics by identifying the words 

that express these topics. There are two types of models, generative and discriminative. The 

generative models calculate the conditional probability of the input based on the output; P(X | Y=y) 

where X is the input and the Y is the output. While the discriminative models are vise-versa where 

they calculate the conditional probability of the output based on the input P(Y | X). This 

classification is present in topic modelling techniques as well. 

 

In terms of topic modelling, there are different algorithms that follow both of the aforementioned 

approaches. LDA, PLSA are examples of generative topic modelling techniques while Locally 

discriminative topic models (H. Wu et al. 2012), Discriminative Topic Model (DTM) (Huh et. al. 

2012) follow the discriminative approach. In generative topic models, the documents are 

considered to be a mixture of topics and the topics a mixture of words. However, in a 

discriminative approach the documents are not taken into consideration. The local contextual 

similarity between words is observed and then its applicability across multiple instances is 
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calculated. In a broader sense, these two types of topic generation techniques can be considered as 

bottom-up and top-down approach of the same idea. 

 

With the increase in data, there is an ever-increasing need for automatic tool that perform 

exploratory analysis while substituting human intervention while uncovering the hidden details 

from models (Kambatla et. al. 2014, Battams et. al. 2014). This also presents the need for a quality 

measurable to human capability. The application of topic modelling techniques can be seen in 

areas of document classification, sentiment analysis, text categorization, text mining, information 

retrieval, computer vision to name a few.  

 

2.2.2.1 LATENT SEMANTIC ANALYSIS & LATENT DIRICHLET ALLOCATION 

LSA and LDA are topic modelling techniques that use latent space to extrapolate hidden topics 

from every document. The seminal papers (Deerwester et. al. 1988) on latent semantic analysis 

put forth the idea of eliciting meaning and relation between words in a context so as to represent 

them in a latent space where the words with similar meanings are located together. This method 

when extended to incorporate topic modelling where the words which belong to the similar topics 

occur together in latent space. LSA was one of the earliest techniques to state the idea of a different 

dimensional space where the rules of distance are applied differently.  

The steps followed in topic extraction is as follows. The goal of the model is to obtain the latent 

topics from the input documents. This is performed with the help of a general-purpose bag-of-

words approach. The bag-of-words approach is used to get a normalized understanding of the 

underlying corpus (Liu et. al. 2016). The bag of words approach generates a term – document 

matrix. As discussed earlier, this matrix marks the start of the topic modelling’s analysis process. 

The data presented at this stage is cleaned and ready for analysis.  

The topic modelling techniques may use this term-document matrix to find the underlying patterns 

(topics). The goal is to use these words to understand a topic and see the distribution of the topics 

over the documents. The documents are represented by d, the topics by z and the words by w. The 
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ultimate goal is to obtain the joint probability defined by generative description of model 

generation: 

 

For each document:    𝑑 ∈  {1, . . . 𝑁} 

For each word w in document d : 

GENERATE : z ~ p(z|d) 

GENERATE: w ~ p(w|d) 

 

 

Since this is a generative model generation process, the documents are generated under the 

following assumption. The words in the documents belong to a particular topic and every 

document can belongs to one or more topic. The probability of P(z|d) is the probability of the 

document belonging to the topic z given the document d. The probability expression P(w|z) is the 

probability of the word w given the topic z such that the word belongs to that topic. As the 

documents can have multiple topics and sub-topics, the goal is to obtain a distribution such that 

the topics can be described over a set of words and topics can be described over a set of documents. 

The process of topic generation is repeated multiple times such that the words normalize with 

respect to one topic. 

Summarization of the above process is as follows: 

1. For every word in every document(cleaned), assign the word to one of the z topics. The 

value of z can be chosen empirically. There is no definite way to determining this 

number. 

2. This results in generation of a randomized distribution of words to topics and topics to 

documents. These are the two matrices generated which are term-topic matrix and the 

document-topic matrix. 

3. P(z|d) which calculates the words assigned to a topic z belonging the document d is 

generated, 

4. P(w|z) which calculates the probability of the word w and its relevance in topic z. 
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5. After performing the above steps for every word in all the documents, the reassignment 

of topics is done. 

6. P(z’|d) * P(w | z’) which calculates the new topic z’ for the word w such that word w 

belongs to the new topic z’ instead of the current topic z. 

7. The above step is the parameter estimation for LSA which is calculated over the log 

likelihood of the result of the expression. 

 

While the above steps explain the general topic modelling, LDA is a little different. LDA uses 

Dirichlet prior for generation of the word priors. The Dirichlet prior is a technique used in 

Bayesian Statistics. The Dirichlet prior allows to explain the distribution of multinomial 

distribution in Bayesian statistics. As seen in Equation 1, this is applicable in terms topic 

modelling as well. 

 

2.2.2.2 TOPIC MODELLING EXAMPLE WITH LDA: 

The following is an experiment conducted on the 20 newsgroup dataset. 20 newsgroup is a publicly 

available dataset based on articles collected by Ken Lang. The dataset has a – total articles and 20 

different topics. The diagrams 3.1 and 3.2 are the word clouds generated with the top words 

associated with the 6 of the 20 topics. There are many implementations of LDA available. These 

implementations are available in the form of packages that are easy to train and use. Scikit-learn 

and genism are the two packages that have this feature. 
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Diagram 2.8: 20 Newsgroup Topic – 1 WordCloud 

 

Diagram 2.9: 20 Newsgroup Topic – 2 WordCloud 

 

2.2.3 SEARCH SPACE REDUCTION SUMMARY 

The project deals with inputs from the web. The input is news articles from the web. While the 

end result is a question answering system, they are based on text documents and other forms of 

text-based data input. The goal is to return an answer for an asked question from the input 

documents.  

The documents are cleaned and processed through the topic modelling pipeline. The topic words 

from every document is identified and they are considered as feature words. These feature words 
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are then used as identifiers in the documents. The other steps involved here are related to semantics 

and vector space embeddings. The latent topics from every article is extracted and associated with 

the article as tags. These tags are used for search space reduction by comparing the keywords 

between questions and tags. The topic words are the folksonomical tags in this case. A parallel 

approach is also explored (chapter 3). Instead of topic words, the tf-idf words from every document 

is associated with the documents. The semantic similarity between these questions are explored 

further.  

 

2.3 QUESTION ANSWERING SYSTEMS 

The research on development on systems that can handle natural language based syntactically 

complete questions have been around since the late 1960s[1].   There are various types of systems 

that can be developed based on the intended application. The two major categories of Question 

Answering systems are Open domain and Closed domain systems. The open domain systems are 

more general-purpose systems with a wide variety of applications. On the other hand, the closed 

domain systems are restricted. The domain specific knowledge can be exploited in this case. The 

only way to get a better perspective of this area of research is to understand the literature. The 

following section has details of the implementations of some of the Question Answering systems 

developed in the past. 

LITERATURE SURVEY OF QUESTION ANSWERING SYSTEMS: 

[7] (R Mervin 2013) This paper performs a comparative study of various types of Question 

Answering systems. It presents a survey of the different types of QAS. The systems are classified 

as follows: Text Based QA, Factoid QA, Web based, Information Retrieval based, Restricted 

domain QA, Rule Based QA. The paper also mentions the outstanding papers in each of the type 

of QAS mentioned above. The factoid-based systems usually follow the typical architecture of the 

following modules: Question Processing (QP), Passage Retrieval (PR), Answer Extraction (AE). 

These systems associated with a high development and customization cost. The Web Based QAS 
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work with the search engines. Unlike other QAS, these systems will provide the set of documents 

ordered with the likelihood of having the most probable answer. The paper also mentions LAMP 

[Dell Zhang (2002) [14]] as one of the key papers in this area. One of the drawbacks of the Web 

Based QAS is that they tackle/prefer keywords to the ‘wh’ questions. The IR systems used along 

with the NLP techniques are one of the most interesting types of QAS. These systems have various 

modules through which the Query and the documents go through and certain techniques such as 

Named Entity recognition, Intent recognition, Template relation etc. are applied on the data. Rule 

based QAS, is an old school approach towards building a question answering system. These 

systems worked really well when the data was limited. The rules have to be handmade and hence 

it’s extremely difficult to do so in case of a non-homogenous data. 

 

[8] (R J Cooper , et al. 2000)This paper focuses on the various steps of the pipeline in Question 

Answering systems. A brief overview is as follows. A) Sentence splitter and tokenizer: The 

sentence splitter as the name suggests splits the documents into individual component sentences. 

It uses certain grammatical heuristics to obtain the said result. The second component is the 

tokenizer which splits the sentence into separate words. If the situation is such that there are 

alphabets and numbers, then in that case it is split. The link parser is basically a parts of speech 

tagger. It annotates the structure of the question. The question concept also known as question 

focus is found in this module. The question focus works towards finding the type of question so 

the process of finding an expected answer becomes easier and faster. Answer type module finds 

the corresponding answer type to the matching question type. Keyword extraction is the next 

module. Obtaining the keywords and the relation between keywords is the core work done by this 

module. Paragraph retrieval using MG is the next module in the pipeline mentioned. This module 

uses the keywords and the answer types to obtain the documents for the asked question. After 

getting the document, obtaining the answer is quite simple. But obtaining the candidate answer 

extraction is a separate module which is essential. Scoring and weighing the candidates are the 

obvious next step. The rules are usually set up by the developer or an expert. After obtaining all 
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the scores, the candidate answers are ranked and displayed in decreasing order of their scores until 

a certain threshold. The system was developed for TREC- 08 QA track.  

 

[9] (Andrenucci et. al.)The paper begins with giving an introduction about the Automatic Question 

Answering systems. The paper uses three fields together: NLP, Information Retrieval and 

Template based QA. NLP QA typical applications: linguistic front-end and domain-dependent 

knowledge. NLP in Question-Answering systems is used only to analyse the user’s input and to 

translate it into a logical query which is then converted into a database query such that it can work 

on the underlying DBMS. NLP based QA: use ML to improve syntax rules, etc. IR deals with 

storage, representation etc. For automated QA, the users submit NL based questions to find the 

answers. Thus in this case the IR systems are used as passage retrieval systems which focus on 

getting the passages and not the entire documents. SMART system; vector-space model, FAQ 

finder another system. Template-Based QA: extends pattern matching approach, there are certain 

pre-decided patterns and the intelligence of the system is totally dependent on these systems. 

START system: It followed the template-based approach, it has solved more than a million 

questions, makes use of knowledge annotations such as computer-analyzable collections of NL 

sentences. Just like IR enhanced with shallow NLP, it gives relevant info without any guarantee 

that it may or may not be right. 

 

[10] (Jovita et. al.)This paper is one of the inspiring paper contributing to my research. The paper 

presents an approach of using Vector Space Models in developing Question Answering systems. 

They have included various stages through which their system goes through. They have Question 

Processing, Document Processing and extracting answers from the vector space models. Their 

system has given out good results with a precision of 66%. Their concern is with time as it takes 

around 29 seconds on average to get the answer. 
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[11] (Deepak et. al.)Community driven Question Answering systems are another subsection of the 

Question Answering Systems. The goal of these types of systems is different from that of the 

traditional QAS. These systems revolve around three aspects, the questions, answers and users and 

unlike the traditional QAS they do not have documents in the backend. There are many techniques 

mentioned in this paper that relate to the CQA systems. Their development details are unique and 

are as follows. They suggest a development of a retrieval technique called as LASER-QA which 

embeds the Question and Answer pair in a latent space. The retrieval problem is the core feature 

of this system. The main goal is to connect the questions with the data present historically. They 

build a vector space embedding in latent space. The new questions are mapped in the latent space 

and the answer that has the smallest distance with the newly mapped question is suggested as an 

answer. The techniques used in CQA can be extended and used in other environments as well. 

 

[12] (Minaaee et. al.)The concepts discussed in the paper are relevant with the QAS. They 

developed a Question Answering system that can automatically answer any question asked. Their 

paper clearly describes the various steps involved in development of their model and their testing 

criteria and strategies. Throughout the paper, the strive to obtain results as close to human readers 

as possible. It suggests that the intended system was that of Q & A systems. Then in the 

experimental section, they declare the dataset and the problem that they wanted to solve, which is 

from a Chatbot. The first step in the of the model is the generation of a vector space embedding. 

They used doc2vec by genism for the same. They also created a deep similarity network in 

Tensorflow. This network calculates the distance between the questions and answers. Hence for 

any question, the answer displayed are the ones that have least distance from the question. The 

paper shows promising results with the use of deep similarity networks and embeddings in solving 

QAS. 

 

[13] (Moldovan et. al. 2007) PowerAnswer is a question answering system. This version was part 

of the 2007 Text Retrieval Conference. The QA system was modified for the conference as it had 
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to process blog entries with a lot of noise data. Their QA system is mainly dependent on their 

strategy selection module. Their system has a set of strategies and each strategy works on specific 

class of questions. There are three modules that are common after the selection of a strategy: 

Question Processing, Passage Retrieval and Answer Processing. Certain NLP tools are associated 

with each module which form their core. The Question Processing module employed certain NLP 

techniques such as concept/temporal tagger, Named Entity Recognition (NER) tagger,etc. The 

concept tagger is used to identify the events in the passage. ROSE, a custom made NER tagger 

uses certain ML models for training and testing data and obtaining the named entities from the 

sentences. The dataset has a majority of Factoid based questions and hence Because of the 

robustness of the system, it was able to deal with the large datasets and noisy data that was part of 

this competition.  
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CHAPTER 3 
 

APPROACH 
 
 
3.1 OVERVIEW OF THE APPROACH: 

The approach for developing a question answering system is broadly divided into three modules: 

Question Processing module, Document Processing module and Answer Extraction module. The 

division allows to focus on the various nuances associated with each of the areas of a question and 

answering system. The question processing module is responsible for cleaning and processing the 

question as well as extracting relevant features from the question. The question processing module 

is divided into two sub - modules, shallow parsing and deep parsing. The document processing 

module is responsible for embeddings the documents and at a context level as well as a sentence 

level representation of the entire document. The answer extraction module discusses the different 

feature extraction and comparison techniques as well as certain scoring metrics. 

 

 

Diagram 3.1: Overall Block diagram of the algorithm 

3.2 QUESTION PROCESSING MODULE: 

The question processing module has multiple sub-modules that deal with eliciting syntactic and 

semantic features from the question. The core idea of the project is to calculate the semantic 
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similarity between the (question) query and the underlying contextual documents, these features 

will be used for further processing like answer analysis and extraction. Empirically, it is divided 

into two steps, shallow parsing and deep parsing. The shallow parsing module obtains the 

overlying lexical features from the questions like question length, focus words, parse trees, head 

noun, etc. The deep parsing module obtains the integrated underlying features such as named 

entities, relation extraction, taxonomy extraction, etc.  

 

3.2.1 SHALLOW PARSING: 

The shallow parsing module can be briefly divided into two sub-modules, shape feature extraction 

module and lexical feature extraction module.  The shape feature extraction module generates the 

alphabetic and structural features from the question. These features generate information regarding 

number of words, number of characters, number of relevant and irrelevant words (stop-words), 

etc. Whereas the lexical feature extraction module generates information regarding the syntactical 

information captured by the question such as the parts-of-speech tags, parse trees, focus 

words(head noun), etc. 

 

3.2.1.1 SHAPE FEATURES: 

The shape features include information about the characters and character sequences in the input 

questions. The word count is the first feature calculated. The word count is a meta feature for 

observing the difference in terms of count in the core query before and after the shallow and deep 

processing modules. The next feature is the count of relevant and irrelevant words. The relevant 

words are the words that carry meaning and are present in the end query. The irrelevant words are 

the meaning-less stop words. The stop words are removed by comparing them with a stop-word 

dictionary. In this case, the natural language toolkit (NLTK) is used. NLTK has a dictionary of 

stop words.  
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The next feature is the count of different alphabetical features of words present in a question 

including the words with all lower case, upper case, mixed and numerical characters. The 

numerical characters are important as they suggest either a date or a currency, both of which are 

crucial in context of this project. The final step is to identify the question word from the input. The 

question words are “[what, where, when, how]”. The scope of the project is to limit the question 

words with respect on the ones mentioned above. The question data description module explains 

this aspect of the project in a greater detail. 

 

 

Diagram 3.2: Shape Feature Extraction module 

 

 

3.2.1.2 LEXICAL FEATURE EXTRACTION:  

There are six lexical features generated which are; parts of speech tags, parse trees, head noun/ 

focus word, tokens, lemma and stem. The lexical features are built by firstly obtaining the lexicon 

or lexical items which are the basic building blocks of language. The surface features of lexemes 
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are generated which are the parts of speech tags. For a question, “What is the revenue generated 

by Facebook?”, the associated parts of speech tags are 

“[What/WP,is/VBZ,the/DT,revenue/NN,generated/VBN,by/IN,Facebook/NNP]”. NLTK is used for 

this purpose. It has a built-in function called pos_tag() which gives parts of speech tags for input 

sentences.  

Following the generation of POS tags, the parse tree is also generated. The parse tree is obtained 

based on the context free grammar. This tree is based on grammar rules and these rules are based 

on quadruple (N,T,P,S). For the question, “What is the revenue generated by Facebook?”, the 

parse is as follows;  “(S [What/WP , is/VBZ, the/DT , revenue/NN, generated/VBN (HN by/IN , 

Facebook/NNP), for/IN, the/DT, year/NN, 2017/CD])”. The goal is to extract the head noun from 

the parse tree. The grammar used for generating the parse tree is : '''NP: 

{<DT>?<JJ>?<IN>*<NN>}#NP'''. NLTK is used in this step as well. NLTK’s parsers, namely 

the regex and chunk parsers generate the parse trees. The next step is to extract the head noun from 

a sentence.  

In a phrase, head nouns contribute towards obtaining the syntactic structure. In a linguistic aspect, 

the head of a noun helps to identify the semantic category and thereby the meaning of the phrase. 

By applying the same logic to a sentence, the head noun helps to identify the focus of the sentence. 

For obtaining the head noun, the following grammar rules are used : '''HN: 

{<DT>?<JJ>?<IN>*<NNP>}#NP'''. For the same example, the head noun is (HN by/IN 

Facebook/NNP).  

The next step is to obtain the tokens. Tokens are, as mentioned above, smallest lexical units. 

Tokens are basically words in a sentence separated by space. For the question , “What is the 

revenue generated by Facebook ?” the output from this step is “[What, is, the, revenue, generated, 

by, Facebook,?]”. There are other common techniques such as tokenization based on sentences, 

phrases based on parts of speech to name a few. NLTK and spacy have in-built tokenizers for this 

purpose. In python, the string class has a split function that generates the tokens from input 

sentences. 
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Lemmatization is process of obtaining the lemma from a word. The lemma contain the intended 

meaning for a word. The lemmas for the words “[caring, bats]” are “[care, bat]”. The lemmatizer 

generates lemmas for the input words which are of base forms. The output of lemmatizer is based 

on a dictionary lookup and is always relevant to humans. Stemming is another process which 

generates the base form of the words. The output from the stemmers for the words “[caring, bats]” 

are “[car,bat]”. The stemmer is used to obtain phonetically normalized words from the inputs. 

This doesn’t involve a dictionary lookup and hence the outputs can be unreadable to humans at 

times. Consider the example question, “What is the revenue generated by Facebook ?”. The output 

from the stemmer is “[what, is, the, revenue, gener, by , facebook,?]”. And the output from the 

lemmatizer is “[What, is, the, revenue, generated, by, Facebook,?]”. This marks the end of the 

shallow parsing module. 

 

3.2.2 DEEP PARSING: 

Deep parsing is the process of obtaining the deep and underlying features from the input words 

and sentences. This section discusses a few deep parsing techniques and the respective features 

obtained. The named entity recognition (NER) is one of the most important steps in this section. 

Understanding the named entities will help towards extracting the various focus points in the 

sentence. The named entities are those words in a sentence that contain most of the information. 

These words are usually real-world entities. The process of extracting is a categorization process 

where the nouns are categorized into named entities such as names of the persons, organizations, 

location, product, event, time etc. 
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Diagram 3.3: Lexical Feature extraction module 

 

Diagram 3.4: Deep Parsing module 

It is crucial for the input questions to have at least one named entity else the relevancy of the 

question becomes unviable. NER tasks have always been considered as a benchmark for testing 

the algorithms. For a given question, NER obtains the named entities in terms of names of 
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organizations, location, numerical or currently oriented and time expressions. Flair, an open 

sourced state-of-the-art data processing library is used for this purpose. Flair has a built-in NER 

tagger. The input is in tokens and the output is the token and its respective named entity. For the 

example  question : “[What, is, the, revenue, generated, by, Facebook,?]”, the output is : “ ORG-

span [7]: "Facebook” ”. 

The next step in deep parsing is the extraction of the relations. The relation extraction is another 

term to identify the hypernyms and hyponyms from a word. The idea here is to obtain the relation 

for the head noun. The hypernym marks the generic term for a given word whereas hyponym 

marks the specific. Because of the transitive nature of hypernyms and hyponyms, it helps to 

identify the nuances between the question and possible answer choices. The relation can be 

obtained using WordNet which is a repository of synonyms, hyponyms and hypernyms. For 

example, the synset which is a set of synonyms in WordNet, generates the following output for the 

word “revenue” ; “gross.n.02 ['gross', 'revenue', 'receipts'], tax_income.n.01 ['tax_income', 

'taxation', 'tax_revenue', 'revenue']”. The set of hypernyms and hyponyms are; “['sum', 

'sum_of_money', 'amount', 'amount_of_money', 'box_office', 'gate', 'government_income', 

'government_revenue', 'internal_revenue']”. Diagrams 3.5, 3.6 and 3.7 show the relation and splits 

between synonyms, hypernyms and hyponyms for this example. As seen in these diagram, it 

represents a taxonomic structure. The structure can be expanded more by adding more root or leaf. 

But this can cause the meaning of the words to disintegrate. Addition of root nodes will generalize 

the captured word and addition of leaf nodes will lead to more specificity in meanings. Both of 

these cases will lead to disparity in the information captured and intended and hence the level of 

expansion is limited to 1 in both directions. 
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Diagram 3.5: Synonymy Relation 

 

 

Diagram 3.6: Hyponyms and Hypernyms for the word ‘GROSS’ 
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Diagram 3.7: Hyponyms and Hypernyms for the words ‘TAX INCOME’ 

The final step is to generate the query words from the question. The query words will be embedded 

in the vector space model. This step is crucial as the vector space models are very susceptible to 

noise. The lemmatized words generated from the lexical feature extraction module is the input for 

this step. From the input, the stop words are removed using a dictionary-based comparison 

technique. NLTK’s stop word dictionary is used for this purpose. For example, “[What, is, the, 

revenue, generated, by, Facebook,?]”, the output after this step will be “[What, revenue, 

generated, Facebook,?]”. The next step will be to lower the words so as to have a normalized 

query words. The output will look like this: “[what, revenue, generated, facebook,?]”.  The next 

step is to remove the punctuations and join the rest of the words into a sentence. The output for the 

example will be : “what revenue generated facebook”. This sentence will be then passed on so 

that it can be embedded into the vector space model.  

While it is very common to use intent recognition as an additional step, because of the limited 

scope of this project it is not used. The experimental section and the results section present an 

overview of the types of questions asked to the system for testing purposes. They also present a 

limited range in those questions with a common intent of revenue and the answers beings restricted 

to numbers in almost all of the cases. The future scope of the project will include broadening the 

scope of the system as well as using techniques like intent recognition for question processing. 
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3.3 DOCUMENT PROCESSING MODULE: 

The documents are the main source of contextual information. The goal of this project is to find 

an efficient way of understanding and representing the information captured by the documents and 

calculate the similarity between the query and the documents. The first step here is to use doc2vec 

algorithm to represent the entire document in the vector space. This follows with a few drawbacks 

in terms of its performance and the time required. Hence, there are two other variants for this step, 

namely the tf-idf embedding and topic models. A combination of the techniques mentioned in this 

section can be used as an ensemble method. 

The document processing module can be briefly divided into four sections; document embeddings, 

document features, tf-idf features and topic features. The document embedding section describes 

the doc2vec models and their significance. The various parameters involved in generation of 

doc2vec models are also explored. The document feature extraction module is responsible for 

obtaining the document features which will be used for extracting the relevant answers in the . The 

next section; TF-IDF provides and in-depth description of the  tf-idf words as well as its use in 

search space reduction. The Topic Features module generates the topics and the latent topic words 

from the document set. 

 

Diagram 3.8: The flow of approach in document processing module 
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Diagram 3.9: Overall block diagram of document processing module 

 

3.3.1 DOCUMENT FEATURE EXTRACTION: 

The Document feature extraction module is responsible for obtaining the key document features 

for the input documents. The document features are similar to the question features seen in the 

previous section. The features extracted are Named Entities (NER), Head Noun / Focus Word. In 

order to extract the features, the documents are split into sentences and every sentence is parsed 

so as to extract the relevant features from them. 

The named entities are the first set of features extracted from the corpus. They are extracted using 

a package called Flair. The package has certain restrictions with respect to the inputs given for 

NER extraction. The inputs have to be such that they are broken into tokens and these tokens have 

to be space delimited. Flair has a function called ‘Sentence’ which generates these tokens. The 

significance of capturing the named entities is to understand the information encompassed by the 

documents. An article which has information about ‘Facebook’, will have it as a named entity 

multiple times across the document. This module tries to capture that information. While a 

document can have the same entities repeated multiple times, they are appended only once per 

document so as to reduce redundancy. The next feature is the head noun/focus word.  
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The head noun is the next feature which is extracted. As mentioned earlier, the head noun is 

responsible for extracting the syntactic structure of the sentence. The head noun feature of the 

sentences from the answer set will be compared with the question. Based on this, a score is 

assigned to the answers that compare with the head nouns of the question. This aspect is explored 

further in the answer extraction module. 

The idea is to use to use document features as a sorting mechanism between the questions and the 

documents. While these document features are not embedded in a vector space, they are relevant 

in the algorithm. They are used to compare features between the questions and the answer set. 

After the first level of segregation in the search space, the sentences are explored to find the most 

semantically similar sentence to the question. Thus, the documents are separated in sentences and 

the along with the sentence features are stored in a json file. Json files have constant search time 

which reduces the search complexity. This json file is accessed in the sentence2vec module to 

embed the sentences in vector space. 

3.3.2 DOCUMENT EMBEDDINGS: 

While creating document embeddings, it’s extremely important to clean the documents and remove 

the meaningless words from input. During the document cleaning and preparation phase, the 

different steps involved are as follows. For every article, the inputs are first converted into lower 

case. Removal of stopwords is an optional step. The stopwords are meaningless words as they do 

not contribute towards the meaning represented by the sentence. There isn’t any rule in-regards to 

their presence in the vector space models. To test this hypothesis, two sets of models were created 

for doc2vec. One set includes stopwords whereas the other set does not. The words are then 

tokenized and provided as an input to the model for further analysis. Lemmatization and stemming 

are some other techniques usually used for data cleaning. However, these methods of cleaning are 

not used in this project. As these doc2vec and word2vec models’ biggest drawback is polysemy, 

modifying word forms doesn’t contribute to the model performance. 

The cleaned documents are embedded in the vector space using the doc2vec algorithm. Chapter  2 

presents an in-depth explanation of the algorithm as well as certain other embedding techniques.  
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Gensim package is used for embedding the documents. The package was developed by RARE 

Technologies. It is an open source package which supports many algorithms such as 

Word2vec,FastText, Latent Semantic Analysis to name a few. These algorithms are un-supervised 

in nature and they work on unstructured text data.  

The doc2vec algorithm from the package was inspired by the paragraph2vec paper by Mikolov et. 

al. (2014). And hence, the package has all the metrics mentioned in the paper. The inner shallow 

network of the model has parameters such as vector_size, window_size, alpha, max_vocab_size, 

etc. Modifying some of these parameters has a larger contribution to the quality of the model. In 

order to get the model that works best for the dataset, modifying these parameters is crucial. 

The vector_size parameter is responsible for defining the size of the vectors in the vector space 

model. The paper uses 400 dimensions. However, the size of the corpus is much lesser in this case. 

And since the number of dimensions is linearly related to the size of corpus, lesser dimensions are 

used in this case. The vector sizes are varied between 50 to 250 dimensions while searching for 

the optimal vector size for the datasets. 

The window size is another important parameter. The window size is the maximum distance 

between the current word and the predicted word. The window_size values between 1 to 8 are 

explored further in the experimental section. Number of iterations is another parameter that is 

varied. It is the number of times the model is retrained on the corpus. The default value of epochs 

is 5. As the default value for a larger dataset, larger epoch values are explored. The idea is to run 

the model multiple times so that it can capture the contextual information more efficiently as a 

result of the retraining. Alpha is the initial learning rate of the model. As the iterations progresses, 

the training of the model will result in the alpha rate to decrease or increase to min alpha. The 

alpha value is varied within the following range; (0.025, 0.01, 0.05, 0.06,0.07,0.10). And min alpha 

is varied between (0.025, 1e-4). 
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3.3.3 TF-IDF FEATURES: 

TF-IDF stands for Term Frequency, Inverse Document Frequency. TF-IDF is a weighting term 

that identifies the importance of the words in a document. The algorithm assigns scores to the 

words in proportion to their occurrences across documents. This is called as the term scores. These 

scores are frequency/count based scores for the words. However, the term score isn’t a trustworthy 

metric. Stopwords happen to have a higher term scores as they occur multiple times. However, 

they are not relevant keywords as they do not capture any information.  The inverse document 

score is responsible for penalizing such words. 

The inverse document score reduces the importance of the more frequent words and increases the 

weights of the words that occur rarely. Thus, the tf-idf score is used to remove unnecessary and 

irrelevant words from the documents as well as obtaining the most relevant ones. TF-IDF scores 

have many uses in applications such as text summarization, information retrieval and search 

engines. The TF-IDF vectorizer from sklearn package is used for extracting the tf-idf features. 

The term score can be calculated using the following formula: 

𝒕𝒇(𝒕) =  
𝑵𝒖𝒎𝒃𝒆𝒓 𝒐𝒇 𝒕𝒊𝒎𝒆𝒔 𝒕 𝒂𝒑𝒑𝒆𝒂𝒓𝒔

𝑻𝒐𝒕𝒂𝒍 𝒏𝒖𝒎𝒃𝒆𝒓 𝒐𝒇 𝒕𝒆𝒓𝒎𝒔 𝒊𝒏 𝒅𝒐𝒄𝒖𝒎𝒆𝒏𝒕
 

   

The inverse document score can be obtained using the following formula:  

𝑰𝑫𝑭(𝒕) = 𝐥𝐨𝐠 
𝑻𝒐𝒕𝒂𝒍 𝒏𝒖𝒎𝒃𝒆𝒓 𝒐𝒇 𝒅𝒐𝒄𝒖𝒎𝒆𝒏𝒕𝒔

𝑵𝒖𝒎𝒃𝒆𝒓 𝒐𝒇 𝒅𝒐𝒄𝒖𝒎𝒆𝒏𝒕𝒔 𝒘𝒊𝒕𝒉 𝒕𝒆𝒓𝒎 𝒕 𝒊𝒏 𝒊𝒕
 

The overall tf-idf score can be calculated as: 

𝒕𝒇 − 𝒊𝒅𝒇(𝒕) = 𝒕𝒇(𝒕). 𝒊𝒅𝒇(𝒕) 

The tf-idf words provide a keyword level representation of the entire document. Hence, instead of 

embedding the entire document, these tf-idf words are embedded in vector space as a place holder 
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for the context. Top 10 tf-idf words from every article is extracted. They are represented using the 

sentence2vec model which is a variant of doc2vec.  

 

3.3.4 TOPIC FEATURES: 

Topic Modelling is the technique used for identifying the topic features. LDA algorithm is used 

for obtaining the topic features. LDA stands for Latent Dirichlet Allocation. This algorithm is 

responsible for obtaining the clusters from the dataset based on their latent topic distribution. Then 

the cluster/s which are most similar to the query are explored further. This helps to reduce the 

search space. Instead of going through the entire document, only a subset of documents are 

explored in a greater detail. 

Gensim package has an implementation of LDA algorithm. Sklearn is another package which has 

an implementation of the algorithm. In order to find the best parameters on the data, grid search 

technique was used. Grid search is a technique which automates the process of creating all possible 

combinations for a given set of parameters. The grid search technique generates the best 

combination of the passed parameters and presents the best performing values in return. A scoring 

technique is also passed also with the parameters. 

Log likelihood and model perplexity are the scoring techniques used to test the performance of 

the models. Model perplexity is a technique usually used to evaluate the performance of 

probabilistic models. The model’s ability to perform on unseen data is called the log likelihood 

of the model. Model perplexity is obtained from log likelihood. These scores are used to 

compare between the performances of two models. In terms of perplexity score, lower is better. 

Whereas, in log likelihood, the higher the score the better. In order to get these scores, the dataset 

has to divided into test and train. The documents present in test data are denoted by wd. The 

model is a topic-document-matrix as discussed in chapter 3. It is denoted by Φ and the 

hyperparameters are denoted by α. The formula for log likelihood is as follows: 
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𝐥𝐨𝐠𝐩(𝒘𝒅| 𝚽 ,

𝟏

𝒅

𝛂) 

Maximizing the log likelihood is a result of MLE algorithm which aims at finding the best 

parameters by maximizing the parameters α which additionally maximizes the probability of the 

unseen data. Perplexity is a score which is generated from this above given equation. It can be 

calculated as follows: 

𝒆𝒙𝒑{
− 𝑳(𝒘)

𝒄𝒐𝒖𝒏𝒕 𝒐𝒇 𝒕𝒐𝒌𝒆𝒏𝒔
} 

These two techniques that are used to score the performance of various models generated by 

modifying the parameters; number of topics and learning decay. The number of topics as the 

name suggests captures the information in regard to dividing the document into n number of 

topic cluster. The values from 5 to 15 were experimented with. The best performing model had a 

topic number of 10. Learning decay is the parameter responsible for capturing the learning rate 

of the models. The suggested value for learning rate is between 0.5 and 1.0. Hence, the values 

were explored, and the best model has a learning of 0.7 according to the results of grid search. 

 

 

Diagram 3.10: Topic Modelling results 
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3.3.5 SENTENCE2VEC: 

As seen in diagram 3.8, there are multiple context level representations of the documents. Once 

the cluster of documents is obtained from the previous step, the sentences in those documents are 

explored further in this module. The sentence2vec module as the name suggests, embeds the 

sentences from the context to vector space. The goal of this step is to break the documents into a 

sentence level granularity so as to obtain the similarity between the sentences and the queries. The 

json file generated as a result of document feature extraction module is used as an input. 

The sentence2vec can be thought of as an extension to the doc2vec (Mikolov et. al. 2014, Dai et. 

al. 2015). Instead of representing the entire document, each sentence of the document is divided 

and provided as an input to the model. The paper (Mikolov et. al. 2014) suggests the use of sentence 

phrases instead of using individual sentences. However, for the application of question answering 

system, it is relevant to provide a paragraph level context for the answers. Hence, instead of a 

sentence level embedding, the model is trained on combinations of two and three sentences. Earlier 

the model was trained on around 3000 sentences. After creating these sentence combinations, there 

are around 8000 inputs for the model. The goal here is to provide enough contextual information 

so that the model is able to capture the nuances in the data.  

The question is then embedded into the model and the sentences that are most similar to the 

question are returned as possible answers. The vector space models use distance measures such as 

Cosine similarity or Euclidean distance to calculate the score. The model returns 10 most similar 

sentences as a result of this similarity. The answer extraction module asserts an additional level of 

re-ordering on those sentences based on feature-based similarity scores. Similar to the metrics 

varied in document embeddings, the vector_size, window_size, number of iterations, alpha and 

min_alpha parameters are varied.  

3.4 ANSWER EXTRACTION MODULE: 

In this module, the steps followed to extract the answers from a probable answer set is discussed. 

We have a set of features associated with all the questions, and a set of features associated with 
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the sentences of the context/documents. The idea is to compare the two sets of features and identify 

the correctness of the answers based on certain scoring mechanisms. Extraction of these features 

from the context as well as the scoring metrics are discussed in further detail in this section. 

The answer set is the results obtained from the sentence2vec model. These results are based on 

cosine distance calculated by the vector space models. The idea is to use the features extracted by 

the document feature module and add another layer of sorting. A simple feature-to-feature and 

word-to-word score is used. As mentioned earlier, this model is used to reorder the answers 

obtained by the document processing module. The top 3 highest scores are returned as probable 

answers as an output of this module. 

The answer set contains a set of document names combined with line number. The json file stores 

the line number and the features. By accessing the sentence, the associated features calculated by 

the document feature extraction module are also obtained. The scoring mechanism is as follows. 

If the NER matches between the question and the sentence feature, then 3 points are awarded.  If 

the Head Noun between the question and the sentence match, an additional 3 points are awarded 

to that sentence. The synonym, hypernym and homonyms of the question are also match with the 

sentences. Each match awards 1 point. The sentences with highest scores are considered as the 

probable answers and are displayed back to the user.  
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CHAPTER 4 
 

EXPERIMENTS 
 
 
4.1 DATA SET: 100 CURATED ARTICLES: 

This dataset is composed of 100 articles. It has an average of 600 words per article with 113 to 

1896 words per article. There is a total of 58135 words in this dataset and 12039 unique words. 

There are 7 to 112 sentences in each article of dataset with an average of 36 sentences per article 

with a total of 3564 sentences. This dataset is a carefully curated list of articles  

There are different types of models generated. These models can be briefly divided into two: the 

models in step 1 represent the contextual information of the documents with the goal of reducing 

the search space. The models in step 2 are used to obtain the actual answers based on the question 

and are represented in a sentence and phrasal level of granularity. The models based on step 1 are 

doc2vec, tf-idf features, topic features. The first section describes the doc2vec models generated 

by embedding the entire documents. The next section has information regarding the tf-idf based 

model which uses tf-idf features as contextual information. The following section presents the 

topic feature extraction module. The step 2 of embeddings, the sentenc2vec model is also described 

in a greater detail. 

4.1.1 TRAINING DOC2VEC MODELS: 

The previous chapter presents an in-depth explanation of the approach. Gensim package is used 

for generating the doc2vec model. The package adheres to the papers (paragraph2vec, 2014). The 

hyperparameters present in the package are very similar to the ones mentioned in the paper. As 

mentioned in the previous section, the vector_size, window_size, number of iterations, alpha and 

min_alpha are the parameters that are varied.  

As mentioned in the previous section (chapter 5), various models were generated by varying the 

parameters like vector_size, number of iterations, alpha, min_alpha and window_size. The 

vector_size values explored are 50,100,150,200,250. The paper suggests a vector size of 400 
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dimensions but the dataset on which they experimented was larger in size. And hence, a small set 

of vectors are explored here. The next parameter is the number of iterations. The values 

experimented are 10,15,20,50 and 100. For this parameter, the default value is 5 in genism. 

However, that value is for a larger dataset. Because of the smaller size of the dataset, a larger set 

of iterations are explored with the assumption that the model will be able to learn more information 

with more re-trainings to compensate for lesser data. Window_size is another attribute which is 

modified. The paper presents a good performance with window size of 8. In order to check its 

workability with respect to this dataset the values between 1 and 8 are explored in the models. The 

alpha value is varied within the following range; (0.025, 0.01, 0.05, 0.06,0.07,0.10). And min alpha 

is varied between (0.025, 1e-4). 

By varying the said parameters, a total of 2800 combinations are generated. A total of  2880 models 

are generated. These models are tested on two testcases which are inspired by the paragraph2vec 

paper (Mikolov et. al. 2013, 2014). The first test case is a keyword comparison (TEST CASE 1). 

The models are presented with certain keywords and the result is supposed to be the most similar 

document in this case. And the second test case has questions which will test the model’s ability 

to parse sentences and to provide most similar documents in return (TEST CASE 2). Some of the 

keywords and questions appears across multiple documents as well. A point-based scoring system 

is used. By automating the process of comparison, the results are obtained. 

For doc2vec, two sets of models are generated. One set has the stopwords removed whereas the 

other set does not. The set without stopword removal has a maximum accuracy of 93.47% accuracy 

on testcase  1 and 86.9% on testcase 2. In set where stopwords were removed, the testcase 1 has 

an accuracy of 91.3% and testcase 2 has a maximum accuracy of 89.13%. And there were 7 models 

that had the highest accuracy for this test case. Instead of choosing the best performing model at 

this stage, all of these high performing models are tested on the actual test case and the best model 

is chosen. The different parameters of these models can be seen in the tables 4.1 and 4.2. 
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Table 4.1: Best Set of models without Stopword removal 

SR 

NO 

VECTOR_

SIZE 

ITERATI

ONS 

WINDOW_S

IZE 

ALPHA MIN_ALPHA TESTCAS

E 

1 100 150 4 0.01 0.0001 Testcase 2 

2 100 50 6 0.01 0.025 Testcase 2 

3 200 20 4 0.07 0.025 Testcase 2 

4 200 20 4 0.1 0.025 Testcase 2 

5 250 20 1 0.025 0.025 Testcase 2 

6 50 10 1 0.1 0.025 Testcase 2 

7 50 15 1 0.01 0.0001 Testcase 2 

8 250 15 6 0.1 0.0001 Testcase 1 

  

Table 4.2: Best set of models with Stopword Removal 

SR 

NO 

VECTOR_

SIZE 

ITERATI

ONS 

WINDOW_S

IZE 

ALPHA MIN_ALPHA TESTCAS

E 

1 200 15 1 0.1 0.0001 Testcase 2 

2 250 20 2 0.06 0.025 Testcase 2 

3 250 50 2 0.07 0.0001 Testcase 2 

4 50 20 1 0.07 0.0001 Testcase 2 
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5 100 20 1 0.025 0.025 Testcase 1 

 

As seen from these tables, the assumptions taken while selecting the features seem to hold true. 

The vector_size and number of iterations have an inverse relation. And surprisingly most of the 

models have a higher vector_size and less iterations. Most of these models are performing well 

with lesser window size even with an average of 16 words per sentence. The table 4.3 presents 

an overview of the questions on which these models were tested. 

Table 4.3: Sample Questions 

SR NO QUESTION ANSWER 

1 what is the revenue generated by UnitedHealth doc28 

2 what is the revenue generated by UnitedHealth Group doc28 

3 what is the revenue generated by Goldman Sacchs doc29 

4 what is the revenue generated by Goldman doc29 

5 what is the revenue generated by twitter doc10 

 

4.1.2 TRAINING TF-IDF FEATURES: 

The tf-idf features are obtained by fitting a tf-idf vectorizer on the data. Sklearn’s TF-IDF 

implementation is used in this case. The motivation behind generating these models is to reduce 

the search space by using a few keywords to represent the information presented in a model. In 

this case those keywords are tf-idf words. Gensim’s implementation of doc2vec is used in this 

case. There are a few drawbacks because of these features. Firstly, the model loses its ability to 

represent the words and their contextual information. The model learns the document’s location in 
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a vector space by an approximation as it has much less data to deal with. However, these models 

are faster than the doc2vec models by an average of 0.5 seconds. 

The models are embedded in vector space using the doc2vec model. Like the previous section, the 

parameters are varied which results in various combinations of models being generated. The 

parameters vector_size, number of iterations, alpha, min_alpha and window_size were varied. The 

values for vector_size parameter were (50,100,150,200,250). The values of number of iterations 

were (10,15,20,50,100,150). The window size values were explored between 1 to 8. However, 

since every document had exactly 10 tf-idf words, the smaller values are expected to be more 

effective. The alpha and min_alpha values were (0.025, 0.01, 0.05, 0.06,0.07,0.10) and (0.025, 1e-

4) respectively. These values have been consistent for every set of models generated in this project. 

There were 2880 models generated.  

These models were tested on the same test cases mentioned in the previous section. The test case 

1 is based on keyword matching and keyword similarity. The test case 2 is the question similarity 

task. The best performing model for test case 1 has an accuracy of 30.4%. And the best performing 

model for test case 2 has an accuracy of 26.8%. Because of the drawbacks mentioned above, these 

models are not able to generate a very coherent understanding of the data present in the documents. 

This results in the model’s performance ability to be affected. The table 4.4 presents an overview 

of all the best performing models.  

Table 4.4: Best set of models with Stopword removal 

SR 

NO 

VECTOR_

SIZE 

ITERATI

ONS 

WINDOW_S

IZE 

ALPHA MIN_ALPHA TESTCAS

E 

1 100 150 1 0.1 0.0001 Testcase 2 

2 100 150 1 0.1 0.025 Testcase 2 

3 250 50 2 0.07 0.0001 Testcase 2 
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4 50 20 1 0.07 0.0001 Testcase 2 

5 100 20 1 0.025 0.025 Testcase 1 

 

4.1.3 TRAINING TOPIC MODELS: 

Topic models are another approach used to reduce the search space. The topic models are used to 

obtain the latent topics present in the documents. The topic models generate words which are part 

of the latent topics. While comparing these words generated by the topic models with the ones that 

humans usually perceive after reading a document, there was a 91% similarity across them. There 

were two topic models whose performance were comparable, the LDA and LSA models. However, 

mathematically the Dirichlet prior of LDA has a better accuracy than LSA. Hence, an LDA based 

approach was used for this purpose. Getting an optimal number of topic clusters is crucial in this 

case. As mentioned in the previous chapter, there are various techniques that can be used to obtain 

this number. 

The number of topics was varied from 5 to 15. The perfect number of topics was 10 on this case 

and hence was used in the final model as well. The documents are passed through the topic 

modelling algorithm and topic numbers are asserted to the documents. The goal is to identify the 

topic cluster in which the answer lies for the questions that would be asked. This approach has the 

least overhead and the number of clusters explored are a fraction of the original dataset. 

4.1.4 TRAINING SENT2VEC MODELS: 

The sent2vec models were generated in a similar fashion as that of the doc2vec models. The 

parameters vector_size, number of iterations, alpha, min_alpha and window_size were varied. The 

values for vector_size parameter were (50,100,150,200,250,300). In the doc2vec section, most of 

the models with good results tend to have lesser iterations and higher vector_size. Hence the values 

of number of iterations were (10,15,20). Similarity, most of the models in doc2vec had the window 

size less than 6. In this case, the values explored were (1,2,3,4,5,6) for the parameter window_size. 
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The alpha and min_alpha values were (0.025, 0.01, 0.05, 0.06,0.07,0.10) and (0.025, 1e-4) 

respectively. As a result, 1296 models were generated. 

Two sets of models were generated. One set of models had cleaned sentences with the stopwords 

removed and the other set of models did not go through the cleaning process. Two sets of testcases 

are used in this case to check the performance of the models. The first testcase is simple keyword 

matching (TEST CASE 1). The model’s ability to acquire the correct document number based on 

these keywords is tested. The second testcase has a list of 35 questions and the answers are specific 

sentences from the corpus (TEST CASE 2). The questions and the answers can be seen in the 

table below. The answer format is a different than previous (doc2vec’s question based testcase 2). 

And as mentioned above, the model’s ability to predict the correct sentence from the corpus is 

tested in this case.  

 

Table 4.5: Sample Questions 

SR 

NO 

QUESTION ANSWER 

1 

what is the revenue generated by Uber 

technologies 

The Big Numbers Uber reported key 

metrics for 2018, and, we presume, 

will update its S-1 filing soon with 

results from Q1 2019.Until then, let’s 

keep it simple and start with its 

historical results, with information 

found on page 18 of the company’s S-

1: Uber 2016 net revenue: $3.845 

billion Uber 2017 net revenue: $7.932 

billion (+106 percent from 2016) Uber 

2018 net revenue: $11.270 billion (+42 
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percent from 2017) Those figures say 

show Uber’s growth slowing as it 

scaled.Still, at Uber’s revenue scale, 

growing 42 percent is impressive 

2 

what is the revenue generated by Microsoft 

Overall, Microsoft's revenue grew 16 

percent year over year in the quarter, 

which was the third quarter of the 

company's 2018 fiscal year, according 

to Thursday's earnings statement.The 

company's biggest business segment, 

More Personal Computing -- which 

includes Windows, devices, gaming 

and search ads -- produced $9.92 

billion in revenue, up 13 percent year 

over year.The segment came in above 

the FactSet consensus estimate of 

$9.25 billion, according to 

StreetAccount. 

 

3 

what is the revenue generated by Alphabet 

Alphabet's experimental projects, 

called "other bets" in its parlance, 

include Waymo, a self-driving car unit, 

and Verily, a health-and-biotech 

company.Those types of projects lose 

money, but less than they used to.In 

the fourth quarter, they lost $916 
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million, versus $1.09 billion over the 

same period the previous year. 

 

 

The table 4.6 presents the results obtained on the cleaned data. The best performing model for 

test case 1 had an accuracy of 58.69% whereas the best performing model for testcase 2 had a 

11% accuracy. The table 4.7 presents the results obtained on the un-cleaned and un-processed 

data. The best performing model for test case 1 had an accuracy of 54.34%. And the best 

performing model on test case 2 had an accuracy of 8.6%.  

Table 4.6: Best set of models on Cleaned data 

SR 

NO 

VECTOR_

SIZE 

ITERATI

ONS 

WINDOW_S

IZE 

ALPHA MIN_ALPHA TESTCAS

E 

1 250 15 4 0.1 0.0001 Testcase 1 

2 300 10 2 0.06 0.025 Testcase 2 

 

Tables 4.7: Best set of models on Un-Cleaned data 

SR 

NO 

VECTOR_

SIZE 

ITERATI

ONS 

WINDOW_S

IZE 

ALPHA MIN_ALPHA TESTCAS

E 

1 150 20 1 0.1 0.0001 Testcase 1 

2 150 10 5 0.01 0.0001 Testcase 2 

3 150 15 3 0.06 0.025 Testcase 2 
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4 200 15 5 0.1 0.0001 Testcase 2 

5 50 20 5 0.1 0.0001 Testcase 2 

6 50 20 6 0.025 0.0001 Testcase 2 

7 50 20 6 0.06 0.025 Testcase 2 

 

These models do not perform well on the second test case. The sent2vec models by themselves 

are not able to obtain the exact sentence as an answer in most of the test cases. This proves the 

need for a sorting mechanism that reduces the search space and provides a comparatively smaller 

set of documents and thereby a smaller set of sentences to parse through. As seen in table 4.7, the 

models were unable to perform well in Testcase 2. Hence, sentence phrases were introduced. The 

models were trained on sentence phrases which were combinations of two sentences. The final 

models were tested on the improved dataset. 

The improved dataset has 17506 sentences with a total of 320729 words. There is an average of 

2.37 sentences per input and an average of 43.49 words per input with a total of 7374 inputs.  
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CHAPTER 5 
 

RESULTS 
 
 
The experimental section provided an overview of all the different experiments. The results of 

these techniques are explained in this section in a greater detail. The best models from the previous 

sections were experimented with. They were tested on two sets of questions: 194 specific set 

questions and 115 broad set of questions. The specific questions were inspired from the content 

present in the input articles. These questions were regarding certain specific information present 

in the articles. Table 5.1 provides an overview of the different questions in test case 1. The answers 

were specific sentences and phrases from the input articles. There could be more than one answer 

per question. The models’ ability to predict at-least one of the correct answers was tested upon. 

The testcase was automated and the models and their combinations return sentence/phrase 

numbers in return which was checked against and answer-list of the correct answers per question. 

Table 5.1: Sample questions from testcase 1 

SR NO QUESTIONS 

1 What is the estimated revenue for AirBnb as a result of Rio Olympics ? 

2 What was the highest share value seen by Tesla ? 

3 What was the revenue seen by Google in Q1 of 2018 ? 

4 What was Amazon's biggest loss ? 

5 What was Uber's net revenue ? 

 
Testcase 2 contained broad questions. The goal of this testcase is to understand the models working 

on abstract questions with multiple answers throughout a single input article and across multiple 

articles. The questions were toyed with and their point of view and keywords were experimented 

with. Table 5.3 has a few example questions from this testcase. 
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The models mentioned in tables in the previous section are used for the purpose of analysis. Every 

model from the context level representation are combined with the models with sentence and 

paragraph level representation. They are tested against the two testcases and the model with the 

best performance is used in the final output. The questions in testcase have a total of 1861 words 

and an average of 9.6 words per question. 35 questions are in third person and 159 questions are 

in first person. Every question has an NER or a Head Noun. As mentioned in chapter 5, NER and 

Head Noun are quite crucial in identifying the exact document from the question.  

Doc2vec was the best performing contextual representation. The best model had an accuracy of 

61.3% in testcase 1. In terms of mean reciprocal rank (MRR), it was 28.87%.  Table 5.2 has 

information about this model and its results. As seen from the table, the best contextual model has 

200 dimensions, was trained on 20 iterations, has a window_size of 4 and alpha and min-alpha of 

0.1 and 0.025. Note that, the model requires 200 dimensions even for a small data in contract the 

paper mentions a use of 400 odd dimensions for 22000 inputs. The sentence model has 150 

dimensions and was trained on 10 iterations. This model has a window size of 5 and alpha and 

min_alpha values of 0.01 and 0.0001 respectively. The best contextual model was generated 

without doing any stopword removal. The doc2vec models seem to outperform the tf-idf based 

models and the topic-based models. The best tf-idf based accuracy was 9% and the best topic-

model based accuracy was 17%.  

Table 5.2: Best performing model 

SRNO CONTEXUAL MODEL SENTENCE MODEL ACC: MRR 

1 doc2vec200+20+4+0.1+0.025.mo

del 

doc2vec150+10+5+0.01+0.0001.

model 

61.3% 28.87% 

 

In the second testcase, there were 44 questions written in third person and 71 questions in first 

person. The model had an overall accuracy of 64.3 % across all the questions. The questions part 
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of this testcase is mentioned in the following table 5.3. The best model combination can be seen 

in Table 5.2.   

Table 5.3: Sample questions from Testcase 2 

SR NO QUESTIONS 

1 What was the revenue generated by Humana ? 

2 What was Humana’s revenue ? 

3 How much was the revenue seen by Humana? 

 

The three essential components i.e word relations, named entities and focus words were 

experimented with. Table 5.4 presents an overview of the results. The best accuracy without the 

answer extraction module is 21.64% with an MRR score of 12.15%. As compared to the values 

seen in tables 5.2 and 5.4, the answer extraction module is deemed as a crucial component. 

Table 5.4: Component parameter analysis for models 

SR NO  BEST ACCURACY(%) BEST MRR(%) 

1 Without word relation\s 61.34 28.78 

2 Without Head Noun 55.67 27.46 

3 Without NER 47.43 26.9 

4 Just word relations 47.43 22.70 

5 Just Head Noun 58.45 24.55 

6 Just NER 55.15 27.66 
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As seen in table 5.4, the best performance is with NER and Head Noun present in the answer 

extraction module. While the other question components extracted from the questions and the 

documents are crucial, they are not conducive in this case. These components can be used for 

further question and document analysis with a goal of improving the accuracy and the 

performance.  

The life cycle of a question is described in diagram 5.1 in a greater detail. As per the results, the 

following lifecycle is followed in the final program. The question goes through the question 

processing module and the relevant features as described in chapter 3 are extracted. These features 

are stored for further use in the process. The document processing module generates the results of 

contextual similarity which is then processed by sentence/phrasal level similarity. The list of 

sentences are then explored by the answer extraction module. The final results are displayed and 

seen in the diagram.  
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Diagram 5.1: Overall block diagram of a question lifecycle 
 

The final system and its relevant screenshots are as follows: The system takes an average of 3.73 

seconds to generate the answers. 

 



 

70 

 

Figure 5.1: Screenshot 1 

 

Figure 5.2: Screenshot 2 
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Figure 5.3: Screenshot 3 

 

Figure 5.4: Screenshot 4 
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Figure 5.5: Screenshot 5 

 

 
Figure 5.6: Screenshot 6 
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Figure 5.7: Screenshot 7 

 

  
 

Figure 5.8: Screenshot 8 
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Figure 5.9: Screenshot 9 

 

 
 

Figure 5.10: Screenshot 10 
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CHAPTER 6 
 

CONCLUSION 
 
 
The thesis proposes a new approach for developing a question answering system. The system uses 

folksonomy-based approach for tagging and grouping the input documents while tackling the 

problem of question answering by calculating a contextual similarity between the questions and 

the input. The system can be broadly divided into two levels describes as follows. The first level 

uses techniques such as tfidf, topic modelling and doc2vec for generating the contextual 

representation of the input. The contextual representation is inspired by Folksonomy by associating 

tags and contextual information about the documents to reduce search space. The second level is 

in the form of sentences and paragraph phrases. The document level context using doc2vec 

outperforms all the other techniques. The final set of models were tested on two testcases; a 

specific set of questions and a broad set of questions. The best model has an accuracy of 61% on 

testcase 1 and 64% on the testcase 2. The future scope of the project includes the use of different 

innovative techniques such as BERT and ELMo as a replacement of doc2vec and sent2vec. 
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APPENDIX A 
 

ALGORITHMS 
 
 

 

 
 

Algorithm 1: Shape Feature Extraction 
Input: Question set Q 
Output: SHVE  ∈ ShapeF eatures for every Qi  from Q 
Variables: 

SHVE: Vector that stores values of all Shape Features 
(Q F,V F) ∈  (Question, F eature V alue) 
while questions in dataset Q do 

Punc ← Σ(Setofpunctuations); 
if  ∀Qi

word  NOT IN P unc then 
extract shape features of the question; 
if SHVE  [extract number of words] then 

(Q i  W C , V iW C ) ←  ΣW ordCounti; 
end 
if SHVE  [extract number of stopwords] then 

(Q i  SW C , V iSW C ) ←  ΣStopW ordsi; 
end 
if SHVE  [extract number of relevant words] then 

(Q i  RW , V iRW ) ←  ΣW ordCounti  −  ΣStopW ordsi; 
end 
if SHVE  extract alphabetical features then 

(Q i  , V i  AF ) ←  ΣAlphabeticalF eaturesi; 
V iAF   ∈ AlphabeticalF eatures; 

end 
if SHVE  extract Question Words then 

W ¡-  QuestionWordList; 
(Q i  QW , V iQW ) ←  ΣQuestionW ord; 

end 
end 

end 
        return SH V E ShapeF eatureV ector  
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Algorithm 2: Lexical Feature Extraction 
Input Question set Q 
Output LEVE  ∈ LexicalF eatures for every Qi  from Q 

LEVE: Vector that stores values of all Lexical Features 
(Q F,V F) ∈  (Question, F eature V alue) 
while questions in dataset Q do 

Punc ← Σ(Setofpunctuations); 
if  ∀Qi

word  NOT IN P unc then 
extract lexical features of the question; 
if LEVE[extract parts of speech tags (POS)] then 

(Q i  
P OS, V iP OS) ←  ΣP OST agsi; 

if LEVE  [extract Head Noun] then 
(Q i  HN , V iHN ) ←  ΣHeadNouni; 

end 
end 
if LEVE  [extract token words] then 

(Q i  
T OKEN , V iT OKEN ) ←  ΣT okeni; 

if LEVE  [extract stem words] then 
(Q i  ST EM , V iST EM ) ←  ΣStemW ordsi; 

end 
if LEVE  [extract lemma words] then 

(Q i  LEMMA, V iLEMMA) ←  ΣLemmaW ordsi; 
end 

end 
end 

end 
        return LE V E LexicalF eatureV ector  
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Algorithm 3: Deep Features 
Input Question set Q 
Output DFVE  ∈ DeepF eatures for every Qi  from Q 

DFVE: Vector that stores values of all Deep Features for a question Q i 

(Q F,V F) ∈  (Question, F eature V alue) 
while questions in dataset Q do 

Punc ← Σ(Setofpunctuations); 
if  ∀Qi

word  NOT IN P unc then 
extract lexical features of the question; 
if DFVE[extract Named Entities] then 

(Q i  
NER, V iNER) ←  Σ (W ordi, NERi); 

if DFVE  [extract Synonyms] then 
(Q i  Syn, V iSyn) ←  Σ(W ordi, Synonymi); 

end 
if DFVE  [extract Hypernym] then 

(Q i  HY P ER, V iHY P ER) ←  ΣHypernymi; 
end 
if LEVE  [extract Hyponym] then 

(Q i  HY P O, V iHY P O) ←  ΣHyponymi; 
end 

end 
if LEVE  [extract Query Words] then 

W ← StopW ords; 
(Q i  

QW , V iQW ) ←  Qi  − ΣW ; 
end 

end 
end 

        return DF V E DeepF eatures  
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APPENDIX B 
 

FINAL TEST CASE 1 QUESTIONS  
 
 
SR NO QUESTIONS 

1 Where did RBF originate ? 

2 What was the international revenue seen by Twitter in 2018 ? 

3 What was the share rate seen by Twitter ? 

4 How many users were using Twitter in Q1 of 2018 ? 

5 What was the adjusted revenue generated by Twitter in 2018 ? 

6 What was Mastercard's revenue for the last quarter of 2018 ? 

7 What was Mastercard's revenue in 2017 ? 

8 What was Mastercard's revenue in 2016 ? 

9 What is the estimated revenue for Workday for the year 2018 ? 

10 What was the revenue projected by analysts polled by Thomson Reuters for 

Workday ? 

11 What was the consolidated revenue generated by Dell Technologies for the year 

2018 ? 

12 What was Dell's operating income for the fourth quarter of 2018? 

13 What was the commercial revenue seen by Dell for the year 2018? 

14 What was the overall revenue generated by Dell Technologies for the year 2018? 
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APPENDIX C 
 

FINAL TEST CASE 2 QUESTIONS 
 
 
SR NO QUESTIONS 

1 What was the revenue generated by Facebook ? 

2 What was Facebook's revenue ? 

3 What was the revenue generated by Google ? 

4 What was Google's revenue ? 

5 What was the revenue generated by Humana ? 

6 What was Ford Motor's revenue ? 

7 What was the revenue generated by Ford Motor ? 

8 What was Alphabet's revenue ? 

9 What was the revenue generated by Alphabet's ? 

10 What was the revenue generated by Mastercard ? 

11 What was Mastercard revenue ? 

12 How much was the revenue generated by Facebook ? 

13 How much was the revenue generated by Google? 

14 How much was the revenue generated by Uber ? 

15 How much was the revenue generated by Lyft ? 

16 How much was the revenue generated by Panera Bread ? 
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