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Owing to the advantages of using humanoids in the field of therapy and rehabilitation, there is a 

need for robots to have the capability to recognize a person and understand his/ her emotional state 

based on facial expressions, thus making the human-robot interaction more natural. In this thesis, 

an accurate, real-time and power efficient solution for face recognition and facial expression 

recognition is presented. The solution consists of a combination of a convolutional neural network 

(CNN) and a Support Vector Machine (SVM), which is deployed on NVIDIA Jetson TX2, a cheap, 

powerful and small sized hardware processing platform. For efficient deployment, a study on 

power consumption and performance of standard deep learning networks is drawn to analyze and 

find out the best hardware configuration of NVIDIA Jetson TX2 for inferring networks. The 

proposed solution was compared with AlexNet [Krizhevsky, Sutskever, and Hinson, Advances in 

Neural Information Processing Systems, 1097-1105 (2012)] and was found to be more accurate on 

facial expression datasets considered. It also has smaller model size, faster inference, lesser 

number of trainable parameters and consumes lesser power. The performance and functionality of 
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the developed application was tested on videos and humans in a real human-robot interaction 

scenario. The results were satisfactory, vindicating the fact that the application can be deployed 

and used in the real world. 
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CHAPTER 1 

INTRODUCTION 

1.1 Motivation 

As per various sources and experts, involvement of robots in our lives and society is evident and 

their role and contribution in next decade is bound to increase. According to Boston Consulting 

group, robots will be performing 25% of all labor tasks by the year 2025. Currently, humanoid 

robots form a very small section of the service robot group but in future they are estimated to have 

the greatest potential to serve the industrial market [1]. They are currently flourishing as 

companion robots. As a generalization, robots are considered as humanoids if they have a striking 

resemblance to one or more human features, specially arm & face. Resemblance to a human in 

some form, makes them more approachable and acceptable in the society. Most recent example 

being Sophia, a humanoid robot developed by Hanson Robotics, which is the first robot to be 

awarded citizenship of a country. There are several other humanoid robots developed by the 

research community and humanoid robotics is a field of constant and cutting-edge research 

developments. Humanoids robots find application in a wide domain. Humanoids find application 

in military, industry, healthcare, entertainment, household and space. The development of each 

humanoid depends on the field where it is planned to be deployed. For example, robots deployed 

in Industry are made bigger, stronger, and robust. While the focus of military humanoids is 

strength, humanoids for household and healthcare are designed with safety, visual appeal and 

emotional response in consideration [2]. Healthcare for small children and elderly has been a big 

concern as it is very expensive and needs skilled labor. Things are much more aggravated when 
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dealing with autism and psychiatric patients. As mentioned in [3], parents of kids suffering from 

autism spectrum disorders (ASD) have a lot of trouble to manage their daily activities along with 

taking steps towards proper care of the child. They also end up with financial problems and 

depression symptoms. A good solution to tackle these issues is to deploy humanoid robots as a 

care taker for therapy. There are several humanoid robots which serve as therapy and rehabilitation 

robots. NAO [4], Keepon [5], QRIO [6], AIBO [7], KASPAR [8] are some examples of how robots 

have been developed by the research community with the goal to improve the role of robots in 

therapy and rehabilitation. One such humanoid robot is Buddy [9], a completely independent and 

mobile robot, developed at HBS Lab in UT Dallas. Buddy was designed mainly for rehabilitation 

of kids with ASD or other kind of psychiatric disabilities. The current capabilities of Buddy are as 

follows: 

1. Mimic human like gestures and movements in the face 

2. Entertain the users by doing Ballet dance 

3. Color detection (Using the IP camera) 

4. Lift small commonly used objects/ loads 

To serve better in the task of rehabilitation of patients/ children suffering from ASD, Buddy had 

to be upgraded to sense the emotions and the emotional state of the patients in order to interact 

with them. Once a humanoid robot can understand the emotional state of the person it is dealing 

with, it can interact with the person in a more human way and can take further decisions based on 

person's emotional state. For example, if the person appears to show a negative emotion (sad, fear 

or disgust), the humanoid can be programmed to do something appeasing or funny in that situation 

or try out different things until the emotional state of the person changes. Such features become 
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important when designing a companion robot. It is also important for the design of sophisticated 

robots. However, the root still lies in the major task of identifying the emotions of the human 

subject. This has to be done by building the vision system of Buddy such that it can detect faces, 

recognize people and find out the emotional state of the detected person. Also, since one of the 

prime novelties of Buddy is that it is completely mobile, the target processing should be such that 

it does not interfere with the motion of the robot. The power consumption by the process also has 

to be budgeted and minimized such that the robot's battery stays longer.  

1.2 Mechatronic components of Buddy robot 

Buddy [9] is a humanoid robot designed as an assistive robot for elderly and children. It is 3D 

printed and has capability to mimic human movements by performing a dance and by creating 

different facial expressions. It is an independent and mobile robot which can easily maneuver in a 

household/ indoor environment. It is 580 mm tall, has two arms and a mobile base, in addition to 

the head. For the actuation, Buddy uses servo motors which are controlled by an Arduino Mega 

and Pololu Maestro controllers. It also has an IP camera DCS42L, attached to its torso. The camera 

has a 1/5" VGA progressive CMOS sensor with the following angle of view: 45.3 (H), 34.5 (V). 

54.9 (D). It has 4X digital zoom and offers a maximum frame rate of 30 fps. It offers various 

resolutions like 640 x 480, 320 x 240 and 160 x 112. It connects to the LAN via 802.11n protocol. 

Having a small size of 60 x 34.85 x 96 mm and weight of 78.1 grams, it offers ability to capture 

frames which can be accessed remotely by the user. All these features with a maximum power 

consumption of 4.2 watts makes it a right fit to be deployed on Buddy. Fig. 1.1 shows the Buddy 

humanoid robot. The current capabilities of Buddy listed above, do not address to the sphere of 
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emotional understanding and recognizing people. Adding this will improve the role of Buddy as a 

therapy and assistive humanoid. 

 

Figure 1.1: Buddy humanoid robot, designed as a therapy and assistive robots for Autism 

patients. Equipped with an IP camera, it’s vision system can be improved by adding a capability 

to recognize people and their emotional states. 

1.3 A low power, high performance solution towards emotion and face recognition 

In this thesis, a new method is proposed to recognize individuals and their emotions. The method 

uses deep learning technique for the recognition tasks on NVIDIA Jetson TX2. The Jetson TX2 is 

an embedded platform, which has an on-board GPU, thus allowing high computation task like 

running a deep learning network, possible on a low power budget. The proposed solution uses a 

single convolutional neural network, comprising of 4 layers, made by fine tuning and modifying 
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AlexNet [10]. The network is capable of multitask learning, thus, from a single forward pass of an 

image/ frame, the network produces two outputs: The recognized person and his/her's recognized 

emotion. Using multitask learning helps in leveraging the power of deep learning for both the 

classification tasks without causing overhead of inference of the network separately for each task. 

The proposed network architecture also has a smaller size than AlexNet [10], has faster inference, 

and offers better accuracy and performance.  

Features of the proposed CNN architecture:  

1. It has four layers and has 34% lesser trainable parameters than AlexNet. 

2. It is more accurate and consumes lesser power than AlexNet. 

3. It is a multi-task framework and two classifications occur in one forward pass. 

The CNN approach used in the method is more robust than methods like AU (Action Units) [23] 

where head position has to be aligned properly, which is only possible in controlled environments. 

Also, use of feature extraction using traditional computer vision (LBP [15], PHOG [17] etc.) does 

not offer a high accuracy as compared to deep learning methods.  

1.4 Literature review 

In this section, a description and review of research developments in the topic of interest is 

discussed. The review required discussion on various topics and was thus further divided into 

sections. The research on facial expression recognition with respect to application on humanoids 

is discussed in the first sub section. The second sub section discusses various computing platforms 

and available embedded devices which can be considered for further development. Deep learning 

is an advancing field of research, with availability of plethora of frameworks for development of 
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a deep neural network. They all have certain advantages and disadvantages. Choice of framework 

is critical for real time performance. This is discussed in the third sub section.  

1.4.1 Facial Expression recognition and its application in humanoids 

Facial emotion recognition has been a topic of interest and research since a long time. In this 

section, topics of research directly related to the topic of interest is briefly discussed. Corneanu et 

al. [11] discuss the history, developments and progression in the field of emotion classification 

and recognition by covering the efficient RGB, thermal, 3D and multimodal techniques for facial 

expression analysis from the past and the current trends. The process of Automatic Facial 

expression recognition has four basic steps as described in [11].  

The first step is to detect a face in an image, followed by, face registration (detecting fiducial 

points: corners of mouth or eyes). After this, feature extraction is done. Feature extraction 

technique depends on the data modality (RGB, thermal or 3D). The final step includes deploying 

machine learning techniques to recognize facial expressions. For face detection, Viola&Jones [12] 

is the most used and well-known algorithm. It suffers from occlusions and its performance dips 

when there are large pose variations. Only CNNs give comparable accuracy to Viola&Jones [12], 

that too, over a wide range of poses. The step of Face Registration is used in many recognition 

systems, to align and frontalize the face. For 2D face registration, Active Appearance Models 

(AAM) [13] is most commonly used. For real time performance however, SDM (Supervised 

Descent Method) [14] is preferred. Feature extraction is a crucial step and has two broad sub types. 

They are: predesigned features and learned features. Predesigned features are handcrafted features 

while learned features are the one which are developed over a batch of training images. The 

predesigned features are further divided into two categories. They are appearance (based on image 
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intensity) and geometric features (based on distances, deformations and other geometric 

properties). Appearance features extraction techniques mainly include LBP [15], Gabor Filters 

[16], PHOG [17], LPQ [17] while geometric features extraction techniques mainly include 

Landmark locations, Landmark distances, Optical flow. Learned features are usually a part of 

CNNs and Deep Belief Networks [20]. Passing an image through a CNN, leads to its exposure to 

various operations like convolutions and pooling, ultimately leading to creation of  highly complex 

features. For the final step, i.e. deploying machine learning technique for recognition, there are 

plethora of effective algorithms, which have been used in the past and in recent times. Neural 

Networks [18], SVMs [16], CNNs [19], LSTM (Long Short Term Memory) [20], kNN, HMM 

(Hidden Markov Model) [21], RNN (Recurrent Neutral Networks) [22] are some of the accurate 

and well performing algorithms. There have been implementations of LBP [15], RNN [22] and 

AU based facial feature extraction [23] for facial expression recognition. However, with increase 

in available datasets and availability of computing resources (GPUs), deep learning approaches 

involving CNNs have been an interest of research.  

The top entries in EmotiW contest in 2016 [24] and in 2015 [25,26] have used CNNs, thus showing 

that CNNs are superior in the emotion classification tasks when compared to other machine 

learning algorithms. Kim, Bo-Kyeong, et al. [26] describe a method for robust facial expression 

recognition using a hierarchical committee of deep neural networks. The network architecture 

comprises of multiple CNNs (including fully connected) which have different architectures. A 

weighted mean of class scores is then assigned by the hierarchical committee that uses 

exponentially weighted average (EWA) rule. The architecture is shown in Fig. 1.2. Although this 

approach generated high accuracy and was a notable entry in EmotiW contest 2015, this method 
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cannot be used for deployment on an embedded platform because having multiple CNNs not only 

affects memory and power consumption, but it severely degrades real time performance as well. 

 

Figure 1.2 Hierarchical committee based facial expression recognition architecture [26]. 

 

Looking from perspective of deploying emotion recognition classifier on a humanoid robot, there 

has been significant developments in this aspect. In 2009, Kharat G.U., & Dudul, S.V. [27] 

reported a neural network based emotion recognizer designed for a humanoid. The features were 

extracted using DCT (Discrete Cosine Transform), using which an SVM classifier was trained. 

More recent approaches focus on CNN and deep learning approaches as they offer more accurate 

and robust solution to the classification task. Ballihi et al. [28] propose a model with ability to 

recognize positive/negative expressions from videos, for human robot interaction. Features are 

extracted from the face and depth information is extracted from upper body motions to create a 

velocity vector. Different feature extraction techniques are used, some representing Action Units 

concerning upper portion of face (eyebrows) while some focus on mouth region. The depth 
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information (distance of person from camera) is also coded into features in order to extract upper 

body movements. These features are then fed to a random forest classifier. The major disadvantage 

of their method is that the position of person in image, illumination and image preprocessing are 

the parameters dictate the performance and accuracy. Barros et al. [29] propose a cross-channel 

convolutional neural network for facial expression recognition, addressing the major short 

comings of [28]. The solution was proposed for iCub robot [30]. The aim was to extract 

information from facial expressions and body motion. The proposed network architecture has two 

channels. Channel 1 is responsible for extracting features corresponding to the face (shape, texture, 

contour etc.) and Channel 2 is responsible to extract features corresponding to speed of changes in 

face, direction and orientation of face. Four frames are fed to Channel 2. In order to extract face 

from image/ frame, Adaboost face detector is used. Image size is kept as 64 x 48 and the 

architecture can be summarized in Figure 1.3. 

 

Figure 1.3: S represents the kernels. Kernel of size 5x5 is applied in channel 1, followed by a 

7x7 filter. Similarly, Channel 2 is fed 4 frames, on which a kernel of 5x5 is applies. The 

channels are merged into a cross channel. 
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The authors made use of Cohn Kanade [31] and CAM3D [32] datasets because of availability of 

multiple frames/ video sequences for a subject. The dataset classes were made into 3 classes: 

positive, negative and neutral.  

Table 1.1: Dataset modification such that classification classes are reduced to 3 classes. Neutral 

class consists of images labelled as neutral in both the datasets [29]. 

Dataset Positive Negative 

Cohn-Kanade [31] Happy and Surprised Angered, Disgusted, 

Contemptuous, Feared and Sad 

CAM3D [32] Agreeing, Excited, Happy, 

Interested, Surprised and Thinking 

Bored, Disagreeing, Disgusted, 

Sad and unsure 

 

To evaluate the performance of the method, a human robot interaction scenario was created 

where 5 human subjects were asked to enact 10 different expressions. The setup is in Fig. 1.4. 

 

 

Figure 1.4: Human subject was in front of the iCub [16] robot head. Green square indicates 

input for channel 2 and red square indicates input to channel 1 [29]. 
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The evaluation results gave a mean accuracy of 74.2 % in recognizing the category of facial 

expressions (positive, negative or neutral). It took 0.42 ms in average to identify each expression. 

The evaluation result is summarized in Table 1.2. 

Table 1.2: Evaluation results of HRI experiment conducted by [29] 

Subject 1 2 3 4 5 Total 

Acc 70.2 % 75.7 % 73.9 % 78.7 % 72.5 % 74.2 % 

Std 3.8 2.7 3.2 2.9 3.1 2.8 

 

Another significant and similar contribution in humanoids was a real time face recognition for 

NAO humanoid robot [33]. The features were extracted using local binary pattern (LBP) and 

majority voting was used to boost real time performance. The authors also studied the impact of 

distance on the accuracy of prediction. The experimental setup for the evaluation of accuracy and 

effect of distance on the accuracy of the classifier is shown in Fig. 1.5. 

 

 

 

Figure 1.5: Experimental setup for accuracy evaluation described in [33]. The figure on the left 

is the setup to capture images of people with NAO’s camera. The figure on the right is for 

capturing video stream of people walking towards the robot.  
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Though these are significant contributions in the field of human robot interaction, there has been 

no work towards integrating and having both face and facial expression recognition in the 

humanoid robot at the same time, maintaining accuracy and real time performance. Also, the 

accuracy of emotion recognition in a human robot interaction environment for [29] is 74.2% and 

there is scope for improvement in this accuracy. Ranjan et al. have proposed a multi task learning 

framework in [34] which is capable of face detection, landmark localization, pose estimation and 

gender recognition using a single network architecture. The architecture is described in Fig. 1.6. 

 

Figure 1.6: The architecture of the proposed network in [34]. The classifier can classify if face 

is there in an image or not, locate landmarks, classify gender and estimate head pose. For each 

pose, there is an FC layer associated. 
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A similar approach can be applied to have a multi task classification to recognize faces and facial 

expressions. However, having so many fully connected layers can lead to serious impact on the 

computation time (real-time performance) and power consumption, which is a matter of concern 

when the target of deployment is a humanoid robot. As mentioned in [35], fully connected layers 

contribute to more than 90% of the model size and upto 38% of the computation time. Thus, it is 

not desirable to have so many fully connected layers. There has not been any significant work 

which targets the issue of deploying multitask classification network on an embedded platform 

such that the performance is real-time. 

1.4.2 Processing platforms 

The choice of processing platform is critical for the performance of classifier. Using a high-end 

computer with GPUs is the easiest solution and an obvious choice when considering deploying 

deep learning networks, however it affects portability of the humanoid. If a wireless connection is 

used, there is a high possibility that the network connection may become a bottleneck in the real-

time performance. Also, it is a costly solution. Thus, choosing a computing platform which allows 

portability, high performance and economical, is of utmost importance. To address the portability 

issue, the computing platform should fix to the humanoid robot. Thus, it is essential that it is small 

in size. To ensure high performance, it would be highly desirable that the computing platform has 

a GPU available. Also, it would be an added benefit if the platform allows integration of sensors 

present on humanoid robot via SPI/ I2C interfaces. Thus, narrowing down to choices, there are 

few computing platforms which suffice the above-mentioned conditions. They are NVIDIA Jetson 

TK1, NVIDIA Jetson TX1 and NVIDIA Jetson TX2. The specification comparison is as described 

in Table 1.3. 
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Table 1.3: Comparison of three boards suitable for embedded AI computations. 

Parameter NVIDIA Jetson TK1 NVIDIA Jetson 

TX1 

NVIDIA Jetson TX2 

GPU NVIDIA Kepler, 192 

CUDA cores 

NVIDIA Maxwell, 

256 CUDA cores. 

NVIDIA Pascal, 256 

CUDA cores 

CPU Quad core ARM 

Cortex A15 

Quad core ARM 

A57 

Quad core ARM A57 

+ Dual core Denver 2. 

Memory 2 GB, 64 bit 4 GB, 64 bit, 

LPDDR4, 25.6 GB/s 

8GB, 128 bit, 

LPDDR4, 59.7 GB/s 

GPIOs, I2C, SPI, 

UART 

Yes Yes Yes 

Price $ 202 $ 384 $ 599 ($299 on 

Education Discount) 

 

Based on Table 1.3, NVIDIA Jetson TX2 is the optimal choice, which allows powerful 

computation at a low price. 

NVIDIA Jetson TX2 (see Fig. 1.7) is a system on module offering high performance with an added 

benefit of low power consumption. With such features, it is one of the best embedded platforms 

for inferencing Deep learning networks. 

 

Figure 1.7: NVIDIA Jetson TX2 developer 

board [36] and its main components (right) 

[37]. 

• Tegra X2 (Parker Series SoC) – 

(NVIDIA Pascal GPU, ARM v8 

HMP CPU Complex) 

• 8GB LPDDR4 memory.  

• 32GB eMMC 5.1 storage 

• IEEE 802.11a/b/g/n/ac dual-band 2x2 

WLAN and Bluetooth 4.1 chip 

• Gigabit Ethernet 

• PMIC, regulators, power and voltage 

monitors 

• 400-pin board-to-board connector  

• WLAN and BT antenna connectors 

• Temperature sensors 

• Board ID EEPROM 
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Fig. 1.8 shows the modular block diagram of NVIDIA Jetson TX2, dividing and categorizing 

components as per their functionality and hardware group. For example: The CPU, GPU are 

clubbed and shown as Tegra X2. 

 

Figure 1.8: Modular block diagram of NVIDIA Jetson TX2 [37] 

 

The main computing heart of Jetson TX2 is the Tegra X2 module. Figure 1.9 shows components 

of Tegra X2. The detailed architecture of the Tegra SoC from the official documentation is as 

shown in the Fig. 1.10. The computing system of NVIDIA comprises of a GPU and a CPU cluster 

having 6 cores. Thus, there are lot of combinations of frequencies at which the CPU cores and 

GPU can operate. However, there are some frequencies which lead to a high-power efficiency and 
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performance. NVIDIA has provided some standard modes which dictate the frequency of 

operation of the GPU and CPU cores. They are listed in the Table 1.4. 

 

Figure 1.9: TegraX2 module 

 

 

Figure 1.10: NVIDIA Jetson TX2 Tegra ‘Parker’ SoC block diagram [38]. 
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Table 1.4: Different modes of operation of NVIDIA Jetson TX2. 

Mode Mode Name Denver 2 Freq. ARM A57 Freq. GPU Freq. 

0 Max-N 2 GHz 2 GHz 1.3 GHz 

1 Max-Q N.A. 1.2 GHz 0.85 GHz 

2 Max-P Core-All 1.4 GHz 1.4GHz 1.12 GHz 

3 Max-P ARM N.A. 2 GHz 1.12 GHz 

4 Max-P Denver 2 GHz N.A. 1.12 GHz 

 

1.4.3 Choosing the deep learning framework 

There are various deep learning frameworks, which are used to build, train and validate deep 

learning networks. They are high-level interfaces and they run over cuDNN, which is a library 

consisting of primitives for Deep learning. The hierarchy can be described in Fig. 1.11. 

 

 

Deep Learning frameworks: 

\                                         

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1.11: Deep learning frameworks and their position in hierarchical flow 

. 

 

NVIDIA Deep Learning GPU Training System (DIGITS) allows rapid development of accurate 

neural networks and also offers visualization of architecture, datasets, inference results, accuracy 
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and loss over training duration. DIGITS allows development of a network in Caffe [39], Torch 

[40] and TensorFlow [41]. Caffe [39] is chosen for development because it is fast and can be used 

for benchmarking. It also has a repository of all standard networks on GitHub referred to as Model 

Zoo. The entire process of training the network using DIGITS and deployment on NVIDIA Jetson 

can be summarized in Fig. 1.12.  

 
Figure 1.12: The workflow of training models on DIGITS and exporting it to NVIDIA Jetson 

TX2. [38]. 

 

The trained Deep learning model in Caffe [39] comprises of 3 major files: ‘deploy.prototxt’, 

’name_of_model.caffemodel’ and  ‘mean.binaryproto’. These 3 files are exported to NVIDIA 

Jetson TX2. For training the deep learning networks, a PC with Intel Xeon CPU and NVIDIA 

GeForce GTX 1080 GPU is used. 

1.5 Contribution of the thesis 

The main contribution of this thesis are as follows: 
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• A new solution which is a combination of CNN and SVM for an accurate face and facial 

expression recognition (two tasks classification) is proposed. It operates in real-time, a 

critical feature for human robot interaction (HRI) and assistive/ therapy robots. 

• The solution performs better than AlexNet [10] when considering 3-class classification and 

has lesser number of layers and trainable parameters. It also consumed lower power and 

memory than AlexNet [10]. 

• Since the target processing board is NVIDIA Jetson TX2, the system design becomes 

portable and does not hinder humanoid’s movement by any means. This is also a cheap 

solution as it eliminates use of a high-end computing machine at the back-end. 

• A study on power and performance of various state of the art deep learning models, when 

inferenced on NVIDIA Jetson TX2, was conducted and reported. Thus, a method was 

proposed to identify the optimal mode of operation (high performance and low power 

consumption) when considering deployment of deep learning networks on Jetson TX2. 

1.6 Organization of thesis 

The thesis has 5 chapters and it is organized as follows. Chapter 2 describes the study conducted 

on NVIDIA Jetson TX2 when standard CNN models are inferenced. Power consumption and 

performance for different modes of operation of Jetson TX2 was analyzed. Chapter 3 focuses on 

the proposed solution and describes the proposed architecture and evaluation methods. In addition, 

a comparison with AlexNet [10] is carried out. Chapter 4 describes evaluation of the proposed 

method on real human subjects. Chapter 5 concludes the thesis and describes the possible future 

work.
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CHAPTER 2 

POWER AND PERFORMANCE ANALYSIS OF CNNS ON NVIDIA JETSON TX2 

In this chapter, NVIDIA Jetson TX2 is explored for the task of inferencing some standard deep 

learning networks (CNNs) under various modes of operation. Since NVIDIA Jetson TX2 has four 

different modes of operation to choose from (Mode 0, Mode 1, Mode 2, Mode 3, Mode 4), it is 

important to analyze which mode is the optimal mode for inferencing CNNs. For this purpose, a 

study of power consumption by NVIDIA Jetson TX2 and its performance in terms of images 

classified per second for each mode is reported and analyzed. A metric, performance: power ratio 

is then defined to identify the optimal mode which offers the best performance for each Watt of 

power spent. The standard deep learning networks used in this task are: 1) AlexNet [10] 2) VGG16 

[42] and 3) GoogLeNet [43].  AlexNet [10] is an eight layered network which won the ILSVRC 

(ImageNet Large Scale Visual Recognition Competition) 2012 competition by having the best 

accuracy among all the participants. It marked the breakthrough of use of CNNs for complex 

recognition tasks. VGG16 [42] was its successor and a 16 layered network which won the ILSVRC 

2014 competition. GoogLeNet [43] was another notable entry to the ILSVRC 2014. It was a 22 

layered network, with presence of ‘inception modules’ in its architecture. The key features of these 

networks are summarized in Table 2.1. The architectures of AlexNet [10] and VGG16 [42] are 

quite similar, except that VGG16 is a deeper network with more number of layers. GoogLeNet 

[43] is a slightly different network, with its architecture comprising of ‘Inception Modules’. The 

architecture details of these standard network are as shown in Fig. 2.1. The pretrained models 

available from GitHub are trained on ImageNet. For Caffe deployment, they can be easily 

downloaded from an open source repository ‘Model Zoo’ which contains the model files. In terms 
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of accuracy, it is found that VGG16 [42] is the most accurate [53], followed by GoogLeNet [43] 

and AlexNet [10]. 

a. 

 

b. 

 

c. 

 

Figure 2.1: Architecture of standard CNNs a. AlexNet [10], b. VGG12 [42] and c. 

Inception module of GoogLeNet [43]. 

 

Inception Module present 

in GoogLeNet architecture. 

There are 9 such modules 

in the architecture. 
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Table 2.1: Key features of some standard CNNs 

CNN Network  Number of 

Parameters 

Number of 

Convolution 

layers 

Number 

of FC 

layers 

Total 

number of 

layers 

Input 

dimension 

AlexNet [10] 61 M 5 3 8 227 x 227 x 3 

VGG16 [42] 138 M 12 3 16 224 x 224 x 3 

GoogLeNet [43] 4 M 57 1 22 224 x 224 x 3 

 

2.1 Experimental Setup 

This section describes the experimental setup to measure the power consumption by NVIDIA 

Jetson TX2 and performance results i.e. number of images inferenced/ processed per second by 

the hardware. The pretrained model files are downloaded from GitHub repository ‘Model Zoo’. 

The files are then executed on NVIDIA Jetson TX2, which is powered using wall unit power 

supply (AC to DC 19 V) and interfaced to a keyboard, mouse via USB 2.0 and to a display monitor 

using HDMI interface. The experimental setup is shown in the Figure 2.2 and 2.3. 

 

Figure 2.2: The experimental setup flow. 
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Figure 2.3: The experimental setup flow. 

 

Section 2.2 and 2.3 describe the procedure to measure power and performance in detail using 

the setup described in Fig. 2.2 and Fig. 2.3. 

2.2 Power Measurements 

Power measurements are done using the INA3221 on-board power monitor. For observing the 

outputs of power monitor, the associated I2C addresses are in the location: 

/sys/devices/3160000.i2c/i2c-0/0-004* 

Where * ranges from 0 to 3, i.e. 0-0040, 0-0041, 0-0042, 0-0043. These addresses hold various 

readable sysfs nodes. The rail names present on these addresses is described in Table 2.2. 

Table 2.2: Rail names present in corresponding addresses. 

Address Rail name 

0-0040 VDD_SYS_GPU 

VDD_SYS_SOC 

VDD_4V0_WIFI 

0-0041 VDD_IN 

VDD_SYS_CPU 

VDD_SYS_DDR 

0-0042 VDD_MUX 

VDD_5V0_IO_SYS 

VDD_3V3_SYS 

0-0043 VDD_3V3_IO_SLP 

VDD_1V8_IO 

VDD_3V3_SYS_M2 
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Out of the available rails, the rails of interest are: VDD_SYS_GPU, VDD_SYS_CPU and 

VDD_SYS_DDR. These rails monitor the GPU, CPU and DDR memory, which are the most 

significant portions of hardware used by CNNs. The voltage and current can be monitored using 

the power rails. Thus, power consumed by CPU, GPU and DDR memory at any instant can be 

obtained using on-board power monitor. The process to access the power monitor and read the 

power consumed by GPU, CPU and DDR memory at any given time instant is shown in Fig. 2.4. 

Type Reported power in mW 

GPU power 

consumption  

CPU power 

consumption  
DDR power 

consumption  

Figure 2.4: Reading power consumption values from sysfs nodes at a time instant. 

 

It can be seen in Fig. 2.4 that the power consumed by GPU, CPU and DDR is 153 mW, 230 mW 

and 249 mW respectively. A C++ script is then written to automate the process of power 

measurement. The script is run along with the deep learning network to check the power consumed 

by network. The process is visually represented in Fig. 2.5. In Fig. 2.5, at time t = 0, the network 

is initialized and run using Caffe [39] test feature with the following command:  

caffe test -model examples/mnist/lenet_train_test.prototxt -

weights examples/mnist/lenet_iter_10000.caffemodel -gpu 0 -

iterations 100. 

At time t = i, the power monitor script is initialized and run. At time t = j, the script is terminated. 

The network finally terminates at t = n. Here 0 < i < j < n. n is decided by the number of iterations. 

The number of iterations should be large enough to fetch enough number of power samples. The 
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process remains identical for GPU, CPU and DDR power measurement and is repeated for all 

modes of operation of Jetson TX2. On an average, 1000-1500 power samples are recorded every 

second. 

 

Figure 2.5: The process to measure power consumed by a Deep learning inference. 

  

2.3 Performance Measurements 

To measure performance, Caffe [39] benchmarking command ‘caffe time’ has been utilized. It 

helps in benchmarking a model and to check relative execution times for models.  

To time a model, its ‘deploy.prototxt’ file and ‘.caffemodel’ file is needed. The complete command 

for the purpose is as follows: 

caffe time -model examples/mnist/lenet_train_test.prototxt -

weights examples/mnist/lenet_iter_10000.caffemodel -gpu 0 -

iterations 10 

Here caffe time is the basic Caffe benchmarking command. -model refers to the prototxt file and -

weights refers to the trained Caffe model. -gpu defines use of GPU and iterations refers to the 

number of times the timing calculations are done. The output of this command reports the 
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parameters and values listed in Table 2.3. The three timing values obtained at the end of this 

process are: average forward pass, average backward pass and average forward-backward.  

Average forward pass represents the average time taken for computing the output for a given input 

during inference. Fig. 2.6 shows the illustration of forward pass. It can be seen in Fig. 2.6 that the 

input data is passed through the inner product layer and it is then passed through softmax activation 

function to get the final output. 

Average backward pass represents the time taken to compute the gradient for learning process. 

This time parameter is associated with back-propagation and is only useful when considering the 

training phase. Since we are not concerned about training time, this parameter is not of much use. 

However, inference time is a parameter of interest. Thus, average forward pass is what is noted. 

Average forward pass thus represents time taken to have one forward pass i.e. one prediction. This 

can also be referred to as the time taken to classify one image. Thus, number of images which can 

be classified in a second can be obtained by simple arithmetic. For a batch size of 1, the number 

of images that can be classified in a second can be given by the following formula: 

Performance  = 
𝟏

𝑻𝒊𝒎𝒆 𝒕𝒂𝒌𝒆𝒏 𝒕𝒐 𝒑𝒓𝒐𝒄𝒆𝒔𝒔 𝒐𝒏𝒆 𝒊𝒎𝒂𝒈𝒆
 =  

𝟏𝟎𝟎𝟎

𝑨𝒗𝒈 𝑭𝒐𝒓𝒘𝒂𝒓𝒅 𝒑𝒂𝒔𝒔 (𝒊𝒏 𝒎𝒔)
 

For a variable batch size, 

Performance = 
𝟏𝟎𝟎𝟎 𝒙 𝑩𝒂𝒕𝒄𝒉 𝑺𝒊𝒛𝒆

𝑨𝒗𝒈 𝑭𝒐𝒓𝒘𝒂𝒓𝒅 𝒑𝒂𝒔𝒔 (𝒊𝒏 𝒎𝒔)
 

Table 2.3: Parameters and their associated time value found by running caffe time command on 

LeNet model 

Parameter Time 

Average Forward Pass 16.8229 ms 

Average Backward Pass 45.0524 ms 

Average Forward-Backward 62.126 ms 
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This inference time is noted for various modes of NVIDIA Jetson TX2 for all 4 standard CNNs 

for different batch sizes. The batch size of a network was altered by using the Caffe deploy.prototxt 

file of the CNN. The way of changing the batch size is described in Table 2.4.  

 

Figure 2.6: An example of forward pass. Data x is passed through the inner product and then 

through softmax layer. [50] 

 

Table 2.4: Changes made in deploy.prototxt file to alter the batch size. 

Batch 1 Batch 32 

name: "AlexNet" 

layer { 

  name: "data" 

  type: "Input" 

  top: "data" 

  input_param { 

    shape { 

      dim: 1 

      dim: 3 

      dim: 227 

      dim: 227 

    } 

  } 

} 

name: "AlexNet" 

layer { 

  name: "data" 

  type: "Input" 

  top: "data" 

  input_param { 

    shape { 

      dim: 32 

      dim: 3 

      dim: 227 

      dim: 227 

    } 

  } 

} 
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2.3.1 Psuedo-code for the entire measurement process 

The entire measurement process comprises of measuring power and timing using Caffe 

benchmarking tools as discussed in previous section. The choice of batch sizes for the CNNs are 

dependent on the memory consumption and availability of memory on NVIDIA Jetson TX2. The 

pseudo code for the entire process is as follows: 

1. Begin 

2. S = {AlexNet, GoogLeNet, VGG16} 

3. M = {mode0, mode1, mode2, mode3, mode4} 

      //Power Measurements 

 

4. for each element of S do: 

5.       for each element of M do: 

6.             Infer the CNN (batch_size = 1) using ‘caffe test’ 

7.             Run power measurement script 

8.             Terminate power measurement script 

9.             Terminate CNN run 

10.       end for 

11. end for 

 

       //Timing & Performance Measurements 

 

12. for each element of S do: 

13.       if S=Alex_Net then  

14.               Batch size = {1,32,64,128,256}  

15.       end if 

16.       if S=VGG16 then  

17.               Batch size = {1,32} 

18.       end if 

19.       if S=GoogLeNet then  

20.               Batch size = {1} 

21.       end if 

22.       for each Batch size do: 

23.             for each element of M do: 

24.                   Infer the CNN using ‘caffe time’ 

25.                   Note average forward pass time 

26.             end for 

27.       end for 

28. end for 
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2.4 Results and Discussion 

2.4.1 CNN network: AlexNet [10] 

The pretrained model of AlexNet [10] is fetched from the ‘Model Zoo’ repository on GitHub and 

analyzed for performance and power consumption on NVIDIA Jetson TX2. 

A. Performance Results: 

Mode 0 represents the hardware configuration where all the components of the Tegra X2, i.e. 

GPU, Denver 2 CPU and ARM A57 CPU, run at maximum frequency. Thus, it is obvious that 

the best performance (maximum number of images inferenced per second) will be provided by 

Mode 0. The performance results of running AlexNet on NVIDIA Jetson TX2 is summarized in 

Fig. 2.7.  

 

Figure 2.7: Performance of AlexNet [10] when deployed on NVIDIA Jetson TX2. 

Mode 0 Mode 1 Mode 2 Mode 3 Mode 4

Batch 1 69 50 60 61 61

Batch 32 242 173 218 219 219

Batch 64 253 176 224 224 224

Batch 128 259 179 230 230 231

Batch 256 263 180 232 231 231
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From the results observed in Fig. 2.7, it is evident that Mode 0 offers the best performance while 

Mode 1 is the worst performing mode, irrespective of the batch size. Mode 1 corresponds to the 

hardware configuration where GPU operates at 0.85 GHz, ARM A57 operates at 1.2 GHz while 

Denver 2 is not operational. The batch size considered during inference consisted of 1, 32, 64, 

128 and 256. Batch size during inference phase refers to the number of images presented to the 

network as input simultaneously at a time instant. During the final deployment in the application, 

only one image will be presented to the network at a given time instant. Despite this fact, analysis 

is done on varied batch size, in order to get an estimate of the computation power of the board. 

For later conjoined analysis with power, results from batch size of 1 are only considered. From 

the results in Fig. 2.7, it is observed that for any given mode, there is an increase in performance 

as the batch size increases. This can be reflected by the fact that a higher batch size allows more 

parallel execution and use of GPU, thus leading to an increase in performance. 

B. Power consumption Results: 

AlexNet [10] is deployed on NVIDIA Jetson TX2 and the power consumed by GPU, CPU (ARM 

A57 and NVIDIA Denver 2) and DDR memory is analyzed during inference phase, under a fixed 

batch size of 1. Batch size is chosen as 1 in this case because it represents the final deployment 

scenario, where one image is presented to the network at a given time instant. The result is shown 

in Fig. 2.8. It is observed in Fig. 2.8 that Mode 0 is the highest power consuming mode. This is a 

valid result because Mode 0 represents the hardware configuration where all the components of 

Tegra X2 (GPU and CPU) run at the maximum frequency. The least power consuming mode is 

Mode 4. Mode 4 represents the hardware configuration where Denver 2 runs at 2 GHz frequency 

and GPU runs at 1.12 GHz frequency, while ARM A57 cores remain un-operational. It is also 
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noted that DDR memory consumed maximum power among the hardware of interest (DDR, GPU 

and CPU). 

 
Figure 2.8: Power consumed by GPU, CPU and DDR when AlexNet [10] is deployed on all 

modes. 

2.4.2 CNN Network: VGG16 [42] 

VGG16 [42] pretrained model was fetched from Model Zoo repository on GitHub and deployed 

on NVIDIA Jetson TX2. The performance and power consumption details are further enlisted. 

Mode 0 Mode 1 Mode 2 Mode 3 Mode 4

Power consumed by CPU (in watts) 0.826 0.675 0.765 0.896 0.753

Power consumed by GPU (in watts) 0.852 0.807 0.848 0.871 0.462

Power consumed by DDR (in watts) 1.819 1.148 1.412 1.437 0.916

Total Power (GPU+CPU+DDR) (in
watts)

3.497 2.63 3.025 3.204 2.131
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A. Performance Results: 

It can be seen in Fig. 2.9 that the best performance is obtained when NVIDIA Jetson TX2 is 

operated in Mode 0 while the worst performance is obtained when it is in Mode 4. Batch sizes 

considered for VGG16 were 1 and 32. Since VGG16 is a memory and computation intensive 

model, keeping higher batch sizes was not feasible on NVIDIA Jetson TX2. As seen in case of 

AlexNet [10], for a given mode of operation, performance improves when batch size increases. 

 

Figure 2.9: Performance of VGG16 [42] when deployed on NVIDIA Jetson TX2. 

 

B. Power consumption results: 

From the results summarized in Fig. 2.10, it can be stated that when NVIDIA Jetson TX2 is 

operating in Mode 0, it consumes maximum power. The least power consuming modes were found 

to be Mode 1 and Mode 4. Repeated measurements revealed that Mode 4 is slightly more power 

efficient than Mode 1. Thus, it can be said that Mode 4 is the least power consuming mode. The 

results were found to be consistent with AlexNet [10]. In case of VGG16 [42], it was observed 
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that GPU consumed maximum power among the hardware in consideration (GPU, CPU and 

DDR). 

 
Figure 2.10: Power consumed by NVIDIA Jetson TX2 when VGG16 [42] is deployed (GPU, 

CPU and DDR) 

 

2.4.3 CNN Network: GoogLeNet [43] 

The pretrained model of GoogLeNet was obtained from ‘Model Zoo’ repository on GitHub and 

was deployed on NVIDIA Jetson TX2. Due to memory and compute constraints of the hardware, 

only a batch size of 1 was analyzed for inference. The performance and power consumption results 

are further described. 

Mode 0 Mode 1 Mode 2 Mode 3 Mode 4

Power consumed by CPU (in Watts) 0.538 0.385 0.522 0.459 0.477

Power consumed by GPU (in Watts) 4.202 1.964 3.18 3.2 1.792

Power consumed by DDR (in Watts) 2.368 1.515 1.872 1.884 1.453

Total Power (CPU+GPU+DDR) 7.108 3.864 5.574 5.543 3.772
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A. Performance Results:  

The results are shown in Fig. 2.11. It is evident from the Fig. 2.11 that Mode 0 gave the best 

performance when GoogLeNet was inferenced on NVIDIA Jetson TX2. The least performing 

mode was Mode 1. The batch size during the inference phase was fixed to 1. 

 

Figure 2.11: GoogLeNet [43] performance when deployed on NVIDIA Jetson TX2 

 

B. Power Consumption results: 

The power consumption result when GoogLeNet is deployed on NVIDIA Jetson TX2 and 

inferenced, is described in Fig. 2.12. The most power consuming mode was found to be Mode 0, 

while the least power consuming mode was Mode 4. These findings were consistent with the 

results obtained in case of AlexNet [10] and VGG16 [42]. It was also observed that for Modes 1, 

2 and 3, GPU consumed maximum power among all the hardware components under consideration 

and for Modes 0 and 4, DDR was the most power consuming component. 
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Figure 2.12: Power consumed by GPU, CPU and DDR when GoogLeNet [43] is deployed on 

Jetson running in different modes. 

2.5 Summary 

Three different CNNs, AlexNet [10], VGG16 [42] and GoogLeNet [43] were deployed and 

inferenced on NVIDIA Jetson TX2 to check power consumption and the performance i.e. 

number of images inferenced/ processed per second. The pretrained models were trained on same 

dataset i.e. ImageNet and were implemented in the same framework (Caffe). The results of 

performance and power consumption of the three CNNs is reported in Fig. 2.13 and Fig. 2.14. 

Mode 0 Mode 1 Mode 2 Mode 3 Mode 4

Power consumed by CPU (in Watts) 1.109 0.762 0.956 1.125 0.818

Power consumed by GPU (in Watts) 1.636 1.168 1.435 1.597 0.543

Power consumed by DDR (in Watts) 1.681 1.007 1.23 1.284 0.99

Total Power (CPU+GPU+DDR) 4.426 2.937 3.621 4.006 2.351
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From the results seen in Figures 2.13 and 2.14, it can be concluded that AlexNet performs fastest 

and consumed least power among the three CNNs considered.  

 
Figure 2.13: Peformance of three standard CNNs when deployed on NVIDIA Jetson TX2, 

running in different modes. 

 

 

 
Figure 2.14: Power consumption by NVIDIA Jetson (GPU+DDR+CPU) running in different 

modes when deploying AlexNet, VGG16 and GoogLeNet. 
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VGG16 [42] consumes maximum power and also has the worst inference performance compared 

to all the three standard CNN networks. This owes to huge overload of FC layers in VGG16 

[42]. This also makes VGG16, the least sought-after CNN for deploying real-time solutions. 

2.5.1 Observations 

As the target board is NVIDIA Jetson TX2, which is a small form factor embedded board, the 

prime objective is to get a good performance on a low power budget. Such a goal is highly desired 

and finding adjustable parameters on NVIDIA Jetson TX2 which can help achieve is the perfect 

solution. Mode of operation of Jetson TX2 is an adjustable parameter, which deeply influences 

power consumption and performance. Thus, an analysis to find out which mode is the best for deep 

learning inference is of importance and value. 

From the results of above section, performance and power measurements can be referred to for 

each and every mode of operation of Jetson TX2. Thus, calculating the performance:power ratio 

and reporting the mode having this maximum value fetches the best mode to infer the selected 

Deep Learning network. Maximum value of performance:power ratio refers to maximum 

performance on a minimum power consumption and this is the desired objective. 

The performance, power consumption and performance:power ratio for the three standard CNNs, 

AlexNet [10], VGG16 [42] and GoogLeNet [43], when deployed on NVIDIA Jetson TX2, is 

described below. 

1. AlexNet [10] 

The result for performance:power ratio for each mode when AlexNet is deployed on NVIDIA 

Jetson TX2 is described in Table 2.5. As seen, in Table 2.5, Mode 4 gives the best 

performance:power ratio for AlexNet [10]. 
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Table 2.5: Performance:Power ratio for AlexNet [10] 

Mode Performance 

(Images/sec) 

Power consumption 

(GPU+CPU+DDR) in watts  

Performance : Power 

Ratio 

Mode 0 69 3.497  19.731:1 

Mode 1 50 2.63  19.011:1 

Mode 2 60 3.025  19.834:1 

Mode 3 61 3.204  19.038:1 

Mode 4 61 2.131  28.625:1 

 

2. VGG16 [42] 

The result for performance:power ratio for each mode when VGG16 is deployed on NVIDIA 

Jetson TX2 is described in Table 2.6. 

Table 2.6: Performance:Power ratio for VGG16 [42] 

Mode Performance 

(Images/sec) 

Power consumption 

(GPU+CPU+DDR) in watts  

Performance : Power 

Ratio 

Mode 0 10 7.108  1.406:1 

Mode 1 7 3.864  1.811:1 

Mode 2 9 5.574  1.614:1 

Mode 3 9 5.543 1.623:1 

Mode 4 8 3.772  2.12:1 

As seen in Table 2.6, Mode 4 gives the best performance:power ratio for VGG16 [42]. 

 

3. GoogLeNet [43] 

The result for performance:power ratio for each mode when GoogLeNet is deployed on NVIDIA 

Jetson TX2 is described in Table 2.7. 

Table 2.7: Performance:Power ratio for GoogLeNet [43] 

Mode Performance 

(Images/sec) 

Power consumption 

(GPU+CPU+DDR) in watts  

Performance : Power 

Ratio 

Mode 0 36 4.426  8.13:1 

Mode 1 24 2.937  8.17:1 

Mode 2 29 3.621  8:1 

Mode 3 33 4.006  8.25:1 

Mode 4 33 2.351  14.03:1 

As seen in Table 2.7, Mode 4 gives the best performance:power ratio for GoogLeNet [43]. 
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The variation of performance:power ratio with respect to different modes can be visualized as seen 

in Fig 2.15. Though Mode 0 offers the best performance, it consumes more power. As per the 

results, Mode 4 is the best mode for inferring CNNs with number of parameters ≥ 4 million. Table 

2.8 further summarizes the Mode of operation to be selected based on the quality desired by the 

developer. 

 
Figure 2.15: Plot of Performance:Power ratio vs Modes. 
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Table 2.8: Desired mode for the corresponding desired quality 

Desired Quality Desired Mode 

Best Performance Mode 0 

Lowest Power consumption Mode 4 & Mode 1 

Best Performance on low power budget 

(considering AlexNet [10], VGG16 [42] and 

GoogLeNet [43]) 

Mode 4 

Highest Power consumption Mode 0 

 

Thus, NVIDIA Jetson TX2, running on Mode 4, serves as a good tradeoff between performance 

and power consumption. Mode 4 is also referred to as Max-P Denver mode and has Denver 2 CPU 

running at 2 GHz, while the GPU runs at 1.12 GHz. 
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CHAPTER 3 

THE PROPOSED SOLUTION 

In this chapter, a solution to the problem of face recognition and facial expression recognition is 

discussed. The performance and power consumption of the proposed network when it is deployed 

on NVIDIA Jetson TX2 is discussed and a comparison is drawn with AlexNet [10] (highest 

performance:power ratio among VGG16 and GoogLeNet). The accuracy of proposed network and 

AlexNet [10], when trained on FER-2013 [44] and AffectNet [45] datasets is also reported. This 

helps in drawing the effectiveness of the proposed solution in terms of accuracy as well. 

The task associated with facial expression recognition and face recognition, requires dataset as 

well as a classifier model. The choice of dataset has to be such that there are enough images to 

create a robust model. The designed model should consume low power and offer real time 

performance. The following sections describe the datasets used and model development. 

3.1 Dataset 

Research community has developed and published various datasets describing and distinguishing 

facial expressions. From all the available datasets, FER2013 [44] and AffectNet [45] datasets were 

chosen because of the large number of frontal face training images available. The following section 

describes it in detail. 

3.1.1 FER2013 [44] 

The dataset has the following 7 classes. They are: 1) Angry 2) Sad 3) Happy 4) Fear 5) Neutral 

6) Surprise and 7) Disgust. The total size of dataset is 35887 images. The dataset was released on 
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www.kaggle.com as a part of a competition: ‘Challenges in Representation Learning: Facial 

Expression Recognition Challenge’ and had 28,709 training images and 3589 test images, 

segmented by the organizers. The images are 48 x 48 pixel grayscale. The class distribution is 

shown in Fig. 3.1 and snippets of each class is shown in Fig. 3.2. The dataset was created by 

using a Google search API using 184 keywords which were related to emotions. Examples of 

keywords used are: ‘enraged’, ‘blissful’ etc. Apart from these basic keywords, a combination of 

gender, ethnicity and age was combined. The image search was then checked for faces in first 

1000 images using OpenCV and the labels were checked by annotators. 

 
Figure 3.1:  FER2013 [44] has 35887 images. They are distributed into categories as shown 

above. 

 

 

Surprise Sad Neutral Happy Fear Disgust Anger 

       

Figure 3.2: Snippets of each class in FER2013 dataset [44]. 
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As reported in [52], human accuracy on FER-2013 [44] was 65±5 %. This owes due to possible 

label errors in the method of collection of dataset. The top 10 entries of the contest had accuracies 

ranging from 71.16% to 62.19% [52]. 

3.1.2 AffectNet [45] 

AffectNet [45] is a dataset comprising of approx. 1 million images. This makes it the biggest 

available image dataset in the field of emotion and affect analysis. The dataset has been collected 

from the Internet. The method of collection was such that the images were collected from search 

results of 3 search engines when they were queried for 1250 words related to emotions in six 

different languages. The dataset can be divided into two main portions based on the method of 

annotation. They are manually annotated and automatically annotated. Manually annotated set is 

the one where images collected were manually annotated. There are approx. 420,000 RGB images 

which have been manually annotated. Automatically annotated set is the one where images are 

annotated by use of ResNext neural network, which was trained on manually annotated set. There 

are approx. 550,000 images which have been annotated automatically. The average accuracy 

reported for RexNext was 65%. Since manually annotated set of this dataset is more robust and 

less prone to labelling errors as compared to automatically annotated set, only it is selected for 

further development in this thesis. There are 11 classes in AffectNet [45]. The distribution is shown 

in Fig. 3.3. As seen in Fig. 3.3, images from ‘Neutral’ and ‘Happy’ class form 50% of the entire 

set of manually annotated images. 
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Figure 3.3: Class distribution in manually annotated images of AffectNet. 

 

Fig. 3.4 shows the snippets of images of AffectNet [45] based on its 11 classes. The resolution is 

variable in the dataset. The images are RGB and have been collected from the web. 

Happy Sad Surpirse Fear Disgust 

     

Anger Contempt None Uncertain Neutral 

     

Figure 3.4: Snippets of sample images from AffectNet, corresponding to each class [45]. 
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3.2 Classification Model 

There are various ‘state of the art’ deep learning networks which give excellent results for object 

detection and classification.  

Faster R-CNN (CNNs with Region Proposal Networks) with ResNet (Residual Network) [46], 

SSD (Single Shot multibox detector) [47], YOLO (You Only Look Once) [48] and YOLOv2 [49] 

are some of the high performing and most discussed networks when it comes to object detection 

& classification. However, the network offering the best tradeoff between accuracy and real time 

performance is YOLOv2 [49]. It has a similar accuracy like Faster R-CNN [46] and SSD512 [47], 

while being 2-10x faster. Real time performance is a matter of interest and is highly desired in our 

problem statement. It is important for the humanoid robot to detect human emotions quickly in 

real time for seamless and natural interaction with people and patients. Thus, YOLOv2 [49] seems 

the best choice from the available architectures. 

3.2.1 YOLO: You Only Look Once [48] 

YOLO’s [48] object detection is actually a regression problem where co-ordinates of bounding 

boxes are predicted. Fig. 3.5 illustrates YOLO detecting various different objects (cat, bicycle 

and car) in the frame. It also predicts confidence in those boxes and class probabilities.  

For the task of facial expression recognition, YOLO [48] would need to detect the faces in a scene 

and then classify them into respective classes. To train YOLO [48] for the task of facial expression 

recognition, an annotated dataset would be required. The annotations should include the 

coordinates of the bounding box of faces, along with class labels for successful training. Example 

is as follows: 
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class_number box1_x1 box1_y1 box1_width box1_height 

Here, first number indicates class label, the following 2 fields represent the center co-ordinates of 

bounding box and the last two fields represent the height and width of the bounding box. Fig. 3.6 

shows the annotation example. 

 

 

Figure 3.5: YOLO detecting different objects in the scene. Rightmost image shows the final 

outcome while the leftmost image shows the original image.[48] 

 

3.2.2 Issue with YOLO [48] 

Though YOLO [48] is a state of the art network which offers real time performance with detection 

accuracies as good as Faster R-CNN with ResNet [46], it cannot be used effectively for the task 

of expression recognition. This section explores the limitations in the task of facial expression 

recognition. YOLO [48] needs bounding box coordinates of the object to be detected while 

training. Since the goal is to recognize facial expressions, the object of concern is the human face. 

Thus, while Training YOLO [48], bounding box co-ordinates of a face in an image has to be 
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mentioned as annotation. An example is shown in Fig. 3.6. Using any available BBox labelling 

tool, the face is marked and selected manually such that it gets identified in a background or a 

scene. The result of the tool is as shown above. 0 represents class while the other numbers represent 

face’s center co-ordinates and bbox height and width.  

 

Bbox txt : 0 0.46923828125 0.19270833333333334 0.0712890625 0.1388888888888889 

Figure 3.6: Face of a person labelled for YOLO model. 

 

Now, let us consider the datasets which have been chosen for further development, FER 2013 [44] 

and AffectNet [45]. A sample of images present in them is shown in Fig. 3.7. It is evident from 

the images that the majority of content present in them is the face. The other spatial information 

like background etc. is very minimal. If a bounding box is created around these images, they would 

be nearly of the size of the images. Such images do not include any significant background 
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information and hence does not aid the classifier to distinguish the face from the background in an 

actual scene. 

FER-2013 AffectNet 

  

Figure 3.7: Examples of images present in FER-2013 [44] and AffectNet [45] datasets. 

 

Thus, using YOLO [48] or any other object detector is not feasible and fruitful when considering 

datasets like FER-2013 [44] and AffectNet [45]. Also, use of Haar cascades (Viola Jones [12]) has 

been proven to be a robust and fast technique to detect faces. It is not as non-trivial as detecting 

objects. Thus, YOLO [48] or any object detector is not the last resort. 

The focus of model choice then moves on to the available classifiers. There are various ‘state of 

the art’ models like AlexNet [10], GoogLeNet [43], VGG-16 [42] etc. which have outperformed 

various competitors and generated exceptional results in the task of object classification at the 

ILSVRC competition. As explored in the previous chapter, when a comparison is drawn in 

AlexNet [10], GoogLeNet [43] and VGG-16 [42], AlexNet [10] gives the best performance 

(images/sec) and least power consumption among all the networks being considered. Thus, a 

natural progression was to start exploring AlexNet [10] further. 
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3.2.3 AlexNet [10] 

AlexNet is one of the most popular and successful deep learning network in the field of CNNs and 

computer vision. It was the winning entry in 2012 ImageNet LSVRC competition.  

The basic architecture of AlexNet [10] can be as described in Fig. 3.8. 

 

Figure 3.8: AlexNet [10] architecture as a block diagram. It has 5 convolutions and 3 fully 

connected layers. 

 

AlexNet [10] was trained on FER-2013 [44] dataset. The images present in the dataset were resized 

to 227 x 227 from the original 48 x 48 sized images. The resizing was performed using Squash 

transformations. Squash transform modifies the original image by upsampling or downsampling it 

by using bi-cubic interpolation. This fills out new length and width without maintaining the aspect 

ratio of the original image. An example of upsampling squash transformation is shown in the Fig. 

3.9. 

 

 

Figure 3.9: Picture on the left is the original image and the picture on the right is the transformed 

image. 
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The images were also converted to RGB because of the structure of AlexNet [10]. For RGB, the 

image matrix was repeated thrice in R, G and B planes. The FER-2013 [44] dataset was split as it 

was prescribed in the Kaggle competition. The split is shown in Fig. 3.10. 

 

Figure 3.10: There were 28709 images for training and 3589 images for testing. 

 

3.2.3.1 Results 

This section discusses the accuracy results achieved upon training AlexNet [10] on FER-2013 

[44] dataset. The metric used for measuring accuracy is this thesis is Top-1 accuracy. Top-1 

accuracy is the ratio of number of predicted labels to the total number of predicted labels, where 

the most probable label is chosen as the predicted label. 

Top-1 accuracy: 64.4 % 

Confusion Matrix is as follows: 
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 Angry Disgust Fear Happy Neutral Sad Surprise Per-class accuracy 

Angry 286 6 39 28 49 48 11 61.24% 

Disgust 15 33 1 2 2 3 0 58.93% 

Fear 54 1 206 24 63 101 47 41.53% 

Happy 15 2 13 753 68 23 21 84.13% 

Neutral 38 0 69 40 131 326 11 49.92% 

Sad 76 0 69 40 131 326 11 49.92% 

Surprise 14 1 34 14 18 8 326 78.55% 

 

3.2.3.2 Improving the Results 

Having 64 % accuracy isn’t highly desirable in real world applications. In fact, FER-2013 [44] 

dataset suffers from label errors and the human accuracy on the dataset itself is around 65% [52]. 

Thus, the dataset was modified into three classes as follows: 

Table 3.1: Modification of FER-2013 [44] dataset. 

New Classes Positive Negative Neutral 

Original Classes Happy, Surprise Fear, Sad, Angry, Disgust Neutral 

 

The image distribution in all the three classes for Training, Testing and Validation for Modified 

FER-2013 [44] dataset was found to be as shown in Fig. 3.11. 

Validation set is chosen to decide upon the number of epochs which are to be used while training 

the network to avoid overfitting. Upon training AlexNet [10] on the modified FER-2013 dataset, 

the following results were obtained. Fig. 3.12 shows the training phase accuracies and loss. The 

total number of epochs during training are chosen as 30. It is chosen such that because the 

validation loss increases soon after that. Increased validation loss while observation of a reduced 

training loss indicates overfitting. Early stopping is one of the techniques used to avoid it. Thus, 

30 epochs are chosen for training. 

Top-1 Accuracy: 75.65 % 



 

52 

The accuracy is good enough to be of practical use. Thus, efforts can now be put in to modify the 

architecture of AlexNet [10] such that it is more power and performance efficient while having a 

good accuracy. The Confusion matrix is reported as follows: 

Confusion Matrix: 

 Negative Neutral Positive Per-class accuracy 

Negative 1286 220 166 76.91% 

Neutral 212 335 60 55.19% 

Positive 148 68 1094 83.51% 

 

 
Figure 3.11: Class distribution for training, validation and testing for modified FER-2013 

dataset 
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Figure 3.12: The training phase summarized. 

3.2.4 Proposed Solution 

The proposed CNN is obtained by fine-tuning and modifying AlexNet [10]. The proposed 

architecture’s block diagram is as shown in Fig. 3.13 and detailed diagram is shown in Fig. 3.14. 

 

Figure 3.13: Block diagram of proposed CNN model 
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Figure 3.14: Detailed structure of proposed CNN Model. 
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Accuracy: 

Upon training the Proposed Network on modified FER-2013 [44] dataset the following results 

are obtained: 

Top-1 Accuracy: 77.88 % 

Confusion Matrix: 

 Negative Neutral Positive Per-class accuracy 

Negative 1367 170 135 81.76% 

Neutral 235 326 46 53.71% 

Positive 136 72 1102 84.12% 

The training process is shown in Fig. 3.15. 30 epochs are used as means of Early stop such that 

overfitting does not occur. The accuracy of proposed network is found to be more than AlexNet 

[10]. The training parameters were as reported in Table 3.2. 

 

 

Figure 3.15: Training Proposed Network on FER-2013 [44] dataset. 
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Table 3.2: Training parameters 

Parameter Value 

Number of Epochs 30 

Optimizer Nesterov Adaptive 

Gradient 

Base Learning rate 0.01 

Loss function Cross-entropy loss 

 

Parameters: 

This section describes the parameter calculations of the proposed Network and AlexNet [10] 

when they are being trained on FER-2013 [44]. The weights of the neuron connections and the 

biases comprise of parameters in a neural network. Table 3.3 describes parameter calculation for 

the proposed CNN and AlexNet. Fig. 3.16 and Fig. 3.17 describe total number of parameters and 

their layer-wise comparison with AlexNet. The proposed network has 34% lesser parameters as 

compared to AlexNet [10]. 

Table 3.3: Parameter calculation for AlexNet [10] and Proposed Network. 

Proposed Network AlexNet [10] 

Parameter Calculation: 

Conv1: ((11 x 11 x 3) + 1) x 96  

              = 34,944 

Conv2: ((5 x 5 x 96) + 1) x 256 

              = 614,656 

Conv3: ((1 x 1 x 256) + 1) x 64 

              = 16,448 

Conv4: {((5 x 5 x 64) + 1) x 256} + {((3 x 3 

x 64) + 1) x 384} 

            = 69,265,664 + 37,444,992 

            = 631,424 

FC1: 5 x 5 x 640 x 2048 

         = 32,768,000 

FC2: 2048 x 2048 

         = 4,194,304 

FC3: 2048 x 3 

         = 6,144 

Total Parameters: 38,265,920 

Parameter Calculation: 

 Conv1: ((11 x 11 x 3) + 1) x 96  

              = 34,944 

Conv2: ((5 x 5 x 96) + 1) x 256 

              = 614,656 

Conv3: ((3 x 3 x 256) + 1) x 384 

              = 885,120 

Conv4: ((3 x 3 x 384) + 1) x 384 

              = 1,327,488 

Conv5: ((3 x 3 x 384) + 1) x 256 

              = 884,992 

FC1: 6 x 6 x 256 x 4096 

         = 37,748,736 

FC2: 4096 x 4096 

         = 16,777,216 

FC3: 4096 x 3 

         = 12,288 

Total Parameters: 58,285,440 
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Figure 3.16: Total number of parameters for AlexNet [10] and Proposed Network. 

 

 
Figure 3.17: Number of parameters per layer of proposed CNN and AlexNet [10]. 
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Thus, the proposed network has better accuracy than AlexNet [10] (2.23 % on FER-2013 [44]) 

and approx. 34% lesser parameters. 

3.3 Testing on NVIDIA Jetson TX2 

Now that the accuracy and number of trainable parameters of the proposed network were analyzed 

and proved to be better than AlexNet [10], it is equally important to analyze its performance and 

power consumption on NVIDIA Jetson TX2. The experimental setup is similar to that in Fig. 2.2. 

The method used to measure power consumption of proposed network and its performance is same 

as described in Section 3.2 and 3.3. The only difference from the analysis done in Chapter 2, lies 

in the architecture of AlexNet [10], as we now consider 3-class classification rather than 1000-

class classification (difference in number of output neurons). The results of proposed network were 

compared against those of AlexNet [10] trained on FER-2013 [44] dataset. 

3.3.1 Performance on NVIDIA Jetson TX2 

The results are summarized and concluded in Fig. 3.18. 

 
Figure 3.18: Performance comparison of AlexNet and proposed network. 
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As seen in Fig. 3.18, the proposed network performs better than AlexNet [10] in all modes of 

operation of NVIDIA Jetson TX2. The margin of performance gain by deploying proposed 

network instead of AlexNet [10], is same in all Modes (gain of 11 images/sec) except for Mode 1 

(gain of 6 images/sec) 

3.3.2 Power consumption on NVIDIA Jetson TX2 

The reported Power consumption is the sum total of average Power consumed by GPU, CPU and 

DDR. The results are summarized in Fig. 3.19. The power consumption is approximately same for 

both the networks. The proposed network, however, is still more power efficient than AlexNet 

[10]. 

 

Figure 3.19: Power consumption by NVIDIA Jetson TX2 when AlexNet and proposed 

network are deployed. 
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3.3.3 Performance to power Ratio 

The performance:power ratio is a figure of merit and is a key factor in deciding the mode of 

operation of NVIDIA Jetson TX2. In this section we use it to check as to which network gives 

better performance on a limited power budget. Fig. 3.20 summarizes the results of 

performance:power ratio of AlexNet [10] and the proposed network for all the modes. 

 

Figure 3.20: Results of Performance:Power ratio. 

 

As seen in Fig. 3.20, the proposed network offers a better Performance:Power ratio as compared 

to AlexNet [10]. This shows that the proposed network is more power efficient and provides a 

better throughput than AlexNet [10] under same power consumption. The figure and the results 

also conclude that the proposed network provides the best Performance:Power ratio for Mode 4, 

thus vindicating the results observed in Chapter 3. 
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3.4 Comparison of accuracy of AlexNet [10] & Proposed network when trained on 

AffectNet [45] 

Similar to FER-2013 [44] dataset, the AffectNet [45] dataset is modified as shown in Table 3.4. 

Table 3.4: Modified AffectNet [45] classes 

New Classes Positive Negative Neutral 

Original Classes Happy, Surprise Fear, Sad, Disgust, Contempt, Anger Neutral 

 

The following classes are discarded: ‘Uncertain’, ‘None’, ‘Non-Face’ because of the following 

reasons: 

• The image data in None and Non-Face classes is necessary to train the CNN to detect faces 

in a frame. However, for the final implementation, Viola Jones [12] Haar cascade is 

preferred for face detection, owing to its robustness in detecting faces and lower 

computation load when compared to a CNN inference. 

• The Uncertain class in AffectNet [45] is ambiguous. There are some images in this class 

which can be classified into some certain human expression. This correlation in image data 

degrades the accuracy of the CNN. This is further shown in Fig. 3.21. Therefore, this class 

has been avoided. 

   

Figure 3.21: A sample of few images in Uncertain class of AffectNet [45]. It can be seen 

that they have a high correlation with images of other certain classes (Positive) 
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Thus, the final training and test set of modified AffectNet is as shown in Fig. 3.22. 

 
Figure 3.22: AffectNet class distribution 
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Confusion Matrix: 

 Negative Neutral Positive Per-class accuracy 

Negative 1209 701 589 48.38% 

Neutral 68 355 82 71% 

Positive 89 171 764 74.61% 

 

Thus, the proposed Network is more accurate than AlexNet [10]. The Top-1 accuracy and Per-

class accuracy is better than AlexNet [10]. However, the accuracy is not good enough to be used 

practically. An improvement is done which is further discussed in Chapter 4. 

3.5 Face Recognition 

Having a facial expression recognition module in a humanoid robot is a key element to understand 

the emotional state of a person and to become part of the social circle. However, having a face 

recognition model which simultaneously recognizes the person as well, is also a desired feature. 

The approach can be summarized as follows: 

1. While Frame exists: 

2. Pass the frame to CNN model for Facial expression recognition. 

3. Pass the frame to CNN model/ classifier for Face recognition. 

4. Display the outputs. 

 

This follows sequential execution and adding one more classifier which sequentially executes after 

facial expression classification, can severely impact real time performance. 

Thus, it is a necessity to have a way by which one can classify both, the face and facial expression 

without having much overhead. 
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3.5.1 The proposed solution for face recognition 

The proposed solution allows the classifier to output both the face and facial expression classes, 

just by one forward pass of CNN. This is an example of multitask classification. Considering the 

proposed model of CNN for facial expression recognition, the features are extracted from 4th 

convolution layer. These features are then fed to a Support Vector Machine (SVM) classifier to 

classify the face, thus recognizing the person. Using one forward pass, the classification model 

outputs 2 classifications. Facial expressions are output of fully connected layers while the Face 

annotation is the output of an SVM classifier. The model is described in the Fig. 3.23.  

 

 
Figure 3.23: Proposed solution for face recognition and facial expression recognition. 

 

The advantages of this proposed solution are as follows: 

• It avoids the need to pass through the convolution layers again for another task. A single 

pass of convolution layers is enough for both the classifications as the recognition tasks are 

associated to the same physical entity (‘Face’). The features associated for facial expression 
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recognition can also be used for the task of face recognition. Thus, the model provides the 

means to leverage the highly complex features obtained from convolution operation 

without actually having the computation overhead. 

• Using SVM classifier in the end has two basic purposes. Firstly, the data used for training 

the face recognition classifier is quite limited as custom to the environment where the 

application is to be deployed. Thus, having a dataset of size approx.  <100 images per class 

is the expectation. This data is quite less to train a fully-fledged Convolutional neural 

network. Thus, the fully connected layers are replaced by an SVM classifier. Secondly, 

fully connected layers increase model size and power consumption by a huge amount. It 

was evident in GoogLeNet [43], where the fully connected layers were eliminated by the 

use of Inception Layers, thus leading to a lower model size (despite having more number 

of layers). Thus, use of fully connected layers in a network should be minimized.  

3.5.2 Training and Model Evaluation 

To train the model for the task of face recognition, the following steps are taken: 

1. Consider the final trained network model for facial expression recognition. 

2. Pass the training images for face recognition to the model and extract the features from 

first fully connected layer. The weights of the network remain the same and are not altered. 

3. Extracted feature for a training image is a one-dimensional array of 2048 values. 

4. These extracted features are used to train an SVM classifier. 

For evaluating the accuracy of the method, the model is trained on Yale face dataset.  
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3.5.2.1 Yale Face Dataset 

The dataset comprises of images of 15 human subjects. Each subject has a total of 11 images in 

the dataset. Thus, there are 165 images in the dataset. Each image has some variation. Variations 

may be change in facial expression, use of glasses, change in lighting etc. The recorded images 

are grayscale images and are saved in GIF format. Fig. 3.24 describes the variation in images in 

the dataset. 

    

Figure 3.24: Variation in images of a subject in Yale Dataset. 

 

For the purpose of evaluation and training, the images are converted to PNG format and saved as 

RGB. Also, the dataset is split as follows: For 12 subjects, 2 images are chosen for testing and 9 

images are chosen for training. For 3 subjects, 3 images are chosen for testing and 8 images are 

chosen for training. Such a split has been done in order to comply with 5-fold cross validation. 

3.5.2.2 Training 

The training images are first fed to the proposed CNN for emotion recognition. The features are 

extracted from the first Fully connected layer (Layer 5) of the model. That yields a 1x2048 

dimensional array. This vector is unique for each image and is the training feature for the SVM 

classifier. These features are fed to the multiclass linear SVM classifier. The training is done in 

Python using Scikit learn library. Once the SVM is fit, the performance is evaluated using 5-fold 

cross validation. This is visualized in Fig. 3.25. 
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33- Train 33-Train 33- Train 33- Train 33- Test 

33- Train 33- Train 33- Train 33- Test 33- Train 

33- Train 33- Train 33- Test 33- Train 33- Train 

33- Train 33- Test 33- Train 33- Train 33- Train 

33- Test 33- Train 33- Train 33- Train 33- Train 

Figure 3.25: Visualization of 5-fold cross validation on the Yale Face database. 33 Images are 

used for testing and 132 images are used for training. Avg accuracy of 5 iterations is reported. 

 

The achieved accuracy by considering 5-fold cross validation was 71.46 %. 

Previous experiments on Yale Dataset using methods like Eigenfaces achieved a recognition 

accuracy of 71.52 % [51]. The experiment considered leave-one-out approach and not 5-fold cross 

validation. In leave-one-out approach, the number of images available in the training dataset is 

more and the test dataset comprises of only one image from each class. The proposed method 

reported 93.333 % accuracy under the leave-one-out strategy. Table 3.5 summarizes these results. 

Table 3.5: Accuracy comparison using Leave-one-out strategy. 

Eigenfaces reported accuracy [51] Proposed Method 

71.52% 93.33% 
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CHAPTER 4 

EVALUATION ON HUMAN SUBJECT 

This chapter explains the performance evaluation of proposed model of facial expression and face 

recognition when subjected to a real-world environment. Before deploying it on the humanoid 

robot, few steps need to be completed.  As observed in Chapter 3, the proposed solution works 

better than AlexNet [10] in terms of accuracy when dealing with facial expression recognition 

tasks and promises real time solution when deployed on NVIDIA Jetson TX2. These evaluations 

were carried out on 3 class versions (positive, negative and neutral) of two datasets: AffectNet [45] 

and FER-2013 [44]. However, modified AffectNet [45] is a tough dataset, which is evident from 

the fact that AlexNet [10] and the proposed model have a poor accuracy (<60%) on it. The 

following section describes the training method used to effectively utilize both the datasets 

(AffectNet [45] and FER-2013 [45] dataset) in order to have an improved accuracy, not only on 

each dataset, but also in the real-world scenario. Later, training of face recognition module is also 

described, followed by summary and algorithm of the entire application. Next, the evaluation of 

the application in real world scenario is described. 

4.1 Training for Emotion Recognition 

In order to leverage the data of both the considered datasets, FER-2013 [44] and AffectNet [45], 

the methodology described in Fig. 4.1 is used to train the proposed model. The training parameters 

remain same as discussed in Chapter 3. The base learning rate is chosen as 0.01 and the optimizer 

is Nesterov Accelerated Gradient (NAG). The loss function used while training is Cross entropy 

loss. The number of training epochs was 30. As seen in Fig. 4.1, the proposed CNN network is 
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first trained on AffectNet [45]. The model weights are saved. This pretrained model is then trained 

on FER-2013 [44] dataset. The resulting model is then used for further development on NVIDIA 

Jetson TX2. 

 

Figure 4.1: Final training flow 

 

The following is the accuracy of the final trained model (Trained on Modified AffectNet & FER-

2013 datasets) on FER-2013 [44] and AffectNet [45] test sets: 

4.1.1 Results on AffectNet 

Top-1 Accuracy: 58.94 % 

The confusion matrix is as follows: 

Confusion Matrix: 
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 Negative Neutral Positive Per-Class 

Accuracy 

Negative 1456 651 392 58.26% 

Neutral 167 296 37 59.2% 

Positive 236 169 619 60.45% 

4.1.2 Results on FER-2013 [44] 

Top-1 Accuracy: 79.74 % 

Confusion Matrix 

 Negative Neutral Positive Per-Class 

Accuracy 

Negative 1369 183 120 81.88% 

Neutral 182 374 51 61.61% 

Positive 130 61 1119 85.42% 

 

Thus, this method of leveraging both the datasets enhances the performance of the model on both 

the datasets. 

4.2 Training the Face recognition module 

For evaluation in a real-world scenario, the Face recognition module needs to be trained on images 

of individuals of interest. This needs creation of a custom dataset. For this purpose, the dataset was 

made with 2 basic classes. The class names are ‘Unknown Identity’ and ‘Abhishek’ 

The images were all sized 227 x 227 and were RGB. The images for ‘Unknown Identity’ were 

taken from AffectNet [45] dataset. The images for ‘Abhishek’ were taken using a webcam. Table 

4.1 describes the image distribution in both the classes. 

Table 4.1: Classes and description for Face recognition 

Class Number of images 

Unknown Identity 98 

Abhishek 100 
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The linear SVM classifier was trained on the features extracted from the first fully connected 

layer of the proposed CNN network. 

4.3 Algorithm and Flowchart of Final application 

The algorithm for the final application is as follows: 

  

Fig. 4.2 shows the flowchart of the entire process. 
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Figure 4.2: Flowchart of entire process. 
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4.4 Evaluation in Real-World Scenarios 

To evaluate the performance of the designed application, two experiments were conducted. 

Experiment 1 was an evaluation of the classifier on a video file. Experiment 2 was evaluation of 

accuracy of the designed model when deployed on a Humanoid robot. The following section 

describes the experiments in detail. 

4.4.1 Experiment 1 

Aim: To evaluate the functionality and effectiveness of the classifier when run on a video file. 

Experimental Setup: The experimental setup comprises of NVIDIA Jetson TX2, powered by 

wall unit power supply, interfaced with a HD monitor display via HDMI. A keyboard and mouse 

are interfaced via USB 2.0 interface. The video file to be analyzed is dumped on NVIDIA Jetson 

TX2 and stored on device with a ‘mp4’ format. The setup is shown in Fig. 4.3. 

 

Figure 4.3: Experimental setup to evaluate video file 
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Results and Discussions 

The video file considered for this experiment was a footage released by Real Madrid Football club 

on YouTube with a Creative Commons License. As seen in Fig. 4.4, when an image containing a 

face is subjected to the classifier, it detects the face and provides output for Face recognition and 

also Facial expression recognition. For facial expression recognition, all the three classes are 

shown, along with their respective probabilities, Highest probability is shown at the top. 

As seen in Fig. 4.5, the classifier is able to detect transitions in facial expressions of the same 

human subject. Fig. 4.5 corresponds to top image showing the human subject expressing a Positive 

emotion and image on the bottom corresponds to human subject showing a Neutral expression. 

Fig. 4.6 shows the ability of the classifier to detect multiple people in a frame. Upon detection, the 

classifier classifies each face and reports the face recognition output and facial expression output, 

along with corresponding probabilities. 

To check the robustness of the classifier in terms of face recognition, the classifier was modified 

and trained on images of Cristiano Ronaldo, with annotations as ‘Ronaldo’. Fig. 4.7 shows the 

classification output showing the annotation ‘Ronaldo’ on Ronaldo’s face and ‘Unknown Identity’ 

on other human subjects present in the frame. 

The classifier ignored the frames which were having no faces. Such frames were not fed to 

classifier and hence power and computation was saved. It is shown in Fig. 4.8. 

The classifier was able to detect and classify male human subjects, but it was also efficient in 

classifying and detecting female subjects with no seen impact on accuracy. This is seen in Fig. 

4.9. The application wasn’t able to detect and classify faces which were not aligned frontally. 

This can be seen in Fig. 4.10. 
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Original Frame 

 

Classified Frame 

 

 

Figure 4.4: Original and classified frame from the video file. There are 5 elements which are 

shown in classified frame: Bounding box, Face recognition and 3 classes of emotion 

classification with their corresponding probabilities. 



 

76 

 

 

Figure 4.5: The classifier is able to detect transitions in emotion expressions for the same 

human. 
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Figure 4.6: Classifier was able to detect multiple faces in a frame and classify the results. 

 

Figure 4.7: Classifier recognized ‘Ronaldo’ among other players in the scene when trained on 

images of Ronaldo. 
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Figure 4.8: Non-face images were not fed to the classifier 

 

 
Figure 4.9: The classifier detected and classified female subjects accurately as well. The 

classification was accurate as well. Woman on left shows a neutral expression and the woman 

on right shows surprised expression which is regarded as Positive. 
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Figure 4.10: Frames having faces which were not frontally aligned, were not classified and 

detected. 

 

The accuracy of classification is reported in Table 4.2. 

Total number of frames extracted from the video clip were 462. 

Table 4.2: Face Detection Accuracy 

Total number of frames 

(having faces) classified 

Total number of frames 

correctly classified 

Accuracy % 

243 232 95.47 

 

4.4.2 Experiment 2 

Aim: To evaluate performance (frames per second) and accuracy of the classifier model in a 

human robot interaction (HRI) scenario.  
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Experimental Setup: To evaluate the performance of classifier in a HRI scenario, a human 

subject is seated in front of the humanoid robot at an approximate distance of 50 cm. The camera 

is at the torso of the humanoid and is interfaced with NVIDIA Jetson TX2 via USB interface. It 

is described in Fig. 4.11. 

 

 

 

Figure 4.11:Top left: The proposed setup for the human robot interaction (HRI) scenario. The 

human subject is at a distance of 50-100 cm away from the humanoid. Top right: Shows the 

workflow of the experiment. The video stream is sent to NVIDIA Jetson TX2. Bottom: Human 

subject seated in front of humanoid. 
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The connection and interface of the electrical hardware components is described in Fig. 4.12. The 

humanoid robot’s camera (Logitech C922 Pro stream) is connected to NVIDIA Jetson TX2 via a 

USB interface. For the experiment, Jetson TX2 is powered using wall supply. A battery supply 

can be used to demonstrate portability. The other interfaces include HDMI interface to display 

monitor and USB connection to mouse and keyboard. 

 

Figure 4.12: Hardware interface for the HRI experiment. 

 

Results and Discussions 

Frame rate measurement: 

The IP camera which was used in Buddy humanoid gave poor performance when interfaced with 

NVIDIA Jetson TX2. Not only was there latency due to network connection, the IP camera feed 

pipeline had a maximum limit of 30 fps. Upon interfacing it, the camera stream offered only 12.94 
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fps when there was no classifier running on NVIDIA Jetson TX2. Thus, Logitech webcam was 

chosen which gave 54 fps when connected in 60 fps/720p mode. Upon running the classifier on 

NVIDIA Jetson TX2, the frame rates achieved signified real-time performance and they are 

summarized in Table 4.3. 

Table 4.3: Frame rate summary 

Frame rate with no human Frame rate with 1 human Frame rate with 2 humans 

54.63 fps 12.8 fps 8.4 fps 

 

As seen in Table 4.3, the frame rate reduces as the number of humans in the frame increase. This 

is because the number of CNN inferences per frames equals the number of faces in a frame. Thus, 

it can be concluded that the classifier offers real time performance. 

Accuracy in real world scenario: 

The HRI experiment comprised of testing the accuracy of classifier considering changes in 

wearable accessories and human race. The results are described as follows: 

1) Accuracy of classifier when subjected to varied humans enacting varied facial expressions 

For the HRI scenario, 10 human subjects were used in total. The choice of human subjects 

represented diversity and involved participants of varied races and ethnicities. The included human 

subjects belonged to the following race/ ethnic groups: white, black and asian. The human subjects 

enacted various emotions naturally in front of the humanoid robot. Fig. 4.13 shows the example. 

As seen in Fig. 4.13, human subjects expressed facial expressions indicating emotions like 

Happiness, Disgust, Surprise, Anger, Sadness and Neutral state. Each human subject involved in 

the experiment was asked to perform the above mentioned six expressions. The variation of these 

expressions over the experiment is described and shown in Fig. 4.15.  
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Happiness, a positive 

expression 

Disgust, a negative expression Surprise, a positive 

expression 

   

Anger, a negative expression. Sadness, a negative expression Neutral 

Figure 4.13: Various facial expressions that the human subjects were asked to perform during 

the human subject experiment. 

 

The classifier evaluates each frame in real time and displays an output as shown in Fig. 4.14. It 

can be seen that the output for the experiment comprises of three values, each representing the 

prediction probability of the respective classes. As seen in Fig. 4.14, the classifier predicts that the 

subject is expressing a positive emotion with 0.9988 probability. The class which is being 

predicted with the highest probability is shown at the top left of the screen. 
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Figure 4.14: Classifier Output in real-time 

 

 

       

Figure 4.15: A general progression of expressions during the experiement and the feedback 

from the system stating the detected facial expression by classifier system. 
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The accuracy of the experiment conducted over 10 human subjects was calculated by checking 

the percentage of correct frame predictions and is reported in Table 4.4. 

Table 4.4: Accuracy of the classifier during the HRI experiment for various subjects 

Subject S1 S2 S3 S4 S5 S6 S7 S8 S9 S10 

Accuracy 

in % 

76.19 64.7 92.3 61.11 88.23 82.85 65.34 94.11 86.36 92.307 

 

The mean accuracy is of the experiment was 80.35 %. Per-class accuracy is reported in Table 

4.5. It can be noted that Negative class prediction accuracy is lowest while Positive and Neutral 

class predictions are quite satisfactory. The lower accuracy of negative class is accounts to the 

large number of expressions coming into this category. These expressions have a lot of variance 

and there are lesser number of training images available for this class.  

Table 4.5: Per-Class accuracy for 10 subjects during HRI Experiment 

Class Avg. Accuracy 

Positive 95.23% 

Negative 67.5% 

Neutral 90.90% 

 

2) Effect of wearable accessories on the classifier performance: 

A same human subject performing the 3 basic facial expressions was asked to try different 

wearable accessories and the observations are reported in Table 4.6. As seen in Table 4.6 there 

was a notable change observed when accessories varied. The facial expressions were incorrectly 

detected when accessories like Sunglasses and Cap were used. The face recognition worked well 

in all cases except for No eyeglass and Sunglass case. 
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Table 4.6: Study of effect of accessory on classifier accuracy. 

Accessory Positive Negative Neutral 

Eyeglass 

   
 Positive expression was 

identified  

Negative expression 

was identified 

Neutral expression was 

identified 

Cap 

   
 Positive expression was 

identified 

Negative expression 

was identified 

Neutral expression was not 

identified 

Headset 

   
 Positive expression was 

identified 

Negative expression 

was indentified 

Neutral expression was 

identified 

No eye-

glass 

   
 Positive expression was 

identified 

Negative expression 

was identified 

Neutral expression was 

identified 

Sunglass 

   
 Positive expression was 

not identified 

Negative expression 

was identified. 

Neutral expression was 

identified 
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The faces were incorrectly recognized when no accessory and when accessories like sun-glasses 

is used because the classifier was trained on images of subject wearing eyeglass. Thus, when the 

subject was introduced without eyeglasses and with sunglasses, the classifier could not recognize 

the human accurately at all instances.  

Thus, the accuracy of the classifier in an HRI scenario was evaluated using ten human subjects 

and a mean accuracy of 80.35% is reported. The effect of accessory on the predictions was studied 

and it was found that presence of sunglasses and caps can lead to inaccurate facial expression 

predictions and presence/ absence of eye gear (sunglasses/glasses) can affect the accuracy of face 

recognition in a negative manner.  
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CHAPTER 5 

CONCLUSION AND FUTURE WORKS  

This chapter covers a brief conclusion of the entire work and possibilities of improvement and 

future scope of this work. This thesis aimed at proposing a method to detect faces, recognize people 

and to classify facial expressions. The entire thesis was organized into five chapters. Chapter 1 

introduces the problem statement and describes the importance of having a real-time solution for 

facial expression and face recognition tasks in the field of robotics targeting therapy and social 

behavior. A brief literature review is presented and state of the art, current standard solutions are 

described. One noteworthy research was in [29], where the authors demonstrated a method to 

classify facial expressions of humans and conducted a human robot interaction (HRI) experiment 

and achieved 74 % accuracy. The chapter also describes a review of available target hardware 

boards. Since this solution to identify faces and facial expressions in real-time is designed for 

humanoid robot, the target hardware chosen for deployment of such an application is NVIDIA 

Jetson TX2. It allows portability and offers higher computation at a lower cost.  

In order to deploy the solution efficiently, a study on power consumption and frame rate was 

conducted which revealed the best hardware configuration mode of NVIDIA Jetson TX2 to deploy 

standard CNNs like AlexNet, VGG-16 and GoogLeNet. This is described in Chapter 2. It was 

found that Mode 4 offers the best performance:power ratio and should be the ideal mode to deploy 

CNNs having large number of parameters.  

Chapter 3 decribes the proposed model in detail. It is compared with AlexNet and is found to be 

more accurate on 3 class classification tasks dealing with facial expressions. It is not only more 

accurate, but it also has 34% lesser parameters involved. Using Caffe benchmarking, it is found 
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that the solution offers faster inference compared to AlexNet. This was essential to have real time 

performance. In order to make two classifications in real-time, a multi task framework involving 

an SVM classifier was utilized. The new branch involving SVM was responsible for face 

recognition and was found to have high accuracy. The reported accuracy using leave-one-out 

strategy was found to be more than the Eigenfaces technique described in [51]. 

Chapter 4 describes the final algorithm of the application and the testing mechanisms which were 

performed. A sample video file containing humans expressing various expressions was run on 

NVIDIA Jetson TX2 with the classifier running on it. The performance and results indicated that 

the functionality of the proposed algorithm was satisfactory and as expected. Next, an HRI 

experiment was conducted which revealed the mean accuracy of the classifier for facial expression 

task to be 80.35%, thus having an improvement over the method described in [29]. The HRI 

experiment conducted ensured testing on a diverse background and had White, Black and Asian 

population as participants. The experiment considered 10 human subjects, as opposed to 5 human 

subjects chosen in [29]. The effect of accessories on the accuracy was also analyzed. 

The future scope for this work can involve creation of dataset to improve the accuracy of negative 

class predictions, which was found to be poor. Apart from this immediate improvement, focus can 

be drawn on having feedback from the humanoid robot, using the predictions made by the 

classifier, to perform some action. Integration of speech processing modules and making them 

perform them in real time is also a big task. Apart from this, addition of various other recognition 

tasks in important as well. Addition of object detection and recognition will be a big enhancement 

to the humanoid robot’s vision system.   
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➢ Stock Predictor using LSTMs (Long Short-Term Memory): Using Python, Keras & Matplotlib, LSTM 

network was created to predict Apple stock prices of a month.  

➢ Movie Recommender System using Boltzmann machines & Autoencoders: Boltzman machine: 

person will like the movie or not; Autoencoders: On a Scale of (1-5), how much will the person like the 

movie.  

➢ Fraud Detection using Self Organizing Maps: Detected outliers customers and prospective frauds in 

Statlog dataset using Unsupervised learning. https://medium.com/@abhi95.saxena/fraud-

detection-using-self-organizing-maps-unsupervised-machine-learning-5c78ae39a584 

➢ KNN (K nearest neighbors) on Zynq Zybo FPGA: Using HLS & Vivado, IP was designed, synthesized, 

implemented & exported to bitstream. AXI Stream protocol was used for data transfer with DDR. 
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monitor- Application of IoTs and Machine Learning: Assembly consisted of 2 pulse 
sensors and Raspberry Pi Zero. ThingSpeak served as cloud and Twitter was integrated using 
REST APIs to provide alerts. 

➢ Implementation of a 32 bit ALU using 130 nm process: Behavioral Verilog description 
for a 32 bit ALU was written and simulated using ModelSim. The standard cells required for 
the design were drawn using Cadence Virtuoso. Functionality of each cell was verified by DRC 
and LVS. Spice files were generated using QRC and abstract views for our standard cells were 
created. Library characterization was done using Siliconsmart and then the created library 
was used to create the netlist using Design Vision. The design was then prepared for place 
and route using Automatic place and route tool, Encounter. Static timing analysis was done 
using Primetime to find worst case delay and power consumption 

➢ Implement KNN algorithm on Zynq Zybo FPGA: Designed an IP to perform KNN on a d-
dimensional dataset. IP was designed using Vivado HLS. AXI Stream protocol was used for 
data transfer between DDR memory and the IP. IP was exported to Vivado. Synthesis, 
Implementation and Bit stream generation followed. Hardware was exported to SDK and 
comparative study in terms of speed up was drawn with ARM core. Tests were performed 

➢ Implement GCD on Zynq Zybo FPGA: Euclids algorithm is used to calculate the GCD of 2 
numbers. PS(Processing System). C++ code for GCD computation using Euclids algorithm is 
executed on ARM core. Synthesis and Implementation is performed on Vivado tools to obtain 
the bitstream. Output is displayed on screen connected via VGA port. 

➢ Implement and evaluate a simple video processing application using Litmus RT: 
Implemented a Video processing application using FFMPEG and SDL libraries. The 
application was programmed in C++ and involved multithreading.Linux kernel was hacked 
and Litmus RT patch was applied. The application was then traced on Litmus RT and the 
scheduling traces for PFAIR, Cluster EDF and Global EDF were obtained. Scheduling traces 
were analysed for Context switch overhead, release time overhead and scheduling time 
overhead for different number of cores in a multiprocessor host machine. 

➢ Design Branch Predictor and Cache for x86 architecture 
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of reconfigurable systems. 
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