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With the growth of Internet of Things (IoT), edge-based data stream processing (DSP) 

technologies are rapidly evolving with more and more data generated and processed for critical 

decision making. Many research works investigated the management of edge computing 

resources for IoT data processing tasks. However, IoT data streams flow into the edge 

continuously and, hence, IoT DSP has a periodical nature. Existing works rarely deal with the 

issues related periodical data processing. In this dissertation, we identify the gaps in current 

technologies for IoT data processing and develop solutions to bridge these gaps.  

The first gap in edge based IoT data processing is the overhead in the deployment model. 

Existing approaches have an implicit or explicit assumption about how to execute the DSP 

components on the edge nodes. Essentially, each DSP component in a DSP workflow should be 

built as a virtual machine, a container, or a serverless function so that it can be flexibly deployed 

at the selected edge node. In this model, the edge node responsible for the execution needs to 

allocate resources to the container and start it up. In fact, a well-built Docker image for machine 

learning is approximately 1GB and the transfer time together with the startup time spans 10 to 20 

seconds, which is a significant overhead in real time DSP. With periodical DSP, the edge node 

either needs to restart each DSP component upon periodical invocations, resulting in recurring 
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overhead, or needs to retain the DSP component in memory, incurring memory and cache 

overhead.  

Instead, we propose a service-oriented approach. Generally, among the large number of DSP 

workflows submitted to the edge cloud, there will be a lot of common data processing 

components. Thus, we run these DSP components as long running services instead of 

independent, encapsulated units to facilitate reuse and, subsequently, avoid the undesirable 

overhead. Correspondingly, service composition is needed for each workflow to select the set of 

services and hosts to satisfy its QoS requirements. Also, the conventional edge resource 

management problem for independent workflows needs to be converted into the service 

allocation problem in the edge cloud. A set of new solutions, including Robinhood greedy 

algorithm and the integrated greedy and genetic algorithm, are developed to provide efficient 

service allocation decisions. Experimental results show that our solution can significantly 

improve the edge resource management for periodical DSP workflow executions. 

The second gap due to periodical DSP workflows is the timing analysis techniques. It is not clear 

how to model a system with Poisson arrival of workflows which must be activated periodically. 

We show that when Poisson-arrival workflows generate periodically arriving jobs with 

uniformly distributed periods and lifetimes, the job arrival can still be approximated by the 

Poisson process. Accordingly, Markov model can be used to estimate the response time for DSP 

service execution. Also, the communication latency is an important factor in real-time IoT 

applications. Most of the existing works only consider the available network bandwidth and 

current data size for estimating the communication cost for data delivery, without taking the 

traffic from other workflows into account. We build a model to derive the average traffic for 
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communication links in the edge network for handling the data exchange for DSP workflows. 

These novel techniques enable proper timing analysis for DSP workflow executions.  

The third gap due to periodicity in DSP is the workload fluctuation on the hosting edge nodes for 

the long living DSP workflows. In traditional workflow composition methods, the timing 

analysis is based on the current state of the system. When a periodical DSP workflow is activated 

at a certain future time, the workload for the selected services and edge hosts may have changed, 

which may cause the violation of the timing requirements for the workflow, even though the 

timing requirements were satisfied at the composition time. A worse situation may happen if the 

edge nodes perform admission control to control its service response time. A new activation for a 

workflow may get declined due to the heavy load on the hosting edge node at the time. This may 

subsequently require recomposition and transfer of a large amount of data and learnt models, 

causing significant delays. Thus, at service composition time, we need to make workload 

predictions to ensure that the service hosts we selected will be able to admit the workflow at all 

its invocations and satisfy its real time requirement. 

We explore different prediction methods for service workload prediction, including Neural 

Networks and ARIMA. We combine the prediction methods with QoS aware service 

composition techniques. Experimental results show that our prediction-based service 

composition approach can result in 40% in average less timing violations compared to the 

composition methods that do not consider service host workload predictions. 

In the above, we have considered various techniques for better timing analysis in service 

composition for periodical DSP workflows. However, these analysis techniques may incur 

significant overhead if applied to the very large number of potential candidate compositions. To 
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cope with the problem, we have developed a three-phase composition approach. We first use a 

highly efficient but moderately accurate algorithm to eliminate most of the candidate 

compositions based on simpler analysis techniques. Then, the more accurate analyses are 

performed on a relatively small number of selected candidate compositions in the second phase. 

In the third phase, specific concrete services are selected for grounding to complete the 

composition for the workflow and for on-the-fly testing. The approach is scalable and can 

effectively achieve service composition for satisfying real-time requirements. Experimental 

studies show that the proposed approach does improve the effectiveness and time for 

composition of real time DSP workflows. 
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INTRODUCTION 

With the rapid advances in Internet of Things (IoT), many new applications are emerging, and 

many existing systems are transforming. The number of IoT devices is growing continuously, with 

7 billion in 2018, to 31 billion in 2020 [1]. It is expected that by 2025, the number of IoT devices 

will again double. These billions of IoT devices continuously generate a large amount of data at 

the edge of the Internet. These data are to be processed to offer feedbacks in problem detection 

and diagnosis, system optimization, and critical decision making in the physical systems being 

monitored. To minimize the overhead of delivering the tremendous amount of data to the cloud 

for processing, which may cause high latency for data processing and congestion in the network, 

it is nowadays a common practice to perform data processing on the edge. Edge computing, thus, 

has become a major research direction in recent years. 

Many research works in Edge Computing investigate the management of edge computing 

resources for IoT data stream processing (DSP) tasks [2, 3]. However, there are some gaps in 

existing approaches. First, existing models for deploying DSP computing components incur some 

overhead. They have an implicit or explicit assumption about how to execute the DSP components 

on the edge nodes [4, 5]. Specifically, each DSP component in a DSP workflow should be built as 

an immediately deployable unit so that it can be executed at any edge node. Thus, technologies 

such as virtual machines [6], containers [7], Cloudlet [8],  or serverless functions [9] have been 

used to wrap the DSP component for deployment. Correspondingly, the edge node responsible for 

the execution of a DSP component needs to allocate resources to the container (we use container 

to represent any of the deployment technologies, such as VM, 
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container, and serverless functions) and start it up. In fact, a well-built Docker image for 

machine learning is approximately 1GB and the transfer time together with the startup time spans 

10 to 20 seconds [10], which is a significant overhead in real time DSP. With periodical DSP, the 

edge node either needs to restart each DSP component upon periodical invocations, resulting in 

recurring overhead, or needs to retain the DSP component in memory, incurring memory and cache 

overhead. 

To cope with the problem, we propose a service-oriented model for the deployment of the DSP 

components on the edge while reducing the undesired overhead. Generally, among the large 

number of DSP workflows submitted to the edge cloud, there will be a lot of common data 

processing components. Thus, we run these DSP components as long running services instead of 

independent, encapsulated units to facilitate reuse and, subsequently, avoid the undesirable 

overhead. Correspondingly, service composition is needed for each workflow to select the set of 

services and hosts to satisfy its QoS requirements. Also, the conventional edge resource 

management problem for independent workflows needs to be converted into the service allocation 

problem in the edge cloud. A set of new solutions, including Robinhood greedy algorithm and the 

integrated greedy and genetic algorithm, are developed to provide efficient service allocation 

decisions. Experimental results show that our solution can significantly improve the edge resource 

management for periodical DSP workflow executions. 

Second, existing techniques for timing analysis for DSP workflow execution do not consider 

the periodical nature of the execution. Some works consider fixed execution time for each service 

[11, 12]. Some other works assume that service invocation follows the Poisson arrival and apply 

queueing analysis to derive the response time for service execution [13]. For example, it is not 
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clear how to model a system with Poisson arrival of workflows which have to be activated 

periodically. Also, most of the existing works on estimating the communication cost for data 

delivery only consider the available network bandwidth, without taking the traffic from other 

workflows into account [14].  

We develop novel techniques to enable proper timing analysis for DSP workflow executions. 

For response time analysis, we show that when Poisson-arrival tasks generating periodically 

arriving jobs, the job arrival can still be approximated by the Poisson process. Thus, Morkov 

models can be applied to derive the response time for the execution of each service in each 

workflow. For the communication cost estimation, we build a model to derive the average traffic 

for communication links in the edge network for handling the data exchange for DSP workflows. 

Thus, the average communication latency can be estimated more accurately.  

Third, in QoS-aware service composition research, the timing analysis only considers current 

state of the system [11, 12]. When a periodical DSP workflow is activated at a certain future time, 

the workload for the selected services and edge hosts may have changed, which may cause the 

violation of the timing requirements for the workflow, even though the timing requirements were 

satisfied at the composition time. A worse situation may happen if the edge nodes perform 

admission control to control its service response time. A new activation for a workflow may get 

declined due to the heavy load on the hosting edge node at the time. This may subsequently require 

recomposition and transfer of a large amount of data and learnt models, causing significant delays. 

Thus, at service composition time, we need to make workload predictions to ensure that the service 

hosts we selected will be able to admit the workflow at all its invocations and satisfy its real time 

requirement. 
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To make proper selections of services and their hosts for a workflow, we consider current as well 

as future executions of the periodical DSP workflows. We explore different prediction methods 

for service workload prediction, including Neural Networks and ARIMA. We combine the 

prediction methods with QoS aware service composition techniques.  

Fourth, as discussed in the second and third points above, we consider various techniques to 

achieve better timing analysis in service composition for periodical DSP workflows. However, 

these detailed timing analysis techniques may incur high overhead at composition time if they are 

applied to a large number of composition candidates. High composition time may cause delay for 

workflow execution, which is not acceptable in real time DSP workflow executions. 

To resolve the issue, we propose a novel three-phase composition approach to reduce the 

overhead. Our approach applies moderately accurate timing analysis in the first phase to eliminate 

a large number of obviously disqualified composition candidates and select a short list of 

prominent compositions. It then applies detailed timing analysis on the short list of composition 

candidates in the second phase. The third phase is the common grounding and testing of the 

composition. As can be seen, the three-phase approach will not introduce too much overhead for 

workflow composition compared to the approaches with simple timing assumptions [13, 15, 16, 

17] and, at the same time, it can make more accurate service selections for the DSP workflows. 

The focus of this dissertation is on timing assured service composition for DSP workflows for 

real-time IoT data processing and the corresponding resource management techniques in the edge 

cloud to support these composition techniques for the workflows with periodicity characteristics. 

We focus on the four technology gaps discussed above and develop novel techniques to provide 

the corresponding solutions to bring these gaps. The overview of the technologies we have 
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developed are discussed in the next four sections. The organization of this dissertation is discussed 

Section 1.5. 

1.1 Edge Cloud Resource Allocation for IoT DSP 

We first discuss the gap for allocating computing resources for facilitating IoT data stream 

processing (DSP). There are many research works consider allocating computing resources in the 

edge, fog, and/or cloud for the DSP workflows. 

The Edge Cloud consists of a set of edge nodes that are accessible by the IoT devices. The 

resources needed for the periodical DSP workflows are allocated to the edge nodes for processing 

the IoT data. Since the computing resources of the Edge Cloud may not be as abundant as in major 

data centers, proper management of resources is critical to support DSP workflow execution. 

Resource management for IoT data processing has been widely investigated. Some of them 

consider allocating resources for individual DSP workflows [18, 2]. With the known data source 

nodes and final data destination nodes, these works consider allocating edge resources for the 

intermediate DSP components so that the communication cost is minimized. These works consider 

the allocation of a single workflow (or DAG). [3] considers resource allocation for multiple 

workflows in a computing grid. One solution is to allocate resources in a sequential order. The 

other solution is to merge all the workflows to be executed into one big workflow and then use a 

single workflow allocation algorithm to solve the problem. In [19], the resource demand of each 

DSP component and the dependency among the DSP components are specified for each workflow. 

The system schedules the DSP components in all workflows to the aggregated edge resources in a 

way that is similar to bin packing. Another research direction considers scheduling in stream 

processing platforms, such as Spark Streaming and Storm [20, 4]. In [20], a greedy-like algorithm 
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is used to make scheduling decisions. In [4], the batch-based scheduling policy used in Spark 

Streaming is considered. The work provides a mechanism to derive the optimal batch interval. 

Most of the existing approaches, including the ones discussed above, have an implicit or 

explicit assumption about how to execute the DSP components on the allocated edge nodes. 

Essentially, each DSP component in the workflows should be built as a virtual machine (VM), a 

container, a Cloudlet, or a serverless function so that it can be flexibly deployed at the selected 

edge node.  

Although existing works have extensively investigated the resource allocation problem for data 

processing, one gap in handling DSP workflows on the edge is the overhead in the deployment 

model. Though existing works in resource allocation for IoT data processing on the edge do not 

specifically discuss how the tasks shall be submitted and executed on the allocated nodes, it is a 

common practice to wrap each DSP computing unit in a workflow as a container (or a VM or a 

serverless function) so that it can be easily deployed at any selected edge node. This approach is 

very flexible, but may incur overheads, including (a) for building the container, one per DSP 

computing unit in the workflow, (b) for transferring the containers from the task requester to the 

corresponding edge nodes, and (c) each edge node needs to start up the containers. The problem 

becomes more severe for periodical DSP workflows. Shall the edge node maintain each DSP VM 

actively over the lifetime of corresponding workflow or shall it reload the VM upon each 

execution? For the former, even if a VM is passive, it still occupies memory and cache resources. 

For the latter, cumulated VM loading cost can be very significant.  

As can be seen, this procedure incurs some communication and initialization overhead for each 

DSP component of each workflow. When we consider periodical DSP workflows, the edge node 
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allocated for the execution of a DSP component will need to maintain that DSP component for the 

entire lifetime of the DSP workflow, which may also impose significant overhead. 

Generally, among the large number of DSP workflows submitted to the Edge Cloud, there will 

be a lot of common data processing components. Let S denote the set of all services appearing in 

all the DSP workflows. We can run these DSP components in S as services on the edge nodes. 

Thus, DSP workflows are the compositions of these services in S, hosted for a relatively long term 

(as long as they are in use) on the Edge Cloud. A workflow can be executed by forwarding the IoT 

source and intermediate data among the services. This service-based approach we consider may 

reduce the communication overhead for VM transmission and the computation overhead for VM 

initialization and maintenance. Correspondingly, instead of considering the resource allocation 

problem for individual DSP components in the DSP workflows, our problem becomes the 

allocation of services in S to the edge nodes. Since S may change dynamically, VM (and alike) 

technologies can be used to flexibly deploy new services and remove inactive services in the Edge 

Cloud.  

Therefore, in our work, we consider the allocation problem in the Edge Cloud for service-

based resource allocation for event-driven periodical DSP workflows. We develop a model to 

convert the problem of allocating edge resources for individual workflows (or each DSP 

component in each workflow), to the problem of allocating edge resources for long-running 

services, where each service represents the same DSP component appearing in many workflows. 

Then, we formally define the optimal DSP service allocation problem (DSAP) and informally 

show that DSAP is NP-hard.  
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We designed a Robinhood greedy algorithm, borrowing from the idea in Robinhood hash, for 

DSAP to derive good allocation solutions for the long running services based on the statistical data 

extracted from the historical workflows. This algorithm starts by allocating the first services of 

each workflow, then allocates the second services of the workflows, and so on. When allocating 

the first service, we attempt to allocate the service on the edge node that is the closest possible to 

the IoT data sources, otherwise, we attempt to allocating it to one of its neighbors. For the other 

services, other than first services, we attempt to allocate the services on the closer possible edge 

node to the edge node that hosting the previous service in the same workflow. If we fail to allocate 

a service on the preferred edge nodes, we attempt to move an existing service from one of these 

preferred nodes to another edge node that is acceptable for the moved service in order to 

accommodate the service we are trying to allocate. In case this process fails, then we increase the 

preferred max number of hops to expand search space of the preferred neighbor nodes and then 

we try to allocate the service. During this process, we always try, taken into consideration the other 

constraints, to allocate DSP component on an edge node that already hosting the same function in 

order to optimize the number of installed service instances on all edge nodes. The main constraints 

that is considered in this process is the edge node available capacity and the number of hops among 

services that need to exchange data. To further improve the allocation solution, we integrate group 

genetic algorithm (GGA) and greedy algorithm to allow the greedy algorithm to generate a 

population of good solutions and apply genetic algorithm (GA) on the population for solution 

improvement. The integrated approach can result in better allocation results and avoid the 

potentially long convergence time in GA.  



 

9 

We conducted experimental study to evaluate our proposals. The experiments show that our 

solution can significantly improve the edge resource management for periodical DSP workflow 

executions. 

1.2 DSP Workflow Arrival Process and Communication Cost 

With the service-oriented approach discussed in Section 1.1, we need to consider service 

selection for each DSP workflow to ensure its quality of service (QoS).  We focus on the QoS-

aware service composition problem for the DSP workflows with periodic execution. When a 

periodical DSP workflow arrives, we select the specific service instances hosted by the edge nodes 

in Edge Cloud such that the QoS requirements of the workflow can be satisfied not only for current 

but also for future rounds of data processing. 

Many research works have investigated various QoS aware service composition problems [21, 

22, 23]. However, some issues are not yet addressed in the literature for service composition of 

periodical DSP workflows. Besides service-oriented deployment, our contributions in this 

dissertation is to identify the issues and develop novel solutions for managing event-driven 

“periodical” DSP workflows. 

Our work focuses on the service selection for periodical DSP workflows should consider 

affinity. For each “workflow job” (one invocation of the periodical “workflow stream”, as tasks 

and jobs in real time systems), the model derived from previous data should be retained. Thus, we 

cannot treat service selection for each workflow job independently, but need to consider the 

persistent selection for the workflow stream and ensure long term QoS satisfaction for all 

activations of the workflow jobs in the stream. To facilitate timing analysis, we need to model the 

arrivals of “workflow jobs”. With the event driven model, the arrivals of the workflows can be 
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modeled as a Poisson process. However, with the periodical activation of the workflow jobs, what 

would be their arrival process? 

Some works analyzing the similar modeling problems have been investigated. In [24], the 

queueing model for real time jobs has been developed. It requires heavy traffic condition and under 

which, the arrivals of the jobs can be modeled as having a Brownian motion. With the memoryless 

arrival, queueing analysis is conducted. Several follow up works with the heavy traffic condition 

assumption have been presented [25]. In [26], a real time system with priority based scheduling is 

considered. Response time for a job J is derived by analyzing the number of jobs in the backlog 

with priorities higher than J’s. The backlog pattern repeats in a hyper-period, which infers that the 

process has a memoryless distribution. Hence, Markov analysis is applied to predict the response 

time. One assumption implicitly made in this work is that all the task arrivals and their periodicity 

are known so that a hyper-period can be derived in advance. Also, the arrival distribution for the 

jobs within each hyper-period is not specifically modeled. Overall, the modeling for the Poisson 

workflow stream arrival with periodical workflow jobs has not been analyzed in the literature. For 

DSP workflows, we cannot make the heavy traffic assumption because we expect different 

workloads in different Edge Clouds. Also, we assume that workflows arrive dynamically so that 

we cannot derive a hyper-period for the system. 

Correspondingly, we analyze the arrival process of the workflow jobs with event-driven DSP 

workflow streams. We show that when Poisson-arrival workflows generate periodically arriving 

jobs with uniformly distributed periods and lifetimes, the job arrival can still be approximated by 

the Poisson process. We theoretically analyze the error function for approximating the arrival 
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process to the conventional Poisson arrival. We also use simulation to generate datasets and 

analyze the probability distribution of the interarrival time using a distribution fitting tool.  

Most of the existing works on estimating the communication cost for data delivery only 

consider the available network bandwidth, without taking the traffic from other workflows into 

account. The communication latency for transferring data between services in a workflow over the 

bandwidth limited networks has to be considered. Since many DSP workflows will be processed 

concurrently in Edge Cloud, the underlying network traffic due to data exchanges should be taken 

into account. Thus, we develop a model to compute the system traffic due to data exchanges for 

DSP workflows based on the historical data. Then, we estimate the communication latency 

between services in a DSP workflow based on the average traffic in each channel and the size of 

the data to be exchanged. 

1.3 Workload Impact on Service Composition Performance 

 In our system we consider IoT DSP workflows that are executed periodically to process the 

continuous flow of IoT data stream. Therefore, each DSP workflow generates a stream of 

periodically executed jobs to each composite service. This large number of DSP workflows 

generate continuous workload toward the edge nodes that host the services.  

Since we consider current as well as future executions of the periodical DSP workflows, and 

due to the potential fluctuations of the workloads, an edge node may get overloaded at times, which 

may cause violation of the timing constraints of some workflows. Thus, it is essential to consider 

the workloads of the edge nodes as part of the service selection timing analysis. Also, each edge 

node needs to perform admission control to confine its workload so that it can guarantee the 

response time bound for the services already allocated to it. Subsequently, during service selection, 
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we have to consider the response time bound as well as the admission control policy. If we select 

services for a workflow and then get rejected by a corresponding edge node due to its admission 

control, then the time and resources for service composition is wasted and it may cause delay in 

service execution. 

Existing works in QoS-aware service composition do not comprehensively address the impact 

of workload and admission control of services at composition time. This problem also becomes 

more challenging when we deal with periodical workflow execution. Some research works 

consider dynamic composition and re-composition of services to satisfy real time requirements. In 

[27] a self-healing approach for web service composition is proposed, which selects backup 

compositions and uses them upon execution time failures. The paper assumes that the web service 

response time is constant and focuses on the data transmission delays. Dynamic re-composition or 

dynamically adjusting the parameters of reconfiguration services are essential in real-time SOA, 

and can be used in conjunction with improved service composition algorithms to achieve higher 

assurance for real time service execution. In [28], reconfigurable web services are considered in 

QoS-aware service composition. Each service can be configured on the fly to achieve different 

execution time by trading off other quality attributes. There are also research works that consider 

dynamically adjusting resource allocations for services to satisfy the timing requirements. In [29], 

multi-tier services are considered and a hybrid queueing model is used to determine the number of 

virtual machines to be allocated to each service at each tier so that the desired response time can 

be maintained. [6] allocates resources in cloud environment based on predicted service load. The 

major focus of the paper is on the framework design for adaptively adjusting the resource 

provisions for services in the cloud. Similarly, [30] uses a queuing model to determine the optimal 
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resource allocation for services. It also proposes a priority-based scheduling to assure that higher 

priority tasks can satisfy their real time requirements. Dynamically adjusting resource allocations 

to services can help assure the satisfaction of the timing requirement of the composite services. 

However, guaranteeing response time always requires the request arrival rate to be bounded. Thus, 

some research works consider admission control to assure bounded request arrival rate [31]. But 

admission control introduces new issues in service composition because a service request may be 

declined at execution time, causing a timing failure. Therefore, even though dynamic resource 

management methods are very important in providing assured service response time, they still 

have problems and limitations. Predicting if the admission control will grant and deny the new 

request is essential for the success of the service composition and this can be done only with the 

knowledge about the composite services workloads at the execution time.  

Various methods have been considered for predicting the execution time of a composite service 

based on different data sources. [16] uses a model-driven approach and layered queuing network 

(LQN) to predict the performance of composite web services. [32] also uses LQN to model the 

layered middleware to predict the overall system performance. In [33], a Hidden Markov Model 

(HMM) is used to predict whether a composition of cloud service components can satisfy the QoS 

requirements. [34] proposes to use the time series similarity measure between the predicted QoS 

values and user requirements to estimate the long-term QoS of a service composition.  

However, in our work, we focus on improving timing analysis at the composition time to 

achieve a better composition that, during execution, has a higher probability to satisfy the given 

timing constraints. To achieve the goal, we consider deriving more accurate timing properties for 

the candidate composite services in the workflow by estimating the workloads of the providers, 
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and consider admission control at composition time to ensure that the composite service will not 

fail during execution because the service cannot admit it. 

Note that when performing workload prediction, we should not consider predicting the current 

workload, but should predict the workload at the time the service is to be invoked. Consider a 

service chain (one path) in a workflow, 𝑠1,…, 𝑠𝑖−1, 𝑠𝑖,…, where 𝑠𝑖 will be executed after 𝑠1 to 𝑠𝑖−1 

have finished execution. At that time, 𝑠𝑖’s workload may have changed significantly. If 𝑠1 to 𝑠𝑖−1 

have relatively long execution time, the problem will become more severe. 

We predict the workloads of the services right at the time they are invoked. Take the earlier 

example of a service chain, 𝑠1, 𝑠2, 𝑠3,… Evaluating 𝑠3’s workload at its invocation time requires 

the knowledge of the completion time of 𝑠2, which subsequently requires the knowledge of the 

response time of 𝑠1. We sequentially predict the workloads of the services in the workflow to 

properly derive their response times and subsequently derive the end-to-end response time of the 

entire workflow. 

Once we predict the workload of a service and if we know the admission control policy of the 

service provider, we can estimate the risk that the candidate concrete service may decline the 

service request at the time it is invoked. Based on the estimation, we can greatly reduce the risk of 

timing failures for service execution. 

We explore different prediction methods for service workload prediction, including Neural 

Networks and ARIMA. We combine the prediction methods with QoS aware service composition 

techniques. Experimental results show that our prediction-based service composition approach can 

result in 40% in average less timing violations compared to the composition methods that do not 

consider service host workload predictions. 
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1.4 DSP Workflow Service Selection Framework 

Based on the above discussion, in order to achieve better service selection for the periodic DSP 

workflows, we will need to perform a fine-grained timing analysis. Our detailed timing analysis 

for service selection considers the workload prediction for all composite services. The predicted 

workload then will be used to estimate the services response times and execution times for each 

composite service of all examined composition candidates. Admission control is considered at the 

composition time as well. Using the predicted workload for the composite services, we evaluate 

the admission control policy for each composite service to predict whether the composite service 

will admit or reject the service request. To get more accurate timing analysis, communication cost 

is also estimated as discussed earlier. Such timing analysis provides more accurate composition 

candidate selection that most likely will succeed, but may need more computation time and incur 

significant overhead. 

To avoid the potential overhead, we introduced a three-phase timing analysis framework to 

balance the tradeoffs between analysis efficiency and accuracy during the service composition 

process. The first phase uses a highly efficient but moderately accurate algorithm to eliminate most 

of the candidate compositions based on estimated communication latencies and assured service 

response latency. The goal of this phase is to select the top K compositions that best satisfy the 

timing requirements of the workflow. In this phase we use genetic algorithm to generate the 

candidate list of K composition candidates and pass them to the second phase. 

The second phase performs a fine-grained timing analysis on a subset of the top K composition 

candidates. The composite services workload prediction using ARIMA is done to accurately derive 

their response time at their invocation times. Then, end-to-end response time can be derived for 
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the composition candidate. We also use the predicted workload for the composite services to 

predict whether the service request may be declined due to admission control. Since the fine-

grained analysis is only performed on much fewer candidates, the analysis overhead can be 

justified. To prepare for the potential of analysis errors, the second phase also returns a few 

alternative candidate compositions with shorter execution times and potentially worse quality in 

other QoS attributes together with the grounded composition. A list of top 𝐾′ candidates are 

identified in this phase and passed to the third phase. In the third phase, specific concrete services 

are selected for grounding and admissions are performed. 

The experimental study shows that our scheme can reduce the timing violations without 

suffering from composition time overhead by selecting a service composition that has a lower 

chance to fail. Our approach can greatly improve the composition and achieve a higher success 

rate of service execution. At the same time, the composition time is also reduced since the lowered 

failure rate results in reduced chance of recomposition and, therefore, reduced overall composition 

time. 

1.5 Organization of the dissertation 

The rest of the dissertation is organized by the technology gaps we discussed in the beginning 

of this chapter and the techniques we have developed to bridge the gaps. In Chapter 2, we consider 

the overhead in existing DSP workflow deployment model and discuss our service-oriented model. 

Correspondingly, we discuss the edge resource management model for service-oriented periodical 

DSP workflow execution and the novel algorithms for service allocation in the Edge Cloud. 

Chapter 3 discusses the timing analysis techniques for DSP workflows in processing IoT data 

streams, with a special focus on the periodicity of the workflows. The prediction techniques are 
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discussed in Chapter 4 to support workload prediction of service hosts in order to achieve more 

accurate timing analysis for better service selections. In Chapter 5, the three-phase workflow 

composition model is proposed, and the associated techniques and algorithms are discussed to 

achieve low-overhead while more accurate DSP workflow composition. Chapter 6 concludes the 

research findings in this dissertation and discusses some future research directions in the modeling 

and timing analysis techniques for DSP workflow composition to achieve real time IoT data stream 

processing in the Edge Cloud. 
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2.1 Introduction 

The Internet of Things (IOT) has become the new wave of the Internet. The number of IoT 

devices is continuously and rapidly growing. Billions of IoT devices continuously generate a 

torrent of data at the edge of the Internet. These data are to be processed to offer feedbacks in 

problem detection and diagnosis, system optimization, and critical decision making in the physical 

systems. To minimize the overhead of transferring the tremendous amount of data to the cloud for 

processing, which may cause high latency for critical decision making and congestion in the 

network, it is nowadays a common practice to perform data processing on the edge. Edge 

computing, thus, has become a major research direction in recent years. 

Cloud offers the concept of utility computing, allowing the computing resources to be shared 

and purchased like utilities. With the rise of edge computing, many existing and new computing 

resources on the edge can be clustered into Edge Clouds, a smaller scale heterogeneous Cloud on 

the edge, to offer a new form of utility computing to satisfy the resource demands in IoT data 

processing. Existing system technologies, such as containerization, Cloudlet, etc., can be used 

readily to facilitate the realization of Edge Cloud computing.  

We consider the issues in IoT data stream processing (DSP) on the Edge Cloud. Many IoT 

devices generate many data streams. Users, who could be the owners of some IoT devices or 

whoever wants to perform some specific analytics on the data, can issue DSP workflows to the 

system.  

We consider an event-driven periodical data stream processing (DSP) model in the Edge 

Cloud. For example, consider an IoT system for traffic monitoring when there are major 

congestions. The DSP workflow for processing traffic monitoring videos need to be done 
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periodically, say every 5 seconds, till the traffic problem subdues. A building monitoring system 

may be set to detect motions and upon detection, specific cameras will be activated and a DSP 

workflow will be activated to process the captured videos for activity analysis and suspicious event 

detection. The DSP workflow may be activated every minute and continue till no new activities 

are going on. IoT based system health monitoring for a production line at a manufacturer may be 

activated when the production line is active. In the active duration, the monitoring data may be 

analyzed by a DSP workflow every 10 minutes to ensure the healthiness of the production line.  

In the Edge Cloud, the resources needed by the periodical DSP workflows are allocated for 

timely processing of the IoT data. Edge resource management for IoT data processing has been 

widely investigated. Some of them consider allocating resources for individual DSP workflows 

[35] [2]. With the known data source nodes and final data destination nodes, these works consider 

allocating edge resources for the intermediate DSP components so that the communication cost is 

minimized. These works consider the allocation of a single workflow (or DAG). [3] considers 

resource allocation for multiple workflows in a computing grid. One solution is to allocate 

resources in a sequential order. The other solution is to merge all the workflows to be executed 

into one big workflow and then use a single workflow allocation algorithm to solve the problem. 

In [36], the resource demand of each DSP component and the dependency among the DSP 

components are specified for each workflow. The system schedules the DSP components in all 

workflows to the aggregated edge resources in a way that is similar to bin packing. Another 

research direction considers scheduling in stream processing platforms. In [20], a greedy-like 

algorithm is used to make scheduling decisions for Storm. [4] considers the batch-based scheduling 

policy in Spark Streaming and it provides a mechanism to derive the optimal batch intervals. 
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Most of the existing approaches, including the ones discussed above, have an implicit or 

explicit assumption about how to execute the DSP components on the allocated edge nodes. 

Essentially, each DSP component in the workflows should be wrapped as a virtualized module, 

such as virtual machine, container, or serverless function, so that it can be flexibly deployed at the 

selected edge node. In this model, the user who issues a periodical DSP workflow needs to prepare 

a container (for convenience, we use container to represent any of the virtualization technologies) 

for each data processing component in the workflow and submit it to the Edge Cloud. The edge 

node needs to allocate resources to the container and start it up. For Docker container for machine 

learning, a well-built image is approximately 1GB and the startup time after the image has been 

transferred takes several seconds. The overall latency can be over 20 seconds. As can be seen, this 

deployment model incurs significant communication and initialization overhead for each DSP 

component. When we consider periodical DSP workflows, the edge node either needs to restart 

each DSP component upon periodical invocations, resulting in recurring overhead, or needs to 

retain the DSP component in memory for the entire lifetime of the workflow, incurring significant 

memory and cache overhead.  

Generally, among the large number of DSP workflows submitted to the Edge Cloud, there will 

be a lot of common data processing components. We can run these common DSP components as 

long running services on the edge nodes. Thus, executing DSP workflows involves the 

compositions of these services hosted by the Edge Cloud [23]. This service-oriented deployment 

(SOD) approach can significantly reduce the overhead. Correspondingly, the resource allocation 

problem in existing works needs to be remodeled for SOD.  
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In this paper, we consider the resource allocation problem in the Edge Cloud for event-driven 

periodical DSP workflows considering service-oriented deployment. Introduction to our work and 

our contributions are as follow. 

(1) Existing resource management works consider allocating edge resources for DSP 

workflows and essentially assume that the workflows are known in advance. This is 

not applicable to event-driven DSP, where workflows arrive dynamically. We consider 

SOD and define the DSP service resource allocation problem (DSAP). In DSAP, 

resource allocation are based on the statistical properties of the services extracted from 

historical workflows, including access rates for services and the data flow rates between 

services. We also show that DSAP is NP-hard.  

(2) A Robinhood greedy algorithm (RGA), leveraging the idea of Robinhood hash, is 

proposed for DSAP. Data structures and algorithms are designed to achieve the 

Robinhood act, rob the edge resources from the rich services (have the room for 

reallocation within the communication cost bound) and give them to the poor services 

(cannot get allocated within the cost bound). 

(3) We design an integrated greedy and genetic algorithm (IGGA) to further improve the 

allocation solution. First, we adapt RGA to generate good allocation solutions and use 

them as part of the initial population in GA. This way, GA can further improve the 

allocation solutions from RGA and will have a much faster convergence time. But a 

greedy algorithm only gives one solution. Thus, we randomize RGA to support the 

integrated approach. Second, we design a novel 3-level encoding scheme and crossover 
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and mutation operators for GA. Our scheme can reduce the need for gene adaption 

when an invalid chromosome is created during GA evolution. 

(4) Experiments are conducted to study the performance of our RGA and IGGA algorithms 

for DSAP. The results show that RGA can achieve allocations with up to 47% 

communication cost reduction and more balanced load among edge nodes compared to 

a baseline greedy algorithm. The additional tuning by IGGA yields an additional 10% 

to 19% further reductions in communication cost. 

The rest of the paper is organized as follows. Section 2.2 specifies the Edge Cloud system for 

handling DSP workflows. It also defines the DSP service allocation problem (DSAP) and shows 

the NP property of DSAP. In Sections 2.3 and 2.4, the Robinhood greedy algorithm and the 

integrated Greedy-GGA algorithm are discussed. Section 2.5 discusses the experimental study 

procedure and results. Section 2.6 concludes the paper. 

2.2 Problem Specification 

The system we consider is an Edge Cloud (EC) consisting of many edge and IoT nodes. Some 

more powerful edge nodes are elected to be the Edge Cloud Manager (ECM). Users dynamically 

issue data stream processing (DSP) requests to an edge node in EC and the edge node is responsible 

for properly forwarding them. ECM is responsible for making service allocation decisions. 

2.2.1 Edge Nodes and IoT Devices 

Let 𝐸 = {𝑒𝑖|1 ≤ 𝑖 ≤ 𝑁𝐸} denote the set of edge nodes in the Edge Cloud. Each edge node has 

a computation capacity for DSP data processing and the capacity is denoted by 𝑒𝑖. 𝑐𝑎𝑝. They can 

be expressed as the number of instructions per unit duration or some similar metric. The Edge 
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Cloud has a topology, i.e., some pairs of edge nodes are neighbors and have direct communication 

links between them with certain fixed bandwidth limit. Let 𝑏𝑤𝑖,𝑗 denote the bandwidth between 

edge nodes 𝑒𝑖 and 𝑒𝑗. If 𝑒𝑖 and 𝑒𝑗 are not direct neighbors, then 𝑏𝑤𝑖,𝑗 = 0. Let 𝑐𝑖,𝑗 denote the 

communication cost per message size unit between two edge nodes 𝑒𝑖 and 𝑒𝑗. 

2.2.2 DSP Workflows 

When a user issues a DSP workflow 𝑤𝑖, some parameters for the workflow should be provided. 

First, a DSP workflow consists of a set of DSP services. Let 𝑤𝑖. 𝑆 denote the set of services in the 

DSP workflow and 𝑤𝑖. 𝑆 = {𝑠𝑖,𝑗|1 ≤ 𝑗 ≤ 𝑁𝑤𝑖
}. Each workflow may take input data from one or a 

few IoT devices and/or some other data sources. Let 𝑤𝑖. 𝑒𝑠𝑟𝑐 denote the edge node that is closest 

to all the data sources of 𝑤𝑖. For each workflow 𝑤𝑖, we consider a spout (as defined in Storm) 

service 𝑠𝑖,0 for 𝑤𝑖 and it is allocated at 𝑤𝑖. 𝑒𝑠𝑟𝑐. 𝑠𝑖,0, for all 𝑖, is not considered in the allocation 

problem, but we do consider that 𝑠𝑖,1 takes input from 𝑠𝑖,0 at 𝑤𝑖. 𝑒𝑠𝑟𝑐. 

Since data points in each data stream are continuously generated by the IoT device, the 

processing workflows should be activated periodically to process the new data and integrate them. 

Also, we consider the event based processing model and the workflow terminates after the event 

is fully handled. Thus, the periodicity and the lifetime (after how long the workflow terminates) 

should be specified, and we use 𝑤𝑖. 𝑃 and 𝑤𝑖. 𝑇 to denote them, respectively.  

Now we consider some stochastic parameters of the DSP workflows. We assume that the 

arrival of the DSP workflows in Edge Cloud follows the Poisson process, with an average arrival 

rate 𝛼. The period and lifetime of the DSP workflows, i.e., 𝑤𝑖. 𝑃 and 𝑤𝑖. 𝑇 over all 𝑖, are assumed 
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to be a uniform distribution in the range of [𝑃𝑚𝑖𝑛, 𝑃𝑚𝑎𝑥] and [𝑇𝑚𝑖𝑛, 𝑇𝑚𝑎𝑥] with an average �̅� and 

�̅�, respectively, where �̅� = (𝑃𝑚𝑎𝑥 + 𝑃𝑚𝑖𝑛)/2 and �̅� = (𝑇𝑚𝑎𝑥 + 𝑇𝑚𝑖𝑛)/2.  

The periods for data stream processing in different application domains are different. For 

online video data processing, a sequence of frames needs to be considered and the execution 

periodicity can be seconds to minutes for activity analysis and fraction of a second to seconds for 

tracking. The frequency for big data analytics in physical system monitoring can be very diverse, 

from per fraction of a second to hourly or even daily. Some online text based analysis, such as for 

analyzing news or tweets, can be done at low granularity with periodicity in a couple of times per 

second to seconds, but these are not IoT data and are generally processed in the Cloud. The high 

frequency analysis tasks generally need to be performed right at the devices, such as analysis for 

critical control tasks (e.g., vehicle control). Very low frequency tasks, such as hourly or daily or 

beyond, are generally not event based and are long term tasks, which are best to be processed in 

the Cloud. Thus, we consider 𝑃 in the range of a second to minutes. Based on some examples we 

have considered, the lifetime for event based data analytics can range from minutes to a few hours. 

2.2.3 Edge Cloud Manager 

The Edge Cloud Manager (ECM) can be a single edge node or be replicated on multiple edge 

nodes to avoid performance bottleneck and offer high availability. Detailed coordination among 

replicated ECM has been studied extensively. 

ECM is responsible for maintaining the list of historical and currently active DSP workflows 

and the membership of the set of edge nodes. Let 𝑊 = {𝑤𝑖|1 ≤ 𝑖 ≤ 𝑁𝑊} denote the set of 

reference workflows. ECM makes allocation decisions based on the statistical characteristics of 
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𝑊 and we assume that they stay the same or changes are estimated using existing prediction 

methods [37]. From 𝑊, ECM extracts the set of DSP services 𝒮 = {𝓈𝑗  |1 ≤ 𝑗 ≤ 𝑁𝑆}. We assume 

that 𝒮 is relatively stable. For example, big data analytics, video processing, etc., frequently rely 

on some widely used libraries. There may be some cases that specialized software is used. In these 

cases, VMs (representing similar techniques) may be submitted and ECM will allocate each VM 

to a single edge node. 𝐸 may also change dynamically due to node failure or addition and we also 

consider E to be relatively stable. As 𝒮 and 𝐸 change, ECM will reallocate the services based on 

the new 𝒮 and 𝐸. 

Let 𝑒𝑘. 𝑆 denote the set of services allocated to 𝑒𝑘. As we have discussed, running too many 

services on an edge node can cause memory and cache to overload and incur allocation and 

replacement overhead. Thus, we consider a bound on the number of services per edge node, 

denoted as 𝑁𝑠𝑛. A DSP service 𝓈𝑗 ∈ 𝒮 may be allocated to one or more edge nodes and we use 𝓈𝑗,𝑘 

to represent 𝓈𝑗 on 𝑒𝑘, i.e., 𝓈𝑗,𝑘 ∈ 𝑒𝑘. 𝑆. If 𝓈𝑗,𝑘 ∈ 𝑒𝑘. 𝑆 is not already running on 𝑒𝑘, 𝑒𝑘 downloads it 

from a repository and starts it up as a VM (or container, microservice, etc.). When a service 𝓈𝑗,𝑘 ∈

𝑒𝑘 has not been activated for a certain amount of time, 𝑒𝑘 can report it to ECM. If 𝓈𝑗,𝑘 can be 

terminated, then 𝑒𝑘 removes 𝓈𝑗,𝑘.  

Some statistics for each data stream processing service 𝓈𝑗, for all 𝑗, are also maintained by the 

ECM. Assume that the computing resource demand for each execution of 𝓈𝑗 follows the 

exponential distribution and let 𝓈𝑗 . 𝑟𝑢 denote 𝓈𝑗’s average usage of resources per execution (in the 

same metric as in 𝑒𝑘. 𝑐𝑎𝑝). We assume that the overall arrival for 𝓈𝑗 at all edge nodes follows the 

Poisson distribution with an average arrival rate 𝜆𝑗. From 𝑊, ECM predicts 𝜆𝑗, for all 𝑗. For a 



 

27 

given allocation, the arrival of 𝓈𝑗,𝑘 on edge node 𝑒𝑘 is also Poisson with the average arrival rate 

denoted as 𝜆𝑗,𝑘, ∑ 𝜆𝑗,𝑘 = 𝜆𝑗𝑘 .  

Also, let 𝓈𝑙. 𝑛𝑟 denote the number of replicas 𝓈𝑙 has on different edge nodes. Each replica 

would be responsible for 𝜆𝑙 ∗ 𝓈𝑙 . 𝑟𝑢/𝓈𝑙. 𝑛𝑟 workload in average. 

𝓈𝑗 also has communication demand. Let 𝜂𝑗,𝑙 denote the average data flow rate between services 

𝓈𝑗 and 𝓈𝑙. Also, let 𝓈𝑗 . 𝑖𝑠𝑖𝑧𝑒 and 𝓈𝑗 . 𝑜𝑠𝑖𝑧𝑒 denote the average input and output sizes of 𝓈𝑗. The total 

communication cost from 𝓈𝑗 to 𝓈𝑙 will be 𝜂𝑗,𝑙 ∗ 𝓈𝑗. 𝑜𝑠𝑖𝑧𝑒. The communication demand of 𝓈𝑗,𝑘 on 

𝑒𝑘 is 𝜆𝑗,𝑘 ∗ 𝓈𝑗 . 𝑜𝑠𝑖𝑧𝑒. Note that 𝓈𝑗 . 𝑖𝑠𝑖𝑧𝑒 and 𝓈𝑗 . 𝑜𝑠𝑖𝑧𝑒 may fluctuate and the fluctuation together 

with 𝓈𝑗’s internal logic are captured by the exponential execution time of 𝓈𝑗. 

2.2.4 The DSP Service Allocation Problem 

The major objective for the DSP service allocation problem (DSAP) is to ensure the 

satisfaction of the real time constraints of the DSP workflows, i.e., 𝑤𝑖. 𝐸𝑇 ≤ 𝑤𝑖. 𝑅𝑇, for all 𝑖. Note 

that the allocation process shall be based on the statistical characteristics of the workflows. So, we 

can approximate the execution time for each DSP service, 𝑠𝑖,𝑗. 𝐸𝑇, by the average execution time 

of 𝓈𝑙, 𝓈𝑙 = 𝑠𝑖,𝑗. To support this approximation, we need to ensure that sufficient resources are 

allocated to 𝓈𝑙,𝑘 at 𝑒𝑘. Thus, we have the constraint ∑ 𝜆𝑙,𝑘 ∗𝑙 𝓈𝑙. 𝑟𝑢 ≤ 𝑒𝑘. 𝑐𝑎𝑝, for all 𝑘. 

Subsequently, the objective for DSAP can be simplified to minimizing the total communication 

cost for all workflows. And, the DSAP problem is defined as follows: 

Minimize ∑ ∑ 𝑐𝑥,𝑦

𝑁𝑤𝑖

𝑗=1
𝑁𝑊
𝑖=1 ∗ 𝓈𝑙1

. 𝑜𝑠𝑖𝑧𝑒 ∗ 𝑤𝑖. 𝑃, ∀𝑒𝑥, 𝑒𝑦,  (1) 

                 iff ∃𝑠𝑖,𝑗, s.t. (𝑖𝑠(𝓈𝑙1
, 𝑠𝑖,𝑗) ∧ 𝓈𝑙1

∈ 𝑒𝑥. 𝑆) 



 

28 

                                      ∧ (𝑖𝑠(𝓈2, 𝑠𝑖,𝑗+1) ∧ 𝓈𝑙2
∈ 𝑒𝑦. 𝑆) 

Subject to: ∀𝑘, ∑ 𝜆𝑙,𝑘 ∗
𝑁𝑆
𝑙=1 𝓈𝑙. 𝑟𝑢 ∗ 𝐴𝑗,𝑘

𝒮 ≤ 𝑒𝑘. 𝑐𝑎𝑝,        (2) 

                  and ∀𝑘, ∑ 𝐴𝑗,𝑘
𝒮𝑁𝑆

𝑗=1 ≤ 𝑁𝑠𝑛       (3) 

Here, 𝐴𝑗,𝑘
𝒮  is the service allocation matrix, where 𝐴𝑗,𝑘

𝒮 = 1 if 𝓈𝑗,𝑘 ∈ 𝑒𝑘. 𝑆; otherwise, 𝐴𝑗,𝑘 = 0. 

Also, 𝑖𝑠(𝑠𝑖,𝑗, 𝓈𝑙) = 1 if 𝑠𝑖,𝑗 is service 𝓈𝑙, and 𝑖𝑠(𝑠𝑖,𝑗, 𝓈𝑙) = 0, otherwise. 

The complexity of the DSAP problem is NP-Hard and it can be proven easily by reducing the 

data placement problem (dpP) defined in [5] to DSAP. We discuss the reduction informally and 

briefly here. In 𝑑𝑝𝑃, a set of data items, which are accessed by a set of tasks, are to be placed on 

a set of servers. There is a communication cost between each pair of servers. Each task may access 

one or more of the data items, incurring communication cost for each data access. The objective 

dpP.O is to minimize the total communication cost for data accesses by all tasks with the constraint 

dpP.C that the total size of the data items allocated on each server should be bounded by the disk 

space of the server. In the reduction, we map each task in 𝑑𝑝𝑃 to a workflow in DSAP. Data 

objects in dpP are mapped to services in the workflow. The data access costs by each task in dpP 

can be converted to the communication costs between consecutive services in a workflow in 

DSAP. Thus, dpP.O is equivalent to the objective (1) in DSAP. The disk space constraint for each 

node in 𝑑𝑝𝑃. 𝐶 is equivalent to the capacity constraint (2) in DSAP. Constraint (3) in DSAP can 

be eliminated by setting 𝑁𝑠𝑛 = ∞.  

2.3 Robinhood Greedy Algorithm for DSPA 

As discussed earlier, we consider service-oriented deployment to reduce the potential 

overhead. Thus, we consider allocating services in 𝒮, instead of allocating resources for DSP 
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components in individual workflows 𝑤𝑖 ∈ 𝑊. The goal for resource allocation is to minimize the 

communication cost for all workflows (Objective (1)), but allocation based on individual 

workflows in 𝑊 as in existing works is not feasible. Existing approaches assume that 𝑊 is known 

in advance, which is not applicable to the event-driven DSP model. Instead, in service-oriented 

model, we consider changing 𝑊, and allocate edge resources to services based on the statistical 

properties of the services, including the rate 𝜆𝑙 that 𝓈𝑙 ∈ 𝒮 is accessed and the data flow rate 𝜂𝑙′,𝑙 

from 𝓈𝑙′ to 𝓈𝑙. We assume that these statistical parameters can be extracted from 𝑊, and they will 

stay the same or can be predicted based on historical and current workflows in 𝑊. 

The DSAP problem in the service-oriented model is more complex than the case of allocating 

individual workflows. In Section 2.3.1, we discuss the conversion of DSAP from the workflow 

oriented paradigm to the service-oriented allocation model. Then, we discuss the Robinhood 

greedy algorithm (RGA) for the service-oriented DSAP in Section 2.3.2. 

2.3.1 Service-Oriented Allocation Problem 

Problem conversion. To convert DSAP to service-oriented model, we need to extract the 

statistical parameters 𝜆𝑙 and 𝜂𝑙′,𝑙 from 𝑊 for all services. We have 

𝓈𝑙. 𝑛 = ∑ (∑ 𝑖𝑠(𝑠𝑖,𝑗, 𝓈𝑙)𝑗 )𝑖 , 

𝓈𝑙′,𝑙. 𝑐𝑛 = ∑ (∑ 𝑖𝑠(𝑠𝑖,𝑗, 𝓈𝑙) ∗ 𝑖𝑠(𝑠𝑖,𝑗−1, 𝓈𝑙′)𝑗 )𝑖 , 

𝜆𝑙 = {∑ (∑ 𝑖𝑠(𝑠𝑖,𝑗 , 𝓈𝑙)𝑗 ) ∗ 𝑤𝑖. 𝑃𝑖 }/𝐷𝑢, 

𝜂𝑙′,𝑙 = {∑ (∑ 𝑖𝑠(𝑠𝑖,𝑗, 𝓈𝑙) ∗ 𝑖𝑠(𝑠𝑖,𝑗−1, 𝓈𝑙′)𝑗 ) ∗ 𝑤𝑖. 𝑃𝑖 }/𝐷𝑢, 

𝓈𝑙. 𝑛𝑓 = ∑ 𝐹𝑙′,𝑙𝑙′ , where 𝐹𝑙′,𝑙 = 1 if 𝜂𝑙′,𝑙 ≠ 0,  

                                        𝐹𝑙′,𝑙 = 0, otherwise.   



 

30 

Here, 𝓈𝑙 . 𝑛 is the number of instances of 𝓈𝑙 appearing in 𝑊 and 𝓈𝑙′,𝑙. 𝑐𝑛 is the frequency 𝓈𝑙′ 

and 𝓈𝑙 communicate. 𝓈𝑙 . 𝑛𝑓 is the number of services that have data flow into 𝓈𝑙.  𝜆𝑙 and 𝜂𝑙′,𝑙 were 

defined earlier, and ∑ 𝜂𝑙,𝑙′𝑙′ = 𝜆𝑙. 𝐷𝑢 = [𝑡𝑏 , 𝑡𝑒] is the duration for capturing 𝑊, i.e., 𝑊 includes 

workflows starting in between 𝑡𝑏 and 𝑡𝑒. Figure 1 illustrates the ideas about workflows captured in 

duration 𝐷𝑢 (on average).  

 

Figure 1. Capturing duration for 𝑊 

For service-oriented allocation, 𝓈𝑙 and 𝜂𝑙′,𝑙 can be viewed as the vertices and edges of a graph 

that is to be placed on 𝐸 while minimizing the overall communication costs for all interacting 

services 𝓈𝑙′ and 𝓈𝑙 (the same as Objective (1)). But in DSAP, we allow partition of 𝓈𝑙, for all 𝑙, 

i.e., we can allocate 𝜆𝑙,𝑘 workload to an edge node 𝑒𝑘 as long as ∑ 𝜆𝑙,𝑘𝑘,𝓈𝑙∈𝑒𝑘.𝑆 = 𝜆𝑙 and Constraints 

(2) and (3) given in Section 2.4 are satisfied. Also, we consider the spout service (𝑠𝑖,0, not to be 

allocated) for 𝑤𝑖, for all 𝑖, as a pseudo spout service 𝓈0 and 𝓈0 is partitioned and pre-allocated on 

𝑤𝑖. 𝑒𝑠𝑟𝑐. Data injection of 𝓈0,𝑙 is captured by 𝜂0,𝑙, for 𝓈𝑙 ∈ 𝒮. If ∄𝑠𝑖,1, s.t. 𝑖𝑠(𝑠𝑖,1, 𝓈𝑙) = 1, then 

𝜂0,𝑙 = 0. 

 

Service partitioning. In DSAP, a service 𝓈𝑙 may be replicated and allocated to multiple edge 

nodes to reduce the communication cost for interacting with other services. We consider a partition 

heuristic to determine 𝓈𝑙. 𝑛𝑟, the number of replicas for 𝓈𝑙. The higher the communication cost 𝓈𝑙 

incurs for data transfers, the higher 𝓈𝑙 . 𝑛𝑟 should be for reducing the cost. Also, if 𝜆𝑙 is large, then 

it is likely that each replica of 𝓈𝑙 may use too much resources of an edge node and prevents the 

𝑤𝑖 starting time 𝑡𝑏  𝑡𝑒  
�̅�  
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allocation of other services from being on the same node. Accordingly, we defined the replication 

contribution factor 𝓈𝑙 . 𝑟𝑐𝑓 as 

𝓈𝑙. 𝑟𝑐𝑓 = ⌈
∑ 𝜂

𝑙′,𝑙𝑙′ ∗𝓈𝑙.𝑖𝑠𝑖𝑧𝑒

𝑐𝑜𝑚𝑢𝑛𝑖𝑡
⌉ + ⌈

𝜆𝑙∗𝓈𝑙.𝑟𝑢

𝑟𝑢𝑢𝑛𝑖𝑡
⌉,    

where 𝑐𝑜𝑚𝑢𝑛𝑖𝑡 and 𝑟𝑢𝑢𝑛𝑖𝑡 are units to quantize the communication demand and resource 

demand of 𝓈𝑙. 𝑟𝑢𝑢𝑛𝑖𝑡 can be set to a value between 𝑒. 𝑐𝑎𝑝/𝑁𝑠𝑛 and 𝑒. 𝑐𝑎𝑝/(2 ∗ 𝑁𝑠𝑛). 𝑐𝑜𝑚𝑢𝑛𝑖𝑡 

can be set to the average communication demand between all pairs of interacting services, i.e.,  

∑ (∑ 𝜂𝑙′,𝑙𝑙′ ∗ 𝓈𝑙 . 𝑖𝑠𝑖𝑧𝑒)𝑙 /(∑ 𝓈𝑙′,𝑙. 𝑐𝑛𝑙 ). 

Accordingly, 𝓈𝑙. 𝑛𝑟 can be defined from 𝓈𝑙. 𝑟𝑐𝑓 as 

𝓈𝑙. 𝑛𝑟 =
𝓈𝑙.𝑟𝑐𝑓

∑ 𝓈𝑙.𝑟𝑐𝑓𝑙
∗ 𝑁𝐸 ∗ 𝑁𝑠𝑛. 

𝑁𝐸 ∗ 𝑁𝑠𝑛 is the total number of service replicas the edge can host. Each service gets its share by 

its 𝓈𝑙 . 𝑟𝑐𝑓. Note that 𝓈𝑙. 𝑛𝑟 is only a heuristic bound, and may not be followed strictly. 

With the estimated 𝓈𝑙 . 𝑛𝑟, we estimate the average distance from any edge node to its nearest 

replica of 𝓈𝑙, denoted as 𝐻𝑟𝑎𝑑
𝓈𝑙 , i.e., the radius of the region a replica of 𝓈𝑙 shall be responsible 

for. Let 𝜋 denote the average degree of each node in 𝐸 (the average communication links of each 

node). We have ∑ 𝜋𝑖𝐻𝑟𝑎𝑑

𝓈𝑙

𝑖=0
=

𝜋
𝐻

𝑟𝑎𝑑

𝓈𝑙 +1
−1

𝜋−1
= 𝑁𝐸/𝓈𝑙. 𝑛𝑟. Hence,  

𝐻𝑟𝑎𝑑
𝓈𝑙 = ⌈log𝜋 (

𝑁𝐸

𝓈𝑙.𝑛𝑟
∗ (𝜋 − 1) + 1)⌉ − 1. 

2.3.2 The Greedy Allocation Algorithm 

Basic concept. For each service 𝓈𝑙, we keep track of 𝓈𝑙. 𝑝𝑟𝑒𝐸, which is the set of edge nodes 

hosting 𝓈𝑙′, for all 𝑙′, with 𝜂𝑙′,𝑙 ≠ 0, i.e., for all 𝑙′, 𝓈𝑙′’s output flows to 𝓈𝑙 and each replica 𝓈𝑙
𝑡 of 
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𝓈𝑙 shall take care of a subset of them. If we partition 𝓈𝑙 . 𝑝𝑟𝑒𝐸 by their proximity, then 𝓈𝑙
𝑡 can be 

allocated close to all its data sources to minimize the communication cost. Figure 2 gives an 

example for allocating 3 replicas for service 𝓈𝑙. The edge nodes and the topology are as shown. 

The colored edge nodes host 𝓈𝑙′ whose output flows to 𝓈𝑙 and they are in 𝓈𝑙. 𝑝𝑟𝑒𝐸. The best 

partitioning (red encircling) for 𝓈𝑙 . 𝑝𝑟𝑒𝐸 for the three replicas of 𝓈𝑙 are also shown.  

 

Figure 2. Partitioning of 𝓈𝑙. 𝑝𝑟𝑒𝐸 

If 𝓈𝑙. 𝑝𝑟𝑒𝐸 is not fully determined when allocating 𝓈𝑙, we may not be able to partition 𝓈𝑙. 𝑝𝑟𝑒𝐸 

properly. Thus, we need to order the allocation. Also, the algorithm should cluster 𝓈𝑙. 𝑝𝑟𝑒𝐸 into 

𝓈𝑙. 𝑛𝑟 groups (flexible) and then determine the best allocation of the corresponding replica to 

minimize the cost for all data flows to 𝓈𝑙.  

Allocation order. In workflow-oriented allocation, same DSP components in different 

workflows are considered independently. Also, each workflow is generally modeled by a DAG. 

Thus, allocation can be done from the bottom of the DAG upwards to minimize the communication 

cost of the edges in the DAG. In service oriented DSAP, the services with their data flows form a 

graph, and the order of allocation becomes an issue. In many cases, services follow certain 

execution orders. For example, there may be different workflows for video processing, but 

background subtraction happens before segmentation and before object recognition. In data 

analytics, data cleaning and format conversion happen before analytics. We can go through 𝑊 to 

1 
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establish the orders between all services. However, there are services that may be executed in 

different orders and we have to consider the data flows among services as a general graph. 

Figure 3 shows an example of services and their data flow relations. Note that during allocation, 

we do not partition the input flow unless the flow is based on prior split flows. For example, input 

flow 𝜂2,5 for 𝓈5 can be tracked back to 𝜂0,2, which is a single source and we will not split it to 

avoid having different replicas processing the same workflow. On the other hand, the flow 𝜂9,10 is 

from 𝜂7,9 and 𝜂8,9 and, hence, can be split according to the ratio of 𝜂7,9 and 𝜂8,9. (If 𝓈8’s output 

processing terminates at 𝓈9, we can use more bookkeeping to keep track of it.) Consequently, the 

ordering of allocation should follow the data flow directions. But there may be cyclic ordering, 

like the case of 𝓈1, 𝓈3, 𝓈5.  If we allocate in the order of 𝓈0, 𝓈1, 𝓈3, 𝓈5, when we allocate 𝓈1, we do 

not know 𝓈5’s edge node for making allocation decisions. The same problem will occur if the 

allocation order is 𝓈0, 𝓈2, 𝓈5, 𝓈1. In this case, we pre-split the services to multiple replicas. In the 

example, we can pre-split 𝓈1 into replicas 𝓈1
1 and 𝓈1

2 and modify the flow to 𝓈0, 𝓈1
1, 𝓈3, 𝓈5 and 

… , 𝓈5, 𝓈1
2, 𝓈3. Correspondingly, we compute 𝜂1,3

1  and 𝜂1,3
2 . Note that 𝜂0,1

1 = 𝜂0,1 and 𝜂5,1
2 = 𝜂5,1, 

which are not impacted.  

 

Figure 3. Example service and data flow graph 

During allocation, we choose not to split 𝜂𝑙′,𝑙 in the greedy algorithm to avoid increasing the 

exploration space. But if 𝓈𝑙. 𝑛𝑓 < 𝓈𝑙 . 𝑛𝑟, then we will not be able to assign data flows from some 

𝓈1 𝓈0 
𝓈3 

𝓈2 

𝓈4 

𝓈5 
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𝓈𝑙′ to some replicas of 𝓈𝑙. In this case, we can either reduce 𝓈𝑙. 𝑛𝑟 or split 𝜂𝑙′,𝑙 from 𝓈𝑙′, for some 

𝑙′, if 𝜂𝑙′,𝑙 is splitable. As discussed earlier, flow 𝜂9,10 is from 𝜂7,9 and 𝜂8,9 and is splitable, while 

flow 𝜂2,5 is not splitable. If we choose to split a flow to allow a higher number of replicas for a 

service 𝓈𝑙, then it is done in this preprocessing time. 

After preprocessing, we obtain a DAG. Assume that the set of services 𝒮, after preprocessing, 

is ordered according to the data flow DAG, i.e., from bottom to top of the DAG. 

 

Additional information. During allocation, we need to maintain 𝓈𝑙 . 𝑝𝑟𝑒𝐸. Also, for each 𝑒𝑘 ∈

𝓈𝑙. 𝑝𝑟𝑒𝐸, we maintain 𝜉𝑙′,𝑙
𝑘 , which is the data flow rate from edge node 𝑒𝑘 to 𝓈𝑙 for the output of 

𝓈𝑙′. Note that since we choose not to split any flow 𝜂𝑙′,𝑙 in the greedy algorithm to avoid increasing 

the exploration space. Thus, if there are multiple replicas of 𝓈𝑙′, i.e., 𝓈𝑙′ ∈ 𝑒𝑘𝑖
. 𝑆, for all 𝑖, 𝓈𝑙. 𝑝𝑟𝑒𝐸 

will include 𝑒𝑘𝑖
, for all 𝑖, and ∑ 𝜉𝑘𝑖,𝑙𝑖 = 𝜂𝑙′,𝑙.  

We also maintain 𝐻𝑚𝑎𝑥 and 𝐶𝑚𝑎𝑥 and use them to control the search region for allocating 𝓈𝑙 

and to bound the maximal communication cost between any pair of services 𝓈𝑙′ and 𝓈𝑙, with 𝜂𝑙′,𝑙 >

0. Initially, 𝐻𝑚𝑎𝑥 and 𝐶𝑚𝑎𝑥 should be set to a relatively small value. When we cannot find an 

allocation candidate with current 𝐻𝑚𝑎𝑥 and 𝐶𝑚𝑎𝑥 limits, then we increase their values. We can 

initialize 𝐻𝑚𝑎𝑥 = ∑ 𝐻𝑟𝑎𝑑
𝓈𝑙

𝑙 /𝑁𝑆. Here, 𝐶𝑚𝑎𝑥 may look somewhat redundant to 𝐻𝑚𝑎𝑥, but it is used 

to avoid getting into links with low available bandwidth. On the other hand, if we only use the 

𝐶𝑚𝑎𝑥 bound, it will be difficult to find the neighborhood set.  

Each edge node 𝑒𝑘 also maintains its capacity that is still available, i.e., 𝑒𝑘. 𝑎𝑣𝑎𝑖𝑙, and its 

neighborhood sets 𝑒𝑘 . 𝑁𝐸ℎ = {𝑒𝑖 ∈ 𝐸 | 𝐻𝑘,𝑖 ≤ ℎ}, which includes 𝑒𝑘 and the edge nodes that are 
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within ℎ hops from 𝑒𝑘, 1 ≤ ℎ ≤ 𝐻𝐵. 𝐻𝐵 is a hop bound that the algorithms will never consider 

allocation beyond. 

Initialization. Some initialization steps for the algorithm are given in the following. 

 

initialize 𝐻𝑚𝑎𝑥 and 𝐶𝑚𝑎𝑥 

loop over 𝑒𝑘 ∈ 𝐸 do  

   loop over ℎ, 1 ≤ ℎ ≤ 𝐻𝐵 do initialize 𝑒𝑘. 𝑁𝐸ℎ endloop 

   𝑒𝑘 . 𝑎𝑣𝑎𝑖𝑙 ← 𝑒𝑘 . 𝑐𝑎𝑝 

endloop 

loop over 𝑙 do  

   if 𝜂0,𝑙 ≠ 0 then  

      𝑒𝑘 ← the edge node hosting 𝓈0’s replica with 𝜂0,𝑙 ≠ 0 

      add 𝑒𝑘 and the corresponding 𝜁𝑘,𝑙 = 𝜂0,𝑙 to 𝓈𝑙 . 𝑝𝑟𝑒𝐸 

   endif  

endloop 
 

 

Each edge node 𝑒𝑘 also maintains its capacity that is still available, i.e., 𝑒𝑘. 𝑎𝑣𝑎𝑖𝑙, and its 

neighborhood sets 𝑒𝑘 . 𝑁𝐸ℎ = {𝑒𝑖 ∈ 𝐸 | 𝐻𝑘,𝑖 ≤ ℎ}, which includes 𝑒𝑘 and the edge nodes that are 

within ℎ hops from 𝑒𝑘, 1 ≤ ℎ ≤ 𝐻𝐵. 𝐻𝐵 is a hop bound that the algorithms will never consider 

allocation beyond. 

 

Basic greedy allocation. The algorithm tries to allocate each service 𝓈𝑙 in order as shown in 

the following code.  

 

loop over 𝓈𝑙 ∈ 𝑊𝐷𝐴𝐺 from bottom up do 

   loop until 𝓈𝑙 . 𝑝𝑟𝑒𝐸 = ∅ do 

      𝑎𝑙𝑙𝑜𝑐 ← 𝑓𝑎𝑙𝑠𝑒,   greedy-allocation(𝓈𝑙) 

      if (¬𝑎𝑙𝑙𝑜𝑐) then Robinhood-allocation(𝓈𝑙) endif 

      loop until (𝑎𝑙𝑙𝑜𝑐 = 𝑡𝑟𝑢𝑒) do 

         increase 𝐻𝑚𝑎𝑥 and 𝐶𝑚𝑎𝑥 

         greedy-allocation (𝓈𝑙)  

      endloop 

   endloop 

endloop 
 

𝑎𝑙𝑙𝑜𝑐 indicates whether a service being considered currently has been successfully allocated. 
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Function “greedy-allocation” allocates a replica of 𝓈𝑙 in the neighborhood of 𝓈𝑙. 𝑝𝑟𝑒𝐸 as shown 

in the following. 

  

function greedy-allocation (𝓈𝑙): 

// derive 𝑝𝑟𝑒𝐸 ⊆ 𝓈𝑙 . 𝑝𝑟𝑒𝐸 for allocation of 𝓈𝑙 

get 𝑒𝑠𝑒𝑙, 𝑒𝑠𝑒𝑙 ∈ 𝓈𝑙 . 𝑝𝑟𝑒𝐸, and 𝜁𝑠𝑒𝑙,𝑙 is the highest 

𝑝𝑟𝑒𝐸 ← {𝑒𝑠𝑒𝑙},   𝑤𝑑 ← 𝜁𝑠𝑒𝑙,𝑙 ∗ 𝓈𝑙 . 𝑟𝑢 

loop over 𝑒𝑘 ∈ 𝓈𝑙 . 𝑝𝑟𝑒𝐸, in the order of 𝐻𝑠𝑒𝑙,𝑘 (lowest first) do 

   if (𝑤𝑑 ≤ 𝜆𝑙 ∗ 𝓈𝑙 . 𝑟𝑢/𝓈𝑙. 𝑛𝑟) ∧ (𝐻𝑠𝑒𝑙,𝑘 ≤ 𝐻𝑟𝑎𝑑
𝓈𝑙 ) then  

      add 𝑒𝑘 into 𝑝𝑟𝑒𝐸,   𝑤𝑑 ← 𝑤𝑑 + 𝜁𝑘,𝑙 ∗ 𝓈𝑙 . 𝑟𝑢 

   else exit loop  

   endif 

endloop 

𝓈𝑙 . 𝑝𝑟𝑒𝐸 ← 𝓈𝑙 . 𝑝𝑟𝑒𝐸 − 𝑝𝑟𝑒𝐸  
 

// allocation 

loop over ℎ, 1 ≤ ℎ ≤ 𝐻𝑚𝑎𝑥 do 

   𝑝𝑟𝑒𝑁𝐸ℎ ← (⋂ 𝑒𝑘 . 𝑁𝐸ℎ𝑒𝑘 ∈𝑝𝑟𝑒𝐸 ) − 𝑝𝑟𝑒𝑁𝐸ℎ−1 

   loop over 𝑒𝑘 ∈ 𝑝𝑟𝑒𝑁𝐸ℎ do 

      if (𝑤𝑑 ≤ 𝑒𝑘 . 𝑎𝑣𝑎𝑖𝑙) ∧ (‖𝑒𝑘. 𝑆‖ ≤ 𝑁𝑠𝑛) then  

         allocate(𝓈𝑙 , 𝑒𝑘) and exit function 

      endif 

   endloop  

endloop 
 

 

When grouping 𝓈𝑙. 𝑝𝑟𝑒𝐸 for 𝓈𝑙’s replicas, we consider the subset 𝑝𝑟𝑒𝐸 that are within 𝐻𝑟𝑎𝑑
𝓈𝑙  

hops of 𝑒𝑠𝑒𝑙, where 𝑒𝑠𝑒𝑙 hosts 𝓈𝑙′ and 𝜂𝑙′,𝑙 is the highest among all 𝓈𝑙′ outputs to 𝓈𝑙. In the code, 

we select 𝑝𝑟𝑒𝐸 in the neighborhood range of 𝐻𝑟𝑎𝑑
𝓈𝑙  hops. When the range is greater than 2 ∗ 𝐻𝑚𝑎𝑥 

hops, 𝑝𝑟𝑒𝑁𝐸𝐻𝑚𝑎𝑥
 will always be empty. Thus, the range can be set in between to maximize the 

chance of successful allocation. 

The workload to be allocated (𝑤𝑑 in the code) for each replica is roughly 𝜆𝑙 ∗ 𝓈𝑙. 𝑟𝑢/𝓈𝑙 . 𝑛𝑟. 

As can be seen from the code, the final number of replicas may exceed expected 𝓈𝑙 . 𝑛𝑟. An 

improved code can try to allocate 𝑤𝑑 slightly over 𝜆𝑙 ∗ 𝓈𝑙 . 𝑟𝑢/𝓈𝑙 . 𝑛𝑟 and reduce 𝑤𝑑 if allocation 

within 𝑝𝑟𝑒𝑁𝐸ℎ, for some ℎ, is not possible. Also, to achieve a more balanced load, we can set 
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𝑒𝑘. 𝑐𝑎𝑝 to a lower number and allow flexibility in checking constraints 𝑒𝑘. 𝑐𝑎𝑝 and 𝑁𝑠𝑛 on 𝑒𝑘 when 

allocation of 𝓈𝑙 is unsuccessful. 

When allocating 𝑤𝑑 workload of 𝓈𝑙, the neighborhood of 𝑝𝑟𝑒𝐸 is explored, which is 𝑝𝑟𝑒𝑁𝐸ℎ 

in the code and it includes edge nodes that are within ℎ hops from any node in 𝑝𝑟𝑒𝐸. As shown in 

the code, 𝑝𝑟𝑒𝑁𝐸ℎ can be computed from the intersection of the neighborhood sets of all edge 

nodes in 𝑝𝑟𝑒𝐸. Note that for each node 𝑒𝑘, its neighborhood set 𝑒𝑘. 𝑁𝐸ℎ is precomputed at the 

initialization time. 

𝑝𝑟𝑒𝐸 and 𝑤𝑑 derived in the above function are globally used. In the code, function 

“allocate(…)” maintains some bookkeeping parameters and global variables to reflect the effect 

of allocating 𝓈𝑙 to 𝑒𝑘, including steps:  

 

   add 𝓈𝑙 to 𝑒𝑘 . 𝑆,   𝑎𝑙𝑙𝑜𝑐 ← 𝑡𝑟𝑢𝑒    

   𝓈𝑙,𝑘 . 𝑤𝑑 ← 𝓈𝑙,𝑘 . 𝑤𝑑 + 𝑤𝑑,   𝑒𝑘. 𝑎𝑣𝑎𝑖𝑙 ← 𝑒𝑘 . 𝑎𝑣𝑎𝑖𝑙 − 𝑤𝑑 

   𝓈𝑙,𝑘 . 𝑝𝑟𝑒𝐸 ← 𝑝𝑟𝑒𝐸 and subtract 𝑝𝑟𝑒𝐸 from 𝓈𝑙 . 𝑝𝑟𝑒𝐸 

   if 𝜂𝑙,𝑙′ ≠ 0 then  

      add 𝑒𝑘 and corresponding 𝜁𝑘,𝑙′ to 𝓈𝑙′ . 𝑝𝑟𝑒𝐸 

   endif 
 

 

Note that 𝓈𝑙′ . 𝑝𝑟𝑒𝐸 is initialized to ∅. After a replica for 𝓈𝑙 is allocated on 𝑒𝑘, we set 𝓈𝑙,𝑘. 𝑝𝑟𝑒𝐸 

to 𝑝𝑟𝑒𝐸, which may be needed for Robinhood allocation. Also, we remove 𝑝𝑟𝑒𝐸 from 𝓈𝑙. 𝑝𝑟𝑒𝐸 

for allocation of additional replicas of 𝓈𝑙. 

 

Robinhood allocation. The main use of 𝐻𝑚𝑎𝑥 is for Robinhood allocation. If within the 𝐻𝑚𝑎𝑥 

neighborhood we cannot find any edge node with a sufficient capacity for 𝓈𝑙, then “Robinhood-

allocation” is invoked. In this function, we try to rob edge node resources from the “rich” services 

(after moving, still can satisfy the 𝐻𝑚𝑎𝑥 bound) and give them to the “poor” services (cannot be 
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allocated to any edge node within 𝐻𝑚𝑎𝑥 bound) to avoid increasing the maximal hop count 𝐻𝑚𝑎𝑥. 

The detailed code is given as follows. 

 

function Robinhood-allocation (𝓈𝑙): 

𝑝𝑟𝑒𝑁𝐸 ← (⋂ 𝑒𝑘 . 𝑁𝐸𝐻𝑚𝑎𝑥𝑒𝑘 ∈𝑝𝑟𝑒𝐸 )  

loop for 𝑇𝑟𝑦𝑚𝑎𝑥 trials do 

   𝑒𝑘 ← randomly select an edge node in 𝑝𝑟𝑒𝑁𝐸  

   𝓈𝑚,𝑘 ← randomly select a service in 𝑒𝑘. 𝑆 

   if (𝓈𝑚,𝑘. 𝑤𝑑 + 𝑒𝑘 . 𝑎𝑣𝑎𝑖𝑙 ≥ 𝑤𝑝) then 

      𝑝𝑟𝑒𝑁𝐸′ ← (⋂ 𝑒𝑡 . 𝑁𝐸𝐻𝑚𝑎𝑥𝑒𝑡 ∈𝓈𝑚,𝑘.𝑝𝑟𝑒𝐸 )  

      loop over 𝑒𝑡 ∈ 𝑝𝑟𝑒𝑁𝐸′ do 

         if (𝓈𝑚,𝑘 . 𝑐𝑎𝑝 ≤ 𝑒𝑡 . 𝑎𝑣𝑎𝑖𝑙) then 

            reallocate (𝓈𝑚,𝑘 , 𝑒𝑡) and allocate (𝑠𝑖,𝑗, 𝑒𝑘)  

            exit function 

         endif          

      endloop 

   endif 

endloop  
     

 

The function randomly picks an edge node 𝑒𝑘 in 𝑝𝑟𝑒𝑁𝐸, which is the neighborhood bound of 

𝑝𝑟𝑒𝐸 computed earlier. It then randomly picks a service on 𝑒𝑘, i.e., 𝓈𝑚,𝑘 ∈ 𝑒𝑘. 𝑆, as a potential 

“rich” candidate to be moved to 𝑒𝑡 to enable the allocation of 𝓈𝑙 (the poor) on 𝑒𝑘. The 

“reallocation” of 𝓈𝑚,𝑘 should be within 𝑝𝑟𝑒𝑁𝐸′, which is the neighborhood bound of 𝓈𝑚,𝑘. 𝑝𝑟𝑒𝐸. 

Instead of random picks, we can maintain a “spread level” of 𝓈𝑚,𝑘. 𝑝𝑟𝑒𝐸, which is the maximal 

hop counts among nodes in 𝓈𝑚,𝑘. 𝑝𝑟𝑒𝐸, and rank service replicas on each edge node accordingly 

to support a smarter selection of 𝓈𝑚,𝑘. Function “reallocate” in the algorithm performs similar 

maintenance tasks as in function “allocate” and we will omit the details since it is relatively trivial. 

2.4 Integrated Greedy-GGA for DSAP 

Many allocation problems, including our service allocation problem DSAP, can be categorized 

as a grouping problem in the combinatoric optimization research [38]. Specifically, DSAP can be 
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viewed as grouping services into edge nodes. The group genetic algorithm (GGA) is a specialized 

genetic algorithm with an efficient gene coding scheme, and is applicable to a large class of NP 

problems, including the allocation problems [39], the classification problems, etc.  

However, DSAP is more complex than the general grouping problem because one “object” 

(i.e., services) may be replicated and allocated to multiple edge nodes. Also, we have two 

constraints that may cause high adjustment cost because the offspring generated during GA 

evolution may not satisfy the constraints. Thus, we develop a better coding scheme with improved 

mutation and crossover operators so that the offspring created during GA evolution will have a 

low chance of violating the constraints. to avoid the heavy adjustment cost during GA evolution.  

Genetic algorithms, if not well designed, may suffer from long convergence time. The 

Robinhood greedy algorithm has the potential of obtaining good solutions, yet, further exploration 

in the solution space offers the potential of improvements. Thus, we use GGA to perform further 

search to improve the solution obtained from the greedy algorithm. But how to integrate GGA 

with our greedy algorithm? Our approach is to modify our greedy algorithm to generate a good 

initial population and use them to start GGA, instead of using a fully random population for the 

GGA. This has a good potential of improving the convergence speed of the genetic algorithm. In 

the following, we discuss the design of each component in our integrated Greedy-GGA algorithm. 

 

Chromosome encoding. We use GGA encoding scheme for basic DSAP encoding. Each edge 

node 𝑒𝑘 is considered as a group and each service 𝓈𝑖 is like an object to be placed in a group. Let 

this encoding be SG, the service grouping vector. In DSAP, 𝓈𝑖 may need to be split into multiple 

replicas before we group it. Thus, we introduce a higher layer vector to determine how many 

replicas 𝓈𝑖, for all 𝑖, shall have. Let NR denote this “number of replicas” encoding vector. Once 



 

40 

we split 𝓈𝑖 into replicas 𝓈𝑖
𝑗
, if 𝓈𝑙’s output goes to 𝓈𝑖 (with rate 𝜂𝑙,𝑖), then we need to determine 

which replica 𝜂𝑙,𝑖 shall flow to (the same as in the greedy algorithm). Thus, we need a lower layer 

group encoding to represent the mapping of 𝓈𝑙’s flow, with 𝜂𝑙,𝑖 ≠ 0, to replica 𝓈𝑖
𝑗
. Let this layer 

of encoding be DFG, the data flow grouping vector. Specifically, the NR vector can be coded as 

𝑁𝑅 = 〈𝓈1. 𝑛𝑟, 𝓈2. 𝑛𝑟, … , 𝓈𝑁𝑆
. 𝑛𝑟〉, where ∑ 𝑁𝑅𝑖 ≤ 𝑁𝐸 ∗ 𝑁𝑠𝑛𝑖 . The next layer SG can be coded as a 

two dimensional vector, with 𝑆𝐺 = 〈𝑠𝑔1, 𝑠𝑔2, … , 𝑠𝑔𝑁𝐸
〉, where 𝑠𝑔𝑘 = 〈𝓈𝑖1

𝑗1 , 𝓈𝑖2

𝑗2 , … 〉, in which each 

element is a service replica assigned to group 𝑒𝑘. Subsequently, the DFG groups the input flows 

to service replicas and can be coded by another two dimensional vector, with 𝐷𝐹𝐺 =

〈𝑑𝑓𝑔1,1, … , 𝑑𝑓𝑔1,𝓈1.𝑛𝑟 , 𝑑𝑓𝑔2,1, … , 𝑑𝑓𝑔2,𝓈2.𝑛𝑟 , … 〉, where  𝑑𝑓𝑔𝑖,𝑗 = 〈𝑑𝑓𝑙1

𝑖,𝑗
, 𝑑𝑓𝑙2

𝑖,𝑗
, … 〉 is a group of 

data flows for 𝓈𝑖
𝑗
, and 𝑑𝑓𝑙

𝑖,𝑗
 is the data flow from 𝓈𝑙 to replica 𝓈𝑖

𝑗
. 

 

Figure 4. 3-level GA encoding example 

Figure 4 illustrates the 3-level encoding scheme. The top level NR vector determines 𝓈𝑖. 𝑛𝑟 

(𝑁𝑅𝑖), e.g., 𝓈1. 𝑛𝑟 = 2. The middle SG vector includes ∑ 𝓈𝑖. 𝑛𝑟𝑖  elements and are grouped into 3 

groups (3 edge nodes). For example, 𝓈4 includes 2 replicas which are grouped into 2 edge nodes 

𝑒2 and 𝑒3. The lowest layer DFG vector groups the data flows from different services to 𝓈𝑖. For 

example, data flow from 𝓈2 to 𝓈1, with rate 𝜂2,1, is grouped to 𝓈1
1, i.e., output of 𝓈2 flows to 𝓈1

1. 

Also, 𝓈3’s and 𝓈4’s outputs flow to 𝓈1
2. 

 

                                      𝓈1 𝓈2  𝓈3 𝓈4 
NR 2 1 3 2 

                 𝑒1              𝑒2                       𝑒3 
SG 𝓈3

2 𝓈1
2  𝓈3

3 𝓈4
1 𝓈2  𝓈1

1 𝓈3
1 𝓈4

2 

                            𝓈1
1        𝓈1

2           𝓈2
1   

DFG 2  3 4  1 4  … 
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Fitness. Fitness of an individual depends on its resulting communication cost (corresponds to 

Objective (1) given in Section 2.4) and the level of constraint violations. In service-oriented DSAP, 

the total communication cost is  

𝐶𝑐𝑜𝑠𝑡 = ∑ (∑ ∑ 𝑐𝑘′,𝑘 ∗ 𝜉𝑙′,𝑙
𝑘′

𝑘′𝑙′ )𝑙 ∗ 𝓈𝑙 . 𝑖𝑠𝑖𝑧𝑒,  

                 ∀𝑘′, 𝑘, 𝓈𝑙′ ∈ 𝑒𝑘′ . 𝑆 ∧ 𝓈𝑙 ∈ 𝑒𝑘. 𝑆,  

i.e., 𝑒𝑘′ which can be derived from SG and DFG for each chromosome. The overhead for 

violating Constraints (3) for edge node 𝑒𝑘 is 𝑉𝑘
𝑠𝑛, which is defined as: 

𝑉𝑘
𝑠𝑛 = {

(‖𝑒𝑘. 𝑆‖ − 𝑁𝑠𝑛)/𝑁𝑠𝑛      if ‖𝑒𝑘. 𝑆‖ ≥ 𝑁𝑠𝑛

0,                                        otherwise         
, 

Here, ‖𝑒𝑘. 𝑆‖ is the size of 𝑒𝑘. 𝑆. Constraint (2) is further evaluated by a load balancing factor 

𝑉𝑏𝑎𝑙 defined as: 

𝑉𝑏𝑎𝑙 = ∑ |
𝑒𝑘.𝑎𝑣𝑎𝑖𝑙

𝑒𝑘.𝑐𝑎𝑝
− (∑

𝑒𝑘.𝑎𝑣𝑎𝑖𝑙

𝑒𝑘.𝑐𝑎𝑝𝑘 /𝑁𝐸)|𝑘 . 

Then, the overall fitness for chromosome 𝑔𝑖 is as follows: 

𝐹(𝑐ℎ) = 1/(𝑢1 ∗ 𝐶𝑐𝑜𝑠𝑡 + 𝑢2 ∗ 𝑉𝑏𝑎𝑙 + 𝑢3 ∗ ∑ 𝑉𝑘
𝑁𝐸
𝑘 ), 

where 𝑐ℎ is a chromosome in the GA population and 𝑢𝑖 are the weights to balance the three cost 

functions. 

 

Selection. Instead of selecting the fittest, we combine the probabilistic and fittest based 

selection methods to increase the diversity in the population during evolution without losing the 

quality of the population. For half of the population, we choose the fittest into the population. For 

the remaining half, we use the “sampling without replacement” method to select the individuals 

into the evolution pool, i.e., the probability for chromosome 𝑐ℎ𝑖 to be selected is 

𝐹(𝑐ℎ𝑖)/ ∑ 𝐹(𝑐ℎ𝑗)𝑗 . 
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Figure 5. Example of crossover for NR 

Crossover. Crossover needs to be done for each of the 3 levels of the chromosome design. For 

NR, we design a novel single-to-double points crossover operation with a min-max gene selection. 

Consider parents 𝑁𝑅1 and 𝑁𝑅2 generating offspring 𝑁𝑅3 and 𝑁𝑅4. First, a single crossover point 

𝑐𝑝1 is selected. Without loss of generality, assume that 𝑐𝑝1 is in the first half of the NR vector. An 

offspring is constructed with a min-max selection from parent genes, i.e., 𝑁𝑅𝑖
3 = min (𝑁𝑅𝑖

1,

𝑁𝑅𝑖
2) for 1 ≤ 𝑖 ≤ 𝑐𝑝1 ∧ 𝑐𝑝2 < 𝑖 ≤ 𝑁𝑆, and for 𝑐𝑝1 < 𝑖 ≤  𝑐𝑝2, 𝑁𝑅𝑖

3 = max(𝑁𝑅𝑖
1, 𝑁𝑅𝑖

2). For 

𝑁𝑅4, min-max selection is reversed. Crossover point 𝑐𝑝2 is determined dynamically. If for 𝑐𝑝2 =

𝑥, ∑ 𝑁𝑅𝑖
3

𝑖 ≤ ∑ 𝑁𝑅𝑖
4

𝑖  and 𝑦1 = ∑ 𝑁𝑅𝑖
4

𝑖 − ∑ 𝑁𝑅𝑖
3

𝑖 , and for 𝑐𝑝2 = 𝑥 + 1, ∑ 𝑁𝑅𝑖
3

𝑖 > ∑ 𝑁𝑅𝑖
4

𝑖  and 

𝑦2 = ∑ 𝑁𝑅𝑖
3

𝑖 − ∑ 𝑁𝑅𝑖
4

𝑖 ,  then we choose 𝑐𝑝2 = 𝑥 if 𝑦1 ≤ 𝑦2, and we choose 𝑐𝑝2 = 𝑥 + 1 if 𝑦1 >

𝑦2. If we fail to find such 𝑥 for 𝑥 > 𝑐𝑝1, then we move 𝑐𝑝1 backwards and reselect 𝑐𝑝2. Figure 5 

illustrates the crossover operator for the NR vector.  

Crossover for the SG vector follows the parent selections in NR. If 𝑁𝑅𝑖
3 is from 𝑁𝑅𝑖

1, then 

allocations for all the replicas of 𝓈𝑖 in 𝑆𝐺1 is adopted in 𝑆𝐺3, otherwise, 𝑆𝐺2’s is used. Similarly, 

for DFG, the mapping of data flows to 𝓈𝑖 in 𝐷𝐹𝐺3 is taken from 𝐷𝐹𝐺1 if 𝑁𝑅𝑖
3 is from 𝑁𝑅𝑖

1. The 

same for the construction of 𝑆𝐺4 and 𝐷𝐹𝐺4. A crossover example for SG and DFG is given in 

Figure 6. It is possible that the allocation in an offspring SG violates the edge node constraints 

(exceeds 𝑒𝑘. 𝑐𝑎𝑝 or 𝑁𝑠𝑛). Minor violations are accepted. For major violations, we adjust SG, i.e., 

                             𝑐𝑝1                       𝑐𝑝2 
𝑁𝑅1 8 13 12 6 12 13 7 11 9 16 16 12 

     

𝑁𝑅2 11 18 7 12 9 6 13 12 7 15 11 13 
 

                    min                 max                    min 
𝑁𝑅3 8 13 7 12 12 13 13 12 7 15 11 12 

     

𝑁𝑅4 11 18 12 6 9 6 7 11 9 16 16 13 
                    max                 min                    max 
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select a service replica to move out of 𝑒𝑘 and allocate it to 𝑒𝑘′. In 𝑆𝐺3 in the figure, 𝑒2. 𝑐𝑎𝑝 and 

𝑁𝑠𝑛 are violated on edge node 𝑒2. We can move, for example, 𝓈4
1 to 𝑒1 if it does not cause violations 

on 𝑒1. For DFG, since the validity for data flows mapping to replicas only depends on the validity 

of the number of replicas, offspring will not have DFG violation. 

 

Figure 6. Example of crossover for SG and DFG 

Mutation. Mutation on NR is done by randomly selecting 𝑁𝑅𝑖 and 𝑁𝑅𝑗 and a number 𝑥, and 

𝑁𝑅𝑖 is increased and 𝑁𝑅𝑗 is decrease by 𝑥. We need to have 𝑥 + 𝑁𝑅𝑖 ≤ 𝓈𝑖 . 𝑛𝑓 so that we do not 

need to split data flows during allocation. Once NR changes, SG should be changed accordingly. 

The 𝑥 additional replicas for 𝓈𝑖 can be allocated to the edge nodes hosting the 𝑥 removed replicas 

of 𝓈𝑗. If the change causes some edge node 𝑒𝑘 to violate the 𝑒𝑘. 𝑐𝑎𝑝 and/or the 𝑁𝑠𝑛 constraint, then 

reallocation should be considered as discussed earlier. With the changes in SG, DFG needs to be 

regrouped. With increased number of replicas for 𝓈𝑖, some data flows should be reallocated to the 

new replicas. For 𝓈𝑖, the data flows for deleted replicas should be assigned to the remained replicas. 

Figure 7 shows an example for the mutation operation. 𝑁𝑅2 and 𝑁𝑅3 are selected for mutation 

with 𝑥 = 1. Thus, NR becomes <2,2,2,2,2> and one replica 𝓈3
1  from 𝓈3 is removed from 𝑒3 and 
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𝓈2
2 is added to 𝑒3. Correspondingly, data flows to 𝓈2 is split and 𝜂4,2 and 𝜂5,2 are grouped to 𝓈2

2. 

Data flows to 𝓈3
2, the removed replica, is merged to 𝓈3

1. 

To increase the opportunity of mutation, when 𝑥 = 0, we still mutate 𝓈𝑖 and 𝓈𝑗, but only on 

DFG. Two of 𝓈𝑖’s replicas are randomly selected, and their flows are randomly regrouped. 

 

Figure 7. Example of mutation for NR, SG, and DFG 

Termination. Our integrated GGA algorithm terminates when the improvement over 𝐾 (=10) 

successive evolutions is less than 1%. In the case of slow convergence, we bound the maximal 

number of iterations by 𝐼𝑚𝑎𝑥. 

2.5 Experimental Study 

In this experimental study, we have implemented three different algorithms, the baseline 

algorithm, BL, the Robinhood Greedy algorithm, RGA, and the Group Genetic Algorithm, GGA. 

The RGA, and the GGA algorithms have been implemented as described in this paper. The 

baseline algorithm follows the RGA algorithm in most of its part, but it does not include the 

Robinhood procedure. All algorithms and simulation procedures were implemented with Java. 

In order to be fair to compare the different algorithms, we pre-created the critical data required 

by the simulation up front and then the data were fed to the different algorithm’s engines. We ran 
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the experiment with different settings, and we are showing the results based on main four test cases 

as shown in the table below. 

Table 1. Experiment Test Cases 

 TC 1 TC 2 TC 3 TC 4 

𝑵𝑬 500 1000 1500 2000 

𝑵𝑺 200 300 600 1200 

𝑵𝑾 1000 2000 4000 8000 

 

As the table above showing, we focused on three parameters of the experiments, the number 

of edge nodes, 𝑁𝐸, the number of services, 𝑁𝑆, and the number of workflows  𝑁𝑊 in 𝑊. 

The main objective of the RGA and GGA algorithms is to minimize the overall cost of all 

workflows in the 𝑊 and minimize the number of services hosted by each edge node, 𝑁𝑠𝑛. For all 

the experiments we executed, we set the 𝑁𝑠𝑛 to 20 which is used as a bound in all algorithm of the 

number of services hosted by each edge node. Another soft constraint used in the algorithms is to 

minimize the number of replicas and make sure that the number of replicas of a service is equal or 

less of the data flow sources. 

The experiment results show that the both RGA and the GGA algorithms perform much better 

than the baseline algorithm which is up to 65% as show in the figure below. 
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Figure 8. Experiment Results: Overall Cost Improvements 

The RGA performs very well relatively comparing to the GGA. That is expected since the 

GGA starts with initial population that includes individuals that are generated by RGA, this 

guarantees that the GGA solution at worse conditions would be as good as RGA solution. For the 

GGA we use cross over rate of 0.45 and mutation rate of 0.015; 

The results also show that GGA provide the best service distribution, the number of services 

hosted by each node. RGA provide a great improvement with service distribution comparing to 

the baseline algorithm. The figure below shows the service distributions for each algorithm. 

 

Figure 9. Experiment Results: Service Distribution over Edge Nodes 

The figure above shows the GGA algorithm solution allocate a smaller number of services per 

edge node and the RGA shows much better distribution than the baseline algorithm. 
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We also analyzed the number of replicas for each service that are allocated on different nodes. 

The figure below shows the distribution of the number of replicas for each algorithm. 

 

Figure 10. Experiment Results: Number of Replicas Distribution 

Again, the GGA provides the best results, and RGA also provides better solution in minimizing 

the number of replicas of the services. 

2.6 Conclusion 

Our approach shows a significant improvement of resource allocation for periodical DSP 

workflows using our new algorithms. Instead of traditional deployment approach, we use a service-

oriented deployment model in which the same DSP components in different workflows will be 

deployed as long running services. Also, considering the different relevant constraints in both 

Robinhood greedy algorithm and IGGA. Introducing the three level chromosome encoding 

reduces the complexity of incorporating more constraints into the GGA algorithm and enable us 

to achieve better results in satisfying all the constraints. 
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3.1 Introduction 

With the rapid advances in Internet of Things (IoT), many new applications are emerging and 

many existing systems are transforming. For example, wearable devices have enabled body health 

monitoring and facilitated just-in-time diagnosis for life savings. Industry 4.0 not only promotes 

self diagnosis and healing of critical facilities, but may also transform the business model to 

customer-oriented production and services. Smart agriculture offers the potential of improved 

productivity while enabling resource and cost savings. However, many of these advances are not 

just owing to IoT technologies, but also tribute to data analytics. It is believed that the future 

Internet traffic and computing resources will be dominated by IoT data stream processing in 

massive scale.  

We develop edge computing technologies to facilitate IoT data stream processing (DSP). There 

are many research works consider allocating computing resources in the edge, fog, and/or cloud 

for the DSP workflows. In the offloading literature, processing of data generated by the IoT devices 

are partially or fully offloaded to the edge nodes  [40] [41]. These works consider offloading 

individual tasks, which may be a workflow of multiple DSP services. [42] considers many tasks 

being offloaded over some shared wireless channels. It proposes a mechanism to schedule these 

offloading tasks so that the communication bandwidth can be effectively utilized. Works in edge 

resource management considers allocating a set of workflows to edge nodes. For example, 

[3]considers resource allocation for multiple workflows in a computing grid. One solution is to 

allocate resources in a sequential order. Another is to merge all the workflows into one big 

workflow and then use the single workflow allocation algorithm to derive the solution. [43] 
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considers scheduling of DSP tasks on the Storm stream processing platform. A greedy-like 

algorithm is used to make scheduling decisions. 

Although existing works have investigated extensively the resource allocation problem for data 

processing, there are some gaps for applying them to stream processing. First, we need to consider 

the periodicity nature in stream processing. The IoT devices generate data continuously like 

streams, and these data streams are processed according to the tasks to be accomplished. We 

consider event-driven DSP workflows, which is common in many IoT applications. For example, 

consider an IoT system for traffic monitoring when there are major accidents. The DSP workflow 

for processing monitoring videos need to be done periodically, say every 5 seconds, till the traffic 

problem due to the accident subdues. Also, a building monitoring system may be set to detect 

motions and upon detection, specific cameras will be activated to capture videos and the activity 

analysis DSP workflow will also be activated to analyze the captured videos for activity 

monitoring. The analysis DSP workflow may be activated every minute and continue till no new 

activities going on. The IoT monitoring system for a production line at a manufacturer may be 

activated when the production line is active and in that duration, the monitoring data may be 

analyzed by a DSP workflow every few minutes to ensure the healthiness of the production line.  

The examples given above show the event driven nature of the DSP workflows in various 

applications as well as the periodicity in stream processing. When managing resources for IoT 

DSP workflows, we need to consider not only one execution of the workflow, but also their future 

executions. Existing works have a major gap in handling periodical workflows. [44] considers 

scheduling for periodical DSP workflows, but it only uses the periods of the workflows as the 

deadlines for scheduling. Also, as with many real time scheduling [45], the tasks to be scheduled 
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are all known in advance. These approaches are not applicable to the event-driven DSP, in which 

DSP workflows arrive dynamically and the system load may change over time due to task arrivals 

and nodes joining and leaving the system. 

Another gap in handling DSP workflows on the edge is the overhead in the deployment model. 

Though existing works in resource allocation for IoT data processing on the edge do not 

specifically discuss how the tasks shall be submitted and executed on the allocated nodes, it is a 

common practice to wrap each DSP component in a workflow as a container (or a VM or a 

serverless function) so that it can be easily deployed at any selected edge node. This approach is 

very flexible, but may incur overheads, including (a) for building the container, one per DSP 

component in the workflow, (b) for transferring the containers from the task requester to the 

corresponding edge nodes, and (c) each edge node needs to start up the containers. For example, a 

well-built Docker container image for machine learning is approximately 1GB and the startup time 

after the image has been transferred is several seconds. The problem becomes more severe for 

periodical DSP workflows. Shall the edge node maintain each DSP VM actively over the lifetime 

of corresponding workflow or shall it reload the VM upon each execution? For the former, even if 

a VM is passive, it still occupies memory and cache resources. For the latter, cumulated VM 

loading cost can be very significant.  

In this paper, we develop edge computing technologies for handling event-driven periodical 

DSP workflows with a focus on bridging the gaps in existing works in handling periodicity and 

the deployment mechanism. We view the computing environment as an edge infrastructure as a 

service (EIaaS), or shortened as EI. Edge resources are allocated to the DSP workflows to facilitate 

their processing. 
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First, consider the deployment model. We use a service-oriented DSP approach. In the system, 

many IoT DSP workflows may share common DSP processing functions and use the common 

libraries. For example, several standard libraries are widely used for data analytics, learning, and 

image and video processing. Let 𝑓 denote a specific DSP processing function. 𝑓 may be used in 

many workflows submitted to the EI. We deploy 𝑓 as a long running service that will be shared 

and reused by multiple workflows. Each DSP service is still deployed as a container for flexibility.  

The service-oriented approach can significantly reduce the overhead for the deployment of 

DSP functions, including the communication overhead for transferring the containers and the 

resource overhead for initializing and maintaining the containers for periodical workflows. It also 

facilitates cache and memory affinity because each edge node now only needs to host a much fewer 

number of processes. In situations when special hardware is required for some services, service-

oriented approach makes it easier to choose the correct edge nodes with the desired hardware 

because the corresponding services will only be offered by those edge nodes.  

With the service-oriented approach, we need to consider allocation of the DSP services to edge 

nodes and service selection for each DSP workflow to ensure its quality of service (QoS). In [21] 

[22] [23], we have investigated the service allocation problem for DSP workflows based on the 

service-oriented approach. In this work, we focus on the QoS-aware service composition problem 

for periodical DSP workflows. When a DSP workflow arrives, we select the specific service 

instances hosted by the edge nodes in EI such that the QoS requirements of the workflow can be 

satisfied not only for current but also for future rounds of data processing. 

Many research works have investigated various QoS aware service composition problems [21] 

[22] [23]. However, some issues are not yet addressed in the literature for service composition of 
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periodical DSP workflows. Besides service-oriented deployment, our contributions in this paper 

is to identify the issues and develop novel solutions for managing event-driven “periodical” DSP 

workflows. Details about our works and contributions are discussed in the following. 

(1) Service selection for DSP workflows should consider affinity. For each “workflow job” (one 

invocation of the periodical “workflow stream”, similar to the relation of tasks and jobs in real 

time systems), the model derived from previous activations should be retained. Thus, we cannot 

treat service selection for each workflow job independently but need to consider the persistent 

selection for the workflow stream and ensure long term QoS satisfaction for all activations of the 

workflow jobs in the stream. To facilitate timing analysis, we need to model the arrivals of 

“workflow jobs”. With the event driven model, the arrivals of the workflows can be modeled as a 

Poisson process. However, with the periodical activation of the workflow jobs, what would be 

their arrival process?  

Some works analyzing similar modeling problems have been investigated in the literature. In 

[24], the queueing model for real time jobs has been developed. It requires heavy traffic condition 

and under which, the arrivals of the jobs can be modeled as having a Brownian motion. With the 

memoryless arrival, queueing analysis is conducted. Several follow up works with the heavy traffic 

condition assumption have been presented [25]. In [26], a real time system with priority-based 

scheduling is considered. Response time for a job 𝐽 is derived by analyzing the number of jobs in 

the backlog with priorities higher than 𝐽’s. The backlog pattern repeats in a hyper-period, which 

infers that the process has a memoryless distribution. Hence, Markov analysis is applied to predict 

the response time. One assumption implicitly made in this work is that all the task arrivals and 

their periodicity are known so that a hyper-period can be derived in advance. Also, the arrival 
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distribution for the jobs within each hyper-period is not specifically modeled. Overall, the 

modeling for the Poisson workflow stream arrival with periodical workflow jobs has not been 

analyzed in the literature. For DSP workflows, we cannot make the heavy traffic assumption 

because we expect different workloads in different EIs. Also, we assume that workflows arrive 

dynamically so that we cannot derive a hyper-period for the system. 

Correspondingly, we analyze the arrival process of the workflow jobs with event-driven DSP 

workflow streams. We theoretically analyze the error function for approximating the arrival 

process to the conventional Poisson arrival. We also use simulation to generate datasets and 

analyze the probability distribution of the interarrival time using a distribution fitting tool. The 

results show that the jobs’ arrival follows also Poisson process. 

(2) The communication latency for transferring data between services in a workflow over the 

bandwidth limited networks has to be considered. Since many DSP workflows will be processed 

concurrently in EI, the underlying network traffic due to data exchanges should be taken into 

account. 

Thus, we develop a model to compute the system traffic due to data exchanges for DSP 

workflows based on the historical data. Then, we estimate the communication latency between 

services in a DSP workflow based on the average traffic in each channel and the size of the data 

to be exchanged.  

(3) Since we consider current as well as future executions of the periodical DSP workflows, 

and due to the randomness of the workloads, an edge node may get overloaded at times, which 

may cause violation of the timing constraints of some workflows. Thus, each edge node needs to 

perform admission control to confine its workload so that it can guarantee the response time bound 
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for the services already allocated to it. Subsequently, during service selection, we have to also 

consider the admission control policy. If we select services for a workflow and then get rejected 

by a corresponding edge node due to its admission control, then the time and resources for service 

composition is wasted and it may cause significant delay in service execution. 

The rest of the paper is organized as follows. Section 2 defines the system model we use for 

subsequent sections. In Section 3, we analyze how to model the arrival process for the event-driven 

periodical DSP workflows. In Section 4, we analyze the traffic due to data exchanges while 

running DSP workflows. Section 5 presents the QoS aware service selection mechanism. The 

conclusion of the paper and some future research directions are discussed in Section 6. 

3.2 System Model 

EI. We consider an edge based infrastructure (EI), which offers computing resources as a 

service, including a set of edge nodes denoted as 𝐸 = {𝑒𝑖|1 ≤ 𝑖 ≤ 𝑁𝐸}. Each edge node has a 

computation capacity, denoted by 𝑒𝑖. 𝑐𝑎𝑝, which can be expressed as the number of instructions 

per unit time or by some similar metric.  

In the network, some pairs of edge nodes have direct communication links with certain 

bandwidth. Let 𝑏𝑤𝑖,𝑗 denote the bandwidth between edge nodes 𝑒𝑖 and 𝑒𝑗. If 𝑒𝑖 and 𝑒𝑗 are not direct 

neighbors, then 𝑏𝑤𝑖,𝑗 = 0. Let ℎ𝑖,𝑗 and 𝑐𝑖,𝑗 denote the hop count and communication cost between 

two edge nodes 𝑒𝑖 and 𝑒𝑗, where 𝑐𝑖,𝑗 can be expressed as the transmission time for a certain message 

size unit. To facilitate the derivation of communication cost, if 𝑒𝑖 and 𝑒𝑗 does not have a direct 

link, then we define 𝑝𝑎𝑡ℎ𝑖,𝑗 to represent the path between 𝑒𝑖 and 𝑒𝑗 with the least communication 

cost. 𝑝𝑎𝑡ℎ𝑖,𝑗 = {𝑒𝑝𝑘
|0 ≤ 𝑘 ≤ ℎ𝑖,𝑗, 𝑒𝑝1

= 𝑒𝑖 , 𝑒𝑝ℎ𝑖,𝑗
= 𝑒𝑗}, where  𝑒𝑝𝑘

 denote the edge node on the 
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path from 𝑒𝑖 to 𝑒𝑗, and 𝑐𝑖,𝑗 = ∑ 𝑐𝑝𝑘−1,𝑝𝑘

ℎ𝑖,𝑗

𝑘=1 . In terms of the topology, let 𝜋 denote the average 

degree of communication links for each node in 𝐸. 

DSP workflows. For simplicity, we consider a workflow as a service chain. Many existing 

works consider QoS analysis for general workflows. Some use the “critical path” based analysis 

[46]. Some consider global optimization techniques [28] which inherently include multiple paths 

in the workflows. Similar techniques can be adopted to handle general workflows and is not the 

focus of this work. 

Let 𝑊 = {𝑤𝑖|1 ≤ 𝑖 ≤ 𝑁𝑊} denote the set of workflows that are currently active. Also, let 

𝑊ℎ𝑖𝑠𝑡𝑜𝑟𝑦 denote the set of historical workflows, which are used for deriving the needed statistical 

parameters of the system. For each workflow 𝑤𝑖, let 𝑤𝑖. 𝐴 = {𝑎𝑖,𝑗|1 ≤ 𝑗 ≤ 𝑁𝑤𝑖
} denote the set of 

data processing agents in 𝑤𝑖. For each DSP agent 𝑎𝑖,𝑗 in 𝑤𝑖. 𝐴, let 𝑎𝑖,𝑗. 𝑅 denote the actual response 

time for the execution of 𝑎𝑖,𝑗. Also, let 𝑎𝑖,𝑗. 𝐶 denote the communication time for passing 𝑎𝑖,𝑗’s 

output to 𝑎𝑖,𝑗+1, we have 𝑎𝑖,𝑁𝑤𝑖
. 𝐶 = 0 and 𝑎𝑖,0. 𝐶 is the cost for passing data from 𝑤𝑖’s data sources 

to service 𝑎𝑖,1. 

Since data streams have continuous and steady flows, the DSP workflows are invoked 

periodically to process them. Based on the event-based model, a workflow starts at the event 

occurrence time and terminates after the corresponding event is fully handled. Thus, we consider 

the start (beginning) time, the period, and the lifetime of each workflow and use 𝑤𝑖. 𝐵, 𝑤𝑖. 𝑃, and 

𝑤𝑖. 𝑇 to denote them, respectively. We assumed that 𝑤𝑖. 𝑃, and 𝑤𝑖. 𝑇 has a uniform distribution in 

the range of [𝑃𝑚𝑖𝑛, 𝑃𝑚𝑎𝑥] and [𝑇𝑚𝑖𝑛, 𝑇𝑚𝑎𝑥]. We have �̅� = 𝐸(𝑃) = (𝑃𝑚𝑎𝑥 + 𝑃𝑚𝑖𝑛)/2 and �̅� =

𝐸(𝑇) = (𝑇𝑚𝑎𝑥 + 𝑇𝑚𝑖𝑛)/2. 
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Analytics of the IoT data streams are generally used for real time control and decision making, 

thus, each execution of 𝑤𝑖 has a real time constraint 𝑤𝑖. 𝑅𝑇 (relative deadline). Also let 𝑤𝑖. 𝑅 

denote the actual response time for 𝑤𝑖. We need to have 

𝑤𝑖. 𝑅 = ∑ 𝑎𝑖,𝑗. 𝑅
𝑁𝑤𝑖

𝑗=1
+ ∑ 𝑎𝑖,𝑗. 𝐶

𝑁𝑤𝑖
−1

𝑗=0
≤ 𝑤𝑖. 𝑅𝑇  

for every invocation of 𝑤𝑖 in duration 𝑤𝑖. 𝑇. 

Persistent services. In our service-oriented approach, a set of DSP services 𝑆 = {𝑠𝑚 |1 ≤ 𝑚 ≤

𝑁𝑆} will be deployed dynamically in the form of long running containers in EI. These persistent 

services represent the DSP agents in 𝑤𝑖, for all 𝑖. We have ∀𝑖, 𝑗, 𝑎𝑖,𝑗 ∈ 𝑤𝑖. 𝐴, 𝑤𝑖 ∈ 𝑊, ∃𝑠𝑚 ∈ 𝑆, s.t. 

𝑓(𝑎𝑖,𝑗) = 𝑓(𝑠𝑚), where 𝑓 refers to the functionality of the service. Service 𝑠𝑚 is different from 

software as a service (SaaS). It is persistent, but still dynamic. Deployment of a persistent service 

is triggered when there is no instance for a workflow agent is running in EI. If an instance of 𝑠𝑚 

is allocated to an edge node 𝑒𝑘, but is not already running on 𝑒𝑘, 𝑒𝑘 downloads it from a repository 

and starts it up flexibly as a container. It may be removed if no new invocations for a certain 

amount of time. 𝑆 may change over time, but we assume that it is relatively stable. 

A persist service 𝑠𝑚 may be replicated to multiple edge nodes to share the workload and to 

reduce its access communication cost. Let 𝑒𝑘. 𝑆 denote the set of services allocated to 𝑒𝑘. Also, let 

𝑠𝑚
𝑘  denote the replica of 𝑠𝑚 on 𝑒𝑘, i.e., 𝑠𝑚

𝑘 ∈ 𝑒𝑘. 𝑆 and 𝑠𝑚. 𝑛 denote the number of replicas for 𝑠𝑚. 

Also, let 𝑠𝑚. 𝑖𝑠𝑖𝑧𝑒 and 𝑠𝑚. 𝑜𝑠𝑖𝑧𝑒 denote the average input and output sizes of 𝑠𝑚. Note that 

𝑠𝑚. 𝑖𝑠𝑖𝑧𝑒 and 𝑠𝑚. 𝑜𝑠𝑖𝑧𝑒 may fluctuate and the fluctuation together with 𝑠𝑚’s internal logic results 

in an exponential execution time distribution for 𝑠𝑚. Let 𝑠𝑚. 𝑟𝑢 denote the average computing 
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resource usage for each execution of 𝑠𝑚. Also, let 𝑠𝑚
𝑘 . 𝑐𝑎𝑝 be the total amount of computing 

resources allocated to 𝑠𝑚 by 𝑒𝑘. 𝑠𝑚. 𝑟𝑢 and 𝑠𝑚. 𝑐𝑎𝑝 are in the same metric as that of 𝑒𝑘. 𝑐𝑎𝑝.  

Streams and jobs. Note that each DSP workflow issued to the EI is to be activated periodically 

with period 𝑤𝑖. 𝑃 for the duration 𝑤𝑖. 𝑇. To differentiate the workflow and its periodically activated 

instance, we use “workflow stream” to refer to the former (with stream omitted most of the time) 

and “workflow job” to refer to the latter. Similarly, each agent 𝑎𝑖,𝑗 in the workflow creates a stream 

of activations to service 𝑠𝑚, where 𝑓(𝑠𝑚) = 𝑓(𝑎𝑖,𝑗). We use “service job” and “service stream” to 

differentiate the workload generated by a single activation or a stream of activations of 𝑠𝑚 by 𝑎𝑖,𝑗. 

Due to the event driven nature, the overall arrival of the DSP workflow streams is assumed to 

follow the Poisson distribution. Correspondingly, the arrivals of the service streams on each edge 

node 𝑒𝑘 for accessing 𝑠𝑚
𝑘 , from all the workflows, will also be a Poisson process.  

Let 𝜶 denote the average arrival rate of the workflow streams in 𝑊,  𝜶𝒎 and 𝜶𝒎
𝒌  denote the 

“service stream” arrival rates for 𝑠𝑚 and 𝑠𝑚
𝑘 , respectively. We have 𝛼𝑚 = ∑ 𝛼𝑚

𝑘
𝑘  and 𝛼 = ∑ 𝛼𝑚𝑚 . 

And, let 𝝀 denote the average arrival rate of workflow jobs, and 𝝀𝒎 and 𝝀𝒎
𝒌  denote the arrival rates 

of “service jobs” for 𝑠𝑚 and 𝑠𝑚
𝑘 , respectively. Furthermore, let 𝝋𝒎′,𝒎 denote the data flow rate 

from service 𝑠𝑚′  to service 𝑠𝑚 and 𝝋
𝒎′,𝒎
𝒌′,𝒌

 denote the data flow rate from 𝑠𝑚′  on 𝑒𝑘′ to 𝑠𝑚 on 𝑒𝑘. 

We have 𝛼𝑚 = ∑ 𝜑𝑚′,𝑚𝑚′  and 𝜑𝑚′,𝑚 = ∑ ∑ 𝜑
𝑚′,𝑚
𝑘′,𝑘

𝑘′𝑘 , where 1 ≤ 𝑘 ≤ 𝑠𝑘. 𝑛 and 1 ≤ 𝑘′ ≤ 𝑠𝑘′ . 𝑛. 

All statistical parameters can be derived from 𝑊ℎ𝑖𝑠𝑡𝑜𝑟𝑦 and 𝑊. 
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3.3 Modeling Event-driven Periodical DSP Workflows 

Our goal is to model the arrivals of the workflow jobs from the workflow stream arrival and 

𝑤𝑖. 𝑃 and 𝑤𝑖. 𝑇, for all 𝑖. We use 𝐿, 𝑃, and 𝑇 to denote the random variables for workflow stream 

arrival, 𝑤𝑖. 𝑃, and 𝑤𝑖 . 𝑇. 𝑃 and 𝑇 are assumed to be of uniform distribution. 

3.4 Expected Traffic Due to DSP Workflows 

In this paper, we are considering Poisson arrival of the DSP workflows. As discussed earlier, 

the DSP workflows have periodicity and each DSP workflow will be generating a stream of job 

with period 𝑃 for lifetime 𝑇. 

It is not clear how to model a system with Poisson arrival of workflows which must be activated 

periodically. In this paper, we perform simulation for many different settings for the DSP 

workflow arrival rates, 𝛼, 𝑃, and 𝑇. We implemented a Java program to generate the DSP 

workflow at arrival rate of 𝛼. We record the arrival time for each incoming workflow. For each 

arrived workflow, we generate a random value for 𝑃 ∈ [𝑃𝑚𝑖𝑛, 𝑃𝑚𝑎𝑥] and 𝑇 ∈ [𝑇𝑚𝑖𝑛, 𝑇𝑚𝑎𝑥]. Then 

we generate 𝑇/𝑃 jobs for each workflow and record the execution time for each job based its 

corresponding workflow’s arrival time. We generate few millions of jobs and then we pick around 

millions records to make sure we analyze the system in a steady state. 

We show the result for 4 different settings. For each case we draw the PDF of the jobs’ 

interarrival time which look similar to exponential distribution. To quickly test the result against 

exponential distribution, we draw logarithm of the pdf, which look linear which indicates the 

possibility for exponential distribution. 
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We also used a commercial package, Minitab Statistical Software [47], which fits data to 

different possible distribution. We fit the jobs’ interarrival time data using the Minitab package 

and fit to exponential distribution. 

 

Figure 11. Jobs Interarrival Time, P[0.1,6], T[60,600] 

 

Figure 12. Jobs Interarrival Time, P[6,10], T[10,50] 

 

Figure 13. Jobs Interarrival Time, P[1,10], T[10,100] 



 

61 

 

Figure 14. Jobs Interarrival Time, P[0.1,6], T[200,800] 

The Minitab Statistical Software, when trying to fit the data, it generates specific value, named, 

P-Value. P-Value less than 0.05 indicates no fit, otherwise it fits. The table below shows the P-

Values for each of the cases show above when we fit them using the Minitab. 

Table 2. Jobs’ Interarrival Time Distribution - Simulation Parameters 

𝛼 P T P-Value 

3 [0.1,6] [60,600] 0.761 

1 [6,10] [10,50] 0.627 

1 [1,10] [10,100] 0.005 

3 [0.1,6] [200,800] 0.545 

 

Based on our results, we can approximate the jobs’ arrival rate to Poisson process. Therefore, 

we can use this conclusion in the timing analysis in the DSP service composition process and we 

can use the Queueing model M/M/1 to calculate the response time for each service. 
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3.5 QoS Aware DSP Service Composition 

3.5.1 Service Response Time 

In order to estimate the response time for a job to be processed by service 𝑠𝑚 on 𝑒𝑘, 𝑠𝑚
𝑘 , we 

need to calculate the “service jobs” arrival rate on edge node 𝑒𝑘 for service 𝑠𝑚, that is 𝜆𝑚
𝑘  with 

respect to “service stream” 𝛼𝑚
𝑘 . 

To calculate the jobs’ arrival rate, 𝜆𝑚
𝑘 , we follow the following steps: 

• 𝛼𝑚
𝑘  generates a stream of jobs with arrival of 1

�̅�
⁄  for �̅� time units 

• Since the request arrival rate is 𝛼𝑚
𝑘 , then at each time there will be 

𝛼𝑚
𝑘

�̅�
⁄  new job 

streams, each of them dies after   �̅� time units 

• A job stream generated from �̅� time units ago has just died 

• A job stream generated from ≤ �̅�𝑖𝑗 − 1 time units ago will still be alive and still 

generates 1/�̅�𝑖𝑗 jobs per time unit 

• We have a total of  
𝛼𝑚

𝑘

�̅�
⁄ ∗ (�̅� − 1) old but still alive job streams that will reach the 

current time 

• The total jobs generated by old requests and reach the current time plus the jobs 

generated by current requests at the current time can be calculated 
𝛼𝑚

𝑘

�̅�
⁄ ∗ (�̅� − 1) +

𝛼𝑚
𝑘

�̅�
⁄ =

𝛼𝛼𝑚
𝑘

�̅�
∗  �̅�   

Therefore, the jobs average arrival rate can be calculated, 

𝜆𝑚
𝑘 = 𝛼𝑚

𝑘 ∗
�̅�

�̅�
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As indicated earlier, 𝛼𝑚
𝑘  follows Poisson process and as per our conclusion of investigating the 

distribution of  𝜆𝑚
𝑘 , it does follow Poisson process as well. The allocated resources for service 𝑠𝑚 

on edge node 𝑒𝑘 is 𝑠𝑚
𝑘 . 𝑐𝑎𝑝, and the computing resource required to service a single job is 𝑠𝑚. 𝑟𝑢, 

then we can calculate the service rate for processing jobs for service 𝑠𝑚 on edge node 𝑒𝑘, which is 

denoted by 𝜇𝑚
𝑘 , and as we indicated earlier, the service time follows exponential distribution, 

𝜇𝑚
𝑘 =

𝑠𝑚
𝑘 . 𝑐𝑎𝑝

𝑠𝑚. 𝑟𝑢
 

Let the response time for service 𝑠𝑚 on edge node 𝑒𝑘 denoted by 𝑟𝑚
𝑘. This can be modeled as 

M/M/1 queue, thus, the expected response time for a job can be calculated as follows: 

𝑟𝑚
𝑘 =

1

𝜇𝑚
𝑘 − 𝜆𝑚

𝑘  

3.5.2 Communication Latency 

During timing analysis for service composition, we need to consider the communication 

latency. We need to consider not only the data traffic that are exchanged among the services in the 

workflow we can performing service composition for, but also we need consider the other traffic 

generated by all other workflows imposed on the network edges. We use the 𝑊ℎ𝑖𝑠𝑡𝑜𝑟𝑦 to estimate 

the average traffic rate on each edge. Then we include the result in the communication cost during 

service composition for new DSP workflow request. 

Based on the historical workflows and on the services allocations on edge nodes, we can 

estimate the average data rates on edges. We follow the following steps: 

• Go through all agents 𝑎𝑖,𝑗, in all workflows in 𝑊ℎ𝑖𝑠𝑡𝑜𝑟𝑦, where 𝑓(𝑠𝑚) = 𝑓(𝑎𝑖,𝑗), and 

they are assigned the same replica 𝑠𝑚
𝑘  to serve their stream of activations 
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• Identify each agent agents 𝑎𝑔,ℎ, in all workflows in 𝑊ℎ𝑖𝑠𝑡𝑜𝑟𝑦, where 𝑓(𝑠𝑚′) =

𝑓(𝑎𝑔,ℎ), and they are assigned to replica 𝑠𝑚′
𝑘′

 

• Calculate the traffic rate generated from 𝑠𝑚′
𝑘′

 to 𝑠𝑚
𝑘 , which equal to 𝜑

𝑚′,𝑚
𝑘′,𝑘 ∗

𝑠𝑚. 𝑖𝑠𝑖𝑧𝑒 ∗ 𝑝𝑎𝑡ℎ𝑘′,𝑘 

• Calculate the traffic rate generated by all other replicas of service 𝑠𝑚′
𝑘′

  toward 𝑠𝑚
𝑘 , 

which is equal to  

∑ 𝜑
𝑚′,𝑚
𝑘′,𝑘

𝑘′

∗ 𝑠𝑚. 𝑖𝑠𝑖𝑧𝑒 ∗ 𝑝𝑎𝑡ℎ𝑘′,𝑘 

• The calculate the traffic rate generated from all replicas of service 𝑠𝑚′  toward all 

replicas of 𝑠𝑚, 

∑ ∑ 𝜑
𝑚′,𝑚
𝑘′,𝑘

𝑘′

∗ 𝑠𝑚. 𝑖𝑠𝑖𝑧𝑒 ∗ 𝑝𝑎𝑡ℎ𝑘′,𝑘

𝑘

 

• The we calculate the traffic rates among all replicas, which represent the total traffic 

rate on the network edges and it is denoted by 𝜏𝑡𝑜𝑡𝑎𝑙, 

𝜏𝑡𝑜𝑡𝑎𝑙 = ∑ ∑ ∑ ∑ 𝜑
𝑚′,𝑚
𝑘′,𝑘

𝑘′

∗ 𝑠𝑚. 𝑖𝑠𝑖𝑧𝑒 ∗ 𝑝𝑎𝑡ℎ𝑘′,𝑘

𝑘𝑚′𝑚

 

The total number of communication links in 𝐸 can be expressed as 𝑁𝐸 ∗ 𝜋. Thus, the average 

data traffic on each of the communication link in EI is  𝜏𝑙𝑖𝑛𝑘 =
𝜏𝑡𝑜𝑡𝑎𝑙

𝑁𝐸∗𝜋
. 

The communication cost for the single link between edge nodes, 𝑒𝑖 and 𝑒𝑗,   𝑐𝑖,𝑗, can be 

calculated using the M/M/1 queueing model with 𝜏𝑙𝑖𝑛𝑘 arrival rate, and the bandwidth 𝑏𝑤𝑖,𝑗 for 

the link which represent the service rate, thus, the communication cost per unit data size is the 

response time for this model and can be calculated as follows: 
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𝑐𝑖,𝑗 =
1

𝑏𝑤𝑖,𝑗 − 𝜏𝑙𝑖𝑛𝑘
 

3.5.3 Timing Analysis and Service Composition 

When a DSP workflow request arrives, a service composition process takes place to find a 

composition candidate that most likely will be able to satisfy the QoS requirements of the new 

request. To achieve that, a detailed timing analysis needs to be performed during the service 

composition process. We use the three phase approach that we introduced in our previous work 

[23] which helps to overcome the overhead of the detailed timing analysis of the candidates. 

The first phase, we use genetic algorithm to quickly select the most prominent candidates and 

select a defined number of top candidates and pass to the second phase for further analysis. The 

second phase uses a fine-grained timing analysis to perform more accurate analysis for Poisson 

arrival of tasks with periodical jobs. This phase performs the timing analysis on the limited number 

of candidates formed by the first phase. We also take into consideration the communication latency 

by calculating the overall latency. Admission control is also taken into consideration during this 

process to predict whether the composite services will grant or reject the new requests. The second 

phase builds a small list of the top candidates and passed to the third phase. The third phase ground 

the top candidate from the list from the second phase and monitor the DSP workflow execution. 

In this paper, we focus on the second phase, the timing analysis. The service composition 

process selects a service for each of workflow agent, 𝑎𝑖,𝑗 ∈ 𝑤𝑖. 𝐴, let the selected service be 

denoted by 𝑠𝑠𝑒𝑙(𝑎𝑖,𝑗)
𝑘 ∈ 𝑎𝑖,𝑗. 𝑆, where 𝑎𝑖,𝑗 . 𝑆 is the set of services that provide the function required 
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for agent 𝑎𝑖,𝑗 and each is allocated on different edge nodes. 𝑠𝑠𝑒𝑙(𝑎𝑖,𝑗)
𝑘  is the selected service to 

provide the function required by agent 𝑎𝑖,𝑗 and it is allocated on edge node 𝑒𝑘. 

Let the received DSP workflow be denoted by 𝑤𝑓. 𝐴 = {𝑎1, 𝑎2, . . , 𝑎𝑛}. The service composition 

process generates a number of candidates and perform timing analysis to validate the candidate. 

Let the candidate workflow be denoted by 𝑤𝑓𝑐 . 𝐴 = {𝑠𝑠𝑒𝑙(𝑎1)
𝑘1 , 𝑠𝑠𝑒𝑙(𝑎2)

𝑘2 , . . , 𝑠𝑠𝑒𝑙(𝑎𝑛)
𝑘𝑛 }. 

𝑤𝑓𝑐 . 𝑅 = ∑ 𝑠
𝑠𝑒𝑙(𝑎𝑖)

𝑘𝑗

𝑖=1,𝑗=1

+ ∑
𝑠

𝑠𝑒𝑙(𝑎𝑔+1)

𝑘𝑔+1 . 𝑖𝑠𝑖𝑧𝑒

𝑏𝑤𝑘𝑙,𝑘𝑙+1
− 𝜏𝑙𝑖𝑛𝑘

𝑔=𝑛−1,𝑛−1

𝑔=1,𝑙=1

 

The candidate 𝑤𝑓𝑐 is dropped if 𝑤𝑓𝑐. 𝑅 > 𝑤𝑓. 𝑅. 
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4.1 Introduction 

The first step toward managing the performance of a composite service execution is to perform 

careful timing analysis during service composition. Service composition for satisfying timing 

requirements have been explored extensively. Earlier works assume that each web service has a 

constant response time [12], which is unrealistic since the workloads of service host can 

significantly impact the service response time. Frequently, even assuming such a constant response 

time as the worst case scenario will not help because if the service host does not control the service 

request arrival rate, the arrival can saturate the service and result in unbounded service time. This 

scenario brings up the need for admission control. However, admission control itself presents a 

severe issue in QoS-aware service composition. Consider a composite workflow that is composed 

without considering potential admission control. When a request to an atomic concrete service in 

the composite workflow is declined by the selected service provider due to the admission control 

of the provider, the composite service composed originally will fail. Thus, besides considering the 

workload, considering the admission control policies of the service providers are also very critical. 

In the attempt to solve the issues of meeting the timing requirements for service requests, there 

have been works on adjusting the resource allocation for each service in an attempt to maintain a 

level of QoS of the service [29, 6, 30]. However, these approaches cannot guarantee bounded 

service time either, unless the arrival rate of the service requests is bounded. This goes back to the 

admission control issue. Therefore, even though dynamic resource management methods are very 

important in providing assured service response time, they still have problems and limitations. 

When considering service performance management, it is essential to consider continuous 

monitoring and dynamic service recomposition [27, 48] to cope with the problem of service 
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execution time failures. However, upon the detection of failures, the reactive time may not be 

sufficient to allow the successful completion of the composite workflow. For example, if a service 

does not finish within the expected service time due to the over-time execution, then it may be 

necessary to re-select concrete services to ground the remaining abstract services. If the admission 

for a concrete service that can offer very good service time guarantee is declined, then the 

recomposition may fail because the opportunity of selecting different concrete services with lower 

response time may exist in the earlier services that have already been executed. Moreover, service 

composition and recomposition do take time. Thus, though it is always necessary to offer 

continuous monitoring and dynamic recomposition, it is also desirable to have a better composition 

to start with. 

Summarizing the discussion above, the first step toward good service performance 

management for service-based systems is to consider more comprehensive timing analysis during 

service composition. Existing works in QoS-aware service composition do not comprehensively 

address the impact of workload and admission control of concrete services. In this paper, we focus 

on improving timing analysis at the composition time to achieve a better composition that, during 

execution, has a higher probability to satisfy the given timing constraints. We will simply use the 

solutions given in the literature for continuous monitoring, management, and dynamic 

recomposition to further avoid the violation of timing requirements in composite service execution. 

To achieve the goal, we consider (a) derive more accurate timing properties for the candidate 

concrete services in the workflow by estimating the workloads of the providers, and (b) consider 

admission control at composition time to ensure that the composite service will not fail during 

execution because the concrete service cannot admit it. Since performing more accurate timing 
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analysis may increase the overhead of the composition process, we also consider (c) a two-phase 

algorithm to reduce the overhead. 

Note that when performing workload prediction for (a), we should not consider predicting the 

current workload, but should predict the workload at the time the service is to be invoked. Consider 

a service chain (one path) in a workflow, 𝑠1,…, 𝑠𝑖−1, 𝑠𝑖,…, where 𝑠𝑖 will be executed after 𝑠1 to 

𝑠𝑖−1 have finished execution. At that time, 𝑠𝑖’s workload may have changed significantly. If 𝑠1 to 

𝑠𝑖−1 have relatively long execution time, the problem will become more severe. 

For (a), we predict the workloads of the services right at the time they are invoked. Take the 

earlier example of a service chain, 𝑠1, 𝑠2, 𝑠3,… Evaluating 𝑠3’s workload at its invocation time 

requires the knowledge of the completion time of 𝑠2, which subsequently requires the knowledge 

of the response time of 𝑠1. We sequentially predict the workloads of the services in the workflow 

to properly derive their response times and subsequently derive the end-to-end response time of 

the entire workflow. 

Once we predict the workload of a concrete service and if we know the admission control 

policy of the service provider, we can estimate the risk that the candidate concrete service may 

decline the service request at the time it is invoked. Based on the estimation, we can greatly reduce 

the risk of timing failures for service execution. 

The fine-grained timing analysis can help better analyze the timing behavior of the candidate 

compositions, but it also incurs heavy overhead. For (c), We use a two-phase solution to avert the 

problem. In the first phase, we use conventional QoS-aware service composition algorithm based 

on genetic algorithm to select K most prominent candidate concrete compositions for an abstract 

workflow. In the second phase, we use ARIMA (autoregressive integrated moving average) to 
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predict the workload of composite services for each composition candidate in the top K candidate 

list. The composite services workload prediction is done to accurately derive their response time 

at their invocation times. Then, end-to-end response time can be derived for the composition 

candidate. Finally, the candidate composition with the best QoS is selected for grounding. We also 

use the predicted workload for the composite services to predict whether the service request may 

be declined due to admission control. Since the fine-grained analysis is only performed on much 

fewer candidates, the analysis overhead can be justified. To prepare for the potential of analysis 

errors, the second phase also returns a few alternative candidate compositions with shorter 

execution times and potentially worse quality in other QoS attributes together with the grounded 

composition. 

We conducted experiments to evaluate our in-depth timing analysis approach for service 

composition and compare it with conventional solutions in terms of the rate of timing violations. 

The experimental results show that our scheme can reduce the timing violations without suffering 

from composition time overhead by selecting a service composition that has a lower chance to fail. 

Our two-phase approach can greatly improve the composition and achieve a higher success rate of 

service execution. At the same time, the composition time is also reduced since the lowered failure 

rate results in reduced chance of recomposition and, therefore, reduced overall composition time. 

Some research works consider dynamic composition and re-composition of services to satisfy 

real time requirements. In [27] a self-healing approach for web service composition is proposed, 

which selects backup compositions and uses them upon execution time failures. The paper assumes 

that the web service response time is constant and focuses on the data transmission delays. 

Dynamic re-composition or dynamically adjusting the parameters of reconfiguration services are 
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essential in real-time SOA, and can be used in conjunction with improved service composition 

algorithms to achieve higher assurance for real time service execution. In [28], reconfigurable web 

services are considered in QoS-aware service composition. Each service can be configured on the 

fly to achieve different execution time by trading off other quality attributes.  

There are also research works that consider dynamically adjusting resource allocations for 

services to satisfy the timing requirements. In [29], multi-tier services are considered and a hybrid 

queueing model is used to determine the number of virtual machines to be allocated to each service 

at each tier so that the desired response time can be maintained. [6] allocates resources in cloud 

environment based on predicted service load. The major focus of the paper is on the framework 

design for adaptively adjusting the resource provisions for services in the cloud. Similarly, [30] 

uses a queuing model to determine the optimal resource allocation for services. It also proposes a 

priority-based scheduling to assure that higher priority tasks can satisfy their real time 

requirements. 

Dynamically adjusting resource allocations to services can help assure the satisfaction of the 

timing requirement of the composite services. However, guaranteeing response time always 

requires the request arrival rate to be bounded. Thus, some research works consider admission 

control to assure bounded request arrival rate [31]. But admission control introduces new issues in 

service composition because a service request may be declined at execution time, causing a timing 

failure. None of the existing QoS-aware service composition works consider the potential impact 

of admission control during service composition and it is specifically considered in this paper.  

Various methods have been considered for predicting the execution time of a composite service 

based on different data sources. [16] uses a model-driven approach and layered queuing network 
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(LQN) to predict the performance of composite web services. [32] also uses LQN to model the 

layered middleware to predict the overall system performance. In [33], a Hidden Markov Model 

(HMM) is used to predict whether a composition of cloud service components can satisfy the QoS 

requirements. [34] proposes to use the time series similarity measure between the predicted QoS 

values and user requirements to estimate the long-term QoS of a service composition. In [23], we 

have proposed to use a queuing model for timing analysis of composite services. All these methods 

are useful in our performance management framework for composite service time prediction, and 

we choose ARIMA for the purpose. 

4.2 System Architecture 

We consider a system where there are decentralized service brokers managing the workflow 

composition and execution for the clients. The architecture for a service broker 𝐵𝑘 is shown in 

Figure 15. 

A client may submit a composition request 𝑅 = 〈𝑎𝑤𝑓, 𝑄𝑅, 𝑠𝑡〉 to a service broker 𝐵𝑘 through 

its Request Interface, where 𝑎𝑤𝑓 is the abstract workflow, 𝑄𝑅 is the QoS requirements for the 

workflow, and 𝑠𝑡 is the desired starting time for the workflow. The abstract workflow 𝑎𝑤𝑓 

includes a set of 𝑛 abstract services {𝑎𝑠1, 𝑎𝑠2, … , 𝑎𝑠𝑛}. 𝑄𝑅 = 〈𝑇𝑅, 𝑞𝑟1, … , 𝑞𝑟𝑞〉 is the QoS 

requirement for 𝑎𝑤𝑓, where 𝑇𝑅 is the time constraint for 𝑎𝑤𝑓 and 𝑞𝑟𝑖, 1 ≤ 𝑖 ≤ 𝑞, are the 

constraints on other QoS attributes which can be taken care of by many general QoS-aware service 

composition algorithms. Let 𝑤𝑓 denote the concrete workflow 𝑎𝑤𝑓 is grounded to. 𝑇𝑅 is the 

maximal expected response time allowed for 𝑤𝑓, i.e., every path in 𝑤𝑓 should be executed within 

time 𝑇𝑅. To simplify the discussion without loss of generality, we only consider the timing for one 
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path in 𝑎𝑤𝑓. The overall execution time will simply be the maximal execution time among all the 

paths of 𝑎𝑤𝑓.  

 

Figure 15. Service broker architecture for service management 

𝐵𝑘 has a Service Tracker which keeps track of a set of service providers, obtains the 

specifications and QoS properties of their concrete services and maintains them in its Service 

Specification DB. 𝐵𝑘 may crawl the web to find new concrete services and add them to the DB. 

Since it is not possible for each service broker to keep track of all available services, we assume 

that each broker has some expertise areas and they know almost all the alternative services of the 

same functionality. The Service Provider, once gets subscribed by a broker, will periodically push 

the updated service information to the broker, including the current and historical workload 

(service request arrival rate) of each service it hosts. 𝐵𝑘 maintains the current and historical 

workloads it receives for relevant services and uses the data for workload prediction. 

𝐵𝑘 also keeps track of other service brokers and their expertise areas via its Broker Tracker. 

During service composition for a client request 𝑅, if 𝐵𝑘 does not host the information for grounding 

some abstract services of 𝑅, say 𝑎𝑠𝑖, its Broker Tracker identifies another broker 𝐵𝑘′, which hosts 
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the concrete services information for 𝑎𝑠𝑖, and contacts 𝐵𝑘′ to obtain the information of the 

candidate concrete services. It may also request 𝐵𝑘′ to predict the workload when the data is 

needed. 

Upon receiving client request 𝑅, the Matchmaker of 𝐵𝑘 performs service composition. When 

needed, Matchmaker requests the Workload & Admission Control Predictor to make desired 

predictions. The service data stored in the Service Specification DB will be used for matchmaking 

and prediction (the specific method will be discussed in the later sections). After composing the 

concrete workflow 𝑊 = {𝑐𝑠1, 𝑐𝑠2, … , 𝑐𝑠𝑛} for 𝑅, where 𝑐𝑠𝑖 is the concrete service 𝑎𝑠𝑖 is grounded 

to, the Workflow Execution Manger of 𝐵𝑘 manages the execution of 𝑊 for the client. It monitors 

the execution status and maintains the execution state of 𝑐𝑠𝑖, for all 𝑖, including the concrete 

services it does not host their information in its DB. In case a service is over time or the admission 

for a service request gets declined, 𝐵𝑘 recomposes the remaining workflow in an attempt to avoid 

violating the service requirements of 𝑅. 

4.3 Workload Prediction 

We use ARIMA [49] as the basis for predicting the workload of the services. Time series can 

be stationary, or non-stationary. A time series is stationary when its statistical properties (e.g. 

mean, variance, covariance, correlation, etc.) are the same for all times. A non-stationary time 

series may have seasonality and/or trend and the differencing operator can be used to eliminate the 

trend and seasonality in them. Sometimes, we have to repeat the differencing process (higher order 

of differencing) for a time series till it becomes stationary. This is the way to find the order of 



 

76 

seasonality and trend in a time series. Consider a time series 𝑧, the differenced operation can be 

written as 𝑧𝑡
′ =  𝑧𝑡 − 𝑧𝑡−1, where  𝑧𝑡 and 𝑧𝑡−1 are the series value at time 𝑡 and 𝑡 − 1, respectively. 

Stationary time series is one whose properties do not depend on the time at which the series is 

observed. For simplicity, we introduce the backward shift operator, B, where 𝐵𝑧𝑡 =  𝑧𝑡−1. In 

general, a 𝑑-th order difference is (1 − 𝐵)𝑑𝑧𝑡. 

The seasonal ARIMA model incorporates both the non-seasonal and seasonal factors. 

Therefore, the seasonal ARIMA model can be denoted as 𝐴𝑅𝐼𝑀𝐴(𝑃, 𝐷, 𝑄)(𝑝, 𝑑, 𝑞)𝑚 where p is 

the non-seasonal AR (Autoregressive model) order, d is the non-seasonal differencing, q is the 

non-seasonal MA (Moving Average model) order, P is the seasonal AR order, D is the seasonal 

differencing, Q is the seasonal MA order, and m is the time span of repeating the seasonal pattern. 

m is the number of periods per season. 

In our approach, we focus on the seasonal ARIMA model. We provide its definition below 

without the derivation details. 

(1 − ∅1𝐵 − ⋯ − ∅𝑝𝐵𝑝)(1 − Φ1𝐵𝑚 − ⋯ − Φ𝑝𝐵𝑚𝑃) × (1 − 𝐵)(1 − 𝐵𝑚)𝑍𝑡 

= (1 − 𝜃1𝐵 − ⋯ − 𝜃𝑞𝐵𝑞) × (1 − 𝛩1𝐵𝑚 − ⋯ − 𝛩𝑞𝐵𝑚𝑄) × 𝑒𝑡 

where 𝑒𝑡 is the white noise (zero mean and constant variance), 𝛷1, 𝛷2, … , 𝛷𝑝 are the weight 

parameters for the Autoregressive of order 𝑝, 𝐴𝑅(𝑝), part. The 𝜃1, 𝜃2, … , 𝜃𝑞 are the weight 

parameters for the Moving Average of order 𝑞, 𝑀𝐴(𝑞) part. 

When using the ARIMA model, we need to select the parameters 𝑝, 𝑑, 𝑞, 𝑃, 𝐷, 𝑎𝑛𝑑 𝑄 for the 

input time series, which is not an easy process. We use the ARIMA package in 𝑅 to make the 

selection of these parameters. The package also estimates the 𝜃𝑖 , ∅𝑖, 𝛩𝑖, Φ𝑖 parameters as well. 
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The workloads of most web services have seasonality and trend. In our approach, we use the 

seasonal ARIMA model for analyzing and predicting service workloads. 

4.4 Two-Phase Composition Algorithm 

We predict workload and estimate the admission control outcome of the concrete service hosts 

to achieve service composition with lower risk of execution time failures. But this adds an 

overhead to the service composition time. To overcome this issue, we adopted a similar concept 

as in our previous work [23] and fit it in our prediction based service composition process. Let 

{𝑐𝑠𝑖
1, 𝑐𝑠𝑖

2, … , 𝑐𝑠𝑖
𝑚𝑖} denote the 𝑚𝑖 concrete services identified by the broker for grounding the 

abstract service 𝑎𝑠𝑖. The broker selects the final composition candidates using a two-phase 

composition algorithm. The candidate with the best QoS is selected for grounding and the broker 

monitors the service execution for recomposition in case of failure.  

The 𝑐𝑠 shares its specifications with the brokers that subscribe it. It shares its QoS levels which 

is denoted as 𝑐𝑠. 𝑐𝑠. 𝑄 = 〈𝑇𝑄, 𝑞1, … , 𝑞𝑞〉 in terms of the 𝑞 + 1 QoS attributes. Where 𝑐𝑠. 𝑇𝑄 is a 

tuple 〈𝑚𝑟𝑡𝑖, 𝑡𝑖𝑙𝑜𝑔〉, 𝑐𝑠. 𝑚𝑟𝑡𝑖 is the most recent timing data for 𝑐𝑠, 𝑐𝑠. 𝑡𝑖𝑙𝑜𝑔 is the log of timing 

data for 𝑐𝑠. Each timing data (for the most recent data entry and the entries in the log) includes the 

specification 〈[𝑡𝑠, 𝑡𝑒], 𝑎𝑣𝑔𝑙𝑜𝑎𝑑, 𝑎𝑣𝑔𝑟𝑡〉, which records the average load and average response 

time in time interval [𝑡𝑠, 𝑡𝑒]. 

The two phases of the composition are discussed in the following two subsections. 

4.4.1 Phase 1: Composition Candidate Selection 

In the first phase, the broker, upon receiving composition request 𝑅 from the client, selects, 

based on genetic algorithm, the 𝐾 top candidate compositions, i.e., candidate workflows, and 
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passes the ranked list of the 𝐾 candidates for 𝑅 to the second phase. The timing behaviors of the 

candidate workflows are estimated coarsely. For each candidate service 𝑐𝑠𝑖
𝑗𝑖, we only consider its 

𝑐𝑠𝑖
𝑗𝑖 . 𝑒𝑟𝑡 which is the expected response time that 𝑐𝑠𝑖

𝑗𝑖shares with the broker, where 𝑐𝑠𝑖
𝑗𝑖 is the 𝑗’s 

concrete web service that can instantiate abstract service 𝑎𝑠𝑖, where service 𝑗𝑖 ≤  𝑚𝑖. 

The concrete web services selected for the composition candidate may belong to different 

providers and may be geographically located far from each other. Therefore, there would be a 

communication latency among the web services. The communication latency calculation considers 

both the location of the concrete web services, and the size of the data exchanged. The concrete 

web service, 𝑐𝑠, shares its output parameters with the broker. The 𝑐𝑠. 𝑂𝑢𝑡 is the set of output 

parameters of 𝑐𝑠 and their total size is denoted by 𝑐𝑠. 𝑂𝑢𝑡. 𝑆𝑖𝑧𝑒. In [50] [51], experiments have 

been conducted and the results show that the following equation can serve as a good estimate of 

the communication latency between two services, 𝑐𝑠𝑖
𝑗𝑖 and 𝑐𝑠𝑘

𝑗𝑘 , with geographical distance 

𝑑𝑖𝑠𝑡(𝑐𝑠𝑖
𝑗𝑖 , 𝑐𝑠𝑘

𝑗𝑘) and message size of 𝑐𝑠𝑖
𝑗𝑖 . 𝑂𝑢𝑡. 𝑆𝑖𝑧𝑒 which is the size of the 𝑐𝑠𝑖

𝑗𝑖 service output, 

 𝑐𝑠𝑖
𝑗𝑖 . 𝑂𝑢𝑡: 

𝐿𝑎𝑡𝑒𝑛𝑐𝑦(𝑐𝑠𝑖
𝑗𝑖 , 𝑐𝑠𝑘

𝑗𝑘) = 0.2 ∗ (𝑐𝑠𝑖
𝑗𝑖 . Out. Size)

0.51
∗ [0.4 + 0.3 × 𝑑𝑖𝑠𝑡(𝑐𝑠𝑖

𝑗𝑖 , 𝑐𝑠𝑘
𝑗𝑘)0.735] +

[0.4 + 0.3 × 𝑑𝑖𝑠𝑡(𝑐𝑠𝑖
𝑗𝑖 , 𝑐𝑠𝑘

𝑗𝑘)0.735]  (1) 

Thus, a candidate workflow 𝑐𝑤𝑓 = < 𝑐𝑠1
𝑗1 , 𝑐𝑠2

𝑗2 , … , 𝑐𝑠𝑛
𝑗𝑛 >, 1 ≤ 𝑗𝑖 ≤ 𝑚𝑖, should satisfy the 

QoS requirements given in 𝑅 as follows: 

∑ 𝑐𝑠𝑖
𝑗𝑖 . 𝑒𝑟𝑡𝑛

𝑖=1 + ∑ 𝐿𝑎𝑡𝑒𝑛𝑐𝑦(𝑐𝑠𝑖
𝑗𝑖 , 𝑐𝑠𝑘

𝑗𝑘)𝑛
𝑖=1 ≤ 𝑅. QR. 𝑇𝑅, and 

𝐶𝐹𝑄(𝑞)𝑖=1
𝑛  𝑐𝑠𝑖

𝑗𝑖 . 𝑞𝑞 satisfies 𝑅. 𝑄𝑅. 𝑞𝑟𝑞  (2) 
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Here, 𝐶𝐹𝑄(𝑞) denotes the quality composition function for the 𝑞-th quality attribute. In this 

paper, we only focus on timing property and will not consider the composition of other quality 

attributes. 

The candidate workflows satisfying the above constraints are added to the candidate list and 

the list is ranked according to how well the constraints are satisfied (based on a utility functions). 

The top 𝐾 candidates are then passed to the second phase. 

4.4.2 Phase 2: Fine-Grained Timing Analysis for Composition Decision Making 

When a concrete web service in one of the top 𝐾 candidate workflows is invoked, its workload 

at the time may be very different from its current workload. Existing composition approaches do 

not consider this problem. Consider a candidate workflow 𝑐𝑤𝑓 = 〈𝑐𝑠1
𝑗1 , 𝑐𝑠2

𝑗2 , … , 𝑐𝑠𝑛
𝑗𝑛〉. 𝑐𝑠𝑖

𝑗𝑖’s 

invocation time depends on the cumulative response time of 𝑐𝑠1
𝑗1 through 𝑐𝑠𝑖−1

𝑗𝑖−1 plus the service 

invocation starting time provided in the composition request, 𝑅. 𝑠𝑡. Thus, the workload estimation 

for each concrete service should be as accurate as possible to avoid cumulative errors. 

In the second phase, we use ARIMA to predict the workload of each concrete service 𝑐𝑠𝑖
𝑗𝑖 

based on its historical workload 𝑐𝑠𝑖
𝑗𝑖 . 𝑡𝑖𝑙𝑜𝑔. Let 𝑐𝑠𝑖

𝑗𝑖 . 𝑝𝜆(𝑡) denote the predicted workload for 𝑐𝑠𝑖
𝑗𝑖 

at a future time 𝑡. The prediction of 𝑐𝑠𝑖
𝑗𝑖 . 𝑝𝜆 should be made for 𝑐𝑠𝑖

𝑗𝑖’s invocation time. Let 𝐼𝑇𝑖 

denote the service invocation time of 𝑐𝑠𝑖
𝑗𝑖 in the workflow 𝑐𝑤𝑓 for composition request 𝑅. We 

predict 𝑐𝑠𝑖
𝑗𝑖’s workload 𝑐𝑠𝑖

𝑗𝑖 . 𝑝𝜆(𝐼𝑇𝑖). Based on 𝑐𝑠𝑖
𝑗𝑖 . 𝑝𝜆(𝐼𝑇𝑖) and 𝑐𝑠𝑖

𝑗𝑖’s service rate 𝑐𝑠𝑖
𝑗𝑖 . 𝜇, we can 

compute 𝑐𝑠𝑖
𝑗𝑖’s predicted average response time 𝑐𝑠𝑖

𝑗𝑖 . 𝑝𝑟𝑡(𝐼𝑇𝑖) as follows: 

𝑐𝑠𝑖
𝑗𝑖 . 𝑝𝑟𝑡(𝐼𝑇𝑖) =  

1

𝑐𝑠
𝑖

𝑗𝑖 .𝜇−𝑐𝑠
𝑖

𝑗𝑖 .𝑝𝜆(𝐼𝑇𝑖)
, where 𝐼𝑇𝑖 = 𝑅. 𝑠𝑡 + ∑ 𝑐𝑠𝑥

𝑗𝑥 . 𝑝𝑟𝑡𝑖−1
𝑥=1 (𝐼𝑇𝑥)   (3) 
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With the new response time predication, now we can refine the candidate workflow timing 

behavior analysis given in Equation (2). We have the new predicted average response time for 

𝑐𝑤𝑓 as: 

𝑝𝑟𝑡(𝑐𝑤𝑓) = ∑ 𝑐𝑠𝑖
𝑗𝑖 . 𝑝𝑟𝑡(𝐼𝑇𝑖)

𝑛
𝑖=1 + ∑ 𝐿𝑎𝑡𝑒𝑛𝑐𝑦(𝑐𝑠𝑖

𝑗𝑖 , 𝑐𝑠𝑘
𝑗𝑘)𝑛

𝑖=1  (4) 

Again, we rank the candidate workflow 𝑐𝑤𝑓 based on its 𝑝𝑟𝑡(𝑐𝑤𝑓) as well as its other quality 

attributes. We build the top 𝐾’ candidate workflows with 

𝑝𝑟𝑡(𝑐𝑤𝑓) ≤ 𝑝𝑟𝑡(𝑤𝑓) and 𝐶𝐹𝑄(𝑞)𝑖=1
𝑛  𝑐𝑠𝑖

𝑗𝑖 . 𝑞𝑞 satisfies 𝑅. 𝑞𝑟𝑞 

4.4.3 Admission Control Consideration 

Service providers incorporate admission control to protect their servers from being overloaded 

and maintain the service quality within the committed level to satisfy customers’ requirements. 

When web services incorporate admission control, the broker would need to take it into 

consideration when selecting service compositions. At composition time, the Matchmaker requests 

the Workload & Admission Control Predictor to predict the workload for each composite service 

at the corresponding invocation time. If any service in the concrete composite workflow has a high 

chance of not getting admitted, the broker drops the corresponding composition candidates. 

Each web service pushes its admission control policy 𝑐𝑠. 𝑎𝑑𝑚 to its subscribing brokers. The 

admission control policy is defined by the tuple 〈𝑚𝑎𝑥𝑙𝑜𝑎𝑑, 𝑡ℎ𝐴𝑑𝑚〉, where 𝑐𝑠. 𝑚𝑎𝑥𝑙𝑜𝑎𝑑 specifies 

the server load capacity and 𝑐𝑠. 𝑡ℎ𝐴𝑑𝑚 is the threshold for admission to 𝑐𝑠, i.e., cs’s admission 

control algorithm will reject new requests when its load reaches 𝑐𝑠. 𝑡ℎ𝐴𝑑𝑚 × 𝑐𝑠. 𝑚𝑎𝑥𝐿𝑜𝑎𝑑. 
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To illustrate the process, when the broker validates a composite service 𝑐𝑠𝑖
𝑗
, it first calculates 

its estimated invocation time,  𝐼𝑇𝑖, as shown in Equation (3), and then the workload for the web 

service is predicted at time 𝐼𝑇𝑖, as 𝑐𝑠𝑖
𝑗𝑖 . 𝑝𝜆(𝐼𝑇𝑖).  

The Workload and Adm. Ctl. Predictor would perform the following validation: 

 If  𝑐𝑠𝑖
𝑗𝑖 . 𝑝𝜆(𝐼𝑇𝑖) <  ((𝑐𝑠𝑖

𝑗
. 𝑚𝑎𝑥𝑙𝑜𝑎𝑑 ∗ 𝑐𝑠𝑖

𝑗
. 𝑡ℎ𝐴𝑑𝑚)/100) => most probably 𝑐𝑠𝑖

𝑗
 would 

be able to handle the new request. 

 If  𝑐𝑠𝑖
𝑗𝑖 . 𝑝𝜆(𝐼𝑇𝑖) ≥  ((𝑐𝑠𝑖

𝑗
. 𝑚𝑎𝑥𝑙𝑜𝑎𝑑 ∗ 𝑐𝑠𝑖

𝑗
. 𝑡ℎ𝐴𝑑𝑚)/100) => most probably 𝑐𝑠𝑖

𝑗
 would 

not be able to handle the new request, therefore the broker drops any service composition candidate 

with this composite service. 

4.4.4 Service Execution 

In our approach, the second phase builds the top 𝐾’ service composition candidates and 

grounds the candidate with best predicted QoS. During service execution, the broker monitors the 

execution of each service in the composite workflow. If the execution at web service 𝑐𝑠𝑖
𝑗𝑖 

succeeded, the broker is notified, then the broker confirms the admission with the next composite 

service, 𝑐𝑠𝑖+1
𝑗𝑖+1; if admission request is granted, then the broker directs 𝑐𝑠𝑖

𝑗𝑖 to forward its output 

data to 𝑐𝑠𝑖+1
𝑗𝑖+1. If admission request is rejected, then the broker triggers the recomposition process 

using the top 𝐾’ candidates list and the service execution is resumed at the replacement of 𝑐𝑠𝑖+1
𝑗𝑖+1. 

4.5 Experiment Study 

In the experimental system, we setup a single broker and define 60 abstract services, each 𝑎𝑠𝑖 

has 𝑚𝑖 candidate concrete services, where 𝑚𝑖 is randomly generated in the range of [8,12]. A total 
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of 615 concrete web services have been created. Clients service requests are generated 

continuously to the system. The broker makes QoS based selection decisions to find the best 

service compositions that satisfy the clients’ requests. 

We compare the two-phase prediction based composition (TPC) approach proposed in this 

paper with a conventional composition (CC) solution. CC simply uses the current load of 𝑐𝑠, 

𝑐𝑠. 𝑚𝑟𝑡𝑖 maintained by the broker updated every 5 minutes, to derive the average response time 

of the cs and uses it to select the best composition decisions (only one phase). 

4.5.1 Web Service and Workflow Parameter Generation 

For each concrete service 𝑐𝑠, we generate 𝑐𝑠. 𝑎𝑣𝑔𝑟𝑡, 𝑐𝑠. 𝐿𝑜𝑐, and 𝑐𝑠. 𝑡𝑖𝑙𝑜𝑔. Each web service 

simulates an m/m/n queue with service rate generated randomly from two service time sets, [1,5] 

minutes and [5,10] minutes. All the web services that belong to the first half of the abstract services 

use the first service time range, and the second half use the second range. We repeated the 

experiments with another 3 different service time sets, [10,20] minutes and [15,25] minutes, 

[20,30] minutes and [25,35] minutes, and [30,50] minutes and [40,60] minutes. The location of a 

web service 𝑐𝑠, 𝑐𝑠. 𝐿𝑜𝑐, is generated by uniformly randomly selecting an earth coordinate. We use 

the workload generation method discussed in Section 4.5.2 to generate 𝑐𝑠. 𝑡𝑖𝑙𝑜𝑔. The workload for 

each concrete service 𝑐𝑠 is created offline, including its historical workload and the workload for 

the duration of the experiment. The same workload profile is used for both CC and TPC 

approaches. We also repeated the experiment with the sharper changing load and the noisy load 

using the last set of service time set. 



 

83 

In this paper, we consider that all service providers implement admission control, however, 

each may have different load capacity and threshold. The admission control in concrete service 𝑐𝑠 

keeps track of 𝑐𝑠. 𝑚𝑟𝑡𝑖 and if 𝑐𝑠. 𝑚𝑟𝑡𝑖. 𝑎𝑣𝑔𝑙𝑜𝑎𝑑 exceeds (𝑐𝑠. 𝑡ℎ𝐴𝑑𝑚 × 𝑐𝑠. 𝑚𝑎𝑥𝐿𝑜𝑎𝑑), 𝑐𝑠 rejects 

any new service requests until some existing requests complete their services. 𝑐𝑠. 𝑡ℎ𝐴𝑑𝑚 is 

configurable and is set to 85% in the experiments. 𝑐𝑠. 𝑚𝑎𝑥𝐿𝑜𝑎𝑑 and the number of servers for 

each web server are generated using the m/m/n queue model for each web service based on their 

corresponding average service time. 

Service requests are generated randomly using the Poisson process with an inter-arrival rate of 

500 requests per minute. For each service request 𝑅, the client generates the parameters for 𝑅. The 

workflow 𝑅. 𝑎𝑤𝑓 is generated randomly and sequentially selecting 𝑛 different abstract services to 

form the service chain. The experiment is repeated for the following values of the workflow size 

𝑛: 4, 6, 8, and 10. The timing requirement 𝑅. 𝑇𝑅 is generated by summing the average response 

times of the abstract services (average over the corresponding concrete services) together with an 

additional percentage of time. Specifically, we have  

𝑅. 𝑇𝑅 = ∑
∑ 𝑐𝑠𝑖

𝑗𝑖 . 𝑎𝑣𝑔𝑟𝑡
𝑚𝑖
𝑗=1

𝑚𝑖

𝑛

𝑖=1

∗ (1 + 𝑎𝑑𝑑𝑡) 

where 𝑐𝑠𝑖
𝑗𝑖 are the concrete services that match 𝑅. 𝑎𝑠𝑖 and 𝑎𝑑𝑑𝑡 is a percentage of the overall 

average of all the web services of the workflow and it is randomly generated in the range [0.3, 

0.6]. This will allow randomness in the time requirements and creates the cases where not 

finding a service composition that meets the requirements easy, hard, and not possible. If service 

composition execution takes longer than this value, the request will be marked as failed with 

QoS violation. 
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We also consider the communication latency when estimating the service request arrival time 

and the overall workflow response time. The communication latency is calculated as per Equation 

(1). A communication latency of 𝑥 time units is simulated by holding the message sending activity 

for 𝑥 time units. 

4.5.2 Workload Generation using Decompose 

In order to evaluate our two-phase approach, we need to simulate the composition activities 

and generate workloads for each of the concrete web services. To make the generated loads as 

close to real world workloads as possible, we first analyze the workloads of real servers and extract 

important parameters from them. 

 

Figure 16. Generated Workload 

We analyze the workload data extracted from real services provided in [52]. These workload 

data are decomposed using the decompose() function provided in R into the trend, seasonal, and 

irregular components. The parameters for the three components are analyzed and adjusted to 

generate new workloads for web services. Based on the workload analysis and generation scheme, 

we generate simulated workload.  Figure 16 shows   a sample workload we generated for the 

duration of a few weeks. It shows the weekly as well as daily seasonality. It also shows the lower 

workloads on weekends compared to those of weekdays. Figure 16 also zooms in to show a closer 
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look of the data over one day. It shows that the load started very low after midnight and started to 

climb in the morning to get the peak time and then started to go down again in the afternoon and 

evening time. 

4.5.3 Simulated Workflow Execution 

The broker processes a composition request 𝑅 and outputs the concrete workflow 𝑅. 𝑤𝑓. 

Assume that the abstract service in 𝑤𝑓, 𝑅. 𝑎𝑠1, 𝑅. 𝑎𝑠2, … , 𝑅. 𝑎𝑠𝑛, are grounded to 𝑐𝑠1
𝑗1, 𝑐𝑠2

𝑗2, …, 

𝑐𝑠𝑛
𝑗𝑛 .  We execute 𝑅 by sending a message to 𝑐𝑠1

𝑗1 at the workflow starting time 𝑅. 𝑠𝑡. If 𝑐𝑠1
𝑗1 is 

overloaded and its admission control mechanism decides to deny 𝑅, 𝑐𝑠1
𝑗1 immediately responds 

back that the invocation has failed. Otherwise, 𝑐𝑠1
𝑗1 computes the estimated expected response 

time 𝑒𝑟𝑡 for 𝑅 based on its current workload using m/m/n queuing theory, waits for 𝑒𝑟𝑡 time units, 

and then invokes 𝑐𝑠2
𝑗2  to continue the execution.  

During the execution of 𝑤𝑓, if at least one concrete web service has rejected 𝑅, then the broker 

will be notified. In this case if the request deadline is reached, the request is marked as failed, 

otherwise a re-composition is triggered for un-executed composite services. If the execution 

succeeds, then we record the event as successful together with the response time of executing 𝑤𝑓. 

In the experiments, we use a scale for the time so the real 1 minute is one testing hour, otherwise 

executing each experiment would take a very long time. The broker plays a central role to 

synchronize the time by setting the testing start time and broadcasting it to all nodes using a time 

synchronization message. 

Each simulated system runs for 10 weeks (in simulated time). We measure the request success 

rates and the response time of the composition and execution phases and compare CC and TPC 
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algorithms with different service time sets, workflow sizes, and with/without admission control. 

We repeat the test with different workload profiles and evaluate the impact of workload patterns 

on the approaches. 

4.6 Experimental Results 

Figure 17 shows the success rate for CC and TPC with different service time and workflow size 

settings. It shows clearly that TPC outperform the CC approach in all scenarios. With the first 

service time set (overall average of 5 min), TPC performs between 4.4% to 14.2% better than CC 

depending on the workflow size. When the workflow size increases, the advantage of TPC 

increases. Similarly, when the we used the higher service time set, TPC advantage becomes bigger. 

For example, when we use the last service time set (overall average 45 min), the TPC advantage 

over CC is between 10.2% and 34.9%. When we used the first service time set, CC performance 

is closer to TPC especially when using workflow size 4 since with CC approach the broker is 

receiving the current load for the web services every 5 min, so with service time 1, CC decision is 

better. CC performance declines when workflow size increases because now it needs to plan 

composition with longer time ahead. When planning for long time ahead, using work load 

prediction shows much better performance. 

For the experiments, we look closer to the prediction performance by looking into the number 

of times we had web service admission control rejecting the service request due to a bad decision 

by Workload and Adm. Ctl. (admission control) Predictor of the broker when building the service 

composition. Figure 17 also shows the broker decision performance for different experiment 

settings (e.g. workflow size, service time) for both CC and TPC approaches. 
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The graph shows a big advantage of using the TPC approach over the CC approach. Using the 

prediction based approach, the broker is able to make the right decision when building composition 

and the success rate is between 93% when workflow size is 4 and 83% when workflow size is 10 

when using the first service time set. When comparing this to CC performance using the same 

experiment setting, the broker was able to make the right decision between 82% and 62%. When 

using other service time sets, the TPC performance is almost the same with slight degradation. 

However, the CC performance degrades significantly. The significance of the broker making the 

right decision is not only to find a reliable service composition but also faster by eliminating the 

re-composition requirement possibility and therefore meeting the client’s deadline requirement. 

 

 
Figure 17. Success Rate and Broker Decision Performance 

To evaluate the admission control impact, we turned off admission control and repeated the 

experiment for different service time sets with workflow set to 6 in all cases and for both 
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approaches CC and TPC. Figure 18 shows the comparison for the same scenarios with admission 

control turned on. 

The graph shows the bad performance when web services don’t implement admission control. 

This is clearly due to the relatively very high response time by web services that are running high 

load and keep accepting new requests. This will cause the service request to miss the deadline set 

by the client when the request is initiated. 

The first workload profile we used for the experiment was the typical web service workload 

profile which is low during night and high during the day. We repeated the experiment with another 

two different workload profiles, one with sharper changes to the load, and the other with noisier 

workload. Figure 18 shows also the performance of the CC and TPC approaches using the three 

workload profiles. 

Both CC and TPC degrade significantly with noisy load. This is expected for TPC since 

prediction becomes less accurate with about 40% prediction errors. For the case of sharper 

workload changes, the prediction error is around 20%. Also, CC gets less advantage with the 5-

minute load information updates when the load is noisy or when the workload changes faster. 
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Figure 18. Admission Control Impact and Workload Type 

4.7 Conclusion 

We have proposed a service performance management framework which uses workload 

prediction to enable more accurate service time analysis in order to achieve better service 

composition with lower risk of execution time failures due to insufficient timing analysis. Though 

timing failures still may occur and continuous monitoring and dynamic recomposition are still 

incorporated in the framework, the experimental results show that the risk of incurring such timing 

failures is greatly reduced. 
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5.1 Introduction 

Service-oriented architecture (SOA) provides the capability for dynamic composition and easy 

reuse and, hence, has become a popular paradigm for software development in many application 

domains. Many of these application systems have real-time requirements. For example, many E-

commerce workflows, such as patient care in clinics, online trading, and stock transactions have 

soft real-time requirements. Also, SOA-based transportation control, command, and control 

systems, etc. require real-time responses. 

In real-time SOA systems, each request must be processed within specified timing constraints. 

To achieve the goal, it is necessary to perform timing analysis and select services properly such 

that the cumulative service times and communication latencies satisfy the specified timing 

requirements. To facilitate timing analysis and service selections, it is necessary to know the timing 

behaviors of individual services and the timing requirements of the system. It is also necessary to 

have some mechanisms to derive the timing behaviors of the composite system from the timing 

properties of its individual services in order to understand whether a set of selected services can 

achieve the specified timing goals. Thus, timing specification techniques and real-time analysis 

for service selection are the two major issues in real-time SOA. 

Timing-related specifications include the specification of timing properties of individual 

services, the composition specification (how the services are composed together), and the 

specification of timing requirements. Most of the works use OWL-S to describe the service 

compositions [53, 54]. OWL-S provides mechanisms, such as Choice and Sequence, to facilitate 

the specification of service composition. But it does not provide specific protocols for the 

specification of timing properties and requirements. For example, Choice can be used when there 
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are conditional branches in the service composition, but the probability with which a request will 

go along each of the branches cannot be specified. Also, in OWL-S, it is difficult to specify all the 

possible compositions (i.e., to explore different selections of candidate concrete services). 

Several XML-based schemas have been proposed in the literature to support the specification 

of QoS properties of individual services and system QoS requirements [55, 56, 57, 58, 59]. In [58], 

QoS properties are organized into a hierarchy with four QoS categories (runtime-related QoS, 

transaction support-related QoS, configuration management and cost-related QoS, and security-

related QoS) to facilitate the QoS specification. In [56], WSDL is extended with several tags, such 

as QoS dimension and QoS characteristic. The proposed extension gives WSDL the capability to 

specify the QoS properties of Web services. In [53], a hierarchical metric system which ismade up 

of many QoSItems is used to specify the QoS properties of Web services. However, these 

works focus on general QoS specifications and do not provide sufficient support for the 

specification of all the necessary timing-related information for timing analysis. 

There are also many existing works devoted to timing analysis. In [13, 16, 15, 17], service 

compositions are transformed to Layered Queuing Networks (LQN) to facilitate timing analysis 

of the composite services. Simulation techniques have also been used for timing analysis to achieve 

more accurate QoS prediction [60, 61]. All these techniques focus on predicting the performance 

of composite services, and do not specifically consider service selection and composition issues. 

On the other hand, some works that consider service selection based on timing requirements (or 

general QoS requirements) use very simple timing analysis techniques. For example, in [12, 11], 

simple aggregation functions such as summation and maximum are used for the composition of 

timing properties. These basic approaches may yield inaccurate analysis for timing prediction. 
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Composing services to satisfy the overall system timing requirements is an important topic. 

But none of the existing works have successfully addressed the critical issues. Some existing works 

consider service response time as a constant without specifying what it is (current, average, or 

guaranteed response time) and without considering how to obtain or maintain that constant value 

[12, 11]. Other works consider the service time as a distribution with an average arrival rate without 

considering a guaranteed response time (soft or hard) [13, 16, 15, 17]. These data cannot be used 

for the composition of real-time services, since there is no guarantee of the actual response time 

during execution. To meet specified real-time constraints, it is necessary for the involved web 

services to perform admission control. However, admission control alone does not provide a 

solution for service composition for real time assurance. Consider using the guaranteed response 

times of the services in the compositional timing analysis. Given a composition decision, some of 

the selected services may not be able to admit the load produced by the workflow. As can be seen 

from the discussion above, the timing analysis algorithm for service selection should take 

admission control into account at composition time. To the best of our knowledge, none of the 

existing works has considered admission control at the service composition time. 

Another issue that has not been considered carefully in existing works is the communication 

latency. Many of the timing analysis schemes do not consider communication latency at all or 

assume that the communication latencies among all involved services are known without carefully 

considering how to obtain and manage the information [12, 11, 13, 16, 15, 17]. Keeping track of 

communication latencies among various web services is not a simple matter. If we consider storing 

the communication latency between each pair of services, the storage space can be prohibitively 
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high. Thus, the communication latency estimation scheme for the timing analysis should be 

designed carefully. 

In this paper, we develop a comprehensive timing specification model and advanced 

composition techniques for real-time service-oriented systems. Our timing specification model 

provides the solutions to address the problems discussed above. Several timing-related factors 

including the service rates, response time, load of the services, and the communication latencies 

are incorporated into the timing specification model.  

Our service composition algorithm for real-time SOA takes admission control into account 

right at the composition decision time. We consider hard and soft response time guarantees. First, 

we use the guaranteed response times (hard or soft) of the concrete web services for timing 

estimation. Also, the composer contacts some promising candidate services to determine whether 

the workload can be admitted before finalizing the service selection and composition decisions. 

Thus, our approach eliminates the problem that the selected services may end up not being able to 

admit the additional workload imposed by the workflow. Also, some timing analysis algorithms 

may provide more accurate estimations, but may need more computation time. To balance the 

analysis accuracy and analysis time, we develop a three-phase composition real-time analysis 

approach. Since there may be many candidate compositions to be evaluated in the first phase of 

the analysis, a timing analysis algorithm with a moderate level of accuracy but highly efficient in 

time and resources is used. In this stage, many compositions may be eliminated due to violations 

of specified timing constraints. After eliminating unsatisfactory compositions, the selected 

candidate compositions are analyzed using a more accurate timing prediction algorithm in the 
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second phase. In the third phase, specific concrete services are selected, and admissions are 

performed to finalize the composition and service grounding. 

5.2 Abstract Services and Workflows 

We consider timing analysis for composing web services for a workflow. In a workflow, we 

assume that the requests are issued continuously with a known arrival rate. Some requests may 

have real time requirements. For example, a security building may use facial recognition 

techniques to detect unauthorized entry. This requires the image extraction, image processing, etc, 

services to provide accurate and real-time responses. To guarantee the satisfaction of timing 

requirements, the service time of the services and the communication latencies among services 

should be analyzed.  

We consider that a workflow is composed of a series of abstract services and these abstract 

services can be grounded to candidate concrete services. Our goal is to select the appropriate 

concrete services for grounding the abstract services in a workflow so that all the timing 

requirements of the workflow are satisfied. To achieve the goal, the workflow should be specified 

with necessary information to perform the timing analysis. First, the timing requirements of the 

workflow should be specified. Since the timing behavior of the workflow need to be derived from 

the timing properties of the concrete services, the timing properties of the candidate concrete 

services should also be specified.  

We discuss the concept of abstract services in Section 5.2.2. In Section 5.2.3, the workflow 

specification based on abstract services is presented. In Section 5.2.4, the timing requirements 

specification for the workflow is proposed. And the timing properties specification of web services 

is presented in Section 5.2.5. 
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5.2.1 Abstract Services 

In OWL-S, each concrete web service is defined by three part information, i.e., profile, process, 

and grounding. All three parts are connected together by the service ontology. The OWL-S profile 

describes the semantic properties and capabilities of a service, generally including the inputs, 

outputs, preconditions and effects (IOPE). The process part describes the service composition 

logic. The grounding part provides detailed invocation access information, including physical 

binding information for runtime invocation and the link to the WSDL (Web Service Definition 

Language) of the web service.  

Currently, OWL-S mainly focuses on the definition of concrete web services. A system is 

described as an OWL-S service. The OWL-S service is mapped either to one physical concrete 

web service or to a fixed composition of a set of physical concrete web services, or another high 

level OWL-S service. It is difficult, in existing models, to specify an “abstract service”. Dong et 

al [Don06] describe the abstract services by incorporating the concept of “Instance Pool”. They 

extend the current OWL-S model with an additional part, the Instance pool, as shown in Figure 

19. The Instance pool of each abstract service describes the concrete services that it can be 

grounded to.  

Process

Profile

Grounding

Instance Pool

OWL-S 

 

Figure 19. The Extended OWL-S with “Instance Pool” 
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In this paper, the extended OWL-S is used for the service composition specification and is 

extended to support timing related specifications. 

5.2.2 Workflow Specification based on Abstract Services 

A composed system (workflow) can be described as an abstract service (we call it the workflow 

abstract service). Its composition, including all abstract services in the workflow, is specified in 

the Process part. Abstract services in the workflow may be connected.  

In a workflow, services may be connected sequentially or there may be conditional flows. A 

web service ws1 may invoke another web service ws2 for some requests, but may invoke web 

service ws3 for some other requests. For example, the gateway service in a travel reservation 

workflow may invoke a hotel related web service for hotel reservation requests, and may invoke a 

rental car related web service for car rental requests.  In OWL-S, service composition can be 

specified using various control constructs, including Sequence, Choice, etc. Sequence specifies 

sequentially connected web services. Choice is used to specify conditional branches. All these 

control constructs are the subclasses of the class “ControlConstruct” in OWL-S. 

A workflow may start from one or multiple services (starting services). If a workflow has 

multiple starting services, then the construct connecting these starting services is Choice. 

Otherwise, the construct links to the starting service is Sequence. Workflow paths are needed in 

timing related specifications and for timing analysis. To find all paths in a workflow, we can 

traverse from the starting services in the workflow. 

The rates that the requests flow along each path in a workflow can impact the workload of the 

services on the path and, subsequently, impact the timing properties of the workflow. Thus, it is 

necessary to specify the arrival rate of requests in the workflow. First, the arrival rate at each entry 
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node of the workflow should be specified. Second, when there is a conditional branch, the rates 

that the workflow goes to each of the branches should also be specified. However, OWL-S does 

not support the workflow rate and repetition specifications. To support such specifications, the 

class “ControlConstruct” needs to be extended. To provide a general model for the specification 

of various information related to the control constructs, we define an additional class “Property” 

which has two data properties, i.e., “nameOfProperty” and “valueOfProperty”. Also an object 

property named “property” is added to the class “ControlConstruct” and connected to the class 

“Property”. The extended class is shown in Figure 20. To specify the rates of the workflow for a 

construct, the “nameOfProperty” of the control construct is set to “rate” and the “valueOfProperty” 

gives the flow rate.  

 

Figure 20. The Extended Class ControlConstruct in Process Part of the OWL-S 

To illustrate how to apply the extended OWL-S to specify the flow rates, an example workflow 

is shown in Figure 21. In this example, the workflow starts from abstract service as1, with the 

arrival rate at 2 requests per millisecond. Then as1 flows to as2, and then flows to two branches, 

30% of the flow goes to as3 and 70% of the flow goes to as4.  
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as3  

 

30% 

70% 
 = 2/ms 

 

Figure 21. An Example Workflow 

The extended OWL-S specification for the example workflow is shown in Figure 22. First, the 

workflow is specified as a sequence starting at as1 and then to as2. The rates of the flow along the 

abstract service as1 and as2 are specified with the control construct Sequence as illustrated. The 

abstract service as3 and abstract service as4 are on the branches of the flow, so Choice is used to 

specify the composition of as3 and as4. Since as3 is on the branch with 30% probability, the rate 

of the flow along as3 is 0.3 * 2 = 0.6 request per millisecond. Similarly, the rate of the flow along 

as4 is specified as 0.7 * 2 = 1.4 requests per millisecond. Since the workflow only has one starting 

service as1, all the paths in the workflow can be obtained by traversing the tree rooted at as1. In 

this workflow, there are two paths, as1 → as2 → as3 and as1 → as2 → as4. 
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<process:CompositeProcess> 

… 

 <process:Sequence rdf:ID="Sequence1"> 

    … 

    <list:first> 

   … 

 <process:process rdf:resource="#as1"/> 

 <process:Property rdf:ID=”Property1”> 

    <Property:nameofProperty rdf:ID="rate"/> 

    <Property:valueofProperty rdf:ID="2"/> 

   <process:Property/> 

 <Sequence:property rdf:resource=”Property1”/> 

 … 

   </list:first> 

    <list:rest> 

   … 

 <process:process rdf:resource="#as2"/> 

 <process:Property rdf:ID=”Property2”> 

    <Property:nameofProperty rdf:ID="rate"/> 

    <Property:valueofProperty rdf:ID="2"/> 

 <process:Property/> 

 <Sequence:property rdf:resource=”Property2”/> 

… 

    <process:Choice rdf:ID="Choice1"> 

 … 

 <list:first> 

… 

<process:process rdf:resource="#as3"/> 

<process:Property rdf:ID=”Property3”> 

   <Property:nameofProperty rdf:ID="rate"/> 

   <Property:valueofProperty rdf:ID="0.6"/> 

   <process:Property/> 

<Choice:property rdf:resource=”Property3”/> 

… 

 </list:first> 

 <list:rest> 

   … 

<process:process rdf:resource="#as4"/> 

<process:Property rdf:ID=”Property4”> 

   <Property:nameofProperty rdf:ID="rate"/> 

   <Property:valueofProperty rdf:ID="1.4"/> 

   <process:Property/> 

<Choice:property rdf:resource=”Property4”/> 

… 

 </list:rest> 

   </process:Choice> 

   … 

</process:Sequence> 

 … 

</process:CompositeProcess>  

Figure 22. A Snippet of the Example Workflow Specified in the Extended OWL-S 
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5.2.3 Timing Requirements Specification for the Workflow 

We consider that a workflow processes recurring requests. Different types of requests may go 

along different invocation paths. Thus, the timing requirements of the workflow should be 

specified for each path in the workflow.  

We define an additional class “TimingRequirements” in the Profile part of an abstract service. 

An object property named “timingRequirements” is added to the class “TimingRequirements” and 

connected to the class “Profile”. The additional class is shown in Figure 23. The timing 

requirements of the workflow can be specified in the TimingRequirements class of the workflow 

abstract service.  

 

Figure 23. The Additional Class TimingRequirements in Profile Part of the OWL-S 

An XML schema is proposed and embedded in class “TimingRequirements” as shown in 

Figure 24 for the timing requirements for each invocation path in a workflow. The tag 

“TimingRequirement” is further extended to two subtags: “InvocationPath” and 

“ResponseTimeRequirement”. The tag “InvocationPath” specifies the request invocation path by 

listing the web services along the path. The tag “ResponseTimeRequirement” specifies the 

response time requirement of the invocation path. 
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<?xml version="1.0" encoding="UTF-8"?> 

<xs:schema xmlns:xs="http://www.w3.org/2001/XMLSchema"> 

 <xs:element name="TimingRequirementsOfWorkflow"> 

  <xs:complexType> 

   <xs:sequence> 

    <xs:element name="TimingRequirement" maxOccurs="unbounded"> 

     <xs:complexType> 

      <xs:sequence> 

       <xs:element name="InvocationPath" type="xs:string"/> 

       <xs:element name="ResponseTimeRequirement" type="xs:string"/> 

      </xs:sequence> 

     </xs:complexType> 

    </xs:element> 

   </xs:sequence> 

  </xs:complexType> 

 </xs:element> 

</xs:schema>  

Figure 24. The XML Schema for Timing Requirements of the Workflow. 

An example of the timing requirements specification of the workflow discussed in Section 

5.2.2 is shown in Figure 25. The response time requirement for the invocation path 

“𝑎𝑠1→ 𝑎𝑠2→ 𝑎𝑠3” is 20 milliseconds, and for the invocation path “𝑎𝑠1→ 𝑎𝑠2→ 𝑎𝑠4” is 10 

milliseconds. 

<?xml version="1.0" encoding="UTF-8"?> 

<TimingRequirementsOfWorkflow> 

  <TimingRequirement> 

    <InvocationPath> 𝑎𝑠1→ 𝑎𝑠2→ 𝑎𝑠3</InvocationPath> 

    <ResponseTimeRequirement> 20 ms </ResponseTimeRequirement> 

  </TimingRequirement> 

  <TimingRequirement> 

    <InvocationPath> 𝑎𝑠1→ 𝑎𝑠2→ 𝑎𝑠4</InvocationPath> 

    <ResponseTimeRequirement> 10 ms </ResponseTimeRequirement> 

  </TimingRequirement> 

</TimingRequirementsOfWorkflow>  

Figure 25. An Example of the Timing Requirements of the Workflow 

5.2.4 Timing Properties Specification of the Web Services 

Each concrete web service has certain service latency for processing an incoming request. 

Since we apply admission control on web services, each service can provide a guaranteed or 

probabilistically guaranteed response time which needs to be specified. Also, to facilitate the 
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estimation of communication latencies among the web services using the geographical distances, 

the geographical coordinates for each web service also need to be specified.  

As discussed in Section 5.2.1, a concrete web service can also be described using the extended 

OWL-S in our model. To specify the timing properties of the concrete web services, a 

“ServiceTimingProperty” class is added in the extended OWL-S. An object property named 

“serviceTimingProperty” is also added to connect the class “ServiceTimingProperty” with the 

class “Profile”. The new class is shown in Figure 26.  

 

Figure 26. Class ServiceTimingProperty in Profile Part of the Extended OWL-S 

An XML schema is proposed to specify the timing property of the concrete web services and 

it is embedded in the class “ServiceTimingProperty” as shown in Figure 27. 
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<?xml version="1.0" encoding="UTF-8"?> 

<xs:schema xmlns:xs="http://www.w3.org/2001/XMLSchema"> 

 <xs:element name="WebService"> 

  <xs:complexType> 

   <xs:sequence> 

    <xs:element name="Name" type="xs:string"/> 

    <xs:element name="GuaranteedResponeTime" type="xs:string"/> 

    <xs:element name="TimeGuaranteeWithProbability" type="xs:string"/> 

    <xs:element name="CoordinateX" type="xs:string"/> 

<xs:element name="CoordinateY" type="xs:string"/> 

<xs:element name="RequestMessageSize" type="xs:string"/> 

<xs:element name="ResponseMessageSize" type="xs:string"/> 

   </xs:sequence> 

  </xs:complexType> 

 </xs:element>  

Figure 27. The XML Schema for Web Service Timing Properties Specification 

Since the web services are different, the tag “Name” is used to identify the web services. To 

specify the guaranteed response time of the web service, the tag “GuaranteedResponseTime” is 

used in the proposed XML schema. If the response time guarantee is probabilistic, then the tag 

“ProbabilityOfTimeGuaranteed” is used to specify the probability that the specified response time 

is guaranteed. Similarly, the tags “Latitude” and “Longitude” are used to specify the geographical 

coordinates of the web service which will be used to estimate communication latency. The tags 

“RequestMessageSize” and “ResponseMessageSize” are used to specify the average request and 

response message sizes of the service.  

An example of the timing properties of the web service is shown in Figure 28. As can be seen, 

the web service “𝑤𝑠3” provides the guaranteed response time of 5 milliseconds. Its geographical 

coordinates are 39.3 N and 76.6 W. The average request message size and response message size 

are 10 bytes and 5 bytes, respectively. 
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<?xml version="1.0" encoding="UTF-8"?> 

<WebService> 

  <Name> 𝑤𝑠3  </Name> 

  <GuaranteedResponeTime> 5 ms </GuaranteedResponeTime> 

  <Latitude> 39.3 N </Latitude> 

  <Longitude> 76.6 W</Longitude> 

  <RequestMessageSize > 10 bytes </RequestMessageSize > 

  <ResponseMessageSize > 5 bytes </ResponseMessageSize > 

</WebService>  

Figure 28. An Example of the Timing Properties Specification of the Web Service 

5.2.5 The Overview Specification Process  

Generally, concrete web services are published in the UDDI registry. The timing property 

specifications of the concrete web services are stored in the UDDI registry with the web services. 

The specification uses the extended class “ServiceTimingProperty”, which is in the Profile part of 

the extended OWL-S (Figure 26).  

To compose a workflow, a designer can specify the workflow as an abstract service. Then, 

how the abstract service is composed and the timing requirements for the workflow should be 

given. The timing requirement specification is associated with the abstract service. The class 

“TimingRequirements”, which is in the Profile part of the extended OWL-S (Figure 23), is used 

for the requirement specification. To specify the workflow composition, the class “Property” for 

each “ControlConstruct” in the Process part of the extended OWL-S needs to be specified (Figure 

20). The abstract service can be decomposed recursively. The abstract services in the lowest level 

of decomposition are to be grounded to concrete services. To facilitate the analysis and 

composition decision making, the instance pool of these abstract services should be filled. For each 

abstract service, the designer should query the UDDI registry or use advanced service discovery 

techniques to identify the matching concrete services and specify them in the “Instance pool” of 
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the abstract service (Figure 19). The timing properties of these concrete services are also copied 

and associated with the specifications of the concrete web services in the instance pool. 

5.3 Admission Control Algorithm 

Admission control is a necessary component in real-time web services. It controls the load on 

the servers and, consequently, guarantees the bounded service latency. There have been some 

research works on admission control for web services. In [62], Liu, et al proposed a queuing model 

based adaptive control approach for the admission control of the incoming requests. The proposed 

approach ensures that the desired response time can be met for the multi-tiered web applications. 

The admitted probability of the incoming requests is calculated according to the effective arrival 

rate of the requests. In [63], Erradi, et al proposed a service differentiation middleware named WS-

DiffServ based on prioritization. The incoming requests to the service are categorized into several 

predefined priorities. Then the admission control is used to control the throughput and response 

time of the services through selecting different scheduling mechanisms according to the priorities. 

Existing approaches consider fixed service execution time, either a single fixed execution time 

for all the requests to the service, or several fixed execution times for several classes of requests. 

For services that satisfy these assumptions, the corresponding mechanisms can be used for 

admission control. But in many realistic web services, operations such as database search or 

accessing files of different sizes do not have fixed execution times. Worst case execution time may 

be too extreme to represent the normal execution time of some of these services. For some services, 

exponential service time can better model their timing behavior. These services cannot provide a 

hard response time guarantee and are not suitable for hard real time systems. However, many real-

time applications that involve this type of services have soft real time requirements. Thus, in this 
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paper, we consider a probabilistic admission control algorithm for this type of services when used 

in systems with soft real time requirements. 

For simplicity, we use an M/M/1 queuing model and exponential distribution with service rate 

µ  to model the service execution time. Given the request arrival rate, , the web service response 

time has the following density function: 

𝑓𝑅(𝑟) = {
(𝜇 –  𝜆)𝑒−(𝜇−𝜆)𝑟   𝑟 ≥  0

0,                       𝑟 <  0
         (1) 

In this queuing model, the response time is a probability distribution. Thus, we consider 

assurance of bounded response time with probability P(r), where P(r) is the probability that the 

response time is less than or equal to r. By taking the integral from 0 to r on (1), we get the 

following: 

𝑃(𝑟) = ∫ (𝜇 − 𝜆)𝑒−(𝜇−𝜆)𝑟  𝑑𝑟
𝑟

0
 = 1 − 𝑒−(𝜇−𝜆)𝑟   (2) 

Then from (2) we can calculate the maximum arrival rate (the threshold arrival rate), 𝜆𝑡ℎ, that 

can be accepted by the web service such that the response time is kept under r, with a given 

probability P(r). 

𝜆𝑡ℎ ≤  
1

𝑟
 𝑙𝑛(

1 − 𝑃(𝑟)

𝑒−𝜇𝑟
)         (3) 

The task of the admission control is to make sure that the arrival rate at the web service does 

not exceed the arrival rate threshold 𝑡ℎ. The admission control algorithm is, thus, as shown in 

Figure 29. 
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Input:   The additional arrival rate 𝑎𝑑  as provided by the client 

             The threshold arrival rate 𝑡ℎ  

             The current load, 𝑐𝑢𝑟  

Output: Accepted or rejected 

 

Algorithm:  

1.  Calculate the total arrival rate 𝑡𝑜𝑡𝑎𝑙 = 𝑎𝑑 + 𝑐𝑢𝑟   

2.  If 𝑡𝑜𝑡𝑎𝑙 < 𝑡ℎ  then  

3.      return accepted (the additional load can be admitted) 

4.  else return rejected (the additional load cannot be accepted) 

5.  Endif  

Figure 29. The Admission Control Algorithm 

When specifying the timing properties of a service using a probabilistic admission control 

algorithm, it is necessary to provide the service time bound r as well as the probability that the 

service time is at most r, P(r) in the UDDI. 

5.4 Three-Phase Timing Analysis and Assurance 

When considering real-time applications, each request in a workflow must be processed within 

a designated time as per the requirements of the application systems. The request processing time 

at each of the physical web services (response time) contributes directly to the overall latency. 

Also, the physical web services in a workflow may be geographically scattered and, therefore, the 

communication among them contributes to the overall latency as well. Thus, it is necessary to 

analyze the response times of individual web services and their geographical locations when 

selecting physical services for grounding the abstract services in a workflow to satisfy the real time 

requirements. 

Due to the use of admission control mechanisms to bound service latency, it is necessary to 

consider the admission control component right at the composition time. In this section, we discuss 

our timing analysis solution that takes admission control into account for selections of concrete 
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services to compose a workflow. Also, we consider a three-phase timing analysis technique to 

balance the tradeoffs between analysis efficiency and accuracy. In the first phase, the service 

selection space is large, so, we use a less accurate but more efficient method to select the top 𝐾 

candidate compositions that can satisfy the real time requirements. In the second phase, we actually 

contact the web services involved in the top candidate compositions to make sure that the load 

from the workflow can be admitted and to obtain the actual communication latency. Based on the 

new information, some of the candidate compositions may be dropped and the remaining 

candidates form a candidate pool. The candidate compositions in the pool are ranked and passed 

to the third phase. In the third phase, the best candidate is chosen and we contact the services in 

this composition to obtain admissions. In case some selected web services can no longer grant the 

admission at this time, the next candidate in the ranked candidate pool is chosen to continue the 

process. 

In the following subsections, the three timing analysis phases are discussed in detail. Though 

we have discussed an admission control algorithm in Section 5.3, the web services in a workflow 

can use different admission control algorithms according to individual service characteristics. The 

three-phase timing analysis scheme discussed in this section can be applied for service composition 

irrespective of the admission control algorithms in use. 

5.4.1 First Phase Analysis 

The first phase identifies the top K compositions (denoted as top(K)) that satisfy the real time 

constraints. It takes workflow specification, timing properties specification, and timing 

requirements specification as input. From the workflow specification, we can obtain the set of the 
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abstract services and the set of the edges connecting these abstract services. Let 𝐴𝑆 =

{𝑎𝑠1, 𝑎𝑠2, … , 𝑎𝑠𝑚} denote the set of the abstract services in the workflow. Let 𝐶𝑂𝑁𝑁 =

{(𝑎𝑠𝑖, 𝑎𝑠𝑗 , 𝑐𝑜𝑛𝑛)| 𝑎𝑠𝑖 connects to 𝑎𝑠𝑗 in the workflow} denote the set of the edges where 𝑐𝑜𝑛𝑛 

is the edge type between the abstract services, which can be Sequence or Choice. As discussed in 

Section 5.2.2, all the possible paths in the workflow can be obtained through traversing the 

workflow. Let 𝑝𝑖 = {𝑎𝑠𝑥𝑖,1
→ 𝑎𝑠𝑥𝑖,2

…→ 𝑎𝑠𝑥𝑖,𝑛𝑖
} denote the 𝑖𝑡ℎ path in the workflow, where 𝑎𝑠𝑥𝑖,1

 

is the first abstract service in the ith path, 𝑛𝑖 is the number of the abstract services in 𝑝𝑖 

and 1 ≤ 𝑥𝑖,𝑗 ≤ 𝑚. The timing requirement specification gives the real time requirements for each 

path. Let 𝑅𝑇𝑖 denote the real time requirements. As discussed in Section 5.2.2, some concrete web 

services that can be used for grounding an abstract service are specified by the instance pool of the 

abstract services in the workflow specification. Let 

𝑎𝑠𝑖. 𝑊𝑆 = {𝑎𝑠𝑖. 𝑤𝑠1, 𝑎𝑠𝑖. 𝑤𝑠2 … , 𝑎𝑠𝑖. 𝑤𝑠𝑙𝑖
}, 1 ≤ 𝑖 ≤ 𝑚, denote the set of the concrete web services 

for 𝑎𝑠𝑖, and 𝑙𝑖 is the number of the concrete web services in  𝑎𝑠𝑖. 𝑊𝑆. The guaranteed or 

probabilistically guaranteed response time 𝐺𝑢𝑎𝑟𝑎𝑛𝑡𝑒𝑒𝑑𝑅𝑒𝑠𝑝𝑜𝑛𝑠𝑒𝑇𝑖𝑚𝑒(𝑎𝑠𝑖. 𝑤𝑠𝑗) and the 

coordinates 𝐿𝑎𝑡𝑖𝑡𝑢𝑑𝑒(𝑎𝑠𝑖. 𝑤𝑠𝑗), 𝐿𝑜𝑛𝑔𝑖𝑡𝑢𝑑𝑒(𝑎𝑠𝑖. 𝑤𝑠𝑗) of the concrete web service 𝑎𝑠𝑖. 𝑤𝑠𝑗  can be 

obtained from the timing specification of the concrete web service 𝑎𝑠𝑖. 𝑤𝑠𝑗 (note that the timing 

specification is stored in the UDDI registry).  

The abstract services in the workflow can be grounded to different sets of concrete web 

services and result in different compositions. Let 𝐶 = {𝑐1, 𝑐2 … } denote the set of all possible 

compositions. Let 𝑠𝑒𝑙(𝑖, 𝑗) denote the selection of the concrete web service for 𝑎𝑠𝑖 from 𝑎𝑠𝑖’s 
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concrete web services instance pool in the 𝑗𝑡ℎ composition. We have 𝑐𝑖 =

{𝑎𝑠1. 𝑤𝑠𝑠𝑒𝑙(1,𝑖), 𝑎𝑠2. 𝑤𝑠𝑠𝑒𝑙(2,𝑖), … , 𝑎𝑠𝑚. 𝑤𝑠𝑠𝑒𝑙(𝑚,𝑖)}.  

Figure 30 shows the algorithm for identifying the top K compositions for a workflow. The goal 

of the algorithm is to select the top K compositions that best satisfy the timing requirements of the 

workflow. Since there may be multiple paths in a workflow, composition may result in better 

timing in some paths but worse in other paths when compared with other compositions. To rank 

the compositions, we use a fitness function to summarize the timeliness of the paths for a 

composition. For a given composition, the fitness value is defined as the sum of the normalized 

differences between the estimated total processing times and timing requirements for the paths. 

Let  𝑡𝑖,𝑗 be the estimated total time for processing a request that flows along a path 𝑝𝑗for 

composition 𝑐𝑖. Let 𝑓𝑖𝑡𝑖 =  ∑
(𝑅𝑇𝑗−  𝑡𝑖,𝑗)

𝑅𝑇𝑗
𝑗  be the fitness value of the composition 𝑐𝑖. For each 

candidate composition, every path in the workflow needs to be examined to obtain its estimated 

total processing time. The estimated processing time is the sum of the guaranteed or 

probabilistically guaranteed service times of the selected concrete web services and 

communication latencies between them, which are computed in lines 5 through 8. (Note that the 

estimation of communication latency will be discussed in detail a little later). If the timing 

requirement of the current path can be satisfied, after considering a margin of error , then the 

examination continues. Otherwise, this candidate composition is not qualified and is rejected. At 

the end of the execution of the algorithm, the top K compositions are identified and returned after 

exploring all the possible compositions of the workflow. Let 𝑡𝑜𝑝(𝐾) =
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((𝑐𝑥1
, 𝑓𝑖𝑡𝑥1

), (𝑐𝑥2
, 𝑓𝑖𝑡𝑥2

), … , (𝑐𝑥𝐾
, 𝑓𝑖𝑡𝑥𝐾

)) denote the list of the top K compositions ranked in the 

order of their fitness values. 

Input: Workflow specification, 

Timing properties specification of the concrete web services, 

Timing requirements specification of the workflow 

 

Output: top(K) set of K compositions  

 

Algorithm: 

1. Initialize top(K) to K pseudo compositions, 𝑡𝑜𝑝(𝐾) = ((−1, −), (−1, −), … )  

2. Loop through all compositions 𝑐𝑖 , for all 𝑖 
3.     Loop through all paths 𝑝𝑗 , for all 𝑗 

4.         𝑡𝑖 ,𝑗  = 0 

5.         Loop through all services 𝑎𝑠𝑥𝑗 ,𝑞
. 𝑤𝑠𝑠𝑒𝑙 (𝑥𝑗 ,𝑞 ,𝑖) in 𝑝𝑗 , for all 𝑞 

6.               𝑡𝑖 ,𝑗  += 𝐺𝑢𝑎𝑟𝑎𝑛𝑡𝑒𝑒𝑑𝑅𝑒𝑠𝑝𝑜𝑛𝑠𝑒𝑇𝑖𝑚𝑒(𝑎𝑠𝑥𝑗 ,𝑞
. 𝑤𝑠𝑠𝑒𝑙 (𝑥𝑗 ,𝑞 ,𝑖))  

7.               𝑡𝑖 ,𝑗  += the communication latency 𝐿𝑎𝑡𝑒𝑛𝑐𝑦𝑎𝑠𝑥𝑗 ,𝑞
.𝑤𝑠

𝑠𝑒𝑙 (𝑥𝑗 ,𝑞 ,𝑖)
 ,𝑎𝑠𝑥𝑗 ,𝑞+1

.𝑤𝑠
𝑠𝑒𝑙 (𝑥𝑗 ,𝑞+1,𝑖)

  

8.          End-Loop 

9.          If (𝑡𝑖 ,𝑗 ≤ 𝑅𝑇𝑗 + ) then 𝑓𝑖𝑡𝑖+=
(𝑅𝑇𝑗 −𝑡𝑖 ,𝑗 )

𝑅𝑇𝑗
 

10.          else drop the current composition and go to 2  

11.          End-If 

12.     End-Loop 

13.     If (𝑓𝑖𝑡𝑖  is larger than the worst in the top(K)) then 

14.          remove (𝑐𝑥1
, 𝑓𝑖𝑡𝑥1

) and insert (𝑐𝑖 , 𝑓𝑖𝑡𝑖)  

15.      End-If 

16. End-Loop 

17. Return top(K)  

Figure 30. The Algorithm for Identifying the Top K Compositions for the Workflow 

The algorithm in Figure 30 requires  the communication latency 𝐿𝑎𝑡𝑒𝑛𝑐𝑦𝑎𝑠𝑖.𝑤𝑠𝑗, 𝑎𝑠𝑞.𝑤𝑠𝑟 between 

communicating services 𝑎𝑠𝑖. 𝑤𝑠𝑗  and 𝑎𝑠𝑞 . 𝑤𝑠𝑟. As discussed earlier, maintaining the 

communication latency for every pair of services is too costly. Instead, we use the distance between 

two web services to estimate the communication latency. Though the prediction may not be 

accurate, it offers an efficient way to filter out the large number of undesired choices in the first 

phase. As discussed in Section 5.2.4, the geographical coordinates of the services are specified in 
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the Web Service Timing Properties Specifications, and they can be used to compute the distances 

between services. 

Experimental studies have been conducted to derive the correlation between geographical 

distance and communication latency [50] [51]. In the experiments, 380 pairs of nodes that are 

geographically scattered at different locations are selected and the communication latencies 

between them are collected using ping operations.  The correlation between distance and ping 

latency is fitted to a function, which is given in the following: 

 𝑃𝑖𝑛𝑔𝐿𝑎𝑡𝑒𝑛𝑐𝑦𝑎𝑠𝑖.𝑤𝑠𝑗,𝑎𝑠𝑞.𝑤𝑠𝑟
= 0.4 + 0.3 × 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒𝑎𝑠𝑖.𝑤𝑠𝑗,𝑎𝑠𝑞.𝑤𝑠𝑟

0.735  (1) 

Here 𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒𝑎𝑠𝑖.𝑤𝑠𝑗,𝑎𝑠𝑞.𝑤𝑠𝑟
 is the geographical distance between  𝑎𝑠𝑖. 𝑤𝑠𝑗  and 𝑎𝑠𝑞 . 𝑤𝑠𝑟. 

In [50], a similar experiment has been conducted to obtain the correlation between communication 

latencies and message sizes. A total of 16 communication pairs have been chosen to measure the 

communication latency for different message sizes. The correlation function obtained is given as 

follows: 

𝐿𝑎𝑡𝑒𝑛𝑐𝑦𝑎𝑠𝑖.𝑤𝑠𝑗,𝑎𝑠𝑞.𝑤𝑠𝑟
= 0.02 × 𝑠𝑖𝑧𝑒0.51 × 𝑃𝑖𝑛𝑔𝐿𝑎𝑡𝑒𝑛𝑐𝑦𝑎𝑠𝑖.𝑤𝑠𝑗,𝑎𝑠𝑞.𝑤𝑠𝑟

+

 𝑃𝑖𝑛𝑔𝐿𝑎𝑡𝑒𝑛𝑐𝑦𝑎𝑠𝑖.𝑤𝑠𝑗,𝑎𝑠𝑞.𝑤𝑠𝑟
             (2) 

Based on (1) and (2), we can estimate 𝐿𝑎𝑡𝑒𝑛𝑐𝑦𝑎𝑠𝑖.𝑤𝑠𝑗, 𝑎𝑠𝑞.𝑤𝑠𝑟 between communicating services 

𝑎𝑠𝑖. 𝑤𝑠𝑗  and 𝑎𝑠𝑞 . 𝑤𝑠𝑟.  

Note that for top(K) selection, heuristic algorithm such as genetic algorithms [64] and other 

existing approaches can be used. 
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5.4.2 Second Phase Analysis 

The first phase generates the top(K) set based on the static information of each web service 

stored in the UDDI registry. However, some of those web services may be already overloaded and 

will not be able to admit the additional load imposed by the new service request. Also, the 

communication latency estimation in the first phase may not be accurate and more realistic data 

should be obtained. Thus, in the second phase, we contact the involved web services to check if 

they can admit the additional load and to obtain the actual communication latencies among the 

web services that need to communicate.   

To check whether a concrete web service can admit an additional load, the load information 

should be known. Note that the workload for different concrete web services of the same abstract 

service is the same and it can be obtained from the workflow. Thus, the computation can be done 

before starting the three phase analysis. Let asi.Load denote the load generated from the workflow 

to asi. In Section 5.2.2, we discussed the workflow specification mechanism. The percentage of 

requests flowing from one service to the next services is captured in the workflow specification. 

Thus, asi.Load for all asi in AS can be computed easily based on this information. The computation 

is illustrated in the example workflow given in Figure 31. 
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Figure 31. An Example System 

The example system is composed of four abstract services S1, S2, S3 and S4. There are several 

candidate web services in the instance pool of each abstract service, such as abstract services S1 

has two candidate web services: ws1_1 and ws1_2. In a system composition, web services ws1_1, 

ws2_1, ws3_2 and ws4_1 are selected to instantiate the abstract services S1, S2, S3 and S4. Assume that 

the current arrival rates at web service ws1_1, ws2_1, ws3_2 and ws4_1 are 1, 0.5, 0, and 1.2, 

respectively. In the new composition, the request arrival rate is  = 0.2 to ws1_1 (external web 

service). 60% of the requests need to further invoke ws2_1 resulting in an additional load with 

arrival rate 0.12, 10% further invoke ws4_1 resulting in an additional load with arrival rate 0.02, 

and 30% does not require additional services. From ws2_1, an average of 80% requests further 

invokes ws3_2 resulting in an additional load with arrival rate 0.096. Thus, this new composition, 

if grounded, results in new arrival rates 1.2, 0.62, 0.496, and 1.22 at ws1_1, ws2_1, ws3_2 and ws4_1, 

respectively. The system should check with the services ws1_1, ws2_1, ws3_2 and ws4_1 to see whether 

the new workloads can be accepted by them. 
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Communication latency estimated in the first phase may not be accurate. In the second phase, 

a more accurate communication latency is obtained from the web services. Each web service 

maintains the historical communication latencies to other web services with which it had 

interacted. When a web service, ws, is requested to provide the communication latency with 

another web service, ws’, ws consults historical information and returns the average cost. In case 

ws does not have historical communication latency information to ws’, it generates ping messages 

toward ws’ and record the time. From the ping cost and the estimated message size for the 

communication between ws and ws’, ws computes and returns the estimated communication 

latency. 

The goal of the second phase is to generate a list of 𝐾′composition candidates, top(𝐾′), out of 

the K composition candidates list, top(K), that were provided by the first phase. Each concrete web 

services for all the compositions in the top(𝐾′) list are contacted to check if they have the potential 

to grant the admission if selected. Also, the algorithm uses the workflow composition specification 

to identify the web services that need to communicate with each other. More precisely, the 

invocation paths (InvocationPath) information is used for that purpose. The algorithm goes through 

each of the invocation paths and identifies the web services that need to communicate with each 

other.  

In order to minimize the messages generated for the queries, we make sure that each web 

service is not contacted more than once and only one of the two web services (that need to 

communicate) is requested to provide the communication latency. For example, if in a workflow, 

web services 𝑎𝑠𝑖. 𝑤𝑠𝑠𝑒𝑙(𝑖,𝑗) and 𝑎𝑠𝑞 . 𝑤𝑠𝑠𝑒𝑙(𝑞,𝑗) need to communicate, then either 𝑎𝑠𝑖. 𝑤𝑠𝑠𝑒𝑙(𝑖,𝑗) or 

𝑎𝑠𝑞 . 𝑤𝑠𝑠𝑒𝑙(𝑞,𝑗) will be called upon to provide the communication latencies between them, but not 
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both. To implement this optimization, we introduce the communication set for each of the concrete 

web services, Commu. When two web services need to communicate, only either of them is 

included in the Commu of the other one. 

Figure 32 provides the second phase timing estimate algorithm. The algorithm starts by 

initializing the Commu structure (𝑎𝑠𝑖.𝑤𝑠𝑗.Commu) of each of the concrete web service, 𝑎𝑠𝑖.𝑤𝑠𝑗, 

where 𝑎𝑠𝑖.𝑤𝑠𝑗 is in 𝑎𝑠𝑖.WS and 𝑎𝑠𝑖 is in AS. The top 𝐾′ + δ compositions are moved from the 

input top(K) to the top(𝐾′) list. Here, δ is the number of additional compositions that are considered 

in the process of computing the top(𝐾′) list. During the composition selection process, some of the 

compositions may be dropped if at least one of the involved web services cannot admit the 

workload from the workflow. With the additional candidates, the process can keep going without 

needing to start all over even when some composition candidates are dropped. 

The algorithm goes through each of the candidate compositions 𝑐𝑖 (𝑐𝑖= 

{𝑎𝑠𝑥𝑖,1.𝑤𝑠𝑠𝑒𝑙(𝑥𝑖,1,𝑖),𝑎𝑠𝑥𝑖,2.𝑤𝑠𝑠𝑒𝑙(𝑥𝑖,2,𝑖), … . . 𝑎𝑠𝑥𝑖,𝑚.𝑤𝑠𝑠𝑒𝑙(𝑥𝑖,𝑚,𝑖)  
 
}) in the top(𝐾′) list. For each 𝑐𝑖, we go 

through each path 𝑝𝑗 (𝑝𝑗= {𝑎𝑠𝑥𝑖,1.𝑤𝑠𝑠𝑒𝑙(𝑥𝑖,1,𝑗)  −→ 𝑎𝑠𝑥𝑖,2.𝑤𝑠𝑠𝑒𝑙(𝑥𝑖,2,𝑗) … . −→ 𝑎𝑠𝑥𝑖,𝑚.𝑤𝑠𝑠𝑒𝑙(𝑥𝑖,𝑚,𝑗)
 }) 

specified in the workflow. In 𝑝𝑗, for each j, we find each pair of concrete web services that need 

to communicate (𝑎𝑠𝑥𝑗,𝑞
.𝑤𝑠𝑠𝑒𝑙(𝑥𝑗,𝑞 ,𝑖) is the 𝑞𝑡ℎ concrete web service in the path 𝑝𝑗 in composition 

𝑐𝑖 and 𝑎𝑠𝑥𝑗,𝑞+1
.𝑤𝑠𝑠𝑒𝑙(𝑥𝑗,𝑞+1 ,𝑖) is the (𝑞 + 1) 𝑡ℎ concrete web service in the same path). Then, the 

Commu sets of 𝑎𝑠𝑥𝑗,𝑞
.𝑤𝑠𝑠𝑒𝑙(𝑥𝑗,𝑞 ,𝑖) and 𝑎𝑠𝑥𝑗,𝑞+1

.𝑤𝑠𝑠𝑒𝑙(𝑥𝑗,𝑞+1 ,𝑖) are checked. If the communication 

between 𝑎𝑠𝑥𝑗,𝑞
.𝑤𝑠𝑠𝑒𝑙(𝑥𝑗,𝑞 ,𝑖) and 𝑎𝑠𝑥𝑗,𝑞+1

.𝑤𝑠𝑠𝑒𝑙(𝑥𝑗,𝑞+1 ,𝑖) is not covered in the Commu set of either of 

them, then one of these concrete web services is added to the Commu of the other. Also, the two 

concrete web services are added to the web service list, WSlist, in case they are not already in 
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there. This list is used to optimize the algorithm. At the end, WSlist will contain all the concrete 

web services in all the compositions in top(𝐾′) and it is reordered based on the count value of each 

of the concrete web services (𝑎𝑠𝑥𝑗,𝑞
.𝑤𝑠𝑠𝑒𝑙(𝑥𝑗,𝑞 ,𝑖). 𝑐𝑜𝑢𝑛𝑡). The count value for a concrete web 

service asi.wsj reflects the number of compositions that use the web service asi.wsj. We contact the 

web services starting at the top of the WSlist, i.e., starting from the one with the highest count. 

When asi.wsj rejects the admission request, all compositions that use asi.wsj will be eliminated. So 

if we start by contacting the most frequently used web service, then we have the potential of saving 

the efforts in contacting web services that their corresponding compositions could have been 

eliminated earlier. Each concrete web service, asi.wsj, in the WSlist is contacted to check the 

admission status and to get the communication latencies between asi.wsj and the web services in 

its corresponding Commu set. The received information is saved. If the request is rejected, then all 

the composition candidates that use this web service are removed from both top(𝐾′) and top(K), 

and the web service itself is removed from the WSlist and from the Commu set of all the other 

concrete web services. This process continues till all the web services in the WSlist are contacted. 

The algorithm then goes through each path, 𝑝𝑗, in every composition in top(𝐾′) and adjusts the 

𝑡𝑖,𝑗 and 𝑓𝑖𝑡𝑖 based on the new information received from each of the contacted web services. Those 

are checked again to see if they still meet the timing requirements. If a path does not meet the 

timing requirements, then its corresponding composition is dropped. In that case, the top(𝐾′) is 

checked to see if it still has at least 𝐾′ entries. If not, and if top(K) is not empty, then the algorithm 

adds more compositions to top(𝐾′) from top(K) and starts over. Note that, at this point we may 

have already gone through some of the compositions that satisfy the timing requirements, so when 

we start over at this stage; we don’t want to repeat the same process for those compositions. To 
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avoid duplicated efforts, we introduced a flag for each composition, 𝑐𝑖.processed. This flag is set 

to TRUE at the stage when the composition 𝑐𝑖 is processed. So when we come back and try to 

process a composition, this flag is checked and if it is not FALSE, then we skip processing that 

composition. 

At the end, the algorithm checks to see if top(𝐾′) is empty. If top(𝐾′) is empty, then it means 

that all the composition candidates passed from the first phase are not good. Thus, we need to go 

back to the first phase to obtain more compositions. Otherwise, the compositions in top(𝐾′) are 

reordered based on their 𝑓𝑖𝑡𝑖 value. After ranking, the top(𝐾′) is returned and passed to the third 

phase. 
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Input: Workflow specification, 

Timing properties specification of the concrete web services, 

Timing requirements specification of the workflow 

Top(K) compositions from phase 1 

 

Output: One composition or null  

 

Algorithm: 

1. Initialize 𝑎𝑠𝑖 . 𝑤𝑠𝑗 .Commu  to ∅, for all 𝑎𝑠𝑖 . 𝑤𝑠𝑗 ∈ 𝑎𝑠𝑖 .WS and for all  𝑎𝑠𝑖  ∈ AS 

2. Populate the top(𝐾 ′ ) to the top 𝐾 ′ + δ compositions from top(K) 

3. // Fill in WS-Commu for all the concrete web services for the top 𝐾 ′ + δ 

4. For each compositions 𝑐𝑖  (for all i) in top(𝐾 ′ ) AND 𝑐𝑖 .processed is FALSE     

5.     For each path 𝑝𝑗  in composition 𝑐𝑖 , for all j 

6.         For all services 𝑎𝑠𝑥𝑗 ,𝑞
. 𝑤𝑠𝑠𝑒𝑙 (𝑥𝑗 ,𝑞 ,𝑖) in 𝑝𝑗 , 1 ≤ q ≤ 𝑛𝑗  

7.               Let cws = 𝑎𝑠𝑥𝑗 ,𝑞
. 𝑤𝑠𝑠𝑒𝑙 (𝑥𝑗 ,𝑞 ,𝑖)  and cws1 = 𝑎𝑠𝑥𝑗 ,𝑞 +1

. 𝑤𝑠𝑠𝑒𝑙 (𝑥𝑗 ,𝑞 +1 ,𝑖) 

8.               If cws does not exist in WSlist, then  add cws to WSlist 

9.               Else  cws.cout = cws.count + 1 

10.               If [(q ≠ 𝑛𝑗 ) AND (cws ∉ cws1.Commu AND cws1 ∉ cws.Commu)] then 

11.                         cws.Commu = cws.Commu ∪ {cws1} 

12.               End-If 

13.          End-Loop 

14.      End-Loop 

15. End-Loop 

16. Sort WSlist according to 𝑤𝑠𝑖 . 𝑐𝑜𝑢𝑛𝑡 for all 𝑤𝑠𝑖  in WSlist 

17. // Contact each of the concrete web services to get accurate information 

18. For all 𝑤𝑠𝑖  in WSlist 

19.       send an admission checking request and 𝑤𝑠𝑖 . 𝐶𝑜𝑚𝑚𝑢 to 𝑤𝑠𝑖  

20.       If 𝑤𝑠𝑖  rejects the admission request OR no reply is received then 

21.              For all 𝑐𝑙  in top(𝐾 ′ ) and top(K)  

22.                      If 𝑤𝑠𝑖 is in 𝑐𝑙  then Remove 𝑐𝑙    

23.              End-Loop 

24.              Remove 𝑤𝑠𝑖  from the Commu sets of all web services 

25.        Else  Save the received record 

26.        End-If       

27. End-Loop 

28. For each compositions 𝑐𝑖  (for all i) in top(𝐾 ′ ) AND 𝑐𝑖 .processed is FALSE 

29.     For each path 𝑝𝑗  in composition 𝑐𝑖 , for all j 

30.           Adjust  𝑡𝑖 ,𝑗  and 𝑓𝑖𝑡𝑖  based on the Commu cost received 

31.           If  𝑡𝑖 ,𝑗  > 𝑅𝑇𝑗 +  then 

32.                drop the current composition by removing it from top(𝐾 ′ ) 

33.                If the top(𝐾 ′ ) list has less than 𝐾 ′  compositions AND top(K) list is not empty then  

34.                     Initialize WSlist and go to 2 

35.                End-If 

36.           End-If 

37.      End-Loop 

38.     Set 𝑐𝑖 .processed to TRUE 

39. End-Loop 

40. If top(𝐾 ′ ) list is empty, then abort, go back to phase 1 

41. Reorder the compositions in top(𝐾 ′ ) based on 𝑓𝑖𝑡𝑖  (the bigger 𝑓𝑖𝑡𝑖  the better ranking 𝑐𝑖  has) 

42. Return top(𝐾 ′ )  

Figure 32. The Algorithm for Finding Necessary Contacting Web Services 
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5.4.3 Third Phase Service Grounding 

The second phase generates a list of composition candidates [top(K’)] and the list is ranked 

based on the composition fitness. The third phase starts with the top candidate and contacts each 

of the concrete web services in that composition candidate for actual admission. If at least one of 

the concrete web services in the composition cannot admit the additional load, then the 

corresponding candidate composition and all other candidate compositions that use the non-

admitted web services are dropped and the next best composition candidate is picked. The process 

repeats till one composition succeeds. After a successful composition and admissions, all the 

abstract services in the workflow can be grounded. In case a concrete web service rejects the 

admission request, all the compositions involving that web service are removed from the top(K’) 

and top(K) lists. For the concrete services (that belong to the removed compositions) that have 

already granted admission, a message is sent to each of them to release the granted admissions. In 

the case when the algorithm fails to obtain one successful composition from the top(K’) candidate 

set, the algorithm goes back to the second phase to obtain additional composition candidates. In 

turn, if the top(K) list runs out of compositions, then the algorithm goes back to the first phase for 

more candidate compositions. However, with the proper selection of K’, it is very rare to have such 

situation occurring. The algorithm for the third phase protocol is given in Figure 33. 
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Input: Top(K) compositions from phase1 

                Top(K’) compositions from phase 2 

Output: One composition or null  

 

Algorithm: 

1. For each composition 𝑐𝑖  (for all i) in top(𝐾 ′ ) 

2.    For each path 𝑝𝑗  in composition 𝑐𝑖 , for all j 

3.       For each services wsk = 𝑎𝑠𝑥𝑗 ,𝑞
. 𝑤𝑠𝑠𝑒𝑙 (𝑥𝑗 ,𝑞 ,𝑖) in 𝑝𝑗 , 1 ≤ q ≤ 𝑛𝑗  

4.            Send a real admission request to wsk    

5.            If (wsk rejects the admission request) then 

6.                Remove all compositions that uses wsk from top(K) and top(K’) 

7.                Send messages to 𝑎𝑠𝑥𝑗 ,𝑘
. 𝑤𝑠𝑠𝑒𝑙 (𝑥𝑗 ,𝑘 ,𝑖) in 𝑝𝑗 , 1 ≤ k ≤ q–1, to release granted admissions 

8.                If (top(K’) is empty) then Go back to phase 2 

9.                Go to 1 to consider the next composition 

10.            End-If 

11.        End-Loop 

12.    End-Loop 

13.    Return 𝑐𝑖  (all abstract services are grounded) 

14. End-Loop  

Figure 33. Third Phase Algorithm 

5.5 Experimental Studies 

The objective of the experimental study is to evaluate the three-phase service composition 

algorithm and compare it with the basic approach. In the basic approach, a linear search for 

compositions is performed, the first composition found is tried to be grounded, if that fails, then 

the next composition candidate is tried and so on. 

The experimental system consists of 50 clients (which is a service composer), a number of 

concrete web services, and a simulated router. Each simulated server (concrete web service) 

processes client queries and performs admission control for service grounding requests from the 

clients. The workload is simulated as a countable unit (number of requests per millisecond). Each 

web service has a maximum load that it can accept in order to assure the response time constraint. 

This maximum load for each web service is randomly generated from a range of Maximum 

Threshold Load (MaxThreLoad) and Minimum Threshold Load (MinThreLoad) based on a 
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uniform distribution.  At the initialization time, the server workload is zero. A client may send a 

grounding request to the server, including a workload count. The server makes admission decisions 

based on its current workload and the workload in the client request. When a grounding request is 

admitted, the server adds the new workload to its current workload. The client may also de-allocate 

the workload due to unsuccessful compositions and the server, in this case, simply deducts the 

workload from its current load. We also generate guaranteed service latency for each server using 

a uniform distribution with a range between 5 and 22 milliseconds.  

Each client generates 50 composition requests. Each composition request is a workflow of 

abstract services to be grounded. We manually generate 12 workflows; each is a simple service 

chain consisting of 4-10 abstract services. Some abstracts services appear in multiple workflows. 

Each abstract service, 𝑎𝑠𝑖,  is associated with 𝑙𝑖 concrete web services in its instance pool, where 

𝑙𝑖N is a number between 2 and 6 randomly generated following the uniform distribution. The 

workload (arrival rate) of the workflow is generated using a uniform distribution in the range of 

30 and 50 requests per millisecond, and since the workflows used are simple chains, this load is 

applied 100% on each of the service in the workflow. When a client initiates a new session 

(simulates a new composition request), it picks a workflow from the available 12 workflows 

randomly using a uniform distribution. Then the client generates real time requirement for the 

session (required response time). This is done by picking a value uniformly randomly from a range 

of MIN*0.9 and MAX*0.8. The MIN and MAX response times are generated by calculating the 

best and worst possible response times for the workflow among all the possible compositions of 

the concrete web services for that workflow. In the conventional approach, the client explores 

possible compositions (possible ways for abstract services to be grounded to concrete services) 
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and computes the estimated response time from the guaranteed service latencies of the selected 

concrete services and the communication latencies between them.  It selects the first satisfactory 

composition and proceeds to service grounding. For each selected concrete web service, the client 

sends the grounding request to the server and the server determines whether to admit the request. 

If the grounding request for one of the selected concrete web services is rejected, then the 

composition fails. The client then withdraws all the grounding requests in the composition that 

have already been admitted. For the three phase approach, the client and the servers follow the 

protocol discussed earlier. 

All communications are managed by the simulated router to simulate the communication 

latencies. The servers and clients are run on 5 platforms in a local area network. Each server/client 

is randomly assigned a geographical location. The source node sends the message to the simulated 

router. The simulated router determines the latency based on the distance between the source and 

the destination nodes and the message size. It holds the message for the period of the estimated 

latency and then delivers the message to the destination node.  

Each session has a lifetime generated uniformly randomly in the range of Maximum Expiration 

Time (MaxExpTime) and the Minimum Expiration Time (MinExpTime). The resources allocated 

on the web services for that session are de-allocated after the lifetime of the session expires.  

We control the workload in the system by controlling the parameters: MaxExpTime, 

MinExpTime, MaxThreLoad, and MinThreLoad and study the performance of the three-phase 

composition algorithm. For example, when MinExpTime goes up, the system load increases. 

When the MaxThreLoad goes down, the system processing capability reduces and, hence, the 

relative loads of the client requests become higher. We consider four experiments with different 
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setups. The three-phase and the basic approaches are executed for the same system configurations 

and the results are summarized in Table 1 below. In this table, the first column, succeeded 

compositions, is the number of successful compositions out of the 5000 composition requests. 

When a client has exhausted all the possible compositions without success, then the composition 

is considered failed. The second column is the average composition time, which considers the time 

from the composition request is generated till it succeeds or fails.  The third column is the number 

of packets sent by the client for composition, including all the inquiry messages and grounding 

and de-allocation requests. The table also provides the number of de-allocation messages to show 

the impact of not considering admission control at composition time. This is the total number of 

messages that all the clients sent during the experiment to de-allocate web services. 

Table 3. Comparison of the three-phase and conventional approaches 

 Experiments Used 

Approach 

Succeeded 

Compositions 

Average 

Composition 

Time (ms) 

Packets 

Sent 

De-

allocation 

Messages 

Experiment 1 

 

MaxExpTime = 400 sec 

MinExpTime = 300 sec 

 

MaxThreLoad = 10000 

MinTherLoad = 5800 

Conventional 

Approach 

2261 39.34 22471 3731 

Three-Phase 

Approach (K = 

15) 

 2293  70.25  42935  0 

      

Experiment 2 

 

MaxExpTime = 500 sec 

MinExpTime = 400 sec 

 

MaxThreLoad = 12000 

MinTherLoad = 9800 

Conventional 

Approach 

2259 108.44 473717 210180 

Three-Phase 

Approach (K = 

15) 

2284 70.38 127117 0 

      

Experiment 3 

 

MaxExpTime = 550 sec 

MinExpTime = 450 sec 

 

MaxThreLoad = 9000 

MinTherLoad = 5000 

Conventional 

Approach 

2263 308.73 1676978 751924 

Three-Phase 

Approach (K = 

15) 

2264 148.08 431420 44 
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Experiment 4 

 

MaxExpTime = 650 sec 

MinExpTime = 450 sec 

 

MaxThreLoad = 8000 

MinTherLoad = 4500 

Conventional 

Approach 

2200 574.38 3112108 1374888 

Three-Phase 

Approach (K = 

15) 

2167 276.95 989895 103 

Three-Phase 

Approach (K = 

10) 

2169 336.07 1284552 137 

 

In Experiment 1, MaxThreLoad and MinThreLoad values are set to be very high and 

MaxExpTime and MinExpTime values are set to be very low and, hence, the system load is very 

light and almost all the grounding requests to the concrete web services are admitted. . As expected, 

the conventional approach yields a better performance since the three-phase algorithm requires 

additional messages to check with whether the selected services can be admitted during 

composition. 

When the system load increases as shown in Experiment 2, some concrete web services start 

to reject the grounding requests and the performance of the three phase algorithm becomes better 

than that of the conventional approach. When we continue to increase the system load as shown in 

Experiment 3, the three phase approach performs much better than the conventional approach. 

Note that in all the experiments, the conventional approach needs to admit the workload and then 

recover the resources at a very high rate. This clearly indicates that the issue we discuss and dealt 

with in this paper for service composition is indeed a very important one.   

Note that for the first three experiments, the K’ (top choices in the second phase) is fixed to 5, 

and K (top choices in the first phase) is fixed to 15. In Experiment 4, the parameter settings are the 

same as Experiment 3, except that we change the value K to 10 to evaluate its influence on the 

behavior of the three-phase algorithm. As can be seen, under this tough condition (web services 
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are less available based on the value of the variable parameters), lowering the value of K degrades 

the performance of the three phase approach (that is predictable since in this condition, it is 

expected to have more rejections from the concrete web services for grounding requests) and 

having higher K value improves the performance of this approach (since it results in a lower 

number of messages and lower service composition time). The conclusion here is that when web 

services are busy, then increasing K is better, and when the web services are less busy, then K 

should be decreased. 

5.6 Conclusion 

In this paper, we have proposed a timing specification model and analysis techniques to 

facilitate the timing analysis for real-time SOA systems. The proposed timing specification model 

provides the capability to specify the timing requirements and service composition of the real-time 

systems and timing properties of web services. It is comprehensive in providing the information 

required for timing analysis. We have also proposed a novel three-phase composition technique 

that takes admission control into account at the composition time. Experimental studies clearly 

show the potential problems in conventional approaches where compositions need to be redone 

repeatedly at high load, resulting in a lot of wasted efforts. The results also show that the three-

phase approach can perform much better in composition when the system load increases.  

There are directions for further research into each of the major issues we address in this paper. 

For the timing specifications and analysis model, additional control flow constructs in OWL, such 

as loop and split, can be considered. We have discussed the timing analysis issues for conditional 

branches. But split construct introduces a different perspective in timing specification and analysis 
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due to the concurrency. The loop construct yields additional problems in timing analysis. We plan 

to thoroughly consider the timing analysis issues for all workflow control constructs. 

Admission control is a critical area in real time SOA. Due to the vast varieties of services and 

SOA based applications, it is not possible to consider a single type of admission control policies. 

In the literature, several hard real-time based admission control and scheduling algorithm have 

been discussed In this paper, we consider a complementary type of admission control, probabilistic 

admission control for services that cannot or are not reasonable to give worst time guarantees. We 

plan to investigate various types of services, analyze their sensitivities and tolerances for real time 

constraints. Based on the study, we will develop various types of admission control algorithms to 

support response time assurance for various types of services. Also, it is necessary to develop 

various load models to facilitate the specifications of input loads in the workflows and the 

measurement of loads at the servers when considering various types of services. 

The three-phase timing analysis protocol can also be further improved based on experimental 

study feedbacks. Alternative methods can be considered and compared to study the tradeoffs 

between the composition time (the time needed to find the desired compositions) and composition 

quality (how well a composition fits the timing specifications). Some directions to be considered 

to improve the timing analysis protocol include: (1) When should the algorithm check the 

admission status (find out whether the service can admit the load) or get real admission; (2) How 

to order the requests for checking admission status and for actual admissions such that the system 

can incur the lowest communication latency while finding the best composition in the shortest 

time; and (3) When is the best time to release granted admissions. We also plan to apply the three 

phase approach to the analysis of other Quality of Service (QoS) attributes. 
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