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ABSTRACT 

 
 
 Supervising Professor:  Dr. Dinesh Bhatia 
 
 

Machine learning is a potentially powerful tool for medical diagnoses, when empowered by very 

deep neural networks and very powerful hardware. However, that hardware is expensive and 

other solutions rely on a steady internet connection that is not guaranteed in most parts of the 

world. Skin cancer is especially prevalent in poorer, more rural areas and a lightweight tool for 

edge devices could save many lives. This thesis presents a convolutional neural network that is 

on-par with the performance of various control models at a fraction of the model size. We trained 

a series of potential solutions on the HAM10000 [1] dataset of skin lesions. This series includes 

SqueezeNet [2] and several deeper iterations of the SqueezeNet architecture, all of which weigh 

in less than 30 MiB. The solution with the best accuracy, however, turned out to be the original 

SqueezeNet design. We further tested and ensured that even an aggressive pruning schedule does 

not reduce accuracy, and that the model can be effectively quantized to run on a Google Edge 

Tensor Processing Unit [3]. Our proposed solutions were compared with AlexNet [4], to remain 

consistent with the original literature on SqueezeNet.
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CHAPTER 1 

INTRODUCTION 

AI has proven itself a powerful tool for medical applications, but the distribution of those tools is 

limited by the steep hardware constraints of deep learning. While many models of considerable 

utility are in use today, due to their size they can only be used with expensive, dedicated hardware 

or through the cloud.  

Cloud-based applications are insufficient for anywhere with unstable internet access, which 

includes rural areas and developing nations. Not coincidentally, these areas also lack easy access 

to expensive medical equipment. Since rural areas are sparse and developing nations are greatly 

economically stratified, access to medical specialists can be an all-day trip to the nearest city. A 

false positive would result in wasted time, lost wages, and potentially an expensive healthcare bill, 

but a false negative could be fatal. Since primary care doctors decide who must make this 

trip, they are faced with life-and-death decisions daily. While those doctors are talented, they are 

not experts in any particular field, and they need tools to improve their diagnoses.   

Especially prevalent among rural workers is melanoma, commonly known as skin 

cancer, and its incidence is on the rise across the globe. Skin cancer is unique in that it is visible 

without any invasive imaging techniques but can be easily confused with a benign skin blemish, 

such as a keratosis [1] or a dermatofibroma [1]. Specialists can use lab techniques to distinguish 

between these categories based on their chemical composition, but general practitioners do not 

have access to such invasive techniques. Image recognition software could distinguish 

between benign and malignant lesions, but the modern image recognition field is devoted to bigger 
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and more computationally expensive models. These would be prohibitively expensive for a general 

practitioner's office in the areas that need these tools the most.  

In general, the key to improving models is to make them larger. Increasing the depth and count of 

parameters typically increases the amount that the model can learn and increases the odds of the 

model learning the best possible outcome. As shown in Figure 1, improving accuracy typically 

requires increasing the count of floating-point actions. The number of parameters also affects the 

accuracy of some models, as the trend of increasing accuracy roughly corresponds to the trend of 

increasing parameter count [5]. This trend is less obvious and is further skewed by the presence of 

the VGG models [6], which have 1.5x the number of parameters of the next largest models and 

can at best achieve the accuracy of the significantly smaller ResNet-34 [7]. 
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Figure 1. “Ball chart reporting the Top-1 and Top-5 accuracy vs. computational complexity” from 
S. Bianco et al. “Top-1 and Top-5 accuracy using only the center crop versus floating-point 
operations (FLOPs) required for a single forward pass are reported. The size of each ball 
corresponds to the model complexity. (a) Top-1; (b) Top-5” [5] 
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While SqueezeNet [2] may sport a lower accuracy compared to more modern models, as Figure 2 

shows, it has a stellar accuracy density. This suggests that SqueezeNet [2] is using its parameters 

more efficiently than many of its more accurate counterparts, and that expanding on the 

SqueezeNet [2] architecture could lead to greater accuracy in a much smaller framework, just as 

the original SqueezeNet [2] managed to match AlexNet’s [4] accuracy when it was released. 
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Figure 2. “Top-1 accuracy density (a) and Top-1 accuracy vs. Top-1 accuracy density (b)” from 
S. Bianco et al. “The accuracy density measures how efficiently each model uses its parameters.” 
[5] 

 
Edge devices are smaller, localized processors that can run models that were trained on GPU 

hardware or in the cloud. The primary edge device used for AI is the Google Edge Tensor 

Processing Unit [3]. It is incapable of performing backpropagation or non-integer math, but it is 
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capable of performing 4 trillion integer operations per second at only 2 W of power [3]. This makes 

it a very powerful tool for performing inference for a price significantly cheaper than a full GPU. 

Cheaper prices would allow edge device developers to provide these tools to more underfunded 

doctors in rural or developing areas. On some models, the TPU can reduce model inference time 

by 116x compared to a traditional embedded CPU [8]. However, the effect of a larger model is 

clearly felt, with models such as VGG-19 requiring 20 billion operations per second compared to 

SqueezeNet’s [2] paltry 1 billion [5]. This can increase inferencing time on a TPU noticeably and 

increase inferencing time on a CPU dramatically [5]. 

Therefore, we decided to create a model to detect skin cancer from an image, and to compress that 

model so that we can run it on edge devices, so that rural primary care doctors can make more 

informed decisions about which patients to send to a specialist.  

Contribution of Thesis  

The main contribution of this thesis is as follows:  

• Proof that existing models can work on the kinds of imbalanced datasets that distinguishing 

between different types of skin lesions requires.   

• We have shown that SqueezeNet [2] performs comparably to AlexNet [4] in terms of top-

one, top-two, and top-three accuracy on the HAM10000 dataset [1], both of which perform 

comparably to existing solutions. It has significantly reduced model size and training 

time compared to both AlexNet [4] and incredibly deep existing solutions.  

• We have created a model to detect skin cancer that is significantly compressed without 

significant accuracy cost.  
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• We have explored deepening the SqueezeNet [2] architecture to determine if it is possible 

to improve accuracy without using a model so big that it cannot run properly on a Google TPU 

[3].  

Organization of Thesis  

This thesis has five chapters and is organized as follows. Chapter 2 describes the background of 

image recognition using neural networks and melanoma specifically. Chapter 3 is a survey of the 

literature on general image recognition using neural networks, mitigating database imbalance, 

neural network compression, and image recognition for specifically skin cancer detection. Chapter 

4 describes the methods we used in our models and the modifications we made to existing models. 

Chapter 5 describes the results of our experiments, including the accuracy, size, and training time 

of our models and their modifications.  
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CHAPTER 2 

BACKGROUND 

Melanoma  

Presently, primary care doctors diagnose skin cancer through questions about a person’s health 

and livelihood followed by an examination of the lesion [9]. These lesions can appear like warts, 

rashes, or sores, and are easy to confuse with other, benign skin lesions [9]. Doctors often look for 

asymmetries and incongruous borders in the skin lesions [9]. However, many blemishes do not 

have those exact properties, so doctors will also have to compare them to other lesions that are 

already on the body or consider the patient’s level of discomfort at the site of the lesion [9].   

 

Figure 3. (Left) A melanoma lesion; (Right) A benign melanocytic nevi lesion. Both taken from 
the HAM10000 dataset [1] 

 
If a primary care doctor thinks the patient has melanoma, they can send the patient to a 

dermatologist who can order a biopsy [9]. However, specialists are expensive, and in rural areas 

visits can take a whole day due to transit time. Many machine learning models have been created 

to detect melanoma from an image, but those models are built for cloud computing [10]. Rural 
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areas have poor internet infrastructure, so it would be difficult for anyone to use these models in 

the places most likely to be affected by skin cancer outbreaks. For these people, a model with a 

small footprint and relatively high accuracy that could execute on a handheld device would be a 

potential lifesaver.  

Neural Networks 

Neural networks are universal approximators that approximate any function, and thus can learn 

connections in complicated datasets [11]. The most basic building blocks for a neural network are 

called neurons [11]. The neurons accept a series of inputs, represented by the vector x, and output 

a scalar hypothesis represented by y-hat [11]. It accomplishes this first by calculating the dot 

product of the inputs and a column vector of weights, then by adding bias, then by passing the 

result of that function to a nonlinear activation function that converts it to a useful hypothesis [11]. 

The inputs are known as features and are used to numerically represent a certain aspect of the 

dataset [11]. By taking the dot product, the neuron calculates the weighted average of the inputs 

[11]. Bias is typically just one and is used to ensure that neurons always provide useful output [11]. 

The hypothesis of a node is sent along to another node, and the value of zero would be useless 

[11]. The activation function is meant to transform the model from a series of linear functions into 

a more complex function with greater expansiveness [11]. Historically, the three most relevant 

activation functions are the sigmoid function, the ReLU function, and the softmax function [12]. 

The sigmoid function conforms the result to a logistic curve with horizontal asymptotes at x = 0 

and x = 1 [12]. This is most frequently used when the result should be binary [12]. The ReLU 

function is the most commonly used function in modern neural networks [12]. It essentially zeros 

out all negative values while leaving positive values the same, and is mathematically represented 
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by y = max(x, 0) [12]. Softmax uses the exponential formula to normalize a set of inputs to a 

probability distribution [12]. This total process is detailed in Figure 4. 

 

Figure 4. Single neuron. x1, x2, and x3 represent the features used as inputs, wT is the column vector 
of weights, b is the bias, g(z) is the activation function, and y-hat is the hypothesis. [13] 

 
Neurons are organized into layers [11]. As shown in Figure 5, neurons in a layer send their 

hypothesis to every other neuron in the next layer [11]. Each of the hypotheses from the previous 

layer together form the vector x that is used in calculating the result of every node [11]. All the 

nodes in each layer have the same activation function as well, so the only difference between 

nodes in a layer is their associated weights [11]. The weights are typically initialized to random 

values and will be adjusted by the training process [11]. 
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Figure 5. Neural network architecture. X represents the total inputs to the model. Each layer is 
defined as n[m] = p, where m is count of the layer and p is the count of nodes in the layer. y-hat is 
a probability distribution the hypothesis of the entire model, which is used to determine what the 
model concludes the most likely outcome should be. [13] 

 
Training Neural Networks 

Training a neural network is the process of adjusting its initially random weights to increase the 

accuracy of its hypotheses [11]. Training begins with the establishment of a function that calculates 

how effective a neural network is at its task [11]. This can be calculated by subtracting the expected 

value of each entry in the training set with the model’s hypothesis for that entry, and then squaring 

the result, summing that result, and finally dividing that by the count of entries in the training set 

[11]. This is known as the loss function, and low loss indicates that a model knows the dataset well 

[11]. The learning rate is a scalar that decreases the amount that the weights can be changed in a 
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single step [11]. This prevents overcorrecting in a single step [11]. To adjust the weights, take the 

derivative of the loss function with respect to the weight, multiply it by the learning rate, and then 

subtract the result from the weight [11]. This process is known as the backwards propagation of 

errors, also known as backprop [11]. This process is repeated iteratively, with each iteration known 

as an epoch [11]. Neural networks are typically run for hundreds of epochs. Because the error is 

calculated as the gradient of the loss function and the model is searching for a minimum in the loss 

function, the iterative process is known as gradient descent [11]. 

One struggle many models encounter is the vanishing gradient problem [11]. This occurs when 

the weights fail to change, due to an extremely small derivative for the loss function [11]. To 

account for this, many models adjust the loss functions [11]. The most widely used loss function 

to overcome the vanishing gradient problem is cross-entropy [11]. Cross-entropy outputs a 

probability value between zero and one [11]. This type of loss increases as the predicted class 

diverges from the actual class [11]. For multiclass classification, a separate loss is calculated for 

each label per observation, and the results of each are summed [11]. 

Finally, training is augmented by the optimizer function [14]. Most optimizer functions are based 

on stochastic gradient descent [14]. This introduces randomness into the standard gradient descent 

algorithm by randomly choosing parts of the training set to emphasize during each pass [14]. SGD 

can also include momentum, which helps the model navigate ravines [14]. Momentum adds a 

fraction, typically 90%, of the previous vector to the current vector, which pushes the model along 

towards the bottom of a ravine [14]. The most popular optimizer function currently is the adam 

optimizer [15], which calculates an exponential moving average of the gradient and the squared 
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gradient and uses two different hyperparameters to control the rates of decay in those averages 

[14]. 

Typically, learning datasets are split to avoid a model verifying itself on the same data it trained 

on [11]. Often, 80% of the dataset is used in the training process as described, and 20% of the data 

is used to test the accuracy of the model at the end of every epoch [11]. This helps gauge how good 

the model is at different points in training on completely new data [11]. 

Image Recognition with Neural Networks  

Neural networks have been used for image recognition since Yann LeCun et al’s [16] success at 

reading handwritten zip codes in 1989, but the technology was abandoned for decades due to how 

impractical it was to train effective models in favor of more computationally sensitive measures 

such as pattern recognition [11]. Since AlexNet’s GPU implementation in 2012 [4] proved that 

neural networks could be more quickly and reliably trained with GPU acceleration, interest in the 

technology has skyrocketed. Thanks to GPU acceleration, training and inferring from models has 

never been easier or more accurate, though it does rely on access to the cloud or an 

expensive hardware setup.   

Neural networks, broadly, are a sequence of layers, each of which performs a different 

transformation on an input matrix to produce an output matrix based on the type of layer, the 

immutable hyperparameters of the layer, and the weights in the layer [11]. The weights in the layer 

are known as the filter, and repeated applications of the same filter to different sections of the input 

matrix produces what is known as a feature map [11]. Then, all the feature maps are passed into 

an activation function, which transforms them to a more usable feature map before passing them 

into another layer [11]. At the end of the model, known as the head, the output becomes a size-n 
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vector, where n is the number of classes to classify, that corresponds to a probability distribution 

from which the model selects the final class [11]. Whether the model guesses incorrectly or not, 

the result will factor into the error gradient [11]. Error is the measure of how far the model is from 

perfect accuracy [11]. In a step known as backpropagation, the error is calculated using a loss 

function, and the weights are uniformly updated according to the results [11]. Models are also 

capable of measuring top-n accuracy, where instead of seeing if the correct class has the highest 

probability, it checks to see if the correct class is somewhere within the highest n probabilities. For 

our models, we tested top-1, top-2, and top-3 accuracies. 

The foundational building block of a convolutional neural network is a convolutional layer [11]. 

For images, the convolutional layer accepts as input a matrix that represents a series of pixels and 

outputs that same series of images after passed through a filter [11]. Each filter is designed to learn 

a single feature of the input image, and the output matrix is known as a feature map [11]. A given 

convolutional layer can have thousands of filters and thus produce thousands of feature maps 

exploring different aspects of each image [11]. Each feature map is then passed through an 

activation function that determines where in the image the features are located [11].  
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Figure 6. An example of convolution operation in 2D. I represents the input matrix, and the red 
area represents a feature map of that matrix. K represents the filter. The feature maps are cross-
multiplied by the filter, and then summed to calculate the element in the resultant matrix. [17] 

 
The primary activation function used in deep neural networks, especially in the domain of image 

recognition, is the rectified linear unit, or ReLU, function [11]. The function is simple, y = max(0, 

x) [11]. Essentially, this function zeros out any negative values while leaving all positive 

values untouched [11]. This simplicity of this method combats the vanishing gradient problem 

[11], where a weight becomes impossible to change as the gradients by which they change get too 

small to affect them. While some weights can become permanently zeroed out using ReLU, 

the effect of those dead nodes is much smaller than the effect of the vanished gradients present in 

sigmoid implementations [11]. ReLU also introduces great sparsity by zeroing out the negative 

nodes [11]. While this can cause problems for some applications, for our purposes it greatly 

decreases the size of the model without affecting accuracy.  
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Figure 7. Outline of the convolutional layer [18] 
 

After filtering, the feature maps are pooled. Pooling layers are used to reduce the dimensionality 

of a feature map and bring take a more generalized look at the image [11]. Max pooling returns 

the maximum value inside a given matrix [11]. This can be applied to the entire feature model by 

using a matrix that is much smaller than the image and moving that matrix across the feature map 

to produce a less-detailed feature map that consists entirely of the most prominent features [11].  
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Figure 8. Max pooling layer. Since the filter is 2x2, it condenses a space of 2x2 in the original 
matrix into a single element of the resultant matrix. Since the stride is 2, it begins the next pool 2 
elements to the right. [19] 
  
Filter size determines the size of the sub-matrix that is getting pooled. After pooling a portion of 

the matrix, the matrix moves the length of the stride to the right or downward to begin a new 

matrix. With a stride of 2 and a pool size of 2x2, this produces a feature map that is half the size 

of the previous feature map, as shown in Figure 8. This technique is used to find the greatest 

values in the feature maps and bring them to the attention of the model. This occurs because 

pooling allows the model focus on the greatest value in the previous feature map by removing the 

smaller, less important values.   
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Figure 9. “A pair of convolution and pooling layers in the CNN architecture” [20] 
 

A problem many data scientists encounter with powerful models and smaller datasets is overfitting. 

The model may learn the training data so well that it becomes unusable outside of the test set. After 

many layers of convolution and pooling, many models will introduce dropout layers [21]. During 

training, these layers will zero-out a percentage of weights at random, essentially deleting them 

from the model before a conclusion is reached [21]. This allows the model to fit based on a more 

general view of the domain, rather than a very specific look at the training dataset [21]. This works 

because features in large and powerful models can often be quite small and specific, so the loss of 

even half of the features can still produce a usable model of the image [21]. Dropout is especially 

useful for our purposes, as it can cut the size of a model dramatically by zeroing out weights, much 

in the same way that ReLU does.   

Fully connected layers, also known as dense layers, are the building blocks of dense neural 

networks, in much the way that convolutional layers are the building blocks of convolutional 

neural networks [11]. Rather than convolving, these layers connect every weight from the previous 

layer to every weight in the current layer and produces a single vector that can be passed into the 



 

19 

next layer [11]. While these are not the building blocks of any modern image recognition model 

due to their memory size, they do serve a useful function in creating the head of the model [4]. 

 

Figure 10. “A fully connected multilayer feed-forward network with one hidden layer” [22]. Each 
X represents an input, each W represents a weight, and each O represents a layer. 

 
The head of a neural network is the part of the model that converts the feature maps created in the 

body into a usable output [11]. One method of doing this for image classification is to run the 

model through two large, dense layers with ReLU activation [4]. Then, it runs them through a 

dense layer size n, where n is the number of classes the model solves for [4]. This layer uses the 

sigmoid activation function, which converts all of the values to a number between zero and one, 

which turns the vector into a usable probability function [4]. It then outputs a one-hot 

representation of the class structure, which is an array of size n, where n is the number of classes, 

where the predicted class is marked one and the rest are marked zero [4]. Another possibility that 
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uses less memory is to perform global average pooling [2]. This calculates the average of each of 

the feature maps and returns a vector of size equal to the number of feature maps in the input [2]. 

If we use a convolutional layer with softmax activation, just before the global average 

pooling layer, we can condense the input down to a vector size n, where n is the number of classes 

[2]. Taking the average pooling of that vector will return a one-hot encoding that represents a class, 

just like the dense layer would [2]. This is advantageous because it uses fewer connections to 

choose a class than the fully connected layer does, and thus saves on space [2]. Those layers are 

the cause of most of the memory usage in the model, so cutting them suits our purposes [2].  

The key to making a neural network work is the backpropagation of errors [11]. The error is 

computed from a cost function, which essentially measures the distance from the ideal weights 

that the current weights are [11]. Then, all the weights are increased by the average cost of the 

system, and a new training epoch begins [11]. This step puts the learning into machine learning 

and allows the model to grow and become more effective over time.  
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CHAPTER 3 

LITERATURE SURVEY 

Skin Cancer Detection Using Deep Neural Networks  

Researchers from Stanford have used GoogLeNet Inception V3 [23] to detect skin cancer. They 

used a combination of datasets to perform both three-way (benign lesion, malignant lesion, non-

neoplastic lesions) and nine-way (cutaneous lymphoma, benign dermal tumors and cysts, 

malignant dermal and epidermal tumors, benign epidermal tumors, genodermatoses, 

inflammation, benign melanocytic lesions, and melanoma) classification [24]. The Stanford 

researchers achieved a 72% three-way accuracy, which noticeably exceeded the performance of 

the dermatologists they tested [24]. They also achieved 55% nine-way accuracy, which matched 

the dermatologists’ performance [24]. They did not mention the size or accessibility of their 

model.  They drew from a database of over 120,000 labeled images taken from several public 

databases, and from some private images taken from the Stanford University Medical Center [24]. 

A team achieved an 85% top-3 accuracy on the same dataset using MobileNet [25] [26]. Top-n 

accuracy is calculated by taking the n most probable answers according to the model and checks 

if the correct result is in that set. MobileNet [25] is an architecture designed for use on CPUs and 

edge devices. Rather than performing a normal convolution, it performs a depthwise separable 

convolution followed by a 1x1 filtered layer, as shown in Figure 12. They then repeat this process 

13 times in the head and body of the model [25]. This reduces model size by reducing the count 

of parameters and necessary FLOPS for a forward pass. They do not report their top-1 accuracy, 

the time it takes to complete an inference, or the size of their models [26]. 
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Figure 11. “Left: Standard convolutional layer with batchnorm and ReLU. Right: Depthwise 
Separable convolutions with Depthwise and Pointwise layers followed by batchnorm and ReLU” 
[25]. 

 
A team claims to achieve 75.2% accuracy on a model capable of analyzing images on a cell phone 

[27]. They accomplish the model size compression using the Core ML [28] framework created by 

Apple to adapt machine learning models for mobile use. However, they do not mention the model’s 

size, nor do they mention how long an inference takes. Likewise, they do not mention the depth of 

their model, only the general architecture. Core ML [28] also only allows the model to be run on 

iPhone apps, so to port this to other edge devices they would have to use TFLite [29].  

Image Recognition Using Deep Neural Networks  

Modern image recognition solutions were kickstarted by AlexNet [4], whose crushing victory in 

the 2012 ImageNet Large Scale Image Recognition Challenge [30] revealed the power of GPU-
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accelerated training and deep neural networks to both the business and scientific 

communities. AlexNet [4] is essentially an implementation of a theoretical model created in 1989 

by Yann LeCun et al [16], but its victory in the challenge proved that we finally had the hardware 

to use these models in practical applications. LeCun’s model itself was essentially an older model 

with backpropagation applied to improve training [16]. In the backpropagation step, the total error 

of the model is calculated using the loss function [11]. From there, the error is then used to update 

the weights in the model, allowing it to learn and improve considerably between steps 

[11]. AlexNet [4] also innovated the use of ReLU activation in deep learning models, which 

provided a simple solution to the vanishing gradient problem for smaller deep models and 

improved model size problems. Activation functions are applied to the feature maps after the 

convolution, and the ReLU function sets negative values to zero while leaving positive values the 

same [11]. 

Where AlexNet [4] set the bar, it has been cleared by other, more advanced models. In the realm 

of straightforward sequential neural networks, the VGG [6] model significantly improved 

on AlexNet’s [4] performance by going deeper and larger, though the size of the head of the 

model combined with the additional depth make it unsuitable for use in many practical 

purposes. VGG’s [6] big innovation over AlexNet [4] is the use of multiple convolutional layers 

before a pooling layer. Early in the model there would be two convolutional layers for every max 

pooling layer, and later in the model they would use three convolutional layers for every max 

pooling layer [6]. This block style convolution has been used in every model since and allows the 

model to examine features in much greater depth before they are generalized by the pooling layer 

[6].  
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Figure 12. ConvNet configurations for VGG-16 provided by Simonyan et al. In the Conv n-m 
label, the n represents the block of layers that the convolutional layer is in, and m represents the 
position in that layer. [31] 

 
A major crisis for deeper models was a very complicated model learning the training set so well 

that it is unable to generalize away from it and work in practice. This problem is known as 

overfitting [11]. To combat overfitting, many networks then turned to parallel model structures, 

where the results of several different convolutions are concatenated and passed into the next layer 

[23]. By making the network wider, it became easier to learn from datasets where the 

object of focus might be smaller or larger depending on the image. While this will rarely make the 

model smaller, it can reduce computes by doing more than naively stacking convolutional layers 

on top of each other, like the older sequential models do.  
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Figure 13. A description of an inception layer from Inception V3. [23] 
 

GoogLeNet Inception [23] was the first major successful attempt at parallel modelling for image 

recognition. It includes nine Inception layers, which are blocks that return the concatenated results 

of a 1x1 filtered convolutional layer, a 3x3 filtered convolutional layer, a 5x5 filtered convolutional 

layer, and a 3x3 pooled max pooling layer [23]. Figure 13 describes an inception layer. To combat 

high compute costs, the larger convolutional layers and the pooling layer are limited dimensionally 

by 1x1 convolutional layers [23]. In later variations of the model, they further improve on compute 

time by abstracting the 5x5 filtered convolutional layer into two stacked 3x3 filtered convolutional 

layers, and they by converting all 3x3 filtered convolutional layers into a 3x1 filtered convolutional 

layer stacked with a 1x3 filtered convolutional layer [23]. This saved them massively in compute 

time and did not negatively affect the accuracy [23]. However, this did make the models harder 

for people to interpret, and thus made them more difficult to modify [23].  
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The next major innovation in deep learning for image recognition was using residual layers to 

achieve extremely deep models that do not fall victim to overfitting [7]. The poster child for this 

method of modelling is ResNet [7], which won the 2015 ImageNet Large Scale Image Recognition 

Challenge [30]. Essentially, residual layers take an initial set of feature maps and transform them 

through convolutional layers, before adding the result of the transformed layers to the initial set of 

feature maps [7]. In practice, this is accomplished using shortcut layers, which send the same 

mapping both into the transformation step and the summation step [7]. After the transformation 

steps are complete, the end product is sent to the same summation step and the final result of the 

residual layer is output [7]. The addition of residual layers dramatically reduces the amount of 

floating-point operations per second necessary to train the model [7]. ResNet [7], for example, uses 

3.6 billion FLOPS, which is 4.6x fewer than VGG-19's [6] 19.6 billion FLOPS despite ResNet [7] 

having many more layers. ResNet [7] is much more computationally usable than the major 

sequential models, but due to its massive depth it can still cause hardware space and 

memory problems when running it in edge devices.   

The major trend in image recognition is deeper and deeper models to take accuracy to its limit. 

While this has led to some incredibly powerful models, those models are wildly inaccessible to 

anyone access to a supercomputer or the cloud. While there have been efforts made to reduce the 

compute power of the models, comparatively little effort has been made at compressing their size 

without ruining the accuracy.   

Deep Neural Network Model Compression   

This is not to say that there have been no efforts to compress models and fit them onto edge devices. 

The most comprehensive effort is the SqueezeNet [2] model created in 2016. It boasts a 510x size 
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reduction compared to AlexNet [4] without any accuracy lost due to its unique fire modules. Fire 

modules replace many 3x3 filtered convolutional layers with hybrid 1x1 and 3x3 filtered 

convolutional layers [2]. 1x1 filtered convolutional layers use 9x fewer parameters than 3x3 

filtered convolutional layers, so replacing them will save massively on space [2]. The modules 

also use 1x1 filtered convolutional layers to decrease the number of input channels passed to the 

3x3 filtered convolutional layers [2]. This is similar to GoogLeNet’s Inception layers [23], which 

also use 1x1 filtered convolutional layers to reduce the parameter count [2]. These are known as 

squeeze layers, and the layers of 1x1 and 3x3 filtered convolutions are known as expand layers 

[2]. In order to improve the accuracy, the model also waits to downsample much until a much later 

layer than many other models [2]. This way, the convolution layers have very large activation 

maps which leads to higher accuracy across the model [2]. While this increases the size of the 

model, the basic SqueezeNet [2] architecture is small enough that some concessions need to be 

made to ensure that the model maintains accuracy.  

Weight pruning is a reliable way to save space and remove low-information connections [32]. The 

process is entirely post-training, which makes it simpler to determine the low-impact weights that 

need to be removed [32]. By removing these weights, we remove the connections between those 

nodes and the next layers [32]. To properly prune weights, first one trains the network normally 

[32]. Then, weights below a certain threshold are removed from the model [32]. Removing the 

weights saves on space because the zeroes take less space than a float would, and it saves on 

execution time by removing unnecessary connections that barely lead to any knowledge [32]. The 

sparse structure is re-trained to ensure that the final weights are properly learned by the model 
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[32]. This can significantly reduce model size. For example, pruning can remove 9x of the weights 

from AlexNet and 12x of the weights from VGG without negatively affecting accuracy [32].  

Quantization is the process of converting one numerical data type into another [32]. In Python 

[33], floats are implemented with C’s double class, which has precision up to 15 decimal places 

[34]. However, these floats necessarily take up 8 bytes of memory to achieve that precision, and in 

neural networks the vast majority of the memory is taken up by weights saved as floats [34] 

[32]. Integers, however, are based on C’s int class, which is between 2 and 4 bytes depending on 

the size of the integer [34]. While this lacks the precision of the float, in practice the fractional part 

of the model rarely affects the accuracy enough to warrant all the extra space it eats up. Since 

neural network weights are almost never larger than 32,767 or smaller than –32,767, weights can 

be safely saved as 2-byte integers without affecting accuracy [32]. Quantization down to integer 

format was necessary for a model to run on first-generation tensor processing units [3]. While 

second and third generation TPUs were able to perform floating point operations, Google’s 

commercially available Edge TPUs only support 8-bit math, and therefore the model must either 

be fully quantized or quantization aware [3]. Quantization aware models use fake quantization to 

simulate integer quantization in the models [3]. However, full quantization is important for every 

model that wants to run on an edge device, and for edge-applicable models it rarely reduces 

accuracy by more than a point [8].   

Databases  

The most widely used single database of labeled skin lesion images is the HAM10000 database 

[1]. This database contains 10015 images split across the seven major categories of skin lesion 

[1]. Each of the images is confirmed by expert consensus or a biopsy technique [1]. The database 
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is, however, flawed in a few ways, each of which can be overcome. First is that one 

class, melanocytic nevi, encompasses over 60% of the database [1]. Even with proper class 

weighting, most models will spend the first few epochs guessing “melanocytic nevi” for every 

image, and without that weighting your model will only ever return “melanocytic nevi.” The 

proper answer to this is class weighting, as well as using the best available loss and optimizer 

functions. The other problem is that, while it has the most relevant categories available, most 

of those categories are of benign lesions [1]. This does not lend itself to a benign/malignant binary 

choice that other models were able to make. Normally, moving from a categorical choice to a 

binary choice would save on training time and improve accuracy, but with this dataset it would 

only lead to an even more exacerbated form of the melanocytic nevi problem described above. The 

model would likely guess “benign” and achieve a very high accuracy simply because there is only 

so much of an imbalance that weighting can offset.  

Mitigating Database Imbalance  

Database imbalance can lead to unusually high and consistent accuracy [35]. While this can lead 

to better accuracy than other models, that is usually attributed to the model learning that by 

guessing the most imbalanced class for every question, it can achieve very high accuracy without 

having to learn any features of the data [35]. Further evidence of this is that the loss function begins 

high and never decreases across epochs. Loss measures the amount of error in the model, and an 

unchanging loss suggests that error is not decreasing and that the model is not learning. To think 

of this graphically, consider the “choose all of a single class” option to be a very deep local 

minimum. Typically, local minima are not a problem for models, as most modern models can clear 

very small ones with the use of good optimization functions and high depth [35]. However, in 
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order to save on space and time, our accessible models must sacrifice depth, and certain 

optimization functions perform better on smaller datasets. This limits our options to overcome this 

problem.  

The primary method of mitigating an imbalanced dataset is to add a weighting to each class 

[35]. In Keras [36], this is implemented by directly adding weighting to the classes, so 

simply applying a weight equal to the count of images in the class would wildly inflate the weights 

present in the model. Instead, we need to use a fractional or logarithmic method to decrease the 

class weights while maintaining some degree of proportionality. The simplest method is to apply 

the function t / c, where t is the total count of images in the training set, and c is the count of the 

images in the given class. However, this method can still lead to some very high weights, which 

can negatively affect training. One method is to apply the function log(m / c), where m is the count 

of images of the largest class and c is the count of images in the given class. With this method, 

several of the results will be less than one, and one will necessarily be zero. Therefore, it is 

necessary to set any result that would have been less than one to one. However, this smooths out 

the weighting of the most populous classes and can lead to severe underweighting. A final method 

is to apply the function log(t / c), where t is the total count of images in the training set, and c is 

the count of images in the given class. This rarely leads to a class with a weighting less than one, 

and it preserves the proportionality of the original training dataset.  

Another method of mitigating an imbalanced dataset is to set the initial bias such that the model 

learns the imbalance immediately. This way, the model learns the class imbalance immediately 

and does not have to spend epochs realizing that the local minimum is there. However, teaching 

the model the imbalance immediately can lead to the model failing to ever learn something outside 
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the local minimum without an extremely noisy training process. All training processes are built to 

dig deeper into minimums instead of escaping them, so starting the model in 

the local minimum makes it much harder to find the global minimum.   

Some optimization functions are better at clearing local minima than others. The most modern 

optimizers, such as adam [15], will shrink the learning rate as it approaches the minimum to ease 

the model into the true bottom of the valley. In imbalanced datasets, this can be harmful, as it 

reduces the model’s chances of escaping the local minimum [35]. For this purpose, less robust 

methods of optimizing the model can lead to a model with more knowledge about the dataset and 

better real-world performance. Stochastic gradient descent was the primary method of optimizing 

model training before the development of the adaptive optimizers [14]. The learning rate never 

changes, which allows to pass a local minimum more quickly. It is worse for finding the exact 

global minimum, but in a model with several local minima it will do a better job of finding the 

global minimum.  

A danger of an imbalanced dataset is that the overrepresented class can dominate batches and can 

overstate their importance to the model [35]. Without shuffling it is possible that the model learns 

on sets of entirely one class, which can skew accuracy massively. Even with proper shuffling, the 

model will learn on batches dominated by the largest class, which is a massive detriment to 

model accuracy [35]. The typical argument against small batch sizes is that it increases model 

noisiness, but in this case increased noisiness is desirable and would allow us to escape the local 

minimum. It would also prevent every batch from being dominated by the largest class, which 

would further combat the class imbalance.  
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A rather brute-force method of balancing a dataset is random under sampling, where 

you deliberately remove representatives of the overrepresented class from the dataset before 

training [35]. This method prevents class imbalance by eradicating it entirely. The extent to which 

a dataset needs to be under sampled depends on the class imbalance, but it is important to 

remember that reducing the count of images in a class by a percentage does not reduce its 

prevalence in the dataset by that percentage, since it removes the total images in the dataset by that 

same amount. Reducing the imbalanced class by a large percentage is often necessary, so it is 

important to acknowledge that this will shrink the size of the dataset considerably. This can 

negatively affect training compared to using a balanced dataset, but it is preferable to a model that 

can only guess one class [35].  

Another somewhat brute-force method of balancing a dataset is random over sampling, 

where the model learns from representatives of the underrepresented classes multiple times while 

training [35]. The advantage of this method is that it uses actual instances of each class, so it 

doesn’t reduce the validity of the data at all [35]. However, there is huge danger of overfitting using 

this method [35]. By doubling the prevalence of an image in the dataset, the model will learn that 

specific image twice as well, which can lead to increased training accuracy with no improvement 

on the test set or in the real world [35].  

A more nuanced method of oversampling for image recognition is using data augmentation to 

create fake images from the images that already exist in the class [35]. While distorted, these are 

examples of the class fit for use in a model, especially if the modeler generates the new from 

the same image augmentation algorithm as they would use in the model. The downside, however, 

is that using these augmented images and pre-training image augmentation together can result in 
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significantly more distorted training data than originally intended, which can affect testing 

accuracy and real-world performance. This can also lead to overfitting of some images are 

insufficiently different from their original. This method does have a proven track record outside 

of the realm of image recognition via the SMOTE algorithm [35].    

Deep Learning Framework  

Deep learning frameworks are high-level interfaces that create human-interpretable models 

over cuDNN [37], a library for deep learning primitives. There are many frameworks available, 

including Pytorch [38], Caffe [39], and NVIDIA DIGITS [40]. Keras [36], however, is the most 

fully functional framework for our purposes. Keras [36] is itself an interface for Tensorflow [41], 

making it one of the most readable interpretations to create a neural network. It is well documented, 

and there are implementations for all major models both built into the library and available online. 

It is also completely open source and does not incur any additional cost. As Tensorflow [41] is 

based on Python [33], so is Keras [36], which allows us all the advantages of Python [33] on top 

of the advantages of Keras [36]. For our project, we also used Python [33] to split our images into 

testing and training datasets, automatically create graphs of the model’s accuracy and loss over 

time with Matplotlib [42], and run all of our trainings in sequence, to save on hardware downtime 

and complete the runs quicker. Keras [36] is also easy to modify, making the modifications 

to SqueezeNet [2] that we want to use easier than in a more rigid application. We will also use 

GPU training with a NVIDIA NTX 1080 [43].  
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CHAPTER 4 

RESEARCH DESCRIPTION 
 

Control Models  

For our research, we chose to use AlexNet [4] and SqueezeNet [2] as our control models. AlexNet 

[4] is dated compared to VGG [6] or RetinaNet [7], but it’s proven itself to be a reliable benchmark 

for the power of an image recognition model. AlexNet [4] was also the control model in the 

original SqueezeNet [2] paper, so comparing it to our modified versions of SqueezeNet [2] is 

consistent with the literature. It was also comparatively easy to train, as attempts to compile VGG 

[6] crashed our hardware. In a way, this proves our point about hardware accessibility problems, 

as we could not use the state-of-the-art models due to hardware constraints.  

We also tested SqueezeNet [2] to ensure that the gains in model compression and accuracy held 

for our dataset. For our initial run of SqueezeNet [2], we did not change anything from the model 

as described in the paper. 
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Figure 14. AlexNet visualization. The pyramids represent the filters. [44] 
 

AlexNet 

AlexNet begins with a convolutional layer followed by a 2x2 max pooling layer with stride 2 [4]. 

This pattern is repeated four more times, for five total blocks of convolutional layers and pooling 

layers [4]. The filter size for the convolutional layers is, in sequence, 96, 256, 384, 384, 256 [4]. 

Next, the model has three densely connected layers [4]. Each of these layers is followed by a 40% 

dropout layer, which removes 40% of the connections from the model [4]. In sequence, the dense 

layers are size 4096, 4096, and 1000 [4]. All the previously mentioned convolutional layers and 

dense layers use ReLU as their activation function [4]. Finally, the head of the model is a dense 

layer with size n, where n is the number of classes the model is attempting to discern between [4]. 

This uses a softmax activation to turn the result into a probability distribution that contains the 

likelihood of the image being in each class [4]. 
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Figure 15. Model architecture for SqueezeNet v1.1 [2]. n is the number of classes. In our case, n 
= 7. 
 

SqueezeNet 

The basic building block of SqueezeNet is the fire module [2]. A fire module consists of a squeeze 

layer, that uses (1, 1) sized kernels [2]. Then, there is an expansion layer comprised of half (1, 1) 
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sized kernels and (3, 3) sized kernels, which expands the model and performs the usual function 

of the convolutional layer [2]. Each of these layers use ReLU as their activation function [2].  

 

Figure 16. A fire module. As shown here, there is a squeeze filter size of 3 and an expand filter 
size of 4. [2] 

 
SqueezeNet as originally written consists of a convolutional layer with 64 filters and a max pooling 

layer with a pool size of (3, 3) and a stride of 2 [2]. That is followed by two fire modules, with a 

squeeze filter size of 16 and an expand filter size of 64 [2]. Those fire modules are followed by 

another max pooling layer [2]. That block is followed by another similar block, consistent of two 

fire modules with a squeeze filter size of 32 and an expand filter size of 128 and another max 

pooling later [2]. That is followed by two fire modules with a squeeze filter size of 48 and an 

expand filter size of 192 [2]. Next, there are two more fire modules with a squeeze filter size of 64 

and an expand filter size of 256 [2]. Finally, there is a 50% dropout layer, which zeroes out half of 
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the connections randomly to prevent overfitting [2]. The head consists of a convolutional layer 

with a filter size of n, where n is the number of classes in the model [2]. This layer uses ReLU as 

its activation function [2]. Finally, there is a global average pooling layer that converts the model 

to a usable probability distribution [2]. 

 
Controlled Preprocessing  

For all runs, we trained for one hundred epochs. We also used the exact same train-test split for 

images across all runs, to ensure that any differences in accuracy were due to the model and not a 

more favorable train-test split. We selected 80% of the database at random to be our training 

images, and the rest were used as testing images. We also used the same image preprocessing for 

each model. While it’s possible to do preprocessing with heavy changes to the images we chose 

light-touch preprocessing, since color, shape, and symmetry of the blemish are extremely 

important to diagnosing melanoma [9]. Images could be horizontally flipped, sheared by 

0.2 degrees, or zoomed by 20%.  

We also employed random under sampling to overcome the class imbalances. Random under 

sampling is the process of removing random images of the imbalanced class from the dataset [35]. 

Due to the dataset’s relatively small size and the massive imbalance towards melanocytic nevi, it 

was necessary to massively under sample that class. We initially tested under sampling it by 50%, 

and when that proved not to be enough, we under sampled by another 50%, for a total of 75% 

under sampling of melanocytic nevi. While the accuracy was technically lower, both it and 

the model loss improved over the epochs, proving that our model was learning the modified 

dataset better than the unmodified dataset. We used the same under sampling for every model, to 

ensure that the models are all directly comparable.   
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Controlled Hyperparameters  

We used cross entropy as our loss function and stochastic gradient descent as our learning 

rate optimizer [11] [14]. Categorical cross-entropy is the most widely used algorithm 

for image classification regardless of dataset or model size. The learning rate optimizer was a 

difficult needle to thread, as we needed an optimizer that was noisy enough to escape the nv trap, 

but stable enough to find the global minimum once the local minimum was cleared. For this, we 

chose a noisy learning rate optimizer and a very noisy batch size, and then chose the rest of 

our hyperparameters to minimize noisiness from there. This allows our models to start out noisy 

enough to escape the local minimum but not noisy enough to escape the global minimum by 

accident. We used stochastic gradient descent [14] as our learning rate optimizer as it is more 

effective on smaller datasets, and it can be very effective at combatting a large data imbalance. In 

our preliminary testing, more adaptive learning rate optimizers such as adam 

[15] would always trap themselves in the local minima created by the imbalance in the dataset. We 

refer to falling into this local minimum as the “nv trap” in this paper, as the model will always 

label an image “melanocyclic nevi,” abbreviated “nv” by the dataset. We chose a low learning rate 

of 0.0001, which combats the noisiness inherent in using a nonadaptive optimizer and employed 

momentum to further reduce the noisiness. We set the momentum to 0.9, which allows the SGD 

to match the data better [14]. This prevents the model from falling into a local minimum 

by accelerating them past ravines. This also counteracts the intrinsic noisiness of both stochastic 

gradient descent and our choice of batch size.  

For the purposes of this paper, we trained every model for 100 epochs. In the future, we would 

train the model for more epochs to combat the noisiness of some of our other hyperparameters, but 
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due to the extremely long training time and the wide array of models we wanted to test, we chose 

to cap testing there. By epoch 100, even our noisy models will have cleared the local minimum 

if possible and show a clear upward trend in accuracy and downward trend in loss if one exists.  

Every model was trained using the same set of class weights, derived from the same formula. Since 

class weights act directly on the model in Keras [36], there is no consensus on what formula to use 

to improve accuracy the most. We chose to use the formula log(t / c), where t is the total count of 

images in the dataset and c is the count of images in the class. On our dataset, this sets the weight 

of melanocytic nevi very close to one, at 1.1. Unlike other methods, this method does not drag any 

weights below one, and which would force us to round the weights up to one, defeating the purpose 

of the weighting, or face heavy underweighting for several of the most populous classes, which 

would harm the training.  
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Figure 17. Model architecture of Deepsqueeze. Fire Modules are implemented as in SqueezeNet 
[2]. n is the number of classes. In our case, n = 7. 

 
Deepsqueeze  

Deepsqueeze was an attempt to deepen the SqueezeNet [2] architecture in order to improve 

accuracy. While this would increase the size of the model, given SqueezeNet’s [2] already small 

size, it’s possible that the accuracy gains would be worth additional MiBs of 

space. In Deepsqueeze, three more blocks are added to the model. Each consists of two fire 

modules with a squeeze filter size of 32 and an expand filter size of 128. Each of these layers is 

followed by a max-pooling layer. In theory, this would allow us to look at the feature maps more 

generally and increase accuracy. Since our images are well over double the size of those used 
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in ImageNet [30], the dataset the original SqueezeNet [2] was trained on, we believed that adding 

more building blocks would allow the model to understand the images better.  

 

Figure 18. Model architecture of Son of Deepsqueeze. Fire Modules implemented as in 
SqueezeNet [2]. n is the number of classes. In our case, n = 7. 

 
Son of Deepsqueeze  

Son of Deepsqeeze was an attempt at improving the accuracy of the Deepsqueeze model. It uses 

the same layering structure as Deepsqueeze, and thus has three more blocks of two fire modules 

followed by a max-pooling layer. However, every two convolutional layers, the squeeze size 

increases by 16 and the expand size increases by 64. This increments both by the same amount as 

in the original SqueezeNet [2] paper. Progressively incrementing the filters over the course of the 

training is common in image recognition models, and continuing the pattern used in the 
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original SqueezeNet [2] should produce a deeper model with a better understanding of the larger 

images in our dataset.  

Pruning  

We chose to use an aggressive pruning schedule that begins at step twenty of training. The 

schedule would ramp up from 50% sparsity to 90% sparsity over that time period. We believed 

that since pruning is proven not to affect the accuracy of a model up to a certain point, very 

aggressive pruning spread throughout nearly the entire training process would expose the limits of 

how much we could prune our model before accuracy suffers [32]. Our pruning used the inbuilt 

Tensorflow sparsity module [41]. The prune_low_magnitude function accepts our pruning 

parameters and the model [41]. Then, the model is recompiled using categorical cross-entropy, 

stochastic gradient descent, and accuracy as the metric it’s solving for [41]. 

Quantizing  

We chose to quantize the model down to 8-bit integers. Not only is this optimal for CPU and edge 

TPU [3] usage, it is another method of compressing the model that barely effects accuracy.  We 

used the TFLiteConverter built in to Tensorflow Lite to compress the model [41]. Each of the 

individual weights of the model are converted to 8-bit integers after training by the 

TFLiteConverter [41]. This is optimized for size, rather than latency. Inputs will be quantized 

similarly, but must be quantized on the fly, rather than beforehand [41]. 
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CHAPTER 5 

RESULTS 
 

AlexNet  

Our primary control model is AlexNet [4]. The model had a final top-one accuracy of 54.21% after 

100 epochs. It had a top-two accuracy of 73.71% and a top-three accuracy of 85.38%. The final 

loss was 4.2067, which suggests there is significant room for improvement in terms of accuracy. 

However, these improvements were impossible due to the model overfitting the training set 

massively. The final training top-one accuracy was 95.55%, with a top-two accuracy of 99.37% 

and a top-three accuracy of 99.82%. The final training loss was 0.2040, suggesting that the model 

had little to improve on the dataset. This performance wildly overshoots our best performing 

models by a wide amount, but the more tempered performance on the test set suggests that this 

accuracy is more a function of an overfitted model than anything else. This is likely a function of 

the model being too large and complex for the dataset. The model weighs in at 1.0 GB and 

136,047,815 parameters. On our NVIDIA 1080 [43] it took approximately three days to train.  

SqueezeNet  

The base of our research was the SqueezeNet [2] model. The model proved approximately as 

accurate as our control model, AlexNet [4], at a massively compressed size. AlexNet [4] had 

a 54.21% top-one accuracy after 100 epochs and weighed in at 1.0 GB. SqueezeNet [2], on the 

other hand, had an 50.56% top-one accuracy after 100 epochs and weighed in at 5.8 MiB and 

726,087 parameters for a 164x size compression rate, a 187x parameter compression rate, and 

a modest accuracy decline of approximately 4% in the most difficult case compared to AlexNet 

[4]. However, SqueezeNet [2] had a comparable top-two accuracy at 73.71% and a slight top-three 
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accuracy improvement at 87.11%. We wanted to compare the model to a more modern architecture 

like VGG-16 [6], but that model was too large to run on our hardware. This illustrates the 

accessibility problem of many major models that our research hopes to correct. Among more 

accessible models, MobileNet [25] achieves a top-3 accuracy of 85%, so our implementation of 

SqueezeNet is an improvement [26].  When compared to AlexNet [4], however, SqueezeNet [2] is 

a significant improvement. The loss in accuracy is not negligible, but the ability to run on edge 

devices more than outweighs it for our purposes. We chose a convolutional layer with 7 nodes 

followed by a global average pooling layer with softmax activation [11] as our head function, as 

it provided the best results in small scale tests. We otherwise used the exact tail and body of the 

model from the original paper, to create a baseline for further improvement. 

 

Figure 19. Top-one accuracy of SqueezeNet [2] over the epochs. 
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Figure 20. Loss of SqueezeNet [2] over time. Note that the huge drop in loss corresponds with 
the model breaking the initial accuracy ceiling around epoch 16. 

 
Deepsqueeze  

Deepsqueeze is a deeper SqueezeNet [2] model than the original paper used. This version of the 

network adds three more blocks of two fire modules and one pooling layer in the middle of the 

body. The fire modules each have a squeeze size of 32 and an expansion size of 128. Our model 

also used the head described in the SqueezeNet [2] section. This increases the size of the model 

to 8.3 MiB and 1,022,727 parameters, and in practice it was unable to escape the trap caused by 

the imbalance in the dataset. Top-one testing accuracy ended at 34.21%, top-two testing accuracy 

ended at 56.95%, and top-three testing accuracy ended at 78.68%. These values barely fluctuated 



 

47 

over the course of the model, and the final validation loss of 1.6917 is only .07 away from the 

validation loss at epoch one, as shown by Figures 20 and 21. The model’s additional depth did not 

help it learn the dataset any better, and likely the presentation of the additional information 

confused it more than it helped.  

 

Figure 21. Top-one accuracy of Deepsqueeze over time. Note that the test accuracy drops 
considerably at epoch 21, just as it did early on in SqueezeNet’s [2] training 
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Figure 22. The loss for Deepsqueeze over time. As the model never truly learns to escape the nv 
trap, the loss never decreases appreciably. 

 
Son of Deepsqueeze  

In another attempt to improve the accuracy of the compressed model, we instead scaled the size of 

the fire modules up continuously over the model. We used the same blocks of fire modules 

as Deepsqueeze (hence the name of the model) but after every second fire module we increased 

the squeeze size by 16 and the expansion size by 64. This matches the hyperparameter expansion 

pattern laid out by the original SqueezeNet [2] model. However, the apple never falls far from the 

tree, and Son of Deepsqueeze suffers from the same accuracy problems as its parent, as shown by 

Figure 22. It has ~46% top-one accuracy, 26.4 MiB, and 3,400,455 parameters which represents a 
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complete failure. It fails to improve on SqueezeNet’s [2] accuracy while incurring a massive size 

cost compared to both Deepsqueeze and SqueezeNet [2]. 

 

Figure 23. Top-one accuracy of Son of Deepsqueeze. 
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Figure 24. Loss for Son of Deepsqueeze. Note that while it does eventually learn the dataset, it 
learns it much slower than SqueezeNet [2] did. 

 
 

Pruning  

Post-training model pruning using aggressive heuristics proved to be extremely effective at 

shrinking the model without affecting accuracy. We tested a polynomial decay pruning schedule 

that began at step 20 and continued through the end of training for an epoch. The sparsity was set 

to ramp up from 50% to 90% over that time. We used the default frequency of 100 to allow the 

model time to reset from a prune. After being pruned, SqueezeNet’s [2] accuracy on the test set 

remained the same, but the model size decreased to 2859 parameters. This represents a decrease 
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of 254x parameters. Aggressive pruning works even on small, compressed models and can 

compress them even further.  

Quantization  

TPUs require that the model be quantized to 8-bit integers. Fortunately, quantizing the model 

considerably reduces the size, so it aligns with our aims. We quantized the model down to 8-

bit integers, which reduced the size SqueezeNet [2] down to 734.9 KiB. This represents an 8x 

decrease in size from the model.   

Analysis 

 

Figure 25. A comparison of the final accuracies of the four models. 
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Figure 26. A comparison of the final sizes of the models in MiB. AlexNet [4] is not included due 
to its much greater size, rendering the graph useless. 
 
SqueezeNet [2] is comparably accurate to MobileNet [25] in terms of top-3 accuracy and is 

comparable to AlexNet [4] in all cases. Deepsqueeze, however, has the worst accuracy of all the 

models tested. It exclusively guesses the largest class, even after random under sampling. This 

suggests that increasing the depth of SqueezeNet [2] without increasing the width only reduces its 

ability to classify images. Son of Deepsqueeze improved on Deepsqueeze’s accuracy by increasing 

the width of the model alongside the depth, but increasing the width dramatically increases the 

size of the model. For all of this, the model fails to improve on SqueezeNet’s [2] accuracy at all, 
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suggesting that just deepening and widening the model is insufficient for creating a more accurate 

SqueezeNet [2]. 
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CHAPTER 6 

CONCLUSION 
 

In this thesis, we have shown that existing models such as SqueezeNet [2] and AlexNet [4] can 

work on the kinds of imbalanced datasets that exist publicly for skin lesions. With sufficient 

application of class weighting, smaller batch sizes, and random under sampling, even these 

relatively shallow models can achieve accuracy comparable to deeper, modern models such as 

MobileNet [25]. 

We have also shown that SqueezeNet [2] provides a comparable accuracy to AlexNet [4] on the 

HAM10000 database [1], despite the peculiarities of the database. Among the models we tested, 

SqueezeNet [2] provides the greatest capacity for hardware-light training and provides the 

smallest model with good accuracy. 

We have tested various configurations and efforts to deepen SqueezeNet [2]. While none 

provided significant fruit, we have shown that simply adding more blocks of fire modules to the 

model is ineffective for improving accuracy on small, imbalanced datasets. We do show, through 

the improved performance of Son of Deepsqueeze over Deepsqueeze, that when deepening the 

model, it is more effective to continually increase the size of the squeeze and expand filters as 

the model goes along rather than keeping them the same.  

We show that quantization and pruning are still effective on a smaller, heavily imbalanced 

dataset. We saw significant decreases in model size with almost no loss to accuracy across all 

models, regardless of initial size or depth. Despite the peculiarities of the dataset, many nodes are  
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unnecessary and can be safely pruned, and quantizing the models will safely them it accessible 

on edge devices. 

Future Work 

In the future, we would like to perform further experiments on deepening SqueezeNet [2], due to 

the unique accuracy density of its fire modules. Experimenting with more dropout layers could 

improve accuracy while offsetting the size costs for deepening the model. We would also like to 

test the viability of using fire modules in different architectural styles, with more or fewer 

modules per pooling and a more varied end to the body of the model. 

We would also like to attempt to put our models directly into practice on a Google TPU [3]. 

While our SqueezeNet [2] model can run on a TPU [3] due to its small size and its quantization 

to 8-bit integers, we don’t have details on how long a set of inferences will take, or how much 

power a set of inferences will consume. These details would be instrumental to understanding 

how the model can be applied in an edge device. 
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