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ABSTRACT 
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The goal of this dissertation is to investigate how listeners and learning machines cope with the 

ambiguity caused by interfering multiple novel sound sources. Starting from an ambiguous 

auditory scene with competing sound sources, this dissertation investigates how a particular 

sound source draws listeners’ attention while the remaining sources lose their salience and 

become background (noise). Listeners’ perception of competing novel sounds is investigated in a 

series of experiments that varied in terms of listening conditions, simulating the difficulties 

experienced by hearing-impaired individuals in noise. In Chapter 1, the mechanisms behind 

listeners' perception of speech in the presence of competing sounds are reviewed. Chapter 2 

describes three experiments that investigated the recognition of novel sounds in the presence of 

background noise. The chapter begins with a replication of a previous study, providing evidence 

that listeners can segregate a novel target sound from the competing distractor only if it repeats 

across different distractors. A subsequent experiment tested the hypothesis that listeners’ ability 

to detect change in a sound depends on their knowledge of its source, which is gained via 
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repetition. It is concluded that listeners are able to perceptually learn patterns of the repeating 

target while suppressing the changes in the masker stream. Two neural network architectures 

previously employed to study mechanisms of learning, generalized Hebbian and anti-Hebbian, 

are evaluated. It is shown that the generalized Hebbian learning network produces similar results 

to those obtained from the listeners.  Experiments in Chapter 3 provide evidence that recognition 

of a novel target sound becomes robust against new (unheard) distractors when listeners go 

through an exposure stage in which the target is presented repeatedly across multiple distractors. 

Chapter 3 concludes by reporting experiments 3-2 and 3-3 that investigated recognition of 

consonant-vowel-consonant-vowel (CVCV) words in the presence of novel distractors. 

Experiment 3-2 showed that upon exposing the listeners to target tokens across multiple 

distractors, the process of learning new CVCV tokens shifts from context-specificity to an 

adaptation-plus-prototype mechanism. The goal in experiment 3-3 was to investigate whether or 

not cochlear implant users, who have limited spectral resolution, would show the same behavior 

as listeners with normal hearing in experiment 3-2. The main goal in Chapter 4 is to investigate 

the extent to which the findings in experiment 3-2 can be replicated by recurrent neural networks 

(RNNs). This chapter begins with a brief introduction to RNNs and long short-term memories 

(LSTMs). In experiment 4-1 a recurrent LSTM auto-encoder was trained to reconstruct an input 

CVCV target when mixed with a distractor with or without the presence of a context sequence 

prior to the input. It was shown that the network could reconstruct the input with better accuracy 

when the context sequence contained the repeating CVCV target across multiple distractors. 

Furthermore, similar to the findings in experiment 3-2, the presence of such a context sequence 

improved the network’s generalizability to unseen data (novel distractors). Experiment 4-2 
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showed that the presence of the context sequence led to an improved semi-supervised speech 

enhancement algorithm that recovered the target CVCV tokens while suppressing the distractors. 
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CHAPTER 1 

INTRODUCTION: SPEECH PERCEPTION IN THE  

PRESENCE OF BACKGROUND NOISE 

In daily settings, multiple sound sources combine to create an auditory scene (Bregman, 1990). 

The combined sounds produce a mixture that enters our ears. Helmholtz (1863) provides a 

detailed example of how individual sounds create a mixture:  

We have a number of musical instruments in action, speaking men and women, rustling 

garments, gliding feet, clinking glasses, and so one … a tumbled entanglement 

complicated beyond conception. And yet … the ear is able to distinguish all the separate 

constituent parts of its confused whole. 

 

In most scenarios, however, a single sound source is of interest. As suggested in the above 

example, normal-hearing listeners are reasonably successful at attending to a target sound stream 

(for example, a single talker) and segregating the source from the mixture.1 The process of 

assigning different segments to different sources (streams) is often referred to as perceptual 

grouping or auditory scene analysis (ASA) (Bregman, 1990). The process of separating the 

elements from two different streams is called segregation. Bregman provided a conceptual 

framework explaining the mechanisms behind this ability. His framework for ASA consists of an 

analysis-synthesis process. The scene is decomposed into a collection of segments, which are 

subsequently grouped to form coherent streams. Bregman makes a further distinction between 

primitive grouping and schema-based grouping. While primitive grouping relies on intrinsic 

                                                 

1 In speech perception/processing research, the other unattended sound sources are referred to as “background noise”, “noise”, 

“masker”, or “distractor”. Throughout this document, these terms are used interchangeably which refer to the same concept.     
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structure of the sound sources (bottom-up process), schema-based grouping refers to the fact that 

auditory features belonging to the same learned pattern tend to bind together. Schema-based 

grouping is a top-down process and relies on prior knowledge.   

Bregman’s primitive grouping framework is analogous to those proposed by Gestalt 

psychologists in relation to visual perception. Assuming that speech can be represented as a two-

dimensional time-frequency scene, the primitive grouping principles can be summarized as the 

following (Wang & Brown, 2005; Moore, 2013):   

1- Proximity in frequency and time: The acoustic components that are closer in frequency tend 

to be grouped together. Likewise, the components that are close in time are more likely to be 

grouped together.  

2- Fundamental frequency (F0) and periodicity: Listeners hear two steady complex tones that 

are played together as two separate streams if they have different fundamental frequencies. In 

other words, a set of components that have frequencies that are integer multiples of the same 

fundamental frequency tend to be grouped together. In addition, time-varying F0 cues 

provide a basis to listeners to tracking properties of the target speech over time (Assmann, 

1996).    

3- Onset and offset: Listeners tend to group frequency components into the same stream if they 

have the same onset and/or offset time.   

4- Amplitude and frequency modulation: modulations of the components of one sound in 

amplitude or in frequency can aid the perceptual segregation of that sound from the 

unchanging background.    
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5-  Rhythm: A sequence of rhythmically related tones tends to be integrated into the same 

stream.  

6- Common spatial location: Concurrent sounds that originate from the same location in space 

tend to be grouped. In other words, sounds that originate from different locations may be 

perceptually segregated from the mixture.  

7- Contrast with previous sounds: The auditory system is well suited to the analysis of changes 

in the input (Moore, 2003). For example, a complex tone with many harmonics is heard with 

a single pitch related to F0 but the individual harmonics are not separately perceived. 

However, if one of the harmonics starts before the other harmonics or continues after the 

other harmonics, it will perceptually stand out.  

1.1 Speech recognition in individuals with hearing loss in the presence of background noise 

Unlike normal-hearing listeners, individuals with mild, moderate, and severe hearing loss have 

difficulties attending to a single source in the presence of a mixture of other sounds (Plomp & 

Mimpen, 1979). It is worth mentioning that although hearing assistive devices, such as hearing 

aids or cochlear implants, improve speech recognition rates in quiet (Faulkner & Pisoni, 2013), 

the recipients may still face difficulty recognizing a target speech in the presence of background 

noise (Gifford & Revit, 2010). These difficulties are often due to biological factors, such as 

reduced frequency selectivity (Moore, 2007) or to limitations of the assistive device. Cochlear 

implants, for example, limit the frequency resolution to a range of 8 to 12 frequency bands, 

which has been shown to substantially reduce speech recognition in the presence of noise 

(Friesen, Shannon, Başkent, & Wang, 2001).     
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The difficulties experienced by hearing impaired individuals overlap with the poor performance 

of speech processing systems (e.g., automatic speech recognizers) when a target speech signal is 

distorted by noise. To overcome this limitation, a number of approaches have been pursued over 

the course of forty years of research. These can be categorized as speech processing algorithms 

that segregate the target sound sources from the background noise, or training procedures to 

improve listeners’ recognition in noise. This introduction provides a brief overview of both 

approaches.  

1.2 Speech enhancement algorithms   

Similar to other computational auditory scene analysis (CASA)-based approaches, speech 

enhancement is concerned with source separation. However, it has a narrower goal in the sense 

that it enhances a target speech while suppressing the background noise. Generally intended to 

apply to single-channel audio, this approach is based on statistical analysis of speech and noise, 

followed by estimation of clean target speech from the mixture. Many speech enhancement 

algorithms have been proposed which can be classified as spectral subtraction, Weiner filtering-

based approaches, statistical-based approaches, and sub-band filtering. The widely used method 

of spectral subtraction subtracts the power spectral density of the estimated background from that 

of the mixture to estimate the target speech. The reader is referred to Loizou (2013) for a 

comprehensive overview of speech enhancement methods. 

The statistical-based approaches are mostly a variant of the minimum mean square error 

method proposed by Ephraim and Malah (1984). This class of algorithms models speech and 

noise as statistically independent Gaussian random variables, and optimally estimates a target 

speech according to a defined criterion (e.g., minimum mean square error).  
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Speech enhancement requires a good estimate of the background noise which is difficult to 

obtain unless the noise is stationary. To relax the stationarity assumption, algorithms typically 

involve detection of silent gaps in the speech signal and subsequent noise estimation within the 

gaps.  

Most speech enhancement algorithms suffer from an inability to improve speech 

intelligibility, despite their success at attenuating the background noise (Loizou & Kim, 2011; 

Montazeri et al., 2012). In recent years, however, several algorithms have been proposed which 

result in substantial speech intelligibility improvements (Healy et al., 2013). These algorithms 

are mostly developed by training a learning machine (e.g., neural network, support vector 

machine) with large amount of target stimuli as well as background noise sounds. The training 

procedure in these algorithms are mostly developed based on the ideal binary masking 

framework, described below.         

1.2.1 Ideal binary masking 

Ideal binary masking (IdBM) has been proposed as the primary goal of CASA (Wang, 2005). 

With a two-dimensional time-frequency (T-F) representation of the mixture (target degraded 

with masker), an ideal binary masker is defined as a binary criterion within which a value of 1 

denotes that the target energy in the corresponding unit exceeds the masker by a predefined 

threshold and is set to 0 otherwise. The threshold is called the local SNR criterion (LC), 

measured in decibels. More specifically, IdBM at the time instant 𝑡 and frequency bin 𝑓 is 

defined as Wang, Kjems, Pedersen, Boldt and Lunner (2009): 

                                            𝐼𝑑𝐵𝑀(𝑡, 𝑓) = {
1         𝑖𝑓 𝑠(𝑡, 𝑓) − 𝑚(𝑡, 𝑓) > 𝐿𝐶
0                                  𝑜𝑡ℎ𝑒𝑟𝑤𝑖𝑠𝑒  

                                  (1.1) 
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where 𝑠(𝑡, 𝑓) and 𝑚(𝑡, 𝑓) denote the target (speech) and masker (noise) energy values (in 

decibels) within the unit of time t and frequency f, respectively. 

Several signal processing strategies have been proposed in the literature based on IdBM. These 

include criteria for noise suppression (Hazrati & Loizou, 2012), practical algorithms for de-

reverberation (Hazrati, Lee, & Loizou, 2012), noise suppression and new stimulation strategies 

for cochlear implants (Hu & Loizou, 2008). In particular, the algorithms proposed in Kim, Lu, 

Hu, and Loizou (2009), Healy, Yoho, Wang, and Wang (2013) show improvement of speech 

intelligibility in normal hearing, hearing-impaired, and cochlear implant listeners, respectively. 

These methods are based on training machine learning algorithms according to one or more 

speech features. For example, in Kim et al. (2009) speech signals taken from the IEEE corpus 

(IEEE, 1969) were synthetically added to babble noise. Assuming the knowledge of the SNR at 

each T-F bin, two separate Gaussian mixture models (GMMs), one for target-dominated bins and 

one for masker-dominated bins, were trained based on the amplitude modulation spectrograms of 

that bin. In the testing stage, the degraded (noisy) signals were decomposed into T-F bins. In 

each bin a Bayesian inference procedure was used to estimate the likelihood of that bin being 

speech or noise dominated. Healy et al. (2013) proposed the use of amplitude modulation 

spectrum (AMS) features as well as relative spectral transform and perceptual linear prediction 

(RASTA-PLP) and mel-frequency cepstral coefficient (MFCC) features to train a deep neural 

network (DNN). The trained DNN was used to segregate speech from noise. Their proposed 

algorithm was able to provide benefit for hearing-impaired listeners in terms of speech 

intelligibility improvement. An ongoing challenge in these types of methods is their inability to 

segregate speech from an unseen noise, i.e., noise which deviates from the noise that was used 
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during training (May and Dau, 2014). Generalizability of these algorithms to unseen noise is an 

ongoing challenge. 

Li and Loizou (2008) and Montazeri and Assmann (2018) evaluated the benefits of IdBM 

when the speech signals were processed with a voice-encoder (vocoder). Their results showed 

that with low spectral resolution and degraded temporal-fine structure (TFS) cues, listeners 

gained limited benefit from IdBM processing. In their study, the IdBM benefits increased with 

increasing number of channels.  

Montazeri, Hossain, and Assmann (2016) evaluated the effects of reduced frequency 

selectivity and degraded TFS information on the speech intelligibility benefits obtained from 

IdBM. Three smearing factors were evaluated to simulate the effects of reduced frequency 

selectivity in normal hearing and hearing-impaired listeners with moderate and severe hearing 

loss, respectively. Their results revealed that the intelligibility of the IdBM-processed stimuli 

decreased with increased spectral smearing.         

1.3 Auditory Training            

Listeners have been shown to benefit from auditory training in terms of speech intelligibility 

improvement in the presence of background noise. Specifically, the effectiveness of speech-in-

noise training is supported by multiple studies. For example, the results from Bradlow and Bent 

(2008) and Bradlow and Pisoni (1999) suggest that the accuracy of spoken word recognition 

increases as listeners become familiar with the talkers. The improvement in recognition has also 

been shown in speech distorted by time compression (Dupoux & Green, 1997), noise-vocoding 

and in the presence of noise.  
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Aural rehabilitation (auditory training) has been shown to provide speech recognition benefits in 

normal-hearing listeners, presented with CI simulations, as well as actual CI users (Fu et al., 

2004b; Fu and Galvin, 2007; Fu et al., 2005; Nogaki et al., 2007; Miller et al., 2015). In Miller, 

Zhang, and Nelson (2015), nine CI recipients completed eight hours of identification training 

using a custom-designed training package. Perception of speech produced by familiar talkers 

(talkers used during training) and unfamiliar talkers (talkers not used during training) was 

measured before and after training. Five additional untrained CI recipients completed identical 

pre- and posttests over the same time course as the trainees to control for procedural learning 

effects. Their results indicated that perception of the speech contrasts produced by the familiar 

talkers significantly improved for the trained CI listeners, and effects of perceptual learning 

transferred to unfamiliar talkers. Such training-induced significant changes were not observed in 

a control group that did not experience the training. 

Sullivan, Assmann, Hossain, and Schafer (2017) investigated whether word recognition 

based on voice gender differences in a target and masker can be further enhanced following 

perceptual training. They considered three different training strategies that differed in terms of 

gender mismatch in target and masker. Their results showed an improvement of the word 

recognition accuracies in each of the training groups compared to a control condition (i.e., no 

training). However, the amount of training benefits did not differ across the three groups, 

indicating that training benefits were independent of the voice gender mismatch.  In addition, the 

word recognition improvements were maintained at a late session (one week following the last 

training session).  
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Despite the speech recognition benefits provided by front-end speech enhancement and/or 

auditory training, individuals with hearing loss, particularly CI users, face great difficulties 

perceiving speech in the presence of background noise (Wilson & Dorman, 2008; Faulkner & 

Pisoni, 2013; Moore, 2007). These perceptual difficulties generally stem from distortions of 

bottom-up or top-down information that are available to the listeners. This dissertation covers a 

number of experiments that aim to investigate the functional mechanisms explaining how 

listeners’ perception of an auditory scene is altered with increased exposure to incoming sounds. 

Data obtained from these experiments can lead to training strategies and speech enhancement 

algorithms tailored for individuals with hearing loss. 
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CHAPTER 2 

RECOVERY OF NOVEL SOUNDS I THE PRESENCE OF BACKGROUND NOISE 

In Chapter 1 the mechanisms underlying the recognition of speech in the presence of background 

noise were discussed. Two distinct mechanisms for grouping, based on Bregman’s framework, 

were considered: primitive grouping, which relies on characteristics of the sounds and schema-

based grouping, which relies on prior knowledge of the sounds present in an auditory scene. 

From the ASA perspective, it can be implied that recovering a target sound in a scene with 

multiple sound sources requires priors or assumptions about the structure of the sound sources 

(Ellis, 2006). In other words, listeners develop expectations (hypotheses) about the structure of 

the (target) sound source(s). For instance, it is suggested that listeners use spectro-temporal 

regions in which the target sound source is least affected by other sources (target glimpses) and 

fill in the missing parts (Cooke, 2006). In the glimpsing account, listeners group and 

subsequently integrate the glimpses based a number of cues such as similarity of fundamental 

frequency (F0) or spatial location across glimpses. Thus, the underlying assumption in this case 

is the similarity of F0 or spatial cues across the target glimpses. 

Listeners can also form knowledge of the sound sources that are present in the scene 

throughout the time course of the incoming mixture rather than relying exclusively on bottom-up 

or top-down cues. In a study by McDermott, Wrobleski, and Oxenham (2011), repetition was 

suggested to be another grouping cue available to listeners in the absence of prior knowledge of 

the sounds or any other bottom-up cue. They reported an experiment in which each trial 

presented a novel target sound mixed with a distractor and listeners were asked whether they 

recognized the target when presented in quiet. Their results showed that listeners were able to 
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recognize the target sound only if the target occurred more than once across different mixtures. 

As interpreted, repetition lets the listeners group the repeating, and consistent, pattern as one 

sound object. Other studies such as Best, Ozmeral, Kopco, and Shinn-Cunningham (2008) have 

also suggested the role of consistent features, over the time course of a mixture, in the formation 

of sound objects in an auditory scene. In their study, the identification of a sequence of spoken 

target digits presented with distracter digits from other directions was measured. Their results 

showed that performance was better when the target location and F0 were fixed rather than 

changing between digits. They concluded that perceptual feature consistency provides evidence, 

over the course of the sounds, to the listeners to identify (or form) a sound object.  

To further investigate this idea, a preliminary study was performed which was a 

replication of the study conducted by McDermott et al. (2011). In their study, McDermott et al. 

generated novel sounds using a multivariate Gaussian distribution. The benefit of such an 

approach was that the generated stimuli shared basic statistics with real-life sounds (naturalistic 

sounds and speech). Nonetheless, the stimuli did not have any particular cue, nor did they 

resemble any specific sound to enable bottom-up and/or top-down segregation.  

The Gaussian distribution was generated with a covariance matrix whose elements were derived 

from the auto-correlation of naturalistic sounds across time and frequency. In the present 

research, the elements of the covariance matric were calculated using the IEEE speech database 

(IEEE, 1969). All of the 720 sentences in the IEEE corpus were selected and their auto-

correlation in time and frequency were calculated. To find the auto-correlation in time, the 

correlation between each IEEE sentence and its shifted version was calculated. The amount of 

shift (time offset) was varied from 1 to 350 ms. In order to find the auto-correlation in frequency, 
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each IEEE sentence was down-sampled from 25 KHz to 16 KHz and was passed through a bank 

of 60 gamma-tone bandpass filters (Slaney, 1998). The center frequencies of these filters were 

logarithmically spaced and spanned the range of 50 Hz to 7431 Hz. The correlation between 

each of the 60 band-passed signals was calculated as a function of spectral separation (offset). 

Figure 2.1 shows these auto-correlations in time and frequency. The correlation pattern time and 

frequency can be modeled with the following equations, respectively:  

                                                                            𝐶𝑡 = 𝑒−∝1𝑡                                                                      (2.1) 

and 

                                                                             𝐶𝑓 = 𝑒−∝2𝑓                                                                     (2.2) 

In the above equation, 𝑡 represents time offset and 𝑓 represents sub-band (frequency) 

offset. The values of ∝1 and ∝2 were found to be 0.070 and 0.059, respectively. Providing these 

values to the Gaussian distribution would result in generated novel sound stimuli, which share 

basic statistics (time and frequency coherence) with speech. These stimuli, however, do not 

possess any bottom-up cues, such as common onset/offset, amplitude/frequency modulation, 

which may contribute to source segregation. 

Listeners’ ability to segregate such sounds was assessed by presenting a sequence of 

mixtures followed by a probe sound. The mixtures were generated by adding two sounds 

together (SNR= 0dB). The probe was either one of the sounds in the mixtures, called the “target” 

sound, or another sound with statistics similar to the target, which was not present in the mixture 

(incorrect probe). The incorrect probe was constrained to be physically consistent with the 
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mixture, such that—like the target—it never had more energy than the mixture. Listeners were 

asked to specify whether the probe was present in the mixture(s), by typing ‘Y’ indicating “yes” 

or ‘N’ indicating “no”. 

2.1 Experiment 2-1 

2.1.1 Methods 

In this experiment the participants (N=10, normal hearing) were presented on each trial with a 

mixture followed by a probe sound. Pairs of sounds were generated using the multivariate 

Gaussian distribution mentioned earlier. One sound is called “target” and the other is referred to 

as the distractor. The two sound signals were root mean square (RMS) equalized and were 

summed to generate a mixture. In one condition, the generated mixture was presented only once. 

In a second condition, the mixture was repeated three times. The experimental design was a 

single factor repeated measures design with different numbers of mixture repeats (1 or 3 repeats). 

This resulted in 30 total trials for each session (10 trials per condition). Figure 2.2 shows 

examples of the stimuli used in a single trial in this experiment.  

Figure 2.1. Average correlation coefficients across time and frequency for IEEE sentences. The 

green solid lines show the correlation values. The dotted red lines are the fitted exponential 

curves. 
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Target Distractor Incorrect probe 

(a) 

(b) 

(c) 

(d) 

Figure 2.2.(a) Example stimuli used in a single trial in experiment 2-1. A novel target as well as 

a novel distractor is generated. The target is represented as a blue line and the distractor is 

represented as a red line. In Figures 2.2.(b) and 2.2.(c) the target is mixed with the distractor to 

generate a mixture. The generated mixture is presented 3 times in succession during an exposure 

stage (highlighted with gray). During a test stage (highlighted with red), a probe signal is 

presented to the listener. The probe signal is either the target (Figure 2.2.(b)) or an incorrect 

probe which was not present in the exposure mixture (Figure 2.2.(c)).  Figure 2.2.(d) shows the 

hit and false alarm rates when the generated mixture is repeated once or three times.  
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2.1.2 Results 

Figure 2.2.(d) plots the listeners’ recognition in terms of hit and false alarm rates. To compare 

the results, the hit and false alarm rates were used to generate a receiver operating characteristic 

(ROC) curve. The area beneath the curve was used as the performance measure (Macmillan & 

Creelman, 1991); chance and perfect performance corresponded to areas of 0.50 and 1.00, 

respectively. The area under the ROC curve was found to be 0.52 and 0.50 for the conditions in 

which the mixture was repeated once and three times, respectively. These values were not 

statistically different from chance level [𝑡(9) = 0.71, 𝑝 = 0.81; 𝑡(9) = 0.62, 𝑝 = 0.96] 

Listeners’ identification of the target in the mixture remains at chance level regardless of the 

number of times it was repeated. In this case the target and distractor sounds were perceptually 

fused, and repeating the target did not enable listeners to segregate the target and distractor 

sounds.  

2.2 Experiment 2-2 

2.2.1 Methods 

Experiment 2-2 followed the same design as in experiment 2-1 with the exception that in this 

experiment the target sound was presented across a different distractor each time it was repeated. 

The goal in this experiment was to investigate whether participants can benefit from target sound 

source repetition across different mixtures. Figures 2.3.(a) to (c) show example stimuli and 

conditions in a single trial.  

2.2.2 Results 

Despite the difficulty of segregating the target in the single mixtures (experiment 2-1), listeners 

in this experiment (N=10, normal hearing) were able to develop an impression of the target once 
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Distractor 3 Distractor 2 Distractor 1 Target 

(a) 

(b) 

(c) 

(d) 

Figure 2.3.(a) Example stimuli used in a single trial in experiment 2-2. A novel target as well as 

a novel distractor is generated. The target is represented as a blue line and the distractors are 

represented as red, purple, and yellow lines. In Figure 2.3.(b) the target is mixed with a single 

distractor to generate a mixture. The generated mixture is presented 3 times in succession during 

an exposure stage (highlighted with gray). In Figure 2.3.(c) the target is mixed with different 

distractors which generated three mixtures. The generated mixtures are presented during the 

exposure stage. During a test stage (highlighted with red), a probe signal is presented to the 

listener. The probe signal is either the target (Figure 2.3.(b)) or an incorrect probe which was not 

present in the exposure mixture (Figure 2.3.(c)).  Figure 2.3.(d) shows the hit and false alarm 

rates when the mixture is repeated once or three times. Green and red bars represent the hit and 

false alarm rates, respectively.  
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it was repeated across different distractors. This is shown in Figure 2.3.(d) in terms of hit and 

false alarm rates. The area under the ROC curve was found to be 0.52 for the condition in which 

the mixture was repeated once; this value was not different from chance performance (𝑡(9) =

0.59, 𝑝 = 0.91). The area under the curve was found to be 0.72 when the target repeated three 

times across different distractors; this value was statistically different from chance level [𝑡(9) =

3.53, 𝑝 < 0.01], indicating that participants were able to identify and segregate the novel target 

sound from the distractors.   

By comparing the results in experiments 2-1 and 2-2, it can be concluded that novel sounds can 

be segregated and identified if they occurred more than once across different mixtures. This is 

the case even when the same sounds were impossible to segregate in single mixtures (experiment 

2-1). Other grouping cues (e.g., onset/offsets) are impoverished to the point that a single instance 

of the source is unsegmentable. Repetition can, thus be seen as another grouping cue. However, 

unlike other grouping cues (bottom-up cues) repetition is not an intrinsic feature embedded in 

sounds to be internalized by the auditory system.    

The results provided in the above experiment, however, do not seem consistent with 

previous research suggesting that listeners ignore redundant (repeating) patterns and rely on 

changing patterns (relative to the context) (Kiefte & Kluender, 2008; Moore, 2003; Stilp, 

Anderson, Assgari, Ellis & Zahorik, 2016). Kiefte and Kluender (2008) for example investigated 

the cues which listeners used to identify vowels when followed by a precursor sentence. They 

concluded that listeners ignored spectral cues that were unchanged (repeating) in the acoustic 

context. Their results show that listeners discriminated the target vowels based on the more 

informative spectral properties. Motivated by Shannon information theory (Shannon and Weaver, 
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1949), Kiefte and Kluender suggested that information in perception is specified by change and 

that sensorineural systems respond to change and little to repeating (non-informative) patterns.  

The results provided in experiment 2-2 seem to be the opposite of what was suggested by 

Kiefte and Kluender (2008). In experiment 2-2, listeners simply ignored the changing distractors 

and focused on the repeating (redundant) target. To put this into the information theory 

perspective, the information resided in the redundant targets, not in the changing distractors. It 

is, however, possible that the discrepancy arises from prior knowledge of the sources. In other 

words, once the listeners acquire knowledge of a novel source then they pay attention to the 

change in the source and thus, can recognize it. Experiment 2-3 investigated this hypothesis. 

2.3 Experiment 2-3 

Experiment 2-3 investigated the effects of prior knowledge of the source on listeners’ ability to 

detect change in the input stimuli. To test this, a target sound was repeated several times each 

time mixed with a different distractor. A temporal change (in time) was then introduced either to 

the repeating target or to the distractors to model the temporal fluctuations that occur in 

naturalistic sounds (such as in speech). The hypothesis was that listeners’ ability to detect the 

change depended on their knowledge of the source that conveys the change. In other words, 

listeners could detect the temporal change only in the source that they have knowledge about. 

This was already shown in experiments 2-1 and 2-2 in which listeners obtained knowledge of the 

repeating target and not the changing distractors.   

In experiment 2-3, each trial involved repeated presentation of a novel target sound (100 

milliseconds) across different distractor sounds. The time course of the mixture was divided into 

two stages. In the first stage, referred to as the exposure stage, the target repeated N times (N=3 
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or 5), each time with a different distractor. In the second stage, referred to as the test stage, a 

temporal change lasting for 500 milliseconds was introduced to either the target (T-CHANGE 

condition) or distractor (D-CHANGE condition) streams. The test stage started after the 

exposure stage, from the N+1th target repeat. The temporal change entailed a rise or a fall. The 

listeners were asked to specify the change type (rise or fall) that they heard in the mixture.  

In a third condition (TD-CHANGE), both the target stream and distractor streams contained a 

temporal change. The target stream contained a rise and the distractor stream contained a fall or 

vice versa.  

2.3.1 Methods 

Fifteen undergraduate students at The University of Texas at Dallas were recruited to participate 

in this experiment and received one course credit. All participants passed a brief hearing 

screening at octave frequencies between 250 and 4000 Hz. The experimental design was a 

repeated-measures design: three configurations of temporal change (T-CHANGE, D-CHANGE, 

or TD-CHANGE) × two type of temporal change (fall or rise in the T-CHANGE and D-

CHANGE conditions; falling target/rising distractor or vice versa in the TD-CHANGE 

condition) × exposure stage duration (300 or 500 milliseconds). This design resulted in a total of 

120 trials for each session (10 trials per condition).  

To ensure that participants were able to distinguish between a falling and rising temporal 

change, a brief training session was conducted (5 trials) prior to the actual experiment. All 

participants were able to distinguish between falling and rising temporal changes.    

Figure 2.4 shows an example of the generated mixture for the TD-CHANGE condition. If 

detecting the change depends on knowledge of the source, then listeners should be more likely to 
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Figure 2.4. An example of the generated mixture for the T-CHANGE, D-CHANGE, and TD-

CHANGE conditions. The blue lines represent a target sound (see Figure 2.3 for more details). 

The remaining colored-bars represent the distractors. The exposure and test stages last for 300 

milliseconds (3 repeats) and 500 milliseconds (5 repeats). The thickness of the lines represent 

their amplitude. The panel in the first row shows an example of the T-CHANGE condition in 

which the repeating target sound encodes a temporal change (rising envelope) during the test 

stage. The panel in the second row shows an example of the D-CHANGE in which the 

distractor stream contains a temporal change (rising envelope) during the test stage. The panel 

in the third row shows an example of the TD-CHANGE in which the target and distractor 

streams both contain a temporal change (falling target envelope and rising distractor envelope) 

during the test stage. In the last row an example of a mixture with a falling target (blue) + 

rising distractors (red) is plotted. 
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detect the temporal change in the target stream compared to the distractor stream. From 

experiments 2-1 and 2-2 it was shown that listeners’ knowledge of the target increased as a 

function of the number of times it was repeated across multiple mixtures.   

2.3.2 Results and discussion 

Figure 2.5 plots the results for N=15 participants. A repeated measures logistic regression model 

was fitted using the lme4 package (Bates, Maechler, Bolker, and Walker, 2015) in R (R Core 

Team, 2017) on correctness of temporal change judgments. Results indicated a significant main 

effect of temporal change configuration [𝜒2(2) = 72.10, 𝑝 < 0.001], a significant main effect of 

exposure stage duration [𝜒2(1) = 28.39, 𝑝 < 0.001], and a non-significant main effect of type 

of temporal change [𝜒2(1) = 0.70, 𝑝 = 0.40]. In addition, the interaction between the exposure 

stage duration and temporal change configuration was found to be statistically significant 

[𝜒2(2) = 18.88, 𝑝 < 0.001]. The interaction between the exposure stage duration and the type 

of temporal change was not statistically significant [𝜒2(1) = 0.43, 𝑝 = 0.51]. Likewise, the 

interaction between temporal change configuration and type of temporal change did not reach 

significance [𝜒2(2) = 2.09, 𝑝 = 0.35].  

The percent correct scores in the T-CHANGE and TD-CHANGE conditions were 

significantly above the chance level when the duration of exposure stage was 300 ms [𝑡(14) =

3.94, 𝑝 < 0.001] and [𝑡(14) = 5.15, 𝑝 < 0.001], respectively. The same was true when the 

exposure stage was 500 ms long, [𝑡(14) = 14.79, 𝑝 < 0.001] for the T-CHANGE and [𝑡(14) =

7.33, 𝑝 < 0.001] for the TD-CHANGE. The scores remained at chance level in the D-CHANGE 

condition, regardless of the exposure duration [𝑡(14) = −1.49, 𝑝 = 0.92] for 300 ms exposure, 

and [𝑡(14) = 0.56, 𝑝 = 0.29] for 500 ms exposure. 
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 In the T-CHANGE condition, in which the target stream contained a temporal change, listeners 

were able to identify these changes correctly at a level above chance. The correct scores 

increased with increasing exposure time from 3 target repeats (300 milliseconds) to 5 repeats  

(500 milliseconds). On the other hand, the scores in the D-CHANGE condition were not 

statistically significant from chance level in either exposure condition, indicating that listeners 

Figure 2.5. Percent correct scores for experiment 2-3. In the T-CHANGE (green bars) and D-

CHANGE (red bars) conditions, the scores indicate the percentage of the trials in which 

participants were able to correctly detect the temporal change. In the TD-CHANGE condition 

(blue bars), the scores indicate the percentage of the trials in which the participants were able to 

correctly detect the temporal change in the target stream. Subtracting the scores from 100% will 

indicate the percentage of the trials in which the participants were able to correctly detect the 

temporal change in the distractors stream. The dashed horizontal line is chance level. 
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were unable to detect the temporal changes in the D-CHANGE condition, in which the temporal 

change was embedded in the distractor stream. 

The scores in the TD-CHANGE condition show the percentage of the trials in which the 

listeners detected the temporal change in the target stream. The results suggest that in most trials 

the listeners ignored the temporal change in the distractor stream and detected the change in the 

target. These scores again increase with increasing the length of the exposure stage. 

Unlike experiments 2-1 and 2-2, the target in experiment 2-3 is not entirely repeating, but rather 

consists of a repeating pattern which encodes a message (a temporal change). The repeating 

pattern seems to make the message robust to distortion. For example, in the TD-CHANGE 

condition, the target stream was falling and distractors were rising during the test stage. In these 

trials the average target-to-distractor ratio is within the range of −5.47 and −12.65 dB. Despite 

such a low ratio, the listeners were still able to detect the temporal change in the target stream. 

The message encoded in the target stream is thus robust to distortions introduced by the 

distractor stream. On the other hand, the message encoded in the distractor stream lacked such 

robustness as the listeners were unable to detect the temporal change in the distractor stream. The 

difference between listeners’ ability to detect the message in the target versus distractor streams 

can be attributed to the repetitive structure of the target stream.  

Although the stimuli used in this experiment were somewhat artificial, they potentially relate to 

naturalistic sounds (including speech) in different ways. The perception benefits provided by the 

repetitive target over the non-repetitive distractor highlight the importance of consistency in 

sound sources. Natural sounds have consistent (redundant) features embedded in them. This is in 

accordance with physical laws determining sound-producing sources. For example, the sound 
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produced in a vocal tract (e.g., speech) depends on its dimension and other physical aspects 

which remain mostly constant over the course of an utterance. Experiment 2-3 showed that 

listeners made use of the consistent features embedded in the target source to recognize the 

changes that it conveyed. Identification of the type of the temporal changes (falling or rising 

envelope) can, in fact, be interpreted as recognizing the message that the source is carrying. 

It is important to remember that the targets and distractors in this experiment were generated 

using the same generative model and lacked any specific bottom-up feature that could be used as 

a segregation cue. Instead, one sound source (target) gained listeners’ attention during the 

exposure stage. The repetition in this case provided evidence to the listeners on how to 

perceptually organize the ambiguous auditory scene into sound objects and ultimately lead them 

to recognize the salient target source.   

It was shown in this experiment that recognition of the envelope was possible only when 

listeners acquired knowledge of a source itself. This can be explained as a form of perceptual 

learning which has been suggested in the literature in the form of talker-specific perceptual 

learning (Kraljic & Samuel, 2007; Magnuson & Nusbaum, 2007), with the difference that the 

repeating sounds in this experiment only shared basic statistics with speech (time and frequency 

coherence) but lacked the regularities observed in speech signal. Interestingly, with increasing 

the exposure stage from 300 ms to 500 ms listeners’ ability to detect the temporal changes in the 

T-CHANGE and TD-CHANCE increased. As listeners learned the specific regularities in a 

source (talker) they became more tuned to the changes in the source. 
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2.4 Neural modeling using generalized Hebbian and anti-Hebbian learning rules 

In experiment 2-3 listeners were able to identify the temporal change that was introduced to the 

repeating sound but were unable to identify the same temporal change in the non-repeating 

distractors. This goal in this section is to find a neural mechanism that could explain the 

listeners’ behavior in experiment 2-3. Two neural models of learning were implemented and 

were compared to the listeners’ behavior in experiment 2-3. These models have been shown to 

have opposite behavior when encoding the repeating (consistent) features in their inputs (Stilp, 

Rogers, & Kluender, 2010). It is, thus,  of interest to see how the networks compare with the data 

collected from experiment 2-3. Figures 2.6 and 2.7 show the architectures corresponding to each 

model. The first model represents a network whose connections (synapses) are adjusted based on 

a specific type of Hebbian learning rule, referred to as generalized Hebbian learning which was 

originally proposed by Sanger (1989). The second model relies on the anti-Hebbian learning rule 

to adjust the weights (Barlow, 1989).  

The inputs to the networks were generated using a similar procedure to that in experiment 

2-3 (see Figure 2.4). A target sound snippet (3500 samples at 16 KHz sampling rate) repeated 𝐿 

times each time mixed with a different distractor (masker). The neural networks were trained 

based on the generated mixture and were then tested with an input that has an envelope change 

embedded either in the target or in the distractor streams. The input signals were processed with 

short-time Fourier transform (STFT) where the time-frame length was set to 8ms (128 samples) 

with 50% overlap between the successive frames. The number of the Fourier transform 

coefficients was set to 32. This processing resulted in a matrix of 54 rows and 32 columns. Each  
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Figure 2.6. Architecture of a network trained based on the generalized Hebbian learning rule 

(a) and its simplified version (b). The nodes in red, dark blue, sea-green, and yellow represent 

the input sound (𝐱), memory (𝐜), first output (𝐘1:), and second output (𝐘2:) respectively. The 

weights shown in solid lines are adjusted throughout the training process. The weights shown 

in dashed lines are inhibitory synapses (from the outputs back to the inputs) and are not adjusted 

throughout the training. In Figure 2.6.(b) each node represents a vector of length 𝑁.  

(a) 

(b) 

… … 

… … 

𝑥1 𝑥𝑁 

𝑐1(𝑡 + 1) 𝑐𝑁(𝑡 + 1) 

𝑦2,1 𝑦2,𝑁 𝑦1,1 𝑦1,𝑁 

𝐱 
𝐜(𝑡 + 1) 

𝐘𝟐,: 𝐘𝟏,: 
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(a) 

(b) 

Figure 2.7. (Color online) Architecture of a network trained based on the anti-Hebbian learning 

rule (a) and its simplified version (b). The nodes in red, dark blue, sea-green, and yellow 

represent the input sound (𝐱), memory (𝐜), first output (𝐘1:), and second output (𝐘2:) 

respectively. The inhibitory weights shown in solid lines are adjusted during the training 

process. The weights shown in dashed lines are not adjusted during the training. In Figure 

2.7.(b) each node represents a vector of length 𝑁.  

… … 

… … 
𝑥1 𝑥𝑁 

𝑦2,1 𝑦2,𝑁 𝑦1,1 𝑦1,𝑁 

𝑐1(𝑡 + 1) 𝑐𝑁(𝑡 + 1) 

𝐱 

𝐘𝟐,: 𝐘𝟏,: 

𝐜(𝑡 + 1) 
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row corresponded to a single time-frame and each column represented a frequency bin. The input 

matrices were turned into vectors of length 54 × 32 = 1728. 

2.4.1 Generalized Hebbian learning 

The generalized Hebbian learning algorithm finds the eigenvectors of the autocorrelation of the 

input distribution. The network output, 𝐲 ∈ 𝓡𝑀 can be found based on the following equation: 

                                                                                  𝐲 = 𝐖𝐱                                                                      (2.3) 

where 𝐱 ∈ 𝓡𝑁 and 𝐖 ∈ 𝓡𝑀×𝑁 denote the input vector (zero mean), and the weights between the 

input and output layers, respectively. Assuming that 𝑤𝑖,𝑗(𝑡) denotes an element of the matrix 𝐖 

in the 𝑖𝑡ℎ row and 𝑗𝑡ℎ column at time 𝑡, the weight adjustment at time 𝑡 + 1 can be found based 

on the following equation: 

                       𝑤𝑖,𝑗(𝑡 + 1)  = 𝑤𝑖,𝑗(𝑡)  + 𝛾(𝑡) (𝑦𝑖(𝑡)𝑥𝑗(𝑡) − 𝑦𝑖(𝑡)∑𝑤𝑘,𝑗(𝑡)𝑦𝑘(𝑡)

𝑘<𝑖

)                 (2.4) 

where 𝑦𝑖(𝑡) and 𝑥𝑗(𝑡) are the 𝑖𝑡ℎ and  𝑗𝑡ℎ elements of the vectors 𝐱 and 𝐲 at time 𝑡, respectively. 

In Equation (2.4) 𝛾(𝑡) ≤ 1 denotes the learning rate at time 𝑡. It is proven in Sanger (1989) that 

starting with a matrix 𝐖 that is initialized by random elements, Equation (2.4) will converge 

with probability 1, and 𝐖 will approach the matrix whose rows are the first 𝑀 eigenvectors of 

the input correlation matrix, ordered by decreasing eigenvalue.  

The above weight adjustment between two consecutive time instances (∆𝑤𝑖,𝑗(𝑡)) can be re-

written as:  

                        ∆𝑤𝑖,𝑗(𝑡) = 𝛾(𝑡)𝑦𝑖(𝑡) (𝑥𝑗(𝑡) − ∑𝑤𝑘,𝑗(𝑡)𝑦𝑘(𝑡)

𝑘<𝑖

) − 𝛾(𝑡)𝑦𝑖(𝑡)
2𝑤𝑖,𝑗(𝑡)               (2.5) 
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It can be inferred that the algorithm is equivalent to the Hebbian learning rule proposed in Oja 

(1982) using a modified version of the input in the following form: 

                                                         �̂�𝑗(𝑡) = 𝑥𝑗(𝑡) − ∑𝑤𝑘,𝑗(𝑡)𝑦𝑘(𝑡)

𝑘<𝑖

                                                (2.6) 

In other words, the 𝑖𝑡ℎ output is trained by an input that is formed by subtracting the 

reconstructed input by the previous outputs. The 𝑖𝑡ℎ output sees an input which the previous 

eigenvectors have been removed from. In Figure 2.6 the subtraction process is reflected as the 

inhibitory connections (dashed-lines), from the outputs back to the inputs.   

Figure 2.6.(b) shows a simplified version of the network that is shown in Figure 2.6.(a). In the 

simplified network all the frequency bins are assumed to have equal weight. Each node 

represents a vector of length 1728. The first and second outputs correspond to the reconstructed 

input using the first and second eigenvectors, respectively. 

The architecture of the generalized Hebbian network in Figure 2.6 is recurrent in the 

sense that the network preserves its previous state while receiving an incoming sound. The 

recurrent architecture eliminates the need to have a separate input node for each repetition of the 

target. In each training iteration, the network generates the output based on the incoming sound 

and the previous short memory of the auditory scene. The memory is then updated to account for 

(encode) the current incoming sound. This is based on the assumption that during the exposure 

stage in experiment 2-3 listeners compared the incoming stage with a previous memory that they 

had collected. The memory used in the network is a simple hetero-associative memory (Abdi, 

Valentin, & Edelman, 1999) that is trained based on a classic Hebbian rule. In this case, the 
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memory associates the incoming sound with its previous state and updates itself. Table 2.1 shows 

the pseudo-code of the process in which the network weights are adjusted during the training.  

2.4.2 Anti Hebbian learning 

Figure 2.7.(a) shows the architecture of the anti-Hebbian network. The behavior of the anti-

Hebbian network is the opposite of the generalized Hebbian network in the sense that its output  

nodes are uncorrelated. If the two outputs are initially correlated, then the inhibition between the 

two outputs will gradually become stronger to the point that it makes the output nodes 

Table 2.1. Pseudo-code for generalized Hebbian network. The input, memory, and output 

vectors are color-coded based on their color in their corresponding nodes in Figure 2.6.  

Initialize: 

𝐜(0) = 𝟎𝑁×1, 𝐳(0) = 𝟎𝑁×1, 𝐖(0) = [
𝑤1,1 𝑤1,2

𝑤2,1 𝑤2,2
], 𝑤𝑖,𝑗 = 𝑈(0,1), 𝐏(0) = 𝟎𝑁×𝑁, 𝐘(0) = 𝟎2×𝑁, 

𝛾(0) = 0.001 

For time instance (iteration) 𝑡 =  1 to  number of epochs† (or until 𝐖 convergence): 

𝐏(𝑡) = 𝐱(𝑡)𝐜(𝑡)𝑇                                                     Find weights matrix for the hetero-associative memory   

𝐳(𝑡) = 𝐏(𝑡)𝐱(𝑡)                               Store hetero-associative memory output in a vector for next iteration  

𝐘(𝑡) = 𝐖(𝑡)[𝐱(𝑡) 𝐜(𝑡)]𝑇                         Find network outputs based on incoming sound and memory 

if (𝑡 < 30) then 𝛾(𝑡) = 0.001, otherwise 𝛾(𝑡) = 0.0005                    Adjust the learning rate 

∆𝐰1,:(𝑡) = 𝛾(𝑡)𝐘1,:(𝑡)([𝐱(𝑡) 𝐜(𝑡)]𝑇 − 𝐰1,:(𝑡)
𝑇𝐘1.:(𝑡))

𝑇
Update weights (generalized Hebbian rule) 

∆𝐰2,:(𝑡) = 𝛾(𝑡)𝐘2,:(𝑡) ([𝐱(𝑡) 𝐜(𝑡)]𝑇 − 𝐰1,:(𝑡)
𝑇𝐘1,:(𝑡) − 𝐰2,:(𝑡)

𝑇𝐘2,:(𝑡))
𝑇

  

𝐖(𝑡 + 1) = 𝐖(𝑡) + [∆𝐰1,:(𝑡)
𝑇 ∆𝐰2,:(𝑡)

𝑇]𝑇  

𝐜(𝑡 + 1) = 𝐳(𝑡)                                                                                         Update memory for next iteration 

Note: ∆𝐰𝑖,: denotes 𝑖𝑡ℎ row of the matrix 𝐖. 

†Number of epochs was set to 70 in the present analysis. 
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uncorrelated. In this regard the anti-Hebbian network works like a ‘novelty’ filter (Kohonen & 

Oja, 1976) that only detects the novel aspects of the incoming sounds. In other words, the 

network was hypothesized to suppress the repeating target (because it was not novel) and to 

assign more weights to the changing (novel) distractors. The anti-Hebbian network was expected 

to show an opposite behavior compared to the listeners in experiment 2-3.  

The network output at time 𝑡, denoted by 𝐲(𝑡) ∈ 𝓡𝑁 can be found based on the following 

equation (Barlow, 1989): 

                                                           𝐲(𝑡) = 𝐱(𝑡) + ∑𝐖(𝑡)𝐲(𝑡)

𝑁

𝑗=1
𝑗≠𝑖

                                                       (2.7) 

In the above equation 𝐱(𝑡) ∈ 𝓡𝑁 and 𝐖(𝑡) ∈ 𝓡𝑁×𝑁 represent the input and inhibitory weights 

between the outputs, respectively. The element in the 𝑖𝑡ℎ row and 𝑗𝑡ℎ column of the weights 

matrix (strengths of the synapses) change in each iteration given the outputs in the 𝑖𝑡ℎ and 𝑗𝑡ℎ 

nodes using an anti Hebbian rule:  

 

                                                          ∆𝑤𝑖,𝑗(𝑡) = −𝛾(𝑡)�̂�𝑖�̂�𝑗       𝑖𝑓 𝑖 ≠ 𝑗                                                (2.8) 

∆𝑤𝑖,𝑗(𝑡) = 0                      𝑖𝑓 𝑖 = 𝑗 

where �̂�𝑖 is the normalized 𝑦𝑖 using the following equation: 

                                                                            �̂�𝑖 =
𝑦𝑖

√𝑦𝑗
2̅̅ ̅
                                                                        (2.9) 

In Equation (2.9) the . ̅ operation represents averaging across all the samples. The normalization 

process, although not necessary, results in a faster convergence. From Equation (2.8) it can be 

inferred that the weight adjustments are symmetrical across two output nodes.  
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In a similar approach to the generalized Hebbian network, a simple hetero-associative 

memory was added to the network in order to make it suitable for sequential inputs. In addition 

all the frequency bins in the incoming sound were assumed to have equal weights. This 

Table 2.2. Pseudo-code for the anti-Hebbian network. The input, memory, and output vectors 

are color-coded based on their color in their corresponding nodes in Figure 2.7. 

Initialize: 

𝐜(0) = 𝟎𝑁×1, 𝐳(0) = 𝟎𝑁×1, 𝐖(0) = 𝟎2×2, 𝐏(0) = 𝟎𝑁×𝑁, 𝐘(0) = 𝟎2×𝑁, 𝛾(0) = 0.001 

For time instance (iteration) 𝑡 =  1 to number of epochs† (or until 𝐖 convergence): 

𝐏(𝑡) = 𝐱(𝑡)𝐜(𝑡)𝑇                                                     Find weights matrix for the hetero-associative memory   

𝐳(𝑡) = 𝐏(𝑡)𝐱(𝑡)                               Store hetero-associative memory output in a vector for next iteration  

𝐘(𝒕) = [𝐱(𝑡) 𝐜(𝑡)]𝑇 + 𝐖(𝑡)(𝟏2×2 − 𝐈2×2)𝐘(𝐭 − 𝟏)       Find outputs based on incoming sound and 

memory                          

�̂�1,:(𝑡) =
𝐘1,:(𝑡)

√
∑ 𝐘𝟐,𝒋(𝒕)

𝟐
𝒋

𝑁

                                                                                              Find the normalized outputs  

�̂�2,:(𝑡) =
𝐘2,:(𝑡)

√
∑ 𝐘𝟏,𝒋(𝒕)

𝟐
𝒋

𝑁

  

if (𝑡 < 30) then 𝛾(𝑡) = 0.001 otherwise 𝛾(𝑡) = 0.0005                    Adjust the learning rate 

∆𝑤1,2(𝑡) = ∆𝑤2,1(𝑡) = −𝛾(𝑡)�̂�1,:(𝑡)�̂�2,:(𝑡)                Update inhibitory weights (anti-Hebbian rule) 

∆𝑤1,1(𝑡) = ∆𝑤2,2(𝑡) = 0  

𝐖(𝑡 + 1) = 𝐖(𝑡) + [
∆𝑤1,1(𝑡) ∆𝑤1,2(𝑡)

∆𝑤2,1(𝑡) ∆𝑤2,2(𝑡)
]  

𝐜(𝑡 + 1) = 𝐳(𝑡)                                                                                         Update memory for next iteration 

Note: ∆𝐰𝑖,: denotes 𝑖𝑡ℎ row of the matrix 𝐖. 

†Number of epochs was set to 70 in the present analysis. 



 

33 

assumption resulted to a simplified model as shown in Figure 2.7.(b). The input, memory, and 

each of the output nodes are, thus, a vector of length 1728. Table 2.2 shows the pseudo-code for 

calculating the outputs and adjusting the inhibitory synapses (weights).  

Figures 2.8 and 2.9 plot output 1 versus output 2 for the two proposed networks at 

different time steps (epochs) during the training. The initial outputs (epoch=1) are shown in 

yellow. In these plots, the colors morph from blue to red to show the changes in the outputs 

pattern as a function of epoch. For the generalized Hebbian network, output 1 monotonically 

increased while output 2 continued to decrease. For example, in epoch 1 output 1 was maximized 

at 1 while its maximum was increased to 1.4 in the final epoch. At a certain epoch output 1 

stopped increasing while output 2 started to increase; this was to account for the variance 

introduced by the non-repeating distractors in the incoming speech. 

The anti-Hebbian network showed a different pattern of output changes throughout the 

training. The initial outputs (yellow dots) were mostly located around the main diagonal and 

possessed a correlation of 0.661 along the two outputs. This positive modest correlation was 

mainly driven by the repeating target. Throughout the training, the network made the outputs 

uncorrelated by de-emphasizing the repeating patterns in the incoming sounds and over-

emphasizing the non-repeating distractors that had weakened the initial correlation between the 

outputs. In the example plot provided in Figure 2.9 the correlation between the outputs was 

reduced from 0.661 to 0.092 in the last epoch.   
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Figure 2.8. Plot of output 1 versus output 2 for different training epochs. The data points in 

yellow show the initial outputs (epoch 1). With further training (increasing epochs) the data-

point colors morph from blue to red. In the initial epochs, output 1 monotonically increases 

while output 2 continues to decrease. For example, in epoch 1 output 1 is maximized at 1 while 

its maximum is increased to 1.4 in the final epoch. At a certain epoch output 1 stops increasing 

while output 2 starts to increase; this is to account for the variance introduced by the non-

repeating distractors in the incoming speech. The present plot was generated using a special 

weight matrix whose elements were set to 0.5. This was to better visualize the changes in the 

outputs during the training. The final results are similar for any weight initialization.        
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Figure 2.9. Plot of first output node (output 1) versus second output node (output 2) in the anti-

Hebbian network for different training epochs. The data-points in yellow show the initial 

outputs (epoch 1). With further training (colors morphing from blue to red) the outputs became 

more uncorrelated. In the example plot provided here the correlation between the outputs was 

reduced from 0.661 to 0.092.   
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2.4.3 Model comparison 

In experiment 2-3 listeners were first exposed to a target sound that was repeated multiple times 

across different maskers. The exposure stage was immediately followed by a test stage in which 

either target or masker streams carried a temporal change (falling or rising amplitude). Listeners 

were asked to specify the type of change that they heard. It was shown that the listeners were 

more likely able to detect the temporal change in the target compared to the temporal change in 

masker. The results were interpreted as a kind of source perceptual learning or adaptation that 

was gained when the target repeated multiple times across different maskers during the exposure 

stage. As a result of this adaptation the change in the target sound became more perceptually 

salient compared to the change in the masker.  

In order to compare the performance of the two considered neural networks, the above 

adaptation (perceptual learning) needs to be mathematically defined. This is achieved based on 

the assumption that if a network is adapted to a sound, then a ‘small’ change to the sound source 

would cause a ‘large’ change in the network’s response. In other words, the network’s response 

to the small change in the adapted sound becomes enhanced. To formulate this criterion, two 

consecutive sound sources are considered: 

                                                 𝑖𝑛𝑐𝑜𝑚𝑖𝑛𝑔 𝑠𝑜𝑢𝑛𝑑 =  [𝐱𝑇 T(𝐱)𝑇]                                                (2.10) 

where 𝐱 ∈ 𝓡𝑁 is the target sound and the T(.) function specifies a temporal change to the same 

target sound (𝐱) using the same processing as in experiment 2-3 (See Figure 2.4). The network’s 

response to the above incoming sound is considered as follows: 
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Figure 2.10. Pairs of inputs and outputs and their distances in a hypothetical two dimensional 

space. 𝐲1 and 𝐲2 (squares) represent the outputs corresponding to the inputs 𝐱1 and 𝐱2 (circles), 

respectively. 𝑑1 and 𝑑2 show the distances between the inputs and outputs. Figure 2.10.(a) 

illustrates a scenario wherein the distance between the outputs are ‘shrunk’ relative to the 

distance between their corresponding inputs. This is an indication that the network has 

suppressed the changes in the inputs. Figure 2.10.(b) illustrates a scenario wherein the distance 

between the outputs are ‘expanded’ relative to the distance between their corresponding inputs. 

This is an indication that the network has enhanced the changes in the inputs.  
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                                                     𝑛𝑒𝑡𝑤𝑜𝑟𝑘 𝑟𝑒𝑠𝑝𝑜𝑛𝑠𝑒 =  [𝐲1
𝑇 𝐲2

𝑇]                                               (2.11) 

where 𝐲1 ∈ 𝓡𝑁 and 𝐲2 ∈ 𝓡𝑁 are the network responses to 𝐱 and T(𝐱). The Euclidean distance 

between 𝐲1 and 𝐲2 relative to the distance between 𝐱1 and T(𝐱1) is considered as the amount of 

adaptation. Higher distance between the outputs relative to the inputs would indicate an 

enhanced output in response to the change in the target. Figure 2.10 visualizes this concept. The 

following measure is, thus, considered as the amount of adaptation:  

                                                         𝑑 = dist(𝐲1, 𝐲2) − dist(𝐱, T(𝐱))                                                (2.12)  

To summarize, a positive value of 𝑑 would indicate that the network has enhanced the changes in 

the inputs. Alternatively, negative values of 𝑑 would show that the network has suppressed the 

changes in the inputs.  

2.4.4 Results 

The above criterion was applied to the generalized Hebbian and the anti-Hebbian networks. The 

targets and maskers were generated using the same procedure as in experiment 2-3. The network 

was trained using the target sound that repeated either three times, five times, or eight times 

across different distractors. The temporal change was then applied either to the target or the 

distractor; the network’s output to the altered input was compared to its output in response to the 

unaltered input. The distance between the two outputs relative to the distance between the two 

inputs were determined based on Equation (2.12). This process was repeated 100 times for 

different targets and maskers. The results are shown in Figure 2.11; the networks have shown 

opposite behaviors decoding the changes in the target and distractors. The generalized Hebbian 

network has enhanced the temporal changes in the target while suppressing the same temporal  
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Figure 2.11.(a) Plot of the distance between the generalized Hebbian network’s outputs as a 

response to a temporal change in the test stimuli. The network was trained using a target sound 

that repeated either three times (green bars), five times (blue bars), or eight times (red bars) 

across different maskers. A temporal change was then applied to either the target or a masker; 

the network’s output to the altered input was compared to its output in response to the unaltered 

input. The distance between the two outputs relative to the distance between the two inputs are 

shown along the y-axis. The x-axis shows the sound that carried the temporal change. This 

process was repeated 100 times. The error-bars show the standard error of the means. The 

temporal change in the target sound resulted in a positive distance indicating that the network 

enhanced the changes in the target. The temporal change in the masker sound resulted in a 

negative distance indicating that the network suppressed the changed in the masker. The dot 

sign indicates a trend toward significance (𝑝 < 0.1). The star sign indicates a significant 

difference (𝑝 < 0.05) indicating that the network’s ability to enhance the temporal changes in 

the target improved with more exposure to the target during its training.         
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Figure 2.11.(b) Plot of the distance between the anti-Hebbian network’s outputs as a response 

to a temporal change in the test stimuli. The network was trained using a target sound that 

repeated either three times (green bars), five times (blue bars), or eight times (red bars) across 

different maskers. A temporal change was then applied to either the target or a masker; the 

network’s output to the altered input was compared to its output in response to the unaltered 

input. The distance between the two outputs relative to the distance between the two inputs are 

shown along the y-axis. The x-axis shows the sound that carried the temporal change. This 

process was repeated 100 times. The error-bars show the standard error of the means. The 

temporal change in the target sound resulted in a negative distance indicating that the network 

suppressed the changes in the target. The temporal change in the masker sound resulted in a 

positive distance indicating that the network enhanced the changed in the masker.         
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changes in the masker. In other words, the network has adapted to the repeating target to the 

point that it can distinguish its subtle temporal changes. The opposite is the case for the anti-

Hebbian network. This network has suppressed the temporal change in the target and has 

enhanced the temporal changes in the distractors. These results show that the two networks 

represent two different mechanisms of speech in noise perception. The generalized Hebbian 

network tunes to the source that carries the maximum variance (i.e., the repeating target). The 

anti-Hebbian network, on the other hand, is a novelty extractor; it ignores the repeating patterns 

(repeating target) in the incoming sound and only pays attention to the changing distractors.  

Increasing the number of repeating targets (3, 5, or 8 times) during the training slightly 

increased the generalized Hebbian network’s ability to distinguish temporal changes in the 

target; the increment was either close to significance (3 versus 5 repeats) [𝑡(198) = 1.54, 𝑝 =

0.071] or statistically significant (3 versus 8 repeats) [𝑡(198) = 2.08, 𝑝 < 0.05]. This trend in 

the results is similar to that obtained in experiment 2-3 indicating that more exposure to the 

target results in enhanced adaptation to the target sound.    

The generalized Hebbian network is shown to provide a plausible mechanism to explain the 

listeners’ behavior in experiment 2-3. The network, nonetheless, is oversimplified in different 

ways. First and foremost, in evaluation of the network all the frequency bins were assumed to 

have equal importance. However, it is widely shown that frequency bands have a non-uniform 

contribution toward speech intelligibility (Houtgast & Steeneken, 1985). Thus, for a more 

accurate model, it is necessary to have separate weights (synapses) between the network inputs 

and outputs for each frequency bin.  
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Finally, in the proposed networks the state of the network in the previous time instances was 

stored in a hetero-associated memory. The choice of the memory for such a simplified network is 

not critical. For example, informal evaluations showed that a simple averaging between the 

incoming sound and the previous memory based on the following equation would lead to similar 

results: 

                                                               𝐜(𝑡 + 1) = 0.1𝐜(𝑡) + 0.9𝐱(𝑡)                                              (2.13) 

In the above equation 𝐱(𝑡) ∈ 𝓡𝑁 and 𝐜(𝑡) ∈ 𝓡𝑁 represent the input sound and the memory at 

time 𝑡.   
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CHAPTER 3 

RECOGNITION OF NOVEL SPEECH TOKENS IN THE PRESENCE OF 

BACKGROUND NOISE 

Experiments 2-1 and 2-2 replicated the study conducted by McDermott et al. (2011) with stimuli 

that shared crude spectral similarities with speech. It was concluded that listeners were able to 

identify and segregate the novel stimuli (target) when they were presented more than once across 

different mixtures. With increased number of repeats of the target across different distractors, 

listeners were more likely able to recognize the target when it was presented to them as a probe 

stimulus.  

An important, yet subtle, implication in the results of experiments 2-1 and 2-2 is the limited 

effects of the distractors on listeners’ recognition of target sound: regardless of the characteristics 

of the distractors, increased exposure to the target in different mixtures increased its recognition 

as a probe sound. In other words, throughout the exposure stage, the target remained robust 

against the distortions introduced by the distractors. It is, thus, likely that listeners are able to 

recognize the target when it is presented along with a ‘new distractor’ during the test stage (i.e., 

when it is presented as a probe stimulus). The term ‘new distractor’ refers to a distractor which 

was not present during the exposure stage. Experiment 3-1 assessed this hypothesis by presenting 

the target mixed with a new distractor as the probe stimuli. 

3.1 Experiment 3-1 

Experiment 3-1 investigated listeners’ ability to recognize a target sound during the test stage 

when it was presented as a probe sound along with a new distractor (not presented in quiet). 

Similar to experiment 2-2, prior to the test stage listeners were exposed to the repeating target 
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mixed with different mixtures (exposure stage). Note that the assumption in this experiment was 

that listeners could identify the repeating target during the exposure stage; this assumption is 

valid based on the results reported in experiment 2-2. The purpose of this experiment, thus, was 

not to test listeners’ ability to detect the repeating target, but to investigate whether the identified 

target during the exposure was robust to new (unseen) distortions. 

3.1 shows the overall procedure for experiment 3-1. The design and procedure were 

identical to experiment 2-2 with two major differences. First, unlike experiment 2-2, the probe 

(test) sounds, either the repeating target or an incorrect probe that was not present during the 

exposure stage, were mixed with a new distractor. The new distractor was not present during the 

exposure stage. Second, the participants were informed that in each trial, a target sound repeated 

multiple times during the exposure. No information regarding what the target sounded like was 

provided.  

In a control condition, referred to as the single distractor condition, the target repeated N 

times (N = 5 or 9) with a single distractor during the exposure stage (similar to experiment 2-1). 

In a second condition, referred to as the multiple distractors condition, the target appeared N 

times, each time with a different distractor during the exposure stage (similar to experiment 2-2). 

Participants were required to specify whether or not they heard the target in the probe sound 

(mixture).  

To rule out the possibility that robustness of target identification against the new 

distractor was not merely due to knowledge of the target but rather due to repeating the target 
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across multiple mixtures, a third condition, referred to as the quiet condition, was added. Here, 

the target repeated N times (N = 5 or 9) in quiet during the exposure stage but was presented 

along with a distractor during the test stage. 

Fifteen undergraduate students at The University of Texas at Dallas were recruited to 

participate in this experiment and received one course credit. All participants passed a brief 

hearing screening at octave frequencies between 250 and 4000 Hz. Participants were instructed 

… 

… 

… 

Single distractor 

Multiple distractor 

Quiet 

Figure 3.1. Experiment 3-1 design. Ten sound snippets are generated using the same model as in 

experiment 1-1. The sounds are shown in colored-bars. One sound is considered as target; the 

remaining sounds are considered as distractors. The target signal is represented in blue. Each trial 

contains an exposure stage followed by a test stage. In the exposure stage (highlighted with gray) 

the target is mixed with the distractors based on three different configurations. In the single 

distractor condition the target is mixed with a single distractor. The generated mixture is then 

repeated 5 or 9 times. In the multiple distractor condition the target is mixed with a different 

distractor each time it is repeated during the exposure. In the quiet condition, the target is 

presented in quiet. In the test stage (highlighted in red), a mixture is presented to listeners which 

contains either the target mixed with a new distractor or a sound which was absent during the 

exposure with a new distractor. As an example, the test mixture in the multiple distractor 

condition in the above figure contains a mixture in which the target is absent. In the other two 

conditions, the target is present during the tests stage.   
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that in each trial, a target sound repeated multiple times during the exposure and were asked to 

specify whether or not they heard the target during the test stage (dichotomous response). No 

information regarding what the target sounded like was provided. 

The experimental design was a repeated-measures design: three exposure configurations 

(target mixed with a single distractor, target mixed with multiple distractors, or target presented 

in quiet) × number of times the target repeated during the exposure stage (5 times or 9 times) × 

presence of target in the probe mixture (present or absent). This design resulted in 120 total trials 

for each session (10 trials per condition). All conditions were randomly interspersed. 

3.1.1 Results and discussion 

Figure 3.2 provides the results obtained from N=15 participants. The scores are represented as hit 

and false alarm rates. The hit rate represents the percentage where listeners detected the target 

sound during the test stage when it was actually present during the test stage. Alternatively, the 

false alarm rate represents the percentage where listeners detected the target sound during the test 

stage when, in fact, it was not present during the test stage. The area under the ROC curve was 

used to assess the performance. The area under the curve was 0.50 and 0.51 for the single 

distractor condition (Figure 3.2.(a)), 5 and 9 target repeats, respectively; these values were not 

significantly different from chance level [𝑡(14) = 1.95, 𝑝 = 0.07;  𝑡(14) = 1.66, 𝑝 = 0.11]. The 

area under the curve was 0.50 and 0.57 for the quiet condition (Figure 3.2.(b)) when target 

repeated 5 times and 9 times, respectively; these values were again not statistically significant 

from chance [𝑡(14) = 0.94, 𝑝 = 0.36; 𝑡(14) = 1.86, 𝑝 = 0.08]. For the multiple distractors 
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(a) 

(b) 

Figure 3.2. Hit and false alarm rates (%) for 15 participants in three different conditions, 

namely, Single distractor (a), Quiet (b), and Multiple distractor (c). The green and red bars 

represent the hit rates and false alarm rates respectively. The dashed lines represent the chance.  
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condition (Figure 3.2.(c)), the area under the curve was 0.51 when target repeated 5 times, which 

was at chance level [𝑡(14) = 1.94, 𝑝 = 0.07]; the area under the curve was 0.77 when target 

repeated 9 times; this value reached significance level [𝑡(14) = 3.47, 𝑝 < 0.01]. 

As shown in Figure 3.2, participants were unable to detect the target during the test stage 

in the single distractor condition in which target was repeated with a single masker during the 

exposure. Both hit and false-alarm rates remained close to the chance level in both repetition 

configurations (target repeating 5 or 9 times). As already shown in experiment 2-1, repeating the 

target sound with a single masker does not result in identification and segregation of the target 

Figure 3.2. (continued) Hit and false alarm rates (%) for 15 participants in three different 

conditions, namely, Single distractor (a), Quiet (b), and Multiple distractor (c). The green and 

red bars represent the hit rates and false alarm rates respectively. The dashed lines represent 

the chance.  

(c) 
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sound during the exposure stage. Thus, it is reasonable to observe that listeners failed to 

segregate the target when mixed with a new distractor. 

In the multiple distractors condition in which the target repeated with multiple distractors during 

the exposure stage, listeners’ ability to correctly detect the target when it was mixed with a novel 

distractor increased with increasing exposure. The hit rate increased from 62.00% to 88.00% 

when the number of target repeats increased from 5 to 9. At the same time, the false alarm rate 

decreased from 50.00% to 33.33% indicating that, with increased exposure (more repeats), 

listeners were better able to discriminate between the target and the incorrect probe sound. 

Overall, in this condition the detection of target remained robust to new (unseen) distractor. 

An important finding is that exposure to the repeating target sound (in quiet) had only 

limited benefit on listeners’ ability to detect the target, when it was mixed with the new 

distractor, during the test stage. The hit rate and false-alarm rates were 59.33% and 55.33%, 

respectively when the target was repeated 5 times during the exposure time, indicating a chance 

level detection. Increasing the number of target repeats slightly increased the hit rate to 66.67% 

and decreased the false alarm rate to 40.67%. Nonetheless, the overall performance (area under 

ROC curve) remained at chance. It is unlikely that increasing the number of target repeats in 

quiet further improves its detection in the test stage. This is because listeners are not being 

provided with new information with each repeat. 

In the multiple distractors condition listeners identified the target and also developed 

expectations on what its altered representation (distorted representation) may sound like. In this 

view recognition of the target remained robust against the new distractor during the test stage 

since the mixture fell within listeners’ expectations of the altered target. On the other hand, in the 
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quiet condition, listeners acquired knowledge (or a template) of the target itself but did not 

develop any expectations of what its altered representation might sound like. As expected this 

template is highly susceptible to distortions introduced by the new distractor. 

The results provided in experiment 3-1 may have important implications for recognition 

and learning of novel words in the presence of background noise. In a related study by Creel, 

Aslin, and Tanenhause (2012), listeners’ quality of learning new words when presented in the 

presence of background noise or in quiet was investigated. During a training stage, participants 

were presented with novel drawings each labeled with novel consonant-vowel-consonant-vowel 

(CVCV) words. During the test stage, participants were presented with four drawings, and one of 

the drawings was named. Participants were asked to mouse-click the drawing that they thought 

had been named. The drawings were related to the target word: its same-consonants or same-

vowel competitor, and two phonetically unrelated to the target2. Their results indicated that the 

highest accuracy and speed were achieved when listeners experienced the same noise level 

during the exposure and test. It was concluded that listeners’ representation of the noisy words 

were faithful to the spectral context experienced during the learning phase. Their overall 

interpretation was in favor of a “context-specificity” mechanism as opposed to a “prototype plus 

adaptation”. Context-specificity suggests that listeners form acoustic-specific representations of 

the words during the learning stage. That is, participants were more accurate when trained and 

tested in the same acoustic context: trained in noise, tested in noise or trained in quiet, tested in 

quiet. This view is consistent with previous work suggesting that acoustic detail is particularly 

                                                 

2 For example, for the target word “bade”, the same-consonant competitor could be “buda”, the same-vowel competitor could be 

“kape”, and the unrelated words could be “gopa” and “fuda”.  
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important in situations of energetic masking which occur when portions of a target signal are 

physically degraded by a masker in shared spectro-temporal regions (Mattys, Brooks, and 

Cooke, 2009; Brungart, 2001). On the other hand, the prototype plus adaptation view suggests 

that, rather than forming a new representation, listeners perceive an altered speech token as an 

extension of the canonical token representation. For example, it is shown that representation of a 

new accent may be encoded as an alternation of the native accent (Sumner & Samuel, 2009). 

The interpretations provided by Creel et al. (2012) partly match the results provided in 

experiment 3-1. In the quiet and single distractor conditions, listeners failed to identify the target 

sound in the presence of the new distractor when there was a mismatch between the acoustic 

context between the exposure and test stages, consistent with the context-specificity view. 

However, when the listeners were exposed to the target mixed with multiple distractors, 

detection of the target remained robust against the new distractor, despite the mismatch between 

the exposure and test stages. The results in the multiple distractors condition, thus, do not 

conform to the context-specificity explanation. 

It is, however, possible that the inconsistency is due to the training3 procedures between 

Creel et al. and experiment 3-1. In other words, listeners do develop a representation (prototype) 

plus variants of a novel sound if they are provided with enough variants. If this explanation is the 

case then conducting an experiment similar to Creel et al. but with multiple distractors should 

make the target words representation robust against mismatch between the exposure and test 

stages. In other words, with increased exposure of the target with multiple distractors, the 

                                                 

3 The training stage in Creel et al. study is equivalent to the exposure stage in experiment 3-1.   
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learning process shifts from a context-specific based scheme to adaptation-based learning. This 

concept is illustrated in Figure 3.3. Experiment 3-2 investigated this by presenting the target 

sounds along with different noise types rather than a single noise type4. 

3.2 Experiment 3-2 

Experiment 3-2 followed the paradigm in experiment 3-2 for the speech material and task used in 

Creel et al. (2012). Target words were the same set of nonsense CVCV words used in Creel et al. 

(2012). Four stop consonants /b, d, ɡ, k, p/ and five vowels /ɑ:/, /e/, /i:/, /o:/, and /u:/ were used to 

construct the words. The words were generated using Microsoft Windows 10 text-to-speech 

synthesizer (Microsoft Zira Mobile voice). Example words were “dabo”, “gapo”, “puda”, etc. 

Each trial consisted of two stages: an exposure (training) stage followed by a test stage. 

During the exposure stage, a target word (T1) and its same-vowel competitor (T2) (example: 

‘bipa’ and ‘diga’) were presented alternatively to the listeners (e.g., T1-T2-T1-T2 and so on) N 

times (N=5 or 9). A novel drawing was randomly assigned (without replacement) to each target 

word and was presented along with the target each time it occurs. Participants went through one 

of the three exposure conditions. In one condition each word was mixed with a single masker, 

selected randomly. In a second condition, each word was mixed with a different masker. In a 

third condition, the target word and its competitor were presented alternatively but in quiet. 

Figure 3.4 shows a few example drawings that were used for this experiment. 

                                                 

4 It is necessary to distinguish between short-term and long-term learning that involve different types of memory, specifically, 

short-term memory, long-term memory, and working memory (Cowan, 2008; Baddeley & Hitch, 1974). The purpose in this 

experiment is to investigate short-term learning of novel words which involves the short-term memory or the working memory. 
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Following the exposure stage, the participants were presented with one of the target 

words (either T1 or T2), mixed with either one of the maskers that were present during the 

exposure stage (congruent), or a novel masker that was not present during the exposure stage 

(incongruent). The participants were then presented with the drawings corresponding to T1 and 

T2 words as the possible selections and were asked to mouse-click the drawing that they thought 

had been named. 

To generate maskers, IEEE sentences (IEEE, 1969) were synthesized with the same text-

to-speech synthesizer and talker that was used to generate the target words. This approach 

reduced the role of bottom-up cues (e.g., fundamental frequency differences between target and 

masker) on listeners’ ability to segregate the target from maskers. The synthesized sentences 

Figure 3.3. Context-specific versus prototype plus adaptation mechanism of learning novel words 

mixed with distractors. Each green dot represents a target word mixed with a distractor during the 

exposure stage. The orange dots show the test mixture. During the exposure stage listeners 

develop a space of what the distorted target may sound like. This space is shown as dashed lines 

in the above illustrations. Exposure to multiple maskers allows listeners to learn multiple 

representations of the distorted target and thus, develop a wider expectation space that would 

include the test mixture. Exposure to a single representation of the target (quiet or with a single 

masker) results in a narrow space which would not encompass the test target.        

4 
2 

3 

5 

1 exposure to 

multiple maskers 

context-specific prototype + adaptation 
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were then concatenated to create a vector that contained all the synthesized samples. To mix a 

target with a masker, a random subset of the masker vector with the length equal to that of target 

was extracted and was added to the target (SNR=0dB). 

To investigate the role of listeners’ prior knowledge of the vowels and consonants on the 

outcomes, the phonetic content of the target stimuli were manipulated in two different 

conditions. In a control condition the stimuli were kept intact. In a second condition the stimuli 

were processed using an eight channel tone-vocoder to simulate the limited spectral information 

experienced by cochlear implant (CI) users. A vocoder processing procedure similar to Dorman 

et al. (1997) was used in this experiment. The broadband signals (target alone and mixture) were 

passed through a pre-emphasis filter followed by a set of 8 bandpass filters. In each frequency 

band, the envelopes were extracted using full-wave rectification and low pass filtering using a 

second order Butterworth filter with a cutoff set to 160Hz. A sine-wave (tone) carrier was 

generated at the center frequency of each bandpass filter and was modulated with the amplitude 

equal to the root-mean-square (RMS) energy of the envelope (calculated every 4ms). The 

modulated signals were then summed across frequency bands and scaled to the same RMS as the 

original input. 

Figure 3.4. Example drawings that were used in experiment 3-2. Each drawing was used only 

once during an experiment session. The drawings were randomly assigned to words.          
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The stimuli were presented via a BOSE 201 SERIES II speaker located in a double wall sound-

booth, one meter away from the participants’ head (00 azimuth). The magnitude spectrum 

corresponding to the transfer function of the path from the speaker to a head-torso simulator 

(KEMAR) was found to be approximately flat for the frequency range of 100 Hz to 10 KHz. 

Sixty undergraduate students at The University of Texas at Dallas were recruited to 

participate in this experiment and received one course credit. All participants passed a brief 

hearing screening at octave frequencies between 250 and 4000 Hz. The experimental design was 

a mixed design: two signal processing conditions (intact or vocoded) × three exposure 

configurations (single/multiple distractor or quiet) × exposure length (5 or 9 repeats) × two 

exposure-test configurations (congruent or incongruent). The signal processing and number of 

repeating targets were treated as between-subjects factors. The exposure configuration and test 

configuration were within-subjects factors. This resulted in 90 total trials for each session (15 

trials per condition). Participants were presented with a pair of alternating target words N times 

(e.g., T1-T2-T1-T2, …) during the exposure stage. The test stage occurred following the 

exposure wherein the participants were presented with one of the target words (either T1 or T2) 

based on the congruent or incongruent conditions and were asked to specify which target word 

had been named. The drawings corresponding to T1 and T2 words were provided as the possible 

selections (dichotomous response). 

Prior to the experiment, participants were asked to listen and respond to six practice 

stimuli (one stimuli per condition) to become familiar with the experiment task. 

It was hypothesized that recognition of the stimuli would remain robust against the novel 

masker only in the multiple distractor condition. This hypothesis is based on the results provided 
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in experiment 3-1, in which representation of the target stimuli became robust against novel 

distortion in the conditions in which the target was mixed with multiple maskers. Based on this 

hypothesis, the process of learning a novel stimulus in the presence of background noise shifts 

from a context-specific to a prototype plus adaptation scheme once listeners are exposed to 

multiple representations of the stimulus. 

3.2.1 Results 

Figure 3.5 shows the results for N = 60 listeners. A mixed effects logistic regression model on 

the correctness of judgments (correct/incorrect) showed a significant main effect of processing 

[𝜒2(1) = 102.18, 𝑝 < 0.001], a significant main effect of exposure configuration [𝜒2(2) =

138.31, 𝑝 < 0.001], a significant main effect of exposure-test congruency [𝜒2(1) = 88.81, 𝑝 <

0.001], no significant effect of exposure length (5 or 9 repeats) [𝜒2(1) = 1.99, 𝑝 = 0.16]. The 

interaction between exposure length and exposure configuration was also found to be statistically 

significant [𝜒2(2) = 8.72, 𝑝 < 0.05]. 

In the quiet and single distractor conditions the recognition scores in the incongruent 

condition were significantly lower than the congruent, [𝜒2(1) = 155.83, 𝑝 < 0.001] and  

[𝜒2(1) = 17.45, 𝑝 < 0.001], respectively. As shown in Figure 3.5, recognition scores dropped 

in the incongruent condition indicating that recognition of the target words was disrupted by the 

new listening context (novel distractor). This observation applied to both intact and vocoded 

conditions, regardless of exposure length (5 or 9 repeats). In this case the listeners’ behavior was 

in favor of the context specificity mechanism suggesting that highest accuracy was achieved 

when participants experienced the same listening context during the exposure and test stages and 
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Figure 3.5. Recognition accuracy of the CVCV tokens following an exposure stage. The tokens 

were repeated either 5 or 9 times during the exposure stage. During the exposure stage the tokens 

were presented in quiet, mixed with a single distractor, or mixed with multiple distractors. 

During the test stage participants were presented with one of the test tokens, mixed with one of 

the maskers that was present during the exposure stage (congruent), or mixed with a novel 

masker that was not present during the exposure stage (incongruent). The stimuli were either 

intact (upper panels) or processed with a vocoder (lower panels).      
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that recognition performance was disrupted by the mismatch between the exposure and test 

stages. 

In the multiple distractor condition, however, the recognition scores in the incongruent 

condition were not significantly lower than the congruent [𝜒2(1) = 2.46, 𝑝 = 0.12]. In the intact 

condition, recognition scores did not drop in the incongruent condition compared to the scores in 

the congruent condition, indicating that the recognition of the CVCV tokens was robust against 

the novel distractors. It is, however, interesting to observe that the scores in the incongruent 

condition tended to be higher relative to those in the congruent condition. This effect was more 

prominent with longer exposure (9 repeats), wherein the difference was statistically significant 

(p<0.05), as revealed by a general linear hypotheses test (glht function in R). It is possible that 

the incongruent test tokens acted as additional training stimuli since they were mixed with a 

novel distractor which caused an increase in the recognition scores. This indicates that, rather 

than simply suppressing the distractors, the auditory system was constantly analyzing the 

distractors and updating the target space based on the prototype plus adaptation mechanism 

illustrated in Figure 3.3 (right panel). 

The recognition scores in the vocoded multiple distractor condition showed a slightly 

different pattern. The scores in the incongruent condition were significantly lower than the scores 

in the congruent condition when the exposure stage length was set to 5 repeats [𝜒2(1) =

7.28, 𝑝 <  0.001], which indicates that the recognition of the CVCV tokens was susceptible to 

the presence of novel distractors. However, the drop in the recognition scores in the incongruent 

condition was reduced when the exposure length was increased from 5 to 9 repeats. In this case 
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the difference between the congruent and incongruent conditions was no longer statistically 

significant [𝜒2(1) = 1.37, 𝑝 = 0.24]. 

The results provided in this experiment showed that by exposing the listeners to multiple 

representations of the novel words (i.e., presenting the words across multiple distractors) the 

perceptual learning mechanism shifts from a context-specific to prototype plus adaptation 

mechanism. In other words, exposing the target words across multiple distractors made their 

recognition more robust against the novel distractors. This was the case both for the intact and 

vocoded conditions with the exception that listeners needed longer exposure in the latter 

condition. These results suggest that it is possible to perceptually recover from an ambiguous 

auditory scene and create expectations of what two distorted CVCV words sound like even when 

the spectral information is limited (i.e., vocoded condition). The perceived target words in the 

vocoder experiment were shown to be robust against the new (unheard) distractors. This is 

promising given the challenging listening conditions that listeners faced in this experiment. First, 

the SNR was relatively low (0dB). Second, the design of the stimuli and experiment minimized 

the availability of bottom-up cues such as onset difference between the target and distractors as 

well as mean F0 differences between the target and distractors (both target and distractors were 

the same voice). Third, in each trial the two target competitors were constructed with the same 

vowels but different consonants. As shown in Shannon et al. (1995), consonants (place and 

voicing perception) are susceptible to noise vocoder processing. It is, thus, surprising that 

listeners were able to distinguish between the two words merely based on their consonant 

differences. 
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The results observed in experiment 3-2 are relevant to cochlear implant (CI) speech perception. 

CI recipients often face difficulties recognizing speech in the presence of background noise. This 

difficulty can be seen as a form of scene ambiguity that is mainly caused by limited spectral 

information available to the recipients. Experiment 3-2 provided insights on how normal-hearing 

listeners’ perception of an ambiguous scene changed with increased exposure. In this experiment 

the ambiguity stemmed from the novelty of the stimuli. In addition, the vocoder condition in 

experiment 3-2 simulated the reduction in spectral information found in CI devices. It is, thus, 

important to compare the results in experiment 3-2 with those obtained from actual CI users. 

Experiment 3-3 accomplishes this by replicating experiment 3-2 with actual CI users. 

3.3 Experiment 3-3 

3.3.1 Methods 

Ten adult CI users were recruited to participate in experiment 3-3. Participants were all native 

speakers of American English with average age of 53.6 years (± 21.8). All participants had 

Cochlear devices and had a minimum of 5 years’ experience using their device routinely. 

Participants were paid for their participation. Biographical data for all participants are presented 

in Table 3.1. Experiment 3-3 used the same task and stimuli as experiment 3-2 (intact condition 

only). Briefly, participants were required to associate two nonsense CVCV words with two 

drawings during the exposure stage. The CVCV words were presented either 5 or 9 times to the 

participants during an exposure stage based on three different scenarios, namely, quiet, single 

distractor, and multiple distractor. The exposure stage was followed by a test stage in which the 

participants were presented with one of the target words, mixed with either one of the distractors 

that were present during the exposure stage (congruent), or a novel distractor that was not present  



 

61 

during the exposure stage (incongruent). The participants were then presented with the drawings 

corresponding to the words as the possible selections and were asked to mouse-click the drawing 

that they thought had been named. 

The experimental design was a repeated measures design: three exposure configurations 

(single/multiple distractor or quiet) × exposure length (5 or 9 repeats) × two exposure-test 

Table 3.1. Biographic data for the CI users participated in experiment 3-3. The tested ear is 

highlighted in blue.  

Participant 

/Gender Age 

Years 

implanted 
Onset of hearing 

loss (years old) Device 

information Etiology of hearing loss Left Right Left Right 

M1 65 - 9 56 56 Cochlear 
Excessive noise exposure (war 

combat) 

F1 61 6 8 12 12 Cochlear N6 Genetic; gradual hearing loss 

M2 56 5 6 birth birth Cochlear N7 Nerve damage of inner ear 

M3 23 7 8 15 15 Cochlear N6 
Autoimmune inner ear 

disease 

M4 68 6 5 birth birth Cochlear N6 
Unknown; gradual high 

frequency hearing loss 

F2 22 19.5 8 birth birth Cochlear N6 Ototoxicity - Gentamicin 

F3 24 21.5 - 2 2 Cochlear N6 Meningitis 

F4 71 9 9 60 60 Cochlear N6 Medication 

F5 75 23 - 
6 

months 

6 

months 
Cochlear N6 † 

M5 71 7 - 52 52 
Cochlear 

Freedom 
Genetic 

† Left ear: gradual hearing loss: mild hearing progressively worsened to moderate in late 20s. Meniere’s 

disease in 40s. Right ear: childhood disease.  
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configurations (congruent or incongruent). This resulted in 120 total trials for each session (10 

trials per condition). Prior to the experiment, participants were asked to listen and respond to six 

practice stimuli (one stimuli per condition) to become familiar with the experiment task. 

3.3.2 Results 

Figure 3.6 shows the recognition accuracy scores across all the CI users. A repeated measures 

logistic regression model on the recognition accuracy scores showed a significant main effect of 

the exposure configuration [𝜒2(2) = 26.154, 𝑝 < 0.001], a significant main effect of the 

exposure-test congruency [𝜒2(1) = 38.86, 𝑝 < 0.001], but no significant effect of the exposure 

length (5 or 9 repeats) [𝜒2(1) = 0.15, 𝑝 = 0.34] on the accuracy scores. The interaction between 

the exposure length and the exposure configuration was not found to be statistically significant 

[𝜒2(1) = 3.51, 𝑝 = 0.17]. 

In the single distractor and quiet conditions, recognition of the target words was 

vulnerable to the listening context mismatch between exposure and test stages. In the quiet 

condition the incongruent scores were significantly lower than the congruent scores [𝜒2(1) =

71.95, 𝑝 < 0.001]. A similar drop in the scores occurred in the single distractor condition 

[𝜒2(1) = 9.60, 𝑝 < 0.01]. In addition, the drop in the scores did not recover by increasing the 

exposure length (from 5 repeats to 9 repeats) as the exposure length did not produce a significant 

main effect, [𝜒2(1) = 0.43, 𝑝 = 0.68] for the quiet condition and [𝜒2(1) = 0.55, 𝑝 = 0.39] for 

the single distractor condition. 

The results, however, showed a different pattern in the multiple distractor condition. The 

scores in the congruent and incongruent were not statistically different [𝜒2(1) = 0.02, 𝑝 =

0.66], indicating that the recognition of the CVCV tokens remained robust against the novel 
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(unheard) distractors. Furthermore, the results showed a small non-significant advantage of 

testing the target words in presence of a novel distractor when the exposure stage length was set 

to 9 repeats. In this regard, the CI users in the present experiment, on average, showed a behavior 

close to the normal hearing individuals listening to the intact stimuli, rather than to those who 

were presented with the vocoded stimuli. As mentioned before, it is possible that the test tokens 

in the incongruent condition acted as additional training stimuli since they were mixed with a 

novel distractor which further enhanced the effect of the exposure configuration (mixing the 

target words with different distractors). 

Figure 3.6. Recognition accuracy of the CVCV tokens following an exposure stage for ten CI 

users. The tokens were repeated either 5 or 9 times during the exposure stage. During the 

exposure stage the tokens were presented in quiet, mixed with a single distractor, or mixed with 

multiple distractors. During the test stage participants were presented with one of the test 

tokens, mixed with either one of the maskers that were present during the exposure stage 

(congruent), or a novel masker that was not present during the exposure stage (incongruent).  



 

64 

The results indicate that in the multiple distractor condition, the CI users constantly extracted the 

most subtle cues in the exposure stimuli in order to update their perception of the target words. 

Nonetheless, there is considerable variations among the CI users (see Figure 3.7). Out of ten 

participants, six showed a benefit of exposure to target words across multiple distractors. 

Notably, participants F3 and M3 showed a strong effect of multiple distractor exposure and 

reached a recognition level comparable to the quiet-congruent condition. On the other extreme, 

participants F1 and F2 did not show such an effect. For participant CW, for example, the scores 

in the congruent and incongruent conditions remained the same for the single distractor 

condition. In addition, the single distractor scores were either equal or higher than those in the 

multiple distractor condition. 

It is of particular importance to note that adding a few more repetitions of the target 

words  to the exposure stage (9 repeats compared to 5) substantially changed the scores in the 

multiple distractor-incongruent condition wherein the difference between the accuracy scores  

was trending toward significance [𝜒2(1) = 3.39, 𝑝 = 0.066]. This effect, however, was absent 

both for the quiet and single distractor conditions, [𝜒2(1) = 0.44, 𝑝 = 0.34] and [𝜒2(1) =

0.72, 𝑝 = 0.63], respectively. It is, thus, reasonable to project that with increasing the exposure 

length beyond 9 repeats, the recognition further improves only in the multiple distractor-

incongruent condition; in such case a benefit of multiple distractor exposure over the exposure in 

quiet will be evident. This trend can already be seen in a subset of the participants in the present 

experiment. Using general linear hypothesis tests, the multiple distractor-incongruent scores for 

participants F3, F4, M3, and M2 showed a significant increase from 5 to 9 repeats [p < 0.05]. In 
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addition, the data collected from participants M2, M1, F3, and F4 have already shown the benefit 

of multiple-distractor exposure over the exposure in quiet. 

Despite the individual variations, the results in experiment 3-3 suggest that the multiple 

distractor exposure procedure is noticeably effective in maintaining CI users’ recognition of the 

CVCV words in the presence of novel distractors. As shown in Figure 3.6, exposure to the target 

words across multiple distractors showed a recognition advantage over the condition in which 

the target words were presented in quiet. There are, however, unexplored directions related to the 

present experiment. First, the present experiment only considered short-term learning of the 

CVCV words and did not test participants’ long term learning of the words. It is important to 

investigate the quality of learning and recognizing these exposed words when the exposure and 

test stages do not occur consecutively. It is possible that the word representations change over 

the longer term, perhaps following memory consolidation. For example, Dumay and Gaskell 

(2007) showed that declarative knowledge of newly learnt novel words improved following 

nocturnal sleep. 

A second direction that needs to be considered in future is the effect of attention on the 

recognition scores. Specifically, the question to investigate is whether or not listeners can 

recognize a target word in the presence of a familiar or a novel distractor when they are passively 

exposed to the target repeating across different distractors during the exposure stage. In this case 

the task would be slightly different from experiment 3-3 in that listeners do not need to associate 

the words to drawings, but rather are required to recognize the words (either open-set or closed-

set task). Masutomi et al. (2015) showed that repetition-based segregation of novel sounds 

remained robust to inattention. 
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The goal in experiments 3-1, 3-2, and 3-3 was to investigate the effects of repeating target words 

across different distractors on the recognition scores under the conditions in which the bottom-up 

and top-down cues were diminished. For this reason, the target sounds were selected to be non-

speech or non-sense CVCV words. To minimize F0-based segregation, the distractors and targets 

had the same F0 (male speaker). In addition both the target and distractors occurred 

simultaneously in order to remove onset time differences. However, it is important to investigate 

the role of prior knowledge of the target words, SNR level, and type of distractor on the 

recognition scores in these experiments. These results, nonetheless, are informative in that they 

can lead to training (rehabilitation) strategies with procedure similar to the multiple distractor 

condition in this experiment. Such training strategies could improve CI users’ speech recognition 

abilities in the presence of background noise. The choice of target stimuli, level and type of 

interfering distractors could be altered to those that occur more often during daily activities. In 

this regard, such rehabilitation procedure would be similar to the “listening walk” (Wolfe & 

Schafer, 2015, pp. 260) procedure in which caregivers introduce the newly implanted children to 

examples of different sounds (e.g., knocking the door). 

 

 

 

 

 

 

 



 

67 

 

 

Figure 3.7. Recognition accuracy of the CVCV tokens following an exposure stage for 

individual CI users. Each plots is labeled based on the corresponding participant code.   

F1 (5 repeats) F1 (9 repeats) 

M4 (5 repeats) M4 (9 repeats) 



 

68 

 

Figure 3.7. (continued) Recognition accuracy of the CVCV tokens for participants M1 and M3.   

M1 (5 repeats) M1 (9 repeats) 

M3 (5 repeats) M3 (9 repeats) 
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Figure 3.7. (continued) Recognition accuracy of the CVCV tokens for participants F5 and M2.   

F5 (5 repeats) F5 (9 repeats) 

M2 (5 repeats) M2 (9 repeats) 
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Figure 3.7. (continued) Recognition accuracy of the CVCV tokens for participants F3 and F2.   

F3 (5 repeats) F3 (9 repeats) 

F2 (5 repeats) F2 (9 repeats) 
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Figure 3.7. (continued) Recognition accuracy of the CVCV tokens for participants F4 and M5.   

F4 (5 repeats) F4 (9 repeats) 

M5 (5 repeats) M5 (9 repeats) 
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CHAPTER 4 

PERFORMANCE EVALUATION OF RECURRENT NEURAL NETWORKS 

Chapters 2 and 3 investigated the recognition of novel words when mixed with distractors. In 

experiment 3-1, listeners were exposed to target sounds repeating 5 or 9 times across single or 

multiple distractors (i.e., single- and multiple-distractor conditions). It was shown that 

recognition of the target sounds was adversely affected by the presence of novel distractors only 

in the single distractor condition. In contrast, recognition remained robust against the distortions 

introduced by the novel distractors in the multiple-distractor condition. Experiment 3-2 extended 

these findings and investigated listeners’ ability to recognize nonsense CVCV words in the 

presence of distractors. Participants were required to associate two randomly selected nonsense 

CVCV words with two randomly selected drawings during an exposure stage. The CVCV words 

were presented either 5 or 9 times to the participants in three different scenarios, namely, quiet, 

single distractor, and multiple distractor. The exposure stage was followed by a test stage in 

which the participants were presented with one of the target words, mixed with either one of the 

distractors that were present during the exposure stage (congruent), or a novel distractor that was 

not present during the exposure stage (incongruent). The data obtained from normal hearing 

individuals and cochlear implant users suggested that presenting the target words across multiple 

distractors led to a more robust recognition of the CVCV tokens in the presence of novel 

distractor. 

The main goal in this chapter is to investigate the extent to which the above findings can 

be replicated (modeled) by artificial neural networks. The question is whether or not training a 

neural network using similar stimuli and task in experiments 3-1 and 3-2 would produce 
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comparable results and would lead to a more robust representation of speech in the presence of 

unseen (novel) distractors. Such training advantage can result in a noise reduction algorithm with 

better generalizability to unseen (novel) noise types. 

4.1 Recurrent neural networks 

The simulations reported in this chapter were conducted using recurrent neural networks 

(RNNs). RNNs have been shown to provide superior performance in terms of error rates in 

automatic speech recognition when combined with long short-term memory modules (Graves, 

Mohamed, & Hinton, 2013). These networks are designed to model sequences, in which future 

values depend on the previous states as opposed to static patterns. Current commercial products 

such as Google’s machine translator or Apple Siri use RNNs as their state of the art technology.  

Figure 4.1 plots the architecture of an example RNN. The inputs to the jth state are the 

input sequence at time-step 𝑗, denoted by 𝐱𝑗, as well as the hidden state from the previous time-

step, denoted by 𝐬𝑗−1. As such, the RNN network stores the information about the previous 

states. This property makes RNNs suitable for sequence learning. The state in the last time-step 

encodes the information of the entire sequence.  

Similar to traditional neural networks, an RNN can be trained using the backpropagation 

through time (BPTT) algorithm. The only difference is that each hidden state is now connected 

to the previous states as well as the input sequence. A (BPTT) consists of two main steps. The 

first step is to take the derivative of a predefined loss function (with respect to the parameters). 

The second step involves adjusting the parameters of the network in order to minimize the loss. 
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For the network shown in Figure 4.1 and input at time-step , 𝑗 ∈ {1,2,⋯ , 𝑇} 𝐱𝑗 ∈ 𝓡𝑁, the desired 

and predicted outputs 𝐲𝑗, �̂�𝑗 ∈ 𝓡𝑀, the hidden state 𝐬𝑗 ∈ 𝓡𝐿, and the weight matrices 

𝐖𝐿×𝐿 , 𝐔𝐿×𝑁, and 𝐕𝑀×𝐿, the predicted output, can be found based on the following equation:                                                                      

                                                                  �̂�𝑗 = 𝐡(𝐕𝑀×𝐿 𝐬𝑗)                                                             (4.1)                                                              

where 𝐡(. ) is a linear or non-linear function (for example softmax) and  𝐬𝒋 is calculated based on 

the following equation:  

𝐬𝑗 = 𝐟(𝐖𝐿×𝐿 𝐱𝑗 + 𝐔𝐿×𝑁 𝒔𝑗−1)                                                         (4.2)                             

where 𝐟(. ) is a linear or non-linear function (for example hyperbolic tangent). Note that in the 

above equation the hidden state 𝐬𝒋 depends on the input 𝐱𝒋 as well as the hidden state at the 

Figure 4.1.(a) Architecture of an RNN with 𝐱, 𝐬, 𝐲 representing the input, RNN state, and output, 

respectively. The hidden cell (in green) receives the input as well as the previous state to find 

the new state. The output cell (in orange) receives the state to find the RNN output. Figure 4.1.(b) 

shows the same architecture but unfolded in time. For 𝑇 time-steps, 𝐱𝑗, 𝐲𝑗, and 𝐬𝑗  𝑗 =

{1,2, … , 𝑇} represent the input at time step 𝑗, the output at time step 𝑗, and the state at time step 

𝑗. The matrices 𝐔,𝐖,𝐕 are the RNN parameters that are found through training. 
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previous time-step 𝐬𝒋−𝟏. To derive the BPTT equations, the total loss, the distance between the 

desired and predicted outputs is calculated based on the following:                                                         

                                                                             𝐿 = ∑𝑙𝑗

𝑇

𝑗=1

                                                                       (4.3) 

where 𝑙𝑗 denotes the loss at time-step 𝑗:  

                                                                        𝑙𝑗 = 𝐽𝑗(𝛉)                                                                  (4.4)                                            

where 𝐽(. ) denotes some loss function and θ denotes the model parameters (𝐖𝐿×𝐿 , 𝐔𝐿×𝑁 ,

and 𝐕𝑀×𝐿). The first step in BPTT involves calculating the gradients of the loss with respect to 

the parameters. Applying a chain rule to the loss at time-step 𝑗 results in the following 

derivatives:  

                                                    
𝑑

𝑑𝐕𝑀×𝐿
(𝐽𝑗) =

𝑑

𝑑�̂�j
(𝐽𝑗)

𝑑

𝑑𝐳j
(�̂�𝑗) 

𝑑

𝑑𝐕𝑀×𝐿
(𝐳𝑗)                                   (4.5) 

                                                   
𝑑

𝑑𝐖𝐿×𝐿
(𝐽𝑗) =

𝑑

𝑑�̂�j
(𝐽𝑗)

𝑑

𝑑𝐬j
(�̂�𝑗) 

𝑑

𝑑𝐖𝐿×𝐿
(𝐬𝑗)                                    (4.6) 

                                                   
𝑑

𝑑𝐔𝐿×𝑁
(𝐽𝑗) =

𝑑

𝑑�̂�j
(𝐽𝑗)

𝑑

𝑑𝐬j
(�̂�𝑗) 

𝑑

𝑑𝐔𝐿×𝑁
(𝐬𝑗)                                    (4.7) 

where 𝐳j = 𝐕𝑀×𝐿 𝐬𝑗. The last terms in (4.6) and (4.7), however, depend on previous states, which 

also depend on their previous states, and so on. Thus, the last terms in these equations should 

expand based on the following:  

                                                     
𝑑

𝑑𝐖𝐿×𝐿
(𝐬𝑗) = ∑

𝑑

𝑑𝐬i
(𝐬𝑗) 

𝑑

𝑑𝐖𝐿×𝐿

(𝐬𝑖)

𝑗

𝑖=0

                                          (4.8) 

                                                     
𝑑

𝑑𝐔𝐿×𝑁
(𝐬𝑗) = ∑

𝑑

𝑑𝐬i
(𝐬𝑗) 

𝑑

𝑑𝐔𝐿×𝑁

(𝐬𝑖)

𝑗

𝑖=0

                                          (4.9) 
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where  

                                                          
𝑑

𝑑𝐬𝑖
(𝐬𝑗) = ∏

𝑑

𝑑𝐬𝑓−1
(𝐬𝑓)

𝑗

𝑓=𝑖+1

                                                      (4.10) 

As noted above, any gradient component  
𝑑

𝑑𝐖𝐿×𝐿
(𝐽𝑗) and  

𝑑

𝑑𝐔𝐿×𝑁
(𝐽𝑗) is a summation (see (4.8) 

and (4.9)), whose terms are referred to as temporal contributions or temporal components. One 

can see that each temporal contribution 
𝑑

𝑑𝐬i
(𝐬𝑗),

𝑑

𝑑𝐖𝐿×𝐿
(𝐬𝑖), and 

𝑑

𝑑𝐔𝐿×𝑁
(𝐬𝑖) measures how 𝐖𝐿×𝐿 

and 𝐔𝐿×𝑁 at step 𝑖 affect the cost at step 𝑗 >  𝑖. The factors 
𝑑

𝑑𝐬𝑖
(𝐬𝑗) in (4.10) transport the error 

“in time“ from step 𝑗 back to step 𝑖. It is important to loosely distinguish between long-term and 

short-term contributions, where long-term refers to components for which 𝑖 ≪ 𝑗 and short- term 

to everything else. 

Bengio et al. (1994) identified the exploding gradients problem which refers to the large 

increase in the norm of the gradient during training. Such events are due to the explosion of the 

long-term components, which can grow exponentially more than short-term ones. The vanishing 

gradients problem, on the other hand, refers to the opposite behavior, indicating when long-term 

components go exponentially fast to norm zero, making it impossible for the RNN to learn 

correlations between temporally distant events. In the vanishing gradient problem, gradient 

contributions from the “far away” steps (long-term contribution) become zero, and the state at 

those steps does not contribute to the training. This issue makes the network biased toward 

capturing the shorter-term dependencies (Pascanu, Mikolov, Bengio, 2013). An example would 

be the case wherein the network is required to fill in the blank in an input sequence. For the input 

sequence “In Japan, I had a great time and I learnt some of the ______ language”, it is obvious 
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that the hint to the answer is the word “Japan” which is located further back in the sequence 

(long-term dependency). Without capturing long-term dependencies, the network would be 

biased toward the few previous words -“learnt”, “some”, “of”, “the”- which obviously do not 

provide strong hints to the correct answer. 

Although there are several methods to overcome the vanishing gradient problem, the 

most common method is to replace the hidden state with gated cells such as long short-term 

memories (LSTM)s or gated recurrent units (GRUs) (Hochreiter and Schmidhuber, 1997). These 

gates are recurrent cells with several logic steps to control the flow of information through them. 

Figure 4.2 plots the architecture of an LSTM. As can be seen in Figure 4.2, an LSTM consists of 

multiple activations and gates. These components provide the following functionalities for an 

LSTM at time-step 𝑗: a memory, denoted by 𝐜𝑗 ∈ 𝓡𝐿, a hidden state of the LSTM cell, denoted 

by 𝐠𝑗 ∈ 𝓡𝐿, the cell output state, which is already defined by 𝐬𝑗 ∈ 𝓡𝐿, and three gates referred to 

as the input, forget, and output gates. The input gate controls how much of the input 𝐱𝑗 and 

previous state 𝐬𝑗−1 should contribute to the new LSTM memory 𝐜𝑗 . The forget gate controls how 

much of the previous memory 𝐜𝑗−1 should contribute to the new LSTM memory 𝐜𝑗 . Finally, the 

output gate controls how much of the new LSTM memory 𝐜𝑗   should contribute to the output 

state 𝐬𝑗 . The following equations provide details on an LSTM components: 

For time-step 𝑗, the input gate, denoted by 𝐢𝑗 ∈ 𝓡𝐿 can be found as: 

                                                                𝐢𝑗 = 𝛔(𝐔𝐿×𝑁
𝑖  𝐱𝑗 + 𝐖𝐿×𝐿

𝑖  𝒔𝑗−1)                                             (4.11) 
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where the 𝛔(. ) notation refers to a sigmoid function and 𝐔𝐿×𝑁
𝑖  and 𝐖𝐿×𝑁

𝑖  denote the parameter 

matrices for the input gate. With similar notation, the forget and output gates are calculated as:  

                                                                𝐟𝑗 = 𝛔(𝐔𝐿×𝑁
𝑓

 𝐱𝑗 + 𝐖𝐿×𝐿
𝑓

 𝒔𝑗−1)                                             (4.12) 

                                                               𝐨𝑗 = 𝛔(𝐔𝐿×𝑁
𝑜  𝐱𝑗 + 𝐖𝐿×𝐿

𝑜  𝒔𝑗−1)                                             (4.13) 

The LSTM hidden state is found based on the following equation:  

                                                           𝐠𝑗 = 𝐭𝐚𝐧𝐡(𝐔𝐿×𝑁
𝑔

 𝐱𝑗 + 𝐖𝐿×𝐿
𝑔

 𝒔𝑗−1)                                          (4.14) 

where the 𝐭𝐚𝐧𝐡(. ) notation refers to a hyperbolic tangent function. The LSTM cell memory is 

determined based on the following:  

𝐱𝑗 
𝐬𝑗−1 

𝐱𝑗 𝐬𝑗−1 

𝐱𝑗 
𝐬𝑗−1 

𝐱𝑗 

𝐬𝑗−1 

𝐬𝑗 

𝐨𝒋 𝐟𝒋 𝐢𝒋 

𝐜𝒋 

𝐠𝒋 

𝐜𝒋−𝟏 

Figure 4.2. Architecture of an LSTM cell. The cell consists of input (blue), forget (orange), and 

output (green) gates. The circle in gray represents the hidden state of the LSTM. The circle in 

purple represents the LSTM memory. LSTM receives the input at time-step 𝑗 (𝐱𝑗) and output 

state at time-step 𝑗 − 1 (𝐬𝑗−1). Following multiple calculations, LSTM updates the cell memory 

(𝐜𝑗), hidden state (𝐠𝑗), and output state (𝐬𝑗). 
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                                                                   𝐜𝑗 = 𝐜𝑗−1 ⊙ 𝐟𝑗 + 𝐠𝑗 ⊙ 𝐢𝑗                                                    (4.15) 

where the ⊙ operation indicates Hadamard multiplication (element by element vector 

multiplication). In the above equation, the LSTM memory at time-step 𝑗 is a combination of 

previous memory, controlled by the forget gate, and the LSTM new hidden state, controlled by 

the input gate. The LSTM final hidden state is found based on the following:  

                                                                      𝐬𝑗 = 𝐭𝐚𝐧𝐡(𝐜𝑗) ⊙ 𝐨𝑗                                                          (4.16) 

In summary LSTM cells do three important tasks: (1) forget irrelevant parts of the previous state, 

(2) selectively update the value of the cell state, and (3) output certain parts of the cell state. 

From (4.14), it can be seen that the LSTM memory is updated through addition rather than 

multiplication of small values, as is the case in backpropagation, which prevents the values from 

becoming less sensitive to long distance dependencies. Further detail regarding the LSTMs can 

be found in Gers, Schraudolph, and Schmidhuber (2002) and Hochreiter and Schmidhuber 

(1997). 

The experiments in this chapter investigated the performance of recurrent LSTM 

networks when trained on target sounds mixed with distractors. The network inputs and outputs 

are sequences of speech signals processed using the Fourier transform. As such, the architecture 

for this task needed to be suitable for sequence-to-sequence learning. The architecture proposed 

in Cho et al. (2014) was used in this chapter for the sequence-to-sequence learning. This 

architecture is plotted in Figure 4.3. The architecture consists of two recurrent networks: an 

encoder and a decoder. The encoder receives an input sequence and converts it into a fixed 

length state. The decoder receives the last state of the encoder and generates the output sequence 
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(linear output units). As mentioned previously, the state of the last cell is a representation of the 

entire input sequence. 

4.2 Experiment 4-1    

In experiment 2-2, it was shown that a simple recurrent neural network based on a generalized 

Hebbian learning rule was able to model listeners’ behavior in detecting the repeating target 

sounds while suppressing the changing distractors. It was also mentioned that the generalized 

Hebbian learning rule is similar to a principal component analysis (PCA) in that the main source 

of variance in the input data is captured by the first component. In this experiment, a similar 

Figure 4.3. Architecture of a sequence-to-sequence network. 𝐱𝑗 , 𝑗 = {1,2, … , 𝑇} represents the 

input at time step 𝑗 (blue nodes). 𝐲𝑗 represents the output at time step 𝑗 (orange nodes). The 

encoder network transforms the input sequence into a state vector. The decoder network 

generates the output sequence using the encoded state. The decoder input at time-step 𝑗 is its 

output at time-step 𝑗 − 1. The hidden cells (in gray) in the above network are LSTM cells.  
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network, recurrent LSTM auto-encoder, was used to follow listeners’ recognition of the 

repeating target speech in the presence of single or multiple distractors. The hidden layer(s) in 

this class of networks consist of reduced number of hidden nodes compared to the input 

dimension. This constraint forces the network to reconstruct the input by capturing only the main 

source of variance. As such, auto-encoders show a behavior close to PCA. These networks, 

however, are more powerful in reconstructing complex sequences such as speech signal. 

The goal in experiment 4-1 was to train a recurrent LSTM auto-encoder to reconstruct its 

input sequence (further details below). Similar to experiments 3-2 and 3-3, seven consonants /b, 

d, g, k, p, t, s/ and five vowels /ɑ:/, /e/, /i:/, /o:/, and /u:/ were used to construct the training and 

test target words. The combination of the consonants and vowels resulted in a total of 1225 

consonant-vowel-consonant-vowel (CVCV) words. The words were generated using Microsoft 

Windows 10 text-to-speech synthesizer (Microsoft Zira Mobile voice). The target tokens were 

mixed with a random subset of the IEEE database (IEEE, 1969) at SNR = 0 dB. The resulted 

mixtures were used as the probe mixture to the network. The inputs to the network were spectra 

of the mixtures with a 20 milliseconds time-frame length and 50% overlap between the 

successive frames. The number of Fourier transform coefficients were set to 𝑀 = 160 points. 

The network consisted of 𝐿 = 3 hidden layers where each layers had 𝐻 = 80 nodes. This 

selection of the number of layers and the number of nodes maintained the reconstruction 

performance while minimized the number of parameters that needed to be trained. The above 

architecture resulted in ((𝑀 + 1) × 𝐻 + 𝐻2) × 4 × 𝐿 = 231,360 trainable parameters. 
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The root mean squared deviance between the probe mixture and network output 

(reconstructed probe) was used to evaluate the distance between the network response and the 

desired response: 

                                                           𝐷 = √
1

𝑇
∑∑(𝑥𝑡,𝑗 − �̂�𝑡,𝑗)

2
𝑀

𝑗=1

𝑇

𝑡=1

                                                 (4.17) 

where 𝑥𝑡,𝑗 and �̂�𝑡,𝑗 denote the probe mixture (desired response) and network response at time-

step 𝑡, 𝑡 ∈ {1,2,⋯ , 𝑇} and node 𝑗 ∈ 𝑡 ∈ {1,2,⋯ ,𝑀 = 160}. 

To investigate whether or not the above network can capture a preceding context the 

following training conditions were considered: 

1- Control (no context) condition: the probe mixture was fed to the network. The network 

was trained to reconstruct the probe.  

2- Multiple-distractor: the probe mixture was followed by a context sequence in which the 

corresponding target CVCV token in the probe mixture repeated four times across different 

distractors. This condition was equivalent to the multiple-distractor exposure in experiment 3-2.   

3- Single-distractor: the probe was followed by a context sequence in which the corresponding 

CVCV token in the probe mixture repeated four times across a single distractor. This condition 

was equivalent to the single-distractor exposure in experiment 3-2. 

Figure 4.4 illustrates the above conditions. Following the training stage, the network was 

tested using a subset of the data that was not included during the training. In the test stage, the 

network was fed with the same context sequence as in the training while the probe mixture 

consisted of an unseen distractor. The goal was to evaluate the network’s ability to use the 

preceding context and produce the novel mixture. Figure 4.5 visualizes this concept. 
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Figure 4.4. Three different training configurations in experiment 4-1. The LSTM auto-encoder 

consists of an encoder and a decoder. The nodes in blue, gray, green, and orange represent the 

input, hidden, decoder input, and the output layers, respectively. The input mixtures are 

represented as the pairs of lines where the target is shown as the upper line and the distractor is 

shown in the lower line. The network’s task is to re-construct the last mixture (probe mixture). 

In the multiple-distractor training, the target appears five times across five different distractors 

thus generating five different mixtures. In the single-distractor training, the target appears five 

times across a single distractor. In the no context training, the target appears only once along 

with a distractor.         
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Given that the input to the network is multiple representations of the target sound, it was 

hypothesized that the network can detect the repeating target in the input in the multiple-

distractor condition. In experiment 3-1, the recognition of the target sound became more robust 

against the novel distractor when the target was repeated multiple times across different 

distractors during the exposure stage. Likewise, in this experiment, the hypothesis was that 

proving the context sequence to the network leads to a more accurate representation of the test 

stimulus, in the presence of a novel distractor. The novel distractor in this case would be a 

distractor that was not used to train the network. As will be shown later, providing the network 

Figure 4.5. Relationship between the train and test data in experiment 4-1 for different training 

configurations. A mixture is represented with a dot wherein the center and surrounding colors 

represent the target and distractor, respectively. Single- and multiple-distractor training: The 

network’s task during the training stage was as follows: given context sequence 1-2-3-4, generate 

the probe mixture. During the test stage, the network’s task was as follows: given context 

sequence 1-2-3-4, generate the test mixture. Note, however, that in the single-distractor training, 

mixtures 1, 2, 3, and 4 are the same as the probe mixture. Control (no context) training: The 

network’s task during the training stage is to generate the probe mixture without any prior 

context. During the test stage, the network’s task is to generate the test mixture.         
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with the multiple-distractor context leads to a better supervised learning in which the network is 

better able to recover the target CVCV tokens in the presence of unseen distractors. 

All the signal processing procedure, tokenization and spectrogram extractions, were done in 

Python 3.5.4 using the ‘NumPy’, ‘Wave’, and ‘Scipy’ packages. The networks were 

implemented, trained, and tested using the Tensorflow 1.6.0 library. In each training iteration, 

the following loss term was measured and the network parameters were adjusted accordingly:  

                                              𝐿 =
1

2𝑇𝑀
∑∑(𝑥𝑡,𝑗 − �̂�𝑡,𝑗)

2
+ 𝜆∑𝜔𝑖

2

𝑖

𝑀

𝑗=1

𝑇

𝑡=1

                                        (4.18) 

where the first term represents the mean square error between the input probe and the network 

response. The second term represents an L2 regularization to maximize the network’s 

generalizability to unseen data. The parameter 𝜆 was set 0.01 and the bias weights were excluded 

from the regularization.  

4.2.1 Results 

Figure 4.6 shows the results for the three training scenarios in terms of the distance between the 

network response and the desired response. In this figure, a higher distance indicates a greater 

deviance between the network response and the desired response.  

In the control condition the distance was higher for the test data compared to that in the 

training data [𝑡(2448) = 147.07, 𝑝 < 0.001, 95% CI: [0.080 0.082]]. The performance drop 

from the training to test data can be attributed to the network’s inability to generalize to the 

unseen conditions (i.e., novel distractors). The same pattern was found for the single-distractor 

condition [𝑡(2448) = 278.03, 𝑝 < 0.001, 95% CI: [0.181 0.184]]. In the single-distractor 

conditions, thus, the context sequence did not provide any benefit in terms of generalizability. 
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An independent samples t-test revealed a significant difference between the training and 

test scores in the multiple-distractor condition [𝑡(2448) = 20.59, 𝑝 < 0.001, 95% CI:   

 

Figure 4.6. Plot of distance between the network’s response and its desired response for different 

training conditions (control, multiple-distractor, and single-distractor) and different data sets. 

The light red bars represent the distances for the training data. The light-blue bars represent the 

distances for the test data. The dark-green bars represent the distances for the test data when the 

context sequence was absent. The error bars represent the standard error of the means. The stars 

between two bars indicate statistically significant differences between the corresponding 

distances (𝑝 < 0.001).       
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[0.016 0.019]]. However, as shown in Figure 4.6, the error bars corresponding to these 

conditions (red and light-green bars) are mostly overlapping. It is very likely that the significance 

was due to a Type I error which by itself was caused by the large sample size. This is evident 

from the small values for the lower and upper bounds of the reported confidence interval. It is, 

thus, reasonable to assume that the distance values for the train and test data are at comparable 

levels, indicating that the network was able to generalize to the novel distractors. These results 

are in accordance with the data obtained in experiment 3-1 wherein presenting the listeners with 

multiple distractors led to a more robust recognition of the target sounds in the presence of novel 

distractors. 

The data in this experiment suggest that the recurrent LSTM auto-encoder network was 

able to detect the repeating targets pattern in the input and make parameter adjustments in order 

to be able to represent multiple representations of the target signal, across different distractors.  

The multiple-distractor training procedure, thus, can be used as a new training method for 

recurrent neural networks to improve their generalizability. In this case each target signal in the 

training data would repeat 𝑁 times across different distractors and the entire sequence would be 

fed to the network. As shown in Figure 4.4, the first 𝑁 − 1 repetitions would be considered as 

the context sequence while the 𝑁𝑡ℎ repetition is the probe mixture. It is important to mention that 

in order to see the generalizability benefit using this training, the test data does not need to be 

presented with a context sequence. In other words, the benefit can be observed even if the 

context sequence is absent. To investigate this, the test data in experiment 4-1 were fed to the 

trained networks without the context sequences. The results are shown in Figure 4.6 (dark-green 

bars). The figure shows that the network performance in the single- and multiple-distractor 
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conditions has dropped in the absence of the context sequence, compared to the case wherein the 

test data was followed by the context sequence [𝑡(6075.3) = 365.38, 𝑝 <

0.001, 95% CI: [0.194 0.197]] for the single-distractor and [𝑡(4529.5) = 205.44, 𝑝 <

0.001, 95% CI: [0.170 0.173]] for the multiple-distractor conditions. Nonetheless, as evident in 

Figure 4.6, the multiple-distractor training still provides a generalizability advantage compared 

to the other two training conditions. 

Despite of the performance differences across the three training conditions, the recurrent 

LSTM auto-encoder that was used in this experiment was able to re-construct the input probe 

mixtures with relatively low deviance. The above training procedures can be considered as the 

first stage of a semi-supervised training in which the learning machine’s task is to suppress the 

distractors while preserving the target. The process of suppressing the distractors from the 

mixtures is referred to as speech enhancement5. Semi-supervised training involves an 

unsupervised training followed by a supervised stage. In this scheme, the training procedures in 

experiment 4-1 were unsupervised and can be considered as a starting point for a second stage of 

supervised training in which the machine is provided with the target signals in its output. A 

similar semi-supervised training approach was evaluated in Dai and Le (2015) and led to 

improved training and generalizability performance of the recurrent LSTMs for an IMDb 

(https://www.imdb.com) sentiment classification task. 

Experiment 4-2 evaluated the performance of semi-supervised training described above 

to suppress the distractors with the hypothesis that the initial unsupervised training improves the 

                                                 

5 Refer to Chapter 1 for an overview of speech enhancement. 

https://www.imdb.com/
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generalizability in the test condition. The second hypothesis was that the unsupervised multiple-

distractor training further improves the network’s generalizability. 

 

4.3 Experiment 4-2 

The goal in this experiment was to investigate the performance of the recurrent LSTM auto-

encoder used in experiment 4-1 as a speech enhancement algorithm. The task for such an 

algorithm would be to recover a target speech signal that has been distorted in the presence of a 

distractor. The input and output for such algorithm are the mixture of target/distractor and the 

recovered target, respectively. The recovered target should have a quality and intelligibility close 

to that of the original target. 

To achieve this, the network was trained based on a semi-supervised procedure. Starting 

from a zero state, the network was trained using one of the unsupervised conditions in 

experiment 4-1, namely, control (no context), multiple-distractor, or the single-distractor 

conditions. As shown in Figure 4.4, the difference between the three conditions was the presence 

or absence of the context sequence, as well as its structure, prior to the probe mixture. The 

unsupervised training was followed by a supervised training. In each iteration of the supervised 

training, the network was fed with the probe mixture and was trained to re-cover the target 

signal. 

It is important to mention that the context sequence in the unsupervised training was to 

increase the network’s generalizability to the test data. However, as shown in experiment 4-1, in 

order to see its effect, the presence of such a sequence is not necessary during the test stage in 

which the input to the network contains unseen distractors. In addition, including the context 
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sequence in the input limits the network’s feasibility scope in real-life speech enhancement 

applications. Thus, unlike the unsupervised training, the input to the network during the 

supervised training was the probe mixture without the context sequence.  

In each iteration of the unsupervised training, the loss term in Eq. (4.18) was calculated 

and the network parameters were adjusted in order to minimize the loss. A similar loss term was 

applied for the supervised training:  

                                              𝐿 =
1

2𝑇𝑀
∑∑(𝑦𝑡,𝑗 − �̂�𝑡,𝑗)

2
+ 𝜆∑𝜔𝑖

2

𝑖

𝑀

𝑗=1

𝑇

𝑡=1

                                        (4.19) 

where 𝑦𝑡,𝑗 and �̂�𝑡,𝑗 denotes the target (desired response) and network’s response (recovered 

target) at time 𝑡 and frequency 𝑗, respectively. The second term in Eq. (4.19) represents the L2 

regularization to maximize the network’s generalizability to unseen data. The parameter 𝜆 was 

set to 0.01 and the bias weights were excluded from the regularization. 

4.3.1 Network tuning and results 

The network was trained using a semi-supervised training procedure that consisted of an 

unsupervised training followed by a supervised training. The unsupervised training was either 

based on the single-distractor, no-context, or multiple-distractor conditions, as shown in Figure 

4.4. For all three conditions, both the training and test loss values monotonically decreased in the 

initial iterations of unsupervised training, and eventually reached a plateau within 4000 

iterations. The unsupervised training was followed by the supervised training. Upon beginning of 

the supervised training, the loss values for the training data-set decreased while the test loss 

spiked to higher levels and started to increase with further supervised training. Such a pattern of 

loss increase in the test data is an indication of an over-fitted network. 
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 To determine the main reason for the overfitting problem, throughout a tedious process, the 

regularization type (L2 versus L1), number and size of the hidden layers, and the regularization 

coefficient- 𝜆 parameter in Eqs. (4.18) and (4.19), were varied and the modified architecture was 

trained using the aforementioned semi-supervised training procedure. It became apparent that the 

number of hidden layers was the major reason for the over-fitting problem. Figure 4.7 shows the 

loss values for the network with two layers of hidden nodes for all the training conditions6. The 

test loss values for the modified network decreased for the initial iterations of supervised training 

which indicated that the network did not over-fit the training data. 

Figure 4.7 also specifies the iteration in which the train and test loss were the lowest. This 

iteration is referred to as the optimum iteration. As shown in Figure 4.7, the training and test loss 

values were found to be (0.19, 0.35), (0.14, 0.27), and (0.15, 0.31) for the single-distractor, 

multiple-distractor, and the no-context training conditions, respectively. The proposed multiple-

distractor unsupervised training, thus, led to reduced loss values compared to the other two 

conditions, both for the training and test data-sets. 

To further understand the advantages of the proposed semi-supervised training, Figure 

4.7 also includes the loss values for the case wherein the network was trained using only a 

supervised training. The training and test loss values for the optimum iteration were found to be 

(0.12, 0.32), respectively. The training loss in this condition was better than all the training loss 

                                                 

6 A network with a single layer of hidden nodes resulted in better generalization for the test data. However, it led to poorer recovery 

of the consonants. For example, the words /bape/ and /kape/ sounded almost indistinguishable.   



 

92 

 

Figure 4.7. Loss values across iterations of semi-supervised training. The unsupervised training 

occurred at the first 4000 iterations and was followed by the supervised training (transition is 

marked by the red dot on the x-axis). The dark-green, red, dark-blue, and brown curves represent 

the unsupervised training, unsupervised test, supervised training, and supervised test, 

respectively. The iteration with lowest test and training loss values is marked by the hollow 

circles.   
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Figure 4.7. (continued) Loss values across iterations of training. For control condition, the 

unsupervised training occurred at the first 4000 iterations and was followed by the supervised 

training (transition is marked by the red dot on the x-axis). No unsupervised training was 

performed for the supervised condition. The dark-green, red, dark-blue, and brown curves 

represent the unsupervised training, unsupervised test, supervised training, and supervised test, 

respectively. The iteration with lowest test and training loss values is marked by the hollow circles.   
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values obtained via the semi-supervised procedure. However, both the control and multiple-

distractor semi-supervised procedures led to a lower test loss value, indicating network’s 

improved generalizability to the unseen conditions. 

The quality of the enhanced signals was quantified using the PESQ (ITU-T, 2001) 

measure for the test and training data-sets. The results are shown in Figure 4.8 for the 

unprocessed mixture as well as for the enhanced signals for each of the training conditions 

investigated in this experiment at their corresponding optimum iteration7. The PESQ scores 

showed an improved quality in the enhanced speech compared to the unprocessed mixture for all 

the conditions in the training data-set. However, the values for the test-data set were significantly 

reduced for all the conditions, compared to the training data, [𝑡(2448) = 8.21, 𝑝 <

0.001], [𝑡(2448) = 2.24, 𝑝 < 0.05], [𝑡(2448) = 4.48, 𝑝 < 0.05], for the control, multiple-

distractor, and single-distractor conditions, with the smallest PESQ drop being observed in the 

multiple-distractor condition. 

The results in experiment 4-2 are consistent with those reported in Dai and Le (2015). In 

their study, a similar semi-supervised training led to improved generalizability for a language 

modeling task. The method used in their study can be seen as equivalent to the no-context 

(control) training procedure in the present study. The multiple-distractor semi-supervised 

training procedure proposed in this study, however, resulted in additional performance 

improvement, compared to the method used in Dai and Le (2015). 

 

                                                 

7 Sample audio files for each condition can be downloaded from https://github.com/vmontazeri/lstm_autoencoder  

https://github.com/vmontazeri/lstm_autoencoder
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The proposed multiple-distractor semi-supervised training was shown to be capable of 

improving recurrent LSTMs network’s generalizability performance for speech perception under 

adverse conditions. The proposed procedure was based on the perception data obtained from 

normal-hearing listeners in experiments 3-1, and 3-2. The network trained using this procedure 

showed a similar behavior to the listeners in those experiments. Thus, it would be of interest to 

Figure 4.8. Plot of PESQ for the unprocessed mixtures as well as the mixtures processed under 

the control, single-, and multiple-distractor semi-supervised training. The green and orange bars 

represent the PESQ values for the training data and test data, respectively. The error-bars 

represent the standard error of the means.       
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replicate experiments 4-1 and 4-2 with spectrally-reduced speech, as seen in cochlear implants, 

and to compare the results to those obtained from intact (broadband) speech. 

In experiments 3-1 and 3-2 it was shown that recognition of a target becomes robust against 

novel distractor when it repeats across multiple distractors during an exposure stage. The data in 

these experiments were in favor of a prototype plus adaptation mechanism indicating that 

listeners perceive an altered (noisy) speech token as an extension of the canonical token 

representation. The above neural network can provide insight into how the listeners’ behavior 

may change when exposed to repeating targets across multiple distractors, but tested with a 

spectrally shifted target. In other words, the question would be whether the prototype plus 

adaptation learning mechanism described in Chapter 3 is valid not only for a novel distractor, but 

also for a novel voice.    

Further research is need to improve the proposed training by including a larger data-set of 

speech stimuli and distractors. Additionally, in the present experiments, the input vectors to the 

network were spectra of the speech signal. The choice of input vector could possibly be 

improved by selecting physiologically driven features such as the outputs of the Gammatone 

filter bank combined with a model of inner ear hair cell dynamics proposed by Meddis (1986) or 

Mel-frequency cestrum coefficients (MFCCs). 
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CHAPTER 5 

CONCLUSION 

Extensive research has been conducted to investigate the mechanisms of speech perception in the 

presence of competing sound sources. As a common methodology in these studies, listeners are 

given partial or detailed information, prior to the experiment, about the characteristics of the 

sounds sources that they are going to be exposed to. In Montazeri, et al. (2017), for example, 

listeners were informed prior to the experiment that their task was to recognize the words spoken 

by a male talker in the incoming sounds, hence setting the listeners’ expectation on what type of 

sounds they were about to hear. The experiments in this dissertation, however, were designed to 

better understand how listeners can gain knowledge of the sources that are present in the auditory 

scene while listening to the incoming sounds (i.e., without prior knowledge). Such lack of 

information regarding the quality of existing sounds in the scene can lead to a perceptual 

ambiguity. The goal of this dissertation was to investigate how normal-hearing listeners and 

cochlear implant recipients cope with such ambiguous auditory scenes. 

Experiments 2-1 and 2-2 were replications of the study by McDermott et al. (2011). 

Listeners were informed that they were about to hear a stream of sounds during an exposure 

stage and were asked to determine if they heard the probe sounds during the exposure stage. In 

each trial the probe sound was either one of the competing sounds in the exposure stimuli or a 

random sound that was absent in the exposure stimuli. No information was provided to indicate 

what the two competing sources (target and distractor) sounded like, nor was the number of 

existing sources given to the listeners prior to the experiments. Results showed that listeners 

were unable to identify a target sound from a mixture of the target and distractor, even if the 
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mixture was repeated several times. The listeners, however, were able to identify the target 

sound only if it was they were repeated several times across different distractors. 

Experiment 2-3 extended the above studies by further investigating the role of repetition. 

The stimuli in this experiment were generated using the same model that was used in 

experiments 2-1 and 2-2. The difference was that the repeating target sounds contained a rising 

or falling envelope which was a non-repetitive component carried by the repetitive target 

snippets. The main finding was that the repetitive component made the recognition of the 

envelope robust against the competing sounds. The repetition in experiment 2-3 can be 

interpreted as feature consistency which provided a hint to the listeners about the existence of a 

sound source in the auditory scene. On the other extreme, the distractor stream lacked such 

structure which was consequently perceived by listeners as ‘noise’ and was thus ignored, even 

though it carried the same rising/falling envelope as the target stream. Physical sound sources 

(e.g., a vocal tract) are bound by relatively constant size and material which forces their 

produced sounds to contain consistent features. The repetitions of the target snippets in this 

experiment played no role apart from hinting to the listeners about the existence of the target 

sound, and hence, gaining their attention. 

In the Information Theory (Shannon, 1949) perspective, however, the repeating target 

snippets contain no information. This stems from the basic idea that a repetitive event will 

happen with the probability of 1 and thus, contains no uncertainty (i.e., information). Due to 

limited available information that can be delivered to the neurons, speech processing strategies in 

cochlear implants select the most informative parts of the speech signal while discarding the 

uninformative parts. Motivated by Shannon’s Information Theory, the majority of speech 
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processing strategies in cochlear implants preserve the envelope of the incoming speech. Stilp, 

Goupell, and Kluender (2013), for example, showed that the information conveyed by envelopes 

in cochlear implant simulations is highly correlated with a measure of sensory change (or 

information). Results from experiment 3-3, however, showed that the consistent (repetitive) 

features make the perception of the sounds robust against competing sources, despite the fact that 

they possess minimal amount of information. 

Experiment 2-3 was concluded by comparing two neural mechanisms that have opposite 

behaviors encoding repetition and change in the input. This was done to better understand how 

listeners encoded the repeating target and non-repeating distractors. These two mechanisms, , 

namely, generalized Hebbian learning and anti-Hebbian learning, were investigated in a previous 

study by Stilp, et al. (2010) that aimed to examine how listeners encode consistent (repeating) 

features in sounds. It was shown that the generalized Hebbian network was able to detect the 

repeating pattern in the input and enhance the temporal changes that were carried by the 

repeating sounds. In addition, the network’s ability to encode the temporal change in the 

repeating sound was further enhanced with increased exposure. The network, thus, showed a 

similar behavior to the listeners in experiment 2-3 and may provide insight into the mechanisms 

underlying the perception of competing sounds. The described generalized Hebbian network, 

nonetheless, is too simplistic to entirely explain listeners’ behavior when perceiving competing 

sounds. For example, such network’s behavior will likely deviate from that of listeners if the 

incoming sounds consisted of two competing sources with an embedded repeating pattern.  

Experiment 3-1 extended experiments 2-1 and 2-2 and provided evidence that recognition of a 

novel target sound becomes robust against new (unheard) maskers when listeners go through an 
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exposure stage in which the target is presented repeatedly across multiple maskers (multiple-

distractor condition). In contrast, recognition was vulnerable to the presence of the novel 

distractors when the listeners were exposed with the repeating target in quiet or in the presence 

of a single distractor (single-distractor condition). The results were then compared with findings 

reported by Creel et al. (2012), revealing a discrepancy between the two studies. The results in 

Creel et al. (2012) suggested that recognition of novel sounds was not robust against context 

changes. In their study, performance was higher when listeners were both trained and tested in 

quiet or both trained and tested in the presence of the same masker. Experiment 3-2 used the 

stimuli and task in Creel et al. (2012) and presented the listeners with repeating pairs of 

consonant-vowel-consonant-vowel (CVCV) tokens in quiet, in the presence of a single 

distractor, or in the presence of multiple distractors. The results suggested an overall advantage 

of exposure to multiple distractors in terms of preserving the recognition in the presence of novel 

(unheard) distractors. In addition, experiment 3-3 repeated the above experiment for ten cochlear 

implant users and showed similar pattern of recognition, despite individual performance 

differences. These results are promising in that they can lead to better auditory training for 

cochlear implant users with the goal of improving their speech perception abilities in the 

presence of background noise. 

The single-distractor and quiet exposures manifested a context-specific mechanism of 

learning, which indicate that in order to maintain the recognition, the test listening context must 

match with that of the exposure stage. However, with increased exposure to the variations of the 

target sounds (when it is mixed with different distractors), the context-specific mechanism 
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shifted to an adaptation plus prototype mechanism. Figure 3.3 illustrates the difference between 

the two mechanisms. 

The goal of Chapter 4 was to investigate the extent to which a recurrent neural network 

shows similar behavior to the listeners in experiment 4. The recurrent structure of these networks 

allows them to preserve previous states of sequential inputs such as speech signal. The neural 

connections in an artificial network start from a zero state and are updated during the training 

stage based on the input sequence (speech) without being affected by other sensory inputs (e.g., 

vision), memories, language knowledge/background that are inevitably variable across human 

listeners. This characteristic makes artificial neural networks an ideal counterpart to human 

participants.  

Chapter 4 begins by introducing recurrent neural networks. It was shown that these 

networks are biased toward short-term dependencies in the input sequence during their training. 

Subsequently, a specific class of recurrent neural networks, namely, long-short term memories 

(LSTM) was introduced which has been shown to mitigate this problem (Hochreiter and 

Schmidhuber, 1997). In experiment 4-1 an LSTM auto-encoder was trained to re-construct an 

input probe mixture in its output. The probe mixtures were the CVCV tokens used in experiment 

3-2. In addition, this experiment followed the same single- and multiple-distractor paradigm that 

was used in experiment 3-2 to investigate whether or not the network responded to the presence 

of a context sequence prior to the probe mixtures that contained the same CVCV across a single 

or multiple distractors. It was shown that the presence of the context sequence with multiple 

distractors improved the network’s generalizability to the test data that contained the CVCV 

tokens in the presence of novel (unseen) distractors. In experiment 4-2, a speech enhancement 
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algorithm based on a semi-supervised training approach was proposed. It was shown that the 

multiple-distractor unsupervised training provided an improved performance in terms 

suppressing the novel distractors, compared to the single-distractor training.  

The described LSTM auto-encoder showed similar behavior to the listeners in experiment 

2-3 in terms of generalization to the novel distractors. Thus, it would be of interest to replicate 

experiments 4-1 and 4-2 with spectrally-reduced speech, as seen in cochlear implants, and to 

compare the results to those obtained from intact (broadband) speech. 

In experiments 3-1 and 3-2 it was shown that recognition of a target becomes robust 

against a novel distractor when it repeats across multiple distractors during an exposure stage. 

The data in these experiments were in favor of the prototype plus adaptation mechanism 

indicating that listeners perceive an altered (noisy) speech token as an extension of the canonical 

token representation. The above neural network model can predict how listeners’ recognition 

may change when exposed to repeating targets across multiple distractors, but tested with a 

spectrally shifted target with preserved natural co-variation of F0 and formant frequencies 

(Assmann & Nearey, 2007). In other words, the question would be whether the prototype plus 

adaptation learning mechanism described in Chapter 3 is valid not only for recognition of a novel 

distractor, but also for recognition of the frequency shifted target. Nearey and Assmann (2007) 

described a sliding template model of vowel normalization that represented vowels in a two-

dimensional template (space) corresponding to their first and second formants in logarithmic 

scale, referred to as G1 and G2, respectively. In their study, the formant variations across vowels 

produced by different speakers of the same dialect were modeled as moving the template along 

the diagonal of the G1-G2 space. The presence of multiple distractors in the prototype plus 
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adaptation mechanism can be seen as equivalent to the speaker variations in the sliding template 

model in that they are both considered as extension of a prototype, or in Nearey and Assmann’s 

terminology, a template. It is likely that listeners encode the repeating the targets across different 

distractors and different frequency shift factors as being different versions of the same sound 

(i.e., the same prototype). 

The studies described in this dissertation provide insights on how listeners can learn 

sounds that they have never heard before (i.e., novel sounds) while these sounds are competing 

with other sounds. It was shown that multiple representations of a sound (across multiple 

distractors) lead to robust recognition of novel sounds in unseen listening contexts (e.g., presence 

of novel distractors). The suggested repetition-based exposure was shown to be effective even in 

the absence of bottom-up cues as seen in cochlear implant users. Perhaps the main contribution 

of these studies is their potential to recommend better training procedures for cochlear implant 

recipients. Due to limited spectral information cochlear implant users face difficulties 

recognizing speech signal in the presence of competing sounds as typically happens in public 

venues. More specifically, the results in experiment 3-3 show that repetition-based training could 

improve cochlear implant users’ speech recognition in the presence of competing sounds.   

The present studies also provide insight on how to have a more effective training 

procedure for learning machines. In experiments 7 and 8, it was shown that an LSTM auto-

encoder can better represent input speech tokens when it is provided with a context sequence 

during its training. The context sequences consisted of the target input mixed with multiple 

distractors, similar to the exposure stage in experiment 5.    
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These studies, however, have limitations, mainly due to the fact that they were highly controlled. 

First, the stimuli in experiments 5 to 8 were generated with a text to speech synthesizer and 

lacked some of the prosodic and spectral variations that are typically seen in natural speech. 

Second, the sounds that were considered in these experiments varied in the degree of novelty. 

For example, the stimuli in experiments 5 to 8 were nonsense tokens. The aim was to minimize 

the effects of prior knowledge on the recognition. This choice, however, limits the real-life 

relevance of these experiments. Future experiments should extend the present work to investigate 

the effects of word familiarity. The present experiments investigated the learning and recognition 

of nonsense words in the presence of competing sounds. In these studies the test stage followed 

immediately after the exposure stage and thus only considered short-term learning effects. It is 

important to investigate the extent to which these results can be observed in long term learning 
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