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With the recent explosion in data collection, big datasets are becoming more difficult to
handle. The size of these datasets can cause algorithms to become intractable in time
or space, but noise and outliers can also cause machine learning models to overfit data,
yielding poor general performance. Additionally, applications that require users or experts
to interpret or inspect data also suffer from big datasets as the sheer size makes it impossible
for a human to grasp. These considerations motivate reducing the size and complexity of a
dataset by selecting key features which allow one to compactly represent the data.
This dissertation approaches the basic task of simplifying a dataset from a geometric angle.
First, we view datasets from several types of applications as being naturally modeled by
three geometric hulls: the staircase hull, the convex hull, and the conic hull. Then, the goal
of this dissertation is to research geometric properties and algorithms related to simplifying
each of these hulls which in turn results in a simplified dataset. Further, the dissertation
provides experimental evidence that show these methods are useful in practice.
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CHAPTER 1
INTRODUCTION
The theme of this dissertation is the representation of complicated things with simple things.
This general paradigm is ubiquitous throughout computer science and science more generally because complicated things are difficult to handle: for a given algorithm, large inputs
use more space and time; in data science, datasets often contain noisy signals, redundant
information, or measurement error; and in classification or learning tasks, complex models can easily overfit and not generalize well. Many important results focus on simplifying
complicated things. In data science, the following well known methods are examples: singular vector decomposition, clustering, feature selection, dimensionality reduction, manifold
learning, nonnegative matrix factorization, and geometric coresets. In database research,
examples include results from topics like staircase approximation, finding representatives,
and data mining.
In this dissertation, we focus on simplifying complex pointsets as opposed to simplifying
machine learning models like neural networks or other mathematical objects. As we will see,
an abstract pointset can model a large array of applications. The basic setup is that we are
given some pointset P ⊂ Rd and we want to find a set of points B, the “basis,” that can
approximately reconstruct P under some type of allowed combinations or notion of distance.
The primary way to simplify a pointset is by restricting the size of the basis, and intuitively,
this constraint forces us to choose the most important elements, i.e., “features.”
In the past, a major motivation to find simple representations has been to make calculations more tractable. For example, natural phenomena such as the orbits of planets
were (and still are) modeled approximately even though exact (but intractable) models are
known. This is still a big motivation today because, despite advances in processing speeds
and memory size, the size and complexity of many pointsets (e.g. image, text, and bioinformatics pointsets) have grown at an even faster pace. Thus, simplifying pointsets can make
intractable algorithms become tractable, especially algorithms in data science or machine
learning. Simplified pointsets can also be used to find important features. Intuitively, the
elements of a small set that can reconstruct the original pointset are, in a sense, the elements
that matter the most. This small basis captures most or all of the variance or information
in the pointset. Furthermore, simplifying pointsets can improve generalized performance in
machine learning tasks such as classification. Often, pointsets in this field contain irrelevant
information due to ambient noise, measurement error, and outliers. In these cases, machine
learning models might fine-tune their parameters to fit this artificial complexity – yielding
good performance on training data but poor performance on future unseen data. By simplifying pointsets in the basic way described above and developed in this dissertation, one can
uncover the “ground truth” that is hidden behind the noise, measurement error, or outliers.
The three uses emphasized in the previous paragraph can be illustrated with singular
vector decomposition (SVD). Suppose someone has a pointset lying in R100 . The 100 components of each point represents values obtained from different measurement devices. But
1

perhaps these measurement devices are highly redundant and the points actually lie on a
7-dimensional subspace. Further, due to noise and measurement error, the points may have
been slightly perturbed from this 7-dimensional subspace such that it requires 100 basis
elements for an exact reconstruction. Using SVD, we can approximately reconstruct the
pointset using the top seven singular vectors (we don’t need to know that 7 is the “true”
dimension beforehand since we would see a big difference from the seventh to eighth eigenvalue). In this case, we have (i) significantly reduced the dimension of the pointset which
will help with computational tractability (ii) found 7 basis elements (i.e. configurations of
measurement devices from some feasible configuration space) that capture almost all of the
variance of the data and (iii) eliminated noise and measurement error which can help with
general performance in learning tasks. The problems studied in this dissertation are similar
to this example, but specific aspects are varied to better model certain applications.
There are several variations of “simplifying pointsets” and each is motivated by various
applications. Here are four aspects that are relevant to this dissertation:
• Which points are allowed in the basis? Consider SVD v.s. CUR-decomposition. Both
are trying to find a linear subspace that “best” represents the original pointset. However, the former allows basis points to be selected from the ambient space whereas the
latter requires basis points to be selected from the original pointset.
• How can basis elements be combined? Consider SVD v.s. NMF. The former allows
arbitrary linear combinations whereas the latter requires nonnegative combinations.
• How is the reconstruction quality measured? Consider k-center v.s. k-means. The
former minimizes error of the worst reconstructed point whereas the latter minimizes
the sum of reconstruction errors for each point.
• How is the distance between two points measured? In many methods, distance is
modeled as the usual Euclidean distance. However, as we will see, both Chapter 2
and Chapter 4 consider different notions of distance. In the former case, the distance
measures how well a point “covers” another point. In the latter case, the distance
measures the angle between two points (viewed as rays).
Chapter 2, Chapter 3, and Chapter 4 all require the subset constraint, i.e., the basis
points must be selected from the given pointset rather than from some ambient space (like
SVD). Further, each chapter focuses on a specific type of allowed combination/distance
measure: the staircase hull, the convex hull, and the conic hull. The rest of the introduction
will briefly motivate the variations studied in this dissertation.
Why the subset constraint? We mentioned that simplifying pointsets can be seen as
a way to find important features. With the subset constraint, we are requiring that these
features are physically meaningful or interpretable for the given application.
2

Consider a text corpus where points are words and their attributes are weighted article
frequencies. If we apply SVD to this pointset, it might return a basis point such as
√
√
1/2 “athlete” + 1/ 2 “celebrity” − 1/ 2 “hollywood”,
and NMF might find a similar element without negative coefficients. However, such a point
is difficult to interpret as a real attribute of articles. One cannot simply count the number
of times this point appears in article like one would if the point were a word like “athlete.”
As another example, consider the following quote1 that again highlights the drawback of
using SVD to extract meaningful features (in this case, the data are gene expression profiles):
While very efficient basis vectors, the (singular) vectors themselves are completely artificial and do not correspond to actual (DNA expression) profiles... Thus, it would be
interesting to try to find basis vectors for all experiment vectors, using actual experiment
vectors and not artificial bases that offer little insight.
These practitioners want to find which actual DNA expression profiles are the most important. However, methods such as SVD or NMF have limited usefulness because they do not
have the subset constraint.
What is a hull? A hull can be thought of as the span of basis elements under some type of
combinations and some notion of distance between elements. We can categorize a few types
of hulls according to the allowed combinations of basis elements (see Figure 1). Suppose we
fix a set of three elements x1 , x2 , x3 to be our basis. Then we have
• Linear space: all elements of the form ax1 + bx2 + cx3 where a, b, c ∈ R
• Conic hull: all elements of the form ax1 + bx2 + cx3 where a, b, c ∈ R and a, b, c ≥ 0.
• Convex hull: all elements of the form ax1 + bx2 + cx3 where a, b, c ∈ R and a, b, c ≥ 0
and a + b + c = 1.
• Discrete hull: all elements of the form ax1 +bx2 +cx3 where a, b, c ∈ {0, 1} and a, b, c ≥ 0
and a + b + c = 1. (This is simply the basis itself.)
Note that the list of hulls gets progressively more constrained. Informally, the conic hull
is somewhere in between the linear case and the convex case. There is a result called the
approximate Carathéodory theorem which holds in the convex case but not in the linear case
and, in Chapter 4 we show that this result does hold in the conic case.
Not listed above is the staircase hull. This is similar to the discrete hull because basis
elements are not combined, and hence one can view the basis as “covering” (rather than
“spanning”) the full pointset. However, the staircase hull does not use the standard Euclidean
distance. Instead, the staircase hull covers/spans all points dominated by at least one basis
element where a point a ∈ Rd is dominated by a point b ∈ Rd if each coordinate of b is less
than the corresponding coordinate of a (see the shaded region in Figure 1c).
1

From (Kuruvilla et al., 2002)

3

(a) Convex hull

(b) Conic hull

(c) Staircase hull

Figure 1: The three hulls considered in this dissertation.
Why the staircase, convex, and conic hulls? Consider a pointset similar to the SVD
example mentioned previously. Suppose each point has 100 coordinates that represent values
from different measurement devices. If it makes sense for these values to be in R (i.e. possibly
negative), then a linear space might be a good model. In this case, the basis is perhaps the
standard basis and we assume arbitrary linear combinations have a meaningful interpretation
with the physical measurement devices. However, there are many applications where this
does not make sense and where we would want to constrain the allowed combinations or
change the notion of distance.
• The staircase hull is useful when the pointset represents choices or options available
to an end user such as a consumer or business manager. In these situations, the
notion of Pareto efficiency is relevant and a consumer will always prefer a product over
some other product that is inferior in every relevant attribute/feature. For example, a
consumer will always prefer a hotel that is cheaper, higher quality, and closer to where
they want to be (e.g. a conference center) over a hotel that is more expensive, lower
quality, and further away. (Here we are assuming these three aspects are the only
relevant aspects to the consumer when selecting a hotel.)
• The convex hull is useful when taking weighted averages of objects is relevant, such
as in optimization, economics, statistics, and probability theory. For example, in probability theory, a random variable is represented as a convex combination of possible
outcomes. In optimization, multiple objectives can be optimized by taking a weighted
average. Further, solutions to optimization problems can be seen as a convex combination of extremal solutions, and these solutions can be sparsified and rounded to obtain
discrete solutions.
• The conic hull is useful when measured values/attributes are non-negative and negative values do not make sense. Common examples of this include image, text, and
bioinformatics pointsets. Specifically, images are usually represented by an array of
non-negative values that indicate the brightness for each pixel. Documents in text
4

pointsets are usually represented by an array of the (weighted, non-negative) number
of occurrences that words appear in a text/document. For both of these pointsets,
negative values do not make sense and neither do arbitrary linear combinations.
Now that we are familiar with the subset constraint and different types of combinations,
we can take a step back and organize some of the methods that have been mentioned. Table
1 shows some of the possible variations, but note that the table ignores the measure of
approximation quality used in these methods. In particular, not all of these methods use the
same measure. Also note that simplifying the staircase without a subset constraint does not
make sense. A point a in the staircase hull but not in the pointset is necessarily dominated
by some point b in the pointset, and hence a would be a worse choice than b.
Table 1: Possible variations of hull constraints and methods to approximate them
Subset
Not subset

Linear
Convex
Conic
CUR-decomp.
Chapter 3
Chapter 4
SVD
Archetypal Analysis
NMF

Discrete
Staircase
k-medoids Chapter 2
k-means
—

These methods are all related because they can be viewed as simplifying hulls. However,
the ones with the subset constraint are closely related to the idea of geometric coresets
from computational geometry. A coreset also tries to find a simple representation of a hull
while preserving some property; for example, directional width or the minimum volume of
a bounding box (of the pointset). By comparison, the focus of this dissertation to preserve
the measured reconstruction quality (see below).
Measuring reconstruction quality The features we find should be able to (approximately) reconstruct the original pointset (under the allowed combinations). There are two
basic ways to measure the quality of the overall reconstruction. One is the “extremal measure” and the other is the “sum measure.” The extremal measure measures the error of the
worst reconstructed data point. This is useful when outliers are important, such as in motion
planning or collision detection. Suppose a robot has a long antenna on its head. If we model
the robot’s geometry as a convex hull, the antenna will look like an outlier. However, this
outlier is necessary to determine whether the robot can pass through a doorway. In contrast,
the sum measure adds all the reconstruction errors of each data point. This is useful when
outliers are not important, such as in data science where an outlier might be due to a mistake
and conveys misleading information to an analyst or a machine learning model.
Distance between objects. There are three notions of distance considered in this dissertation, one for each of the three hulls considered. Each chapter goes into detail on how
distance is measured, but the following list gives brief descriptions.
5

Roadmap of this dissertation. This dissertation studies three types of hulls along with
an appropriate corresponding measure of approximation quality.
• Chapter 2 studies the staircase hull under an extremal measure. This variation is
motivated by datasets and applications found in the database community such as
presenting the best hotel choices for a customer or selecting NBA All-Star players.
Here, the distance from point p to point q is, intuitively, how well the set of points
dominated by p covers the point q. This chapter was previously published in (Kumar
et al., 2019).
• Chapter 3 studies the convex hull under a sum measure. This variation is motivated
by the fact that both the convex hull and the sum of squares measure are are independetly well studied, yet there is little research on approximating convex hulls with this
measure. Here, we use the standard Euclidean distance. This chapter was previously
published in (Klimenko et al., 2020).
• Chapter 4 studies the conic hull under an extremal measure. This variation is motivated
by the drawbacks of existing non-negative methods which find features that are difficult
to interpret. Here, the distance between two points (viewed as “rays” extending from
the origin outward) is the angle between them. This chapter was previously published
in (Van Buskirk et al., 2017) and also appeared in my Master’s thesis.
The main focus of the dissertation is Chapter 2 and to a lesser extent Chapter 3. (Specifically, in Chapter 2 we provide full details of all results whereas in Chapter 3 certain results
are summarized.) While there have been minor modifications since Chapter 4 appeared in
my Master’s thesis, the main reason it appears here is because it naturally fits with the other
two chapters. The theme of this dissertation can be viewed as an extension of the specific
problem studied in that thesis.

6

CHAPTER 2
STAIRCASE HULL1
2.1

Introduction

When deciding which entry to return from a database where entries have multiple parameters,
one must consider various criteria all at once. For example, given a collection of possible
hotels, one seeks a hotel which costs less, is nearest to some desired location, and has a
high rating. Typically one cannot optimize all these criteria simultaneously, though one
would never make a selection for which there is an alternative that is better in every way
(i.e., cheaper, closer, and higher rated). This naturally leads to the definition of so called
staircase or skyline points,2 for which there are no strictly better alternatives, and each of
which is a possible optimal solution depending on how the criteria are weighted.
Formally, we model our input as a set of n points P in Rd . Given two points p, q ∈ Rd ,
we say p dominates q, written p  q, if pi ≤ qi for all i, where pi (resp. qi ) denotes the ith
coordinate of p (resp. q). Then the staircase points of P , denoted S(P ), is the subset of
points p ∈ P such that p is not dominated by any point in P \ {p}.
While the staircase points model the set of possible solutions for various multi-criteria
objectives, in many situations one desires a small subset of these points which well represent
the tradeoffs in the solution space. For example, one may wish to present the user with a
short list of search results to choose from. Moreover, the staircase might be large, particularly
for high dimensional data sets, thus making a compact description highly desirable from a
computational perspective. Here we propose a new measure to evaluate how well a subset of
points approximates the staircase. Our work differs from previous attempts to define such
a measure since rather than viewing S(P ) as a discrete point set, instead we consider it as
defining a continuous hull. Namely, we define the staircase hull of P , denoted SH(P ), as
the set of all points in Rd that are dominated by some point in P . Then for some integer
parameter k, we seek the subset of at most k points Q ⊆ P such that the distance between
SH(Q) and SH(P ) is minimized. To measure the distance between the two hulls we use
the standard geometric notion of Hausdorff distance, which roughly speaking for two sets is
defined as the maximum of all the distances from a point in one set to the closest point in
the other set. For our problem we prove that this is equivalent to minimizing the maximum
distance from any point in P to SH(Q). We argue that our geometric perspective in many
ways better captures what it means to approximate the staircase. Moreover, our measure has
additional advantages such as being translation invariant. In addition to defining this new
1

2019. International Conference on Database Theory. Reprinted, with permission, from Nirman Kumar,
Benjamin Raichel, Stavros Sintos, and Gregory Van Buskirk, Approximating Distance Measures for the
Skyline, 22nd International Conference on Database Theory, March 2019.
2

We use the terms “skyline” and “staircase” interchangeably. The former is common in database papers,
whereas the latter is common in computational geometry. In economics the term “Pareto” is often used.
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measure, we provide a number of algorithmic, hardness, approximation, and experimental
results as detailed below.
Previous work. Skyline/staircase points have been extensively used and studied, particularly in the database community (see for example (Börzsönyi et al., 2001)). In particular, it
is known that for a set P of n points in Rd , S(P ) can be computed in O(n(log n + logd−2 n))
worst case time (Kung et al., 1975) for any d or in O(n logd−3 n log log n) for d ≥ 4 (Gabow
et al., 1984). (Chan et al., 2011) give a randomized algorithm for computing the S(P ) in
O(n logd−3 n) time for d ≥ 4. There have also been a number of previous works on approximating the best subset of k input points to represent the skyline under various measures. Lin
et al. (Lin et al., 2007) considered selecting k points so as to dominate the maximum possible
number of points from P . This is an instance of the standard maximum coverage problem,
for which the greedy algorithm achieves a 1−1/e approximation (to the number of dominated
points). Later, Tao et al. (Tao et al., 2009) considered representing the skyline by a k-center
clustering of the points in S(P ), that is, minimize the maximum distance of a point in S(P )
to the chosen subset, for which there are several standard 2-approximation algorithms to
the optimal clustering radius. Koltun and Papadimitriou (Koltun and Papadimitriou, 2005)
consider what they call approximately dominating representatives (ADR), where a subset
Q ⊆ P is an ε-ADR if for every p ∈ P there is some q ∈ Q such that (1 − ε)q dominates p
(their actual definition differs slightly as they define dominating with the reverse inequality).
Rather than focusing on minimizing the error radius as in our case and in (Tao et al., 2009),
instead (Koltun and Papadimitriou, 2005) keeps ε fixed and attempts to minimize k. As this
variant is an instance of the well known Set-Cover problem, the greedy algorithm achieves
an O(log n) approximation. In all three papers (Lin et al., 2007; Tao et al., 2009; Koltun
and Papadimitriou, 2005), among other things the authors give an exact polynomial time
solution in 2 dimensions, and argue the problem is hard for dimensions 3 and higher. Several
other measures have also been considered. Søholm et al. (Søholm et al., 2016) select points
so as to cover the maximum total area possible, giving an algorithm for the 2D case and some
experimental results. Note they define dominance with the reverse inequality and so area is
with respect to the coordinate axes, while in our case it would require defining some bounding box for the data. Magnani et al. (Magnani et al., 2014) define a measure which combines
two quantities which they call significance and diversity (where the user must specify the
relative importance of each), and provide a hardness proof and experimental results.
More generally, there have been many other previously defined notions of compact approximate representations of the data, perhaps most notably the notion of clustering (Xu
and II, 2005). The so called k-regret minimizing set is a recent method of finding representative data points, which is used to approximate top-k queries (Nanongkai et al., 2010;
Chester et al., 2014; Agarwal et al., 2017; Cao et al., 2017; Asudeh et al., 2017; Kumar and
Sintos, 2018). In the geometry community the notion of coresets, which are small subsets
of the input approximately preserving some specified geometric property, has been widely
studied (Agarwal et al., 2005). Related to our notion of approximating the staircase hull, the
case of approximating the convex hull (Blum et al., 2016) and the conic hull (Van Buskirk
et al., 2017) was previously considered. These hull approximations more generally relate to
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a number of different types of matrix factorizations used in areas such as machine learning, including non-negative matrix factorization, CUR decomposition, and finding the top-k
singular vectors. Note that points on the convex and conic hull boundaries are in general
determined by a combination of multiple hull vertices. For the staircase hull we argue that
each boundary point in some sense is determined by a single hull vertex, leading to stronger
results as the problem can be modeled with asymmetric k-center.
Our results. As discussed above, here we introduce a new measure for approximating the
staircase. Specifically, we seek the subset of k points Q ⊆ P such that the Hausdorff distance
between SH(Q) and SH(P ) is minimized, which we refer to as the k-staircase problem. In
addition to introducing this new measure we have the following results:
1. In Section 2.3 we show that the k-staircase problem is APX-hard for
p any√dimension
d ≥ 3. In particular, we show that it is hard to approximate within 2 + 3 ≈ 1.932
for d ≥ 4, and
q for d = 3 a more involved proof shows it is hard to approximate within
a factor of

√
2+√3
2+ 2

≈ 1.0455.

2. Despite being hard to approximate for d ≥ 3, in Section 2.4 we show that in two
dimensions it can be solved in O(n log n) time.
3. In Section 2.2 we argue the k-staircase problem can actually be seen as an instance
of the well known asymmetric k-center problem. In Section 2.5 this is used to give
approximation algorithms for the k-staircase problem. In particular, in Section 2.5.1
we propose an O(log∗ (n)) approximation running in O(n2 (d + log2 n)) time, and an
O(log∗ (k)) approximation running in polynomial time.
4. In Section 2.5.2, by exploiting the geometry of our problem and by making use of
Well Separated Pair Decompositions (WSPD), for any fixed dimension d we can get a
faster O(kn polylog n) time algorithm which still achieves an O(log∗ (n)) approximation
for the k-staircase problem. This is the only result where we assume d is fixed. (The
algorithm works for any d, though the approximation and time degrade.) We provide a
bi-criteria algorithm for d = 3 dimensions (by exploiting the geometry of 3-dimensional
space) that achieves a constant factor approximation albeit with the approximating
subset Q of size O(k).
5. In Section 2.6 we propose two fast heuristics for the k-staircase problem. The first
is a simple greedy algorithm, which we show experimentally in Section 2.7 consistently matches or gives smaller error than the guaranteed O(log∗ (n))-approximation
algorithm of (Panigrahy and Vishwanathan, 1998). The second heuristic is based on
finding what we call relaxed CCV3 points. Such points have nice symmetric geometric
properties, and we argue that any point set always contains at least one such point.
3

The notion of CCV points, which stands for “center capturing vertex”, was introduced in (Panigrahy
and Vishwanathan, 1998) to solve the asymmetric k-center problem approximately.
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While certain contrived worst case examples make it difficult to provide worst case
guarantees, we show experimentally in Section 2.7 that approximating the staircase
hull using relaxed CCV points consistently gives smaller error than our greedy heuristic. Moreover, both our heuristics are simple, easy to implement, and fast, thus making
them quite practical. Finally, in Section 2.7.3, we compare our measure to several others by using NBA player statistics to predict NBA All Star teams.4 Not only does our
measure always select the most all star players, but the error is inversely proportional
to the number of selected players while this relationship with other measures is less
consistent.
The Hausdorff distance uses the standard L2 norm for distances between points, however,
it can be generalized to any Lp norm.5 Intuitively, the L1 norm focuses on the average value
over the dimensions, while L∞ focuses on the dimension which is largest. We argue our
algorithmic results hold for any Lp norm, thus allowing the user to tune the dial between
these two extremes in order to best suit a given application.

a

c

b

d

Figure 2: For k = 2, the optimal solution for our objective is a and b, for k-center it is a or
b and c or d, for max cover it is a or b and c.
Understanding and comparing measures. As mentioned above, one of the main ways
in which our measure differs from (Lin et al., 2007) and (Tao et al., 2009) is that it considers
the staircase as defining a continuous hull rather than a discrete point set. In particular,
consider the simple four point example shown in Figure 2. For k = 2, in the maximum
coverage measure of (Lin et al., 2007) the optimal solution contains either a or b along with
the point c. For the k-center clustering measure of (Tao et al., 2009) the optimal solution
contains exactly one of a or b and exactly one of c or d. On the other hand, for our measure
the optimal solution contains points a and b. Arguably a and b represent real tradeoffs
between the horizontal and vertical coordinate values, whereas c and d have a negligible
advantage in the vertical coordinate over b but are far worse in the horizontal coordinate. In
other words, when considering the discrete points, c and d are far from a and b. However,
4

https://en.wikipedia.org/wiki/NBA_All-Star_Game

5

Here we use the standard Lp notation, though later we use Lα as p is often used to denote a point.
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when considering the continuous hulls, c and d are very close to the hull SH({a, b}), yet b
has a larger distance to the hull SH({a, c}).
There are several additional nice properties of our measure. First, it is natural from
a geometric perspective as it is just the standard geometric notion of Hausdorff distance
between two objects. Second, it is translation invariant, i.e., the optimal solution does not
change if all points are translated by the same amount (where the amount in each coordinate
can differ). This is also true of the measures in (Lin et al., 2007) and (Tao et al., 2009),
however, it is not the case for (Søholm et al., 2016) and (Koltun and Papadimitriou, 2005),
making it difficult to compare their measure to ours as theirs strongly depends on the choice
of origin. A number of other properties, such as scale invariance or stability, have been
used to characterize previous approaches for approximating the staircase. In Table 2 we
provide a description comparing our measure with others, showing the tradeoffs of these
various properties. Rather than focusing on any one of these properties, here we advocate
the benefit of taking into account the continuous hull, and give some partial justification of
this approach with our experimental results in Section 2.7.
Table 2: Properties of measures for staircase representation. No means there is an example
where the property does not hold. Yes means there is no such example.
Hausdorff (our measure)
k-center (Tao et al., 2009)
Max-cover (Lin et al., 2007)
KolPap (Koltun and Papadimitriou, 2005)
Max-Area (Søholm et al., 2016)
BigPicture (Magnani et al., 2014)

Translation invariant
Yes
Yes
Yes
No
No
Yes

Scale invariant
No
No
Yes
Yes
Yes
No

Stable
Yes
Yes
No
Yes
Yes
Yes

There are several standard properties which have been previously used to characterize
different types of measures for staircase representation. In this section we compare our
measure against other previous measures in terms of these standard properties.
A measure is translation invariant if the optimum result for the original input data
is the same as the optimum result after adding a fixed arbitrary vector to all the input
data points. Similarly, a measure is scale invariant if the optimum remains the same after
performing a coordinate-wise multiplication for every input point with the same fixed vector.
As we described in the Introduction, our Hausdorff based measure is translation invariant
but is not scale invariant. However, note that if we multiply by the exact same amount
in each coordinate, then our measure is scale invariant (i.e., it is uniform scale invariant).
Furthermore, a measure is called stable if the insertion of non-staircase points does not
change the optimum solution. Stable measures are crucial in cases where the existence or
the location of the non-staircase points is noisy. It is straightforward to show that our
measure is stable.
Table 2 shows how our measure compares to other previously proposed measures in
terms of stability and both translation and scale invariance. As the table shows, no measure
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satisfies all the properties (an interesting open question is whether such a measure exists).
Depending on the situation, each one of these properties may be more or less important, and
thus one can adapt the measure to the situation. While these properties are indeed natural,
it is important to keep in mind that they do not give a complete picture of a measure.
That is, even if a measure satisfied all of the above three properties it may miss some other
unspecified property, and moreover two measures which satisfy and violate the same set of
properties may produce different results. For example, our measure and the k-center measure
of (Tao et al., 2009) satisfy the same properties in table 2 but can behave very differently
on a given point set, as shown in Figure 2. Thus in this paper we instead advocate for the
property of capturing the shape of the continuous staircase hull, a more abstract property
not easily summarized in such a table.
While not directly a property of the measure, it is also important to note that our
approach for approximating the staircase under our Hausdorff measure does not require
directly computing the staircase. This is similarly true for the approaches and measures in
(Lin et al., 2007), (Koltun and Papadimitriou, 2005), and (Søholm et al., 2016). This is
desirable for datasets with a large number of staircase points in higher dimensions, since in
such setting it is very expensive to compute the staircase (remember that the complexity
to compute the staircase when d > 2 is O(n logd−2 n), or alternatively O(dn2 ) with a trivial
algorithm that looks at all pairs).
In order to maximize the benefit of our measure, there are several preprocessing steps that
one may wish to take. First observe that depending on what the coordinate values represent,
in some coordinates one might desire a larger value and in others a smaller one (e.g. hotel
rating vs. price). To handle this one can negate all values in coordinates for which large
values are better, and then translation invariance implies we can shift the points to remove
negative values (if so desired). Translation invariance also implies one can translate the point
set such that in each coordinate the minimum value of any data point is zero. Also, note that
if one scales the data by the same factor in every coordinate then the optimal solution does
not change, hence one can scale so the data points lie in the unit hypercube if so desired.
On the other hand our measure is sensitive to scaling by different values in each coordinate,
and this fact can be used to encode our preferences over the coordinates. Specifically, if one
scales such that the maximum value is exactly 1 in each coordinate then this attempts to
put each coordinate on equal footing. Alternatively, if one knows certain attributes are more
important than others, one can weight the scaling differently in each coordinate to take this
into account. Note that all this can easily be done in linear time.
2.2
2.2.1

Problem Statement and Connection to Asymmetric K-center
Definitions and problem statement

Given points p, q ∈ Rd , we say p dominates q, written p  q, if pi ≤ qi for all i, where pi (resp.
qi ) denotes the ith coordinate of p (resp. q). For a point set P ⊂ Rd , let S(P ) denote the set
of staircase points of P , which is the set of points p ∈ P such that p is not dominated by any
point in P \ {p}. Let SH(P ) denote the staircase hull of P , which is the subset of points in
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Rd dominated by some point in P . Notice that S(P ) ⊂ P ⊂ SH(P ) and SH(P ) = SH(S(P ))
as dominance is transitive.
Let dα (x, y) = ||x − y||α denote the distance between x, y ∈ Rd with respect to the Lα
norm6 , where α ≥ 1. For (closed) sets X, Y ⊂ Rd , let dα (X, Y ) = minx∈X,y∈Y ||x − y||α
be the distance between point sets X and Y with respect to the Lα norm. If X is a
singleton {x}, let dα (x, Y ) denote dα (X, Y ). For point sets X and Y , let dHα (X, Y ) = max{
maxx∈X dα (x, Y ), maxy∈Y dα (y, X)} denote the Hausdorff distance with respect to the Lα
norm, between X and Y . Typically, we consider the case where Y ⊆ X; here dHα (X, Y ) =
maxx∈X dα (x, Y ).
Problem 2.1 (k-staircase problem). Given a set of n points P ⊂ Rd and a parameter k,
find a subset Q ⊆ P with |Q| ≤ k which minimizes dHα (SH(P ), SH(Q)).
For Q ⊆ P , the value r = dHα (SH(P ), SH(Q)) is the radius of Q. Throughout the paper,
we say that Q r-covers P when dHα (SH(P ), SH(Q)) ≤ r. For an optimal solution Q∗ to
Problem 2.1, we use r∗ to denote its corresponding optimal radius. A subset Q ⊆ P of size
k is called a c-approximation for Problem 2.1 if the radius of Q is at most cr∗ .
2.2.2

Properties and asymmetric k-center

Above we defined the notions of dominance, staircase points, and the staircase hull. In
this section we provide further definitions and properties, to ultimately reduce Problem 2.1
to the well known asymmetric k-center problem, which we now define. Then, using the
O(log∗ n)-approximation algorithm for the asymmetric k-center problem (Panigrahy and
Vishwanathan, 1998), in Section 2.5 we can show how to approximate the k-staircase problem.
Problem 2.2 (Asymmetric k-center). Given a set of n points P , with a corresponding
asymmetric distance function f : P × P → R≥0 , and a parameter k, find a subset Q ⊆ P of
at most k points which minimizes maxp∈P f (Q, p) = maxp∈P minq∈Q f (q, p).
In the above definition, by an asymmetric distance function we mean a function f :
P × P → R≥0 which satisfies the directed triangle inequality: for any three points a, b, c ∈ P
we have f (a, c) ≤ f (a, b) + f (b, c). However, f may not be symmetric, i.e., in general
f (a, b) 6= f (b, a), and thus it is not a metric.
To reduce Problem 2.1 to Problem 2.2, we need to provide a number of definitions and
structural properties. First, observe that the staircase hull is the union of a set of regions
determined by individual points of P (unlike the convex hull for example). Using
SH(p) to
S
denote the subset of points in Rd dominated by p, we observe that SH(P ) = p∈P SH(p).
Next, we introduce some useful notation that we use throughout the paper. For a vector

P
P
α 1/α
α 1/α
u = (u1 , . . . , ud ) ∈ Rd define ||u||−
, and ||u||+
. Observe
α =
α =
uj <0 |uj |
uj ≥0 uj
−
+
+
−
that, ||u||α = || − u||α and ||u||α = || − u||α .
6

The Lα norm is defined for α ≥ 1, as ||u||α =

Pd

j=1
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|uj |

α 1/α

.

We first provide a simple expression for the distance from a point p = (p1 , . . . , pd ) ∈ Rd
to the region SH(q) of another point q = (q1 , . . . , qd ).
Lemma 2.3. For any points p, q ∈ Rd , we have that, dα (p, SH(q)) = ||q − p||+
α.
Proof. The region SH(q) is the set of points (x1 , . . . , xd ) ∈ Rd such that xj ≥ qj for j =
P
1, . . . , d. The Lα distance from p to x to the power of α is (||x − p||α )α = dj=1 |xj − pj |α .
It is easy to see that to minimize this expression over SH(q) one should take the point
(x1 , . . . , xd ) which has xj = pj for all j such that pj > qj and one should let xj = qj
otherwise. The result follows.
The above implies that for any two points p and q, one can define a natural notion
of directed distance (or equivalently asymmetric distance) from p to q, namely ~dα (p, q) =
dα (q, SH(p)). Note the change in the order of the arguments. Alternatively one could define
the directed distance from p to q as dα (p, SH(q)), which is natural when viewing p as traveling
to SH(q). However, our definition is more natural when considering how well SH(p) covers
q, ultimately helping relate our problem to the asymmetric k-center problem.
By Lemma 2.3, we have that,

1/α
X
~dα (p, q) = dα (q, SH(p)) = ||p − q||+ = ||q − p||− = 
|qj − pj |α  .
α
α
j:qj <pj

We say that p r-covers q when ~dα (p, q) ≤ r.
A fundamental inequality obeyed by our directed distances is the following:
Lemma 2.4. Let x be a point dominated by y, i.e., x ∈ SH(y). Then, for any point p we
have that, ~dα (p, x) ≤ ~dα (p, y), and ~dα (y, p) ≤ ~dα (x, p).
Proof. We onlyP
prove the first inequality, as the proof of the second is similar. We have that
− α
(||x − p||α ) = j:xj <pj |xj − pj |α . Since x ∈ SH(y) we have that for all j = 1, . . . , d, yj ≤ xj .
For any j where xj < pj clearly yj < pj as well, and moreover, |yj − pj |α ≥ |xj − pj |α . Thus,
α
− α
α
− α
− α
~
(||x − p||−
α ) ≤ (||y − p||α ) . It follows that, (dα (p, x)) = (||x − p||α ) ≤ (||y − p||α ) =
(~dα (p, y))α ⇒ ~dα (p, x) ≤ ~dα (p, y).
The above lemma can now be used to show that our directed distances satisfy the directed
triangle inequality, a fact not immediately apparent from our distance formula (Lemma 2.3),
and which we require later in order to apply previous results for asymmetric k-center.
Lemma 2.5. The directed distance function ~dα (·, ·) obeys the directed triangle inequality.
That is, for any three points a, b, c ∈ Rd we have ~dα (a, c) ≤ ~dα (a, b) + ~dα (b, c).
Proof. Let z be the closest point in SH(b) to c, i.e., z = argminx∈SH(b) dα (c, x), and let z 0 be
the closest point in SH(a) to z, i.e., z 0 = argminx∈SH(a) dα (z, x). Then,
~dα (a, c) ≤ dα (c, z 0 ) ≤ dα (c, z) + dα (z, z 0 ) = ~dα (b, c) + ~dα (a, z) ≤ ~dα (b, c) + ~dα (a, b).
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The first inequality holds because z 0 ∈ SH(a) and ~dα (a, c) = dα (c, SH(a)). The second
inequality holds because the Lα norm satisfies the triangle inequality. The third equality
follows from the definition of z and z 0 . Since z is dominated by b, by Lemma 2.4 we have
that ~dα (a, z) ≤ ~dα (a, b) so the result follows.
We now argue that for any subset Q ⊆ P in Problem 2.1, minimizing dHα (SH(P ), SH(Q))
can instead be thought of asSminimizing the distance from the finite point set P to the hull
SH(Q). Thus as SH(Q) = q∈Q SH(q), this in turn allows us to think of the problem as
selecting Q so as to minimize directed distances from P to Q, i.e., a clustering problem.
For a point set Q and a point x, in the following we use the notation ~dα (Q, x) =
minq∈Q ~dα (q, x) = minq∈Q dα (x, SH(q)). Observe that minq∈Q dα (x, SH(q)) = dα (x, SH(Q)),
and hence ~dα (Q, x) = dα (x, SH(Q)).
Lemma 2.6. For Q ⊆ P , dHα (SH(P ), SH(Q)) = maxp∈P dα (p, SH(Q)) = maxp∈S(P ) dα (p, SH(Q)).
Proof. Note that SH(Q) ⊆ SH(P ) since Q ⊆ P , and so
dHα (SH(P ), SH(Q)) = max dα (p, SH(Q)).
p∈SH(P )

As S(P ) ⊆ P ⊆ SH(P ) we therefore have
dHα (SH(P ), SH(Q)) ≥ max dα (p, SH(Q)) ≥ max dα (p, SH(Q)).
p∈P

p∈S(P )

For the other direction, for any point p ∈ P , let f (p) ∈ S(P ) be any point that dominates p.
For any point q ∈ Q, it follows by Lemma 2.4 that ~dα (q, p) ≤ ~dα (q, f (p)) and as such taking
the minimum over Q we get that ~dα (Q, p) ≤ ~dα (Q, f (p)). Now taking the maximum over
p ∈ P we get that
max dα (p, SH(Q)) = max ~dα (Q, p) ≤ max ~dα (Q, f (p)) ≤ max ~dα (Q, p) = max dα (p, SH(Q)).
p∈P

p∈P

p∈P

p∈S(P )

p∈S(P )

Similarly, because for each point x ∈ SH(P ) there is some point p ∈ P dominating x we can
argue that dHα (SH(P ), SH(Q)) ≤ maxp∈P dα (p, SH(Q)).
Note we can assume that any optimal solution Q to Problem 2.1 lies on the staircase S(P ),
since otherwise we can choose a dominating point on S(P ) for each point of Q, defining a new
set Q0 such that SH(Q0 ) ⊇ SH(Q) and so maxp∈S(P ) dα (p, SH(Q0 )) ≤ maxp∈S(P ) dα (p, SH(Q)).
Thus the above implies that in Problem 2.1 we can consider the original input P as consisting
entirely of staircase points (i.e., S(P ) = P ), since otherwise as an initial step we can throw
out all non-staircase points. Moreover, since dHα (SH(P ), SH(Q)) = maxp∈P dα (p, SH(Q))
= maxp∈P ~dα (Q, p), the above implies Problem 2.1 can easily be seen as an instance of
asymmetric k-center, for our asymmetric distance function ~dα (·, ·).
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2.3

Hardness

In this section we provide APX-hardness results for the k-staircase problem for d ≥ 3 using
the L2 norm. For the L∞ norm, the hardness proof by Koltun and Papadimitriou (Koltun
and Papadimitriou, 2005) can be used to show that the problem is NP-hard, but there is no
known APX-hardness proof.
Hardness for d ≥ 4.

Our main result for all d ≥ 4 is,

Theorem 2.7. The k-staircase problem for
L2 norm is NP-hard to approximate in Rd ,
p the √
for any d ≥ 4, within a factor better than 2 + 3 ≈ 1.932.
Proof. Since the results hold only for the L2 norm, we skip the subscript 2 from the statements. We show the following claim which is required to establish the gap-preserving nature
of a reduction from the k-center problem in R2 to the k-staircase problem in R4 . We prove
that there is a mapping φ : R2 → R4 , such that for any two points p, q ∈ R2 we have that,
kp − qk = ~d(φ(p), φ(q)) = ~d(φ(q), φ(p)).
The mapping φ is defined by
pφ((x, y)) = (x, −x, y, −y). Given p = (px , py ) and q =
(qx , qy ), we have that kp − qk = (px − qx )2 + (py − qy )2 . Now, φ(p) − φ(q) = (px − qx , qx −
px , py − qy , qy − py ). If px 6= qx , exactly one of px − qx and qx − pxp
is greater than 0. A similar
statement is true for py − qy , qy − py . Thus, ||φ(p) − φ(q)||+ = (px − qx )2 + (py − qy )2 . If
px = qx , then neither of (px − qx )2 , (qx − px )2 appear in the expression for ||φ(p) − φ(q)||+
but there is no contribution to kp − qk from the x-coordinate as well. A similar statement
is true for the y-coordinate. Thus, ~d(φ(p), φ(q)) = ||φ(p) − φ(q)||+ = kp − qk. An analogous
argument shows that kp − qk = ||φ(p) − φ(q)||− = ||φ(q) − φ(p)||+ = ~d(φ(q), φ(p)) as well.
The claim follows.
The k-center problem in R2 is polynomial time reducible to the k-staircase problem in
R4 . Indeed, for a set P of n points in R2 we consider the set P 0 = {φ(p) : p ∈ P } ⊂ R4 .
Clearly P 0 can be constructed in O(n) time. Moreover, our claim implies that for any (at
most) k points p1 , . . . , pk ∈ P which give a clustering radius R, the corresponding points
φ(p1 ), . . . , φ(pk ) will give a value of R for the clustering radius in the k-staircase problem
for P 0 . (Interestingly note that in fact all the mapped points lie on the staircase.) The
minimum clustering radii thus are equal. Any APX-hardness result for the k-center problem
in R2 can be combined with this polynomial time reduction to give the same hardness for
the k-staircase problem in R4 . Feder and Greene (Feder and Greene, 1988) √
proved that
(1+
the k-center problem in R2 cannot be approximated to a factor better than 2 7) ≈ 1.823.
There is also such a result by Mentzer (Mentzer, 2016), although it is not that well known.
Mentzer
shows that the k-center problem in R2 is hard to approximate within a factor of
p
√
2 + 3 ≈ 1.932. Using Mentzer’s result (Mentzer, 2016) we conclude the result of the
theorem.
Hardness for d = 3.
The APX-hardness result in 4D crucially relied on the mapping φ (see proof of Theorem 2.7), which achieved no distortion of distances, i.e., for every
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~
p, q ∈ R2 we have
p kp −√qk = d(φ(p), φ(q)). Here, we show that one can achieve a mapping
with distortion 2 + 2, where the distortion of a mapping f : R2 → R3 is defined as
p
√
supp6=q∈R2 ~d(f (p),f (q))/kp−qk
.
Then,
Mentzer’s
result,
which
gives
an
APX-hardness
of
2
+
3
~d(f (p),f (q))/kp−qk
inf
p6=q∈R2

p

√

for k-center in R2 , gives a p2+√3 ≈ 1.0455 hardness result for the k-staircase problem in R3 .
2+ 2
The next lemma gives the mapping and its distortion.
p
√
Lemma 2.8. There is a linear mapping f : R2 → R3 with distortion at most 2 + 2.
√
Proof. The mapping f is defined by f ((x, y)) = (x, y, −(x + y)/ 2). As the mapping is
linear we have by definition,

supp6=q ~d(f (p),f (q))/kp−qk
inf p6=q ~d(f (p),f (q))/kp−qk
2

supu6=0 ||f (u)||+ /kuk
,
inf u6=0 ||f (u)||+ /kuk
+
3

=

where the k·k in the

denominators refers to the norm in R and the || · || is in√R . Let u = (u1 , u2 ) and denote
f (u) = (v1 , v2 , v3 ) where v1 = u1 , v2 = u2 , v3 = −(u1 + u2 )/ 2. Then, we will show by a case
analysis that for all u = (u1 , u2 ) ∈ R2 we have that, pkuk√ ≤ ||f (u)||+ ≤ kuk. Then, it is
2+ 2
p
√
clear that the distortion is at most 2 + 2. The cases are as follows.
(I) u1 > 0, u2 > 0. In this case, v1 > 0, v2 > 0, v3 < 0, and so (||f (u)||+ )2 = v12 + v22 =
u21 + u22 = kuk2 . Thus, we have that, kuk ≤ ||u||+ ≤ kuk.
+
(II)u1 ≤ 0, u2 ≤ 0. In this case v1 ≤ 0, v2 ≤ 0, v3 ≥ 0. It is easy to see that ||f (u)||
=
√
2
2
2
2
2
2
2
v3 = (u1 + u2 ) /2 ≤ u1 + u2 , and on the other hand, v3 ≥ (u1 + u2 )/2, and so, kuk / 2 ≤
||f (u)||+ ≤ kuk.
+ 2
(III) u1 > 0, u2 ≤ 0, u1 + u2 ≥ 0. In this case, v1 > 0, v2 ≤ 0, v3 ≤ 0. Then, (||f (u)||√
) =
2
2
2
2
2
2
v1 . Since u1 + u2 ≥ 0 we have that u1 ≥ u2 and so, u1 ≥ (u1 + u2 )/2. Thus, kuk / 2 ≤
||f (u)||+ ≤ kuk.
(IV) u1 > 0, u2 ≤ 0, u1 + u2 < 0. In this case, v1 > 0, v2 ≤ 0, v3 > 0, and so (||f (u)||+ )2 =
v12 + v32 = u21 + (u1 + u2 )2 /2. Now, we have that u2 < −u1 and thus letting x = u2 /u1 we have
x < −1. Then (||f (u)||+ )2 / kuk2 =

u21 +(u1 +u2 )2 /2
u21 +u22

1+

(1+x)2

= 1+x22 . Optimizing the above function
q
√
analytically in the range x < −1, we conclude: 1 − 1/ 2 kuk ≤ ||f (u)||+ ≤ kuk.
(V) u1 ≤ 0, u2 > √
0, u1 + u2 ≥ 0. This case is similar to case (III) above and so by a
similar analysis, kuk / 2 ≤ ||f (u)||+ ≤ kuk.
(VI) u1 ≤ 0, u
1 + u2 < 0. This case is similar to case (IV) above and so by a
q2 > 0, u√
similar analysis, 1 − 1/ 2 kuk ≤ ||f (u)||+ ≤ kuk.
q
q
√
√
+
In all cases we observe that, 1 − 1/ 2 kuk ≤ ||f (u)|| ≤ kuk . Notice 1 − 1/ 2 =
p 1 √ , concluding the proof.
2+ 2

To reduce the k-center problem to (a gap version of) the k-staircase problem, we proceed
as follows. Given a set of n points P in R2 , we consider the point set {f (p) : p ∈ P } ⊆ R3 . We
then solve the k-staircase problem on this instance. If the set of points {f (p1 ), . . . , f (pk )}
gives a λ-factor approximate
then it is not hard to see that the set of points
p solution,
√
{p1 , . . . , pk } gives at most a 2 + 2λ-factor approximate solution to the k-center problem.
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p √
p
√
Thus, if λ < p2+√3 , then we have a better than 2 + 3-approximate solution to k-center.
2+ 2
Using Mentzer’s result (Mentzer, 2016) we conclude to the next theorem.

Theorem 2.9. The k-staircase
problem for the L2 norm is NP-hard to approximate in R3
p √
within a factor better than p2+√3 ≈ 1.0455.
2+ 2

Lower bound. Chuzhoy et al. (Chuzhoy et al., 2005) showed that the asymmetric k-center
problem is hard to approximate up to a factor log∗ n − Θ(1) unless NP ⊆ DTIME(nlog log n ).
They prove the result by a reduction from the GAP-3SAT(5) problem (given a CNF formula
φ of n variables and 5n
clauses, where each clause contains exactly 3 literals and each
3
variable appears in 5 different clauses, is formula φ satisfiable?). It was known that there is
a parameter 0 <  < 1 such that it is NP-hard to distinguish between φ is satisfiable (yesinstance) or there is at most a fraction of (1 − ) clauses that are simultaneously satisfiable
(no-instance). Given an instance of the GAP-3SAT(5) problem they create a directed graph
of h = log∗ n − Θ(1) layers and O(nlog log n ) vertices. For any consecutive layers i, i + 1
they build a set cover instance where layer i vertices represent the sets, layer i + 1 vertices
represent the elements and there is a directed edge from a vertex v in layer i to a vertex u
in layer i + 1 if the element u belongs in set v. This graph is transformed into an instance
of the asymmetric k-center problem where the elements are the vertices of the graph and
the distance c(u, v) is defined as the distance of the shortest path in the graph from u to v.
Finally they prove that if φ is a yes-instance then all vertices can be covered by k centers
with radius 1. Otherwise, if φ is a no-instance they show that it is impossible to cover all
vertices by k centers with radius h.
One could attempt to achieve the same hardness results for our k-staircase problem
by reducing from GAP-3SAT(5) or the asymmetric k-center problem by using ideas from
(Chuzhoy et al., 2005). For example, can we represent each vertex in the graph as a staircase
point in Rd where the distance c(u, v) is the geometric distance of their corresponding points?
It is unclear whether such a reduction is possible. At the very least the complexity of the
graph in (Chuzhoy et al., 2005) seems to necessitate a reduction in high dimensions, perhaps
requiring d to be a function of n, and thus still would not imply the hardness results we have
shown in small dimensions.
2.4

Exact Algorithm in 2D

In this section we present an O(n log n) exact algorithm for the k-staircase problem in 2
dimensions for any Lα norm with α ≥ 1. Intuitively, the staircase problem is easier in 2D
because of the ordering of the points along the x and the y axis: If the x-coordinate of p ∈
S(P ) is smaller than the x-coordinate of q ∈ S(P ), then the y-coordinate of p is larger than
the y-coordinate of q. Let p1 , p2 denote the x, y-coordinates of a point p and let p, q ∈ S(P )
be two points in the staircase such that p1 ≥ q1 and p2 ≤ q2 . Then, for any α, β ≥ 1 we have

1/β
α 1/α
that ~dα (p, q) = ||p − q||+
= p1 − q1 = (p1 − q1 )β
= ~dβ (p, q). And a
α = (p1 − q1 )
18

similar calculation holds when q1 ≥ p1 and q2 ≤ p2 . Thus, all the norms are equivalent, and
so without loss of generality, in what follows, α = 1.
Lemma 2.10. If p, q, z ∈ S(P ), and p1 ≤ q1 ≤ z1 , and ~d(p, z) ≤ r, then ~d(p, q) ≤ r. We
also have the symmetric statement: if z1 ≤ q1 ≤ p1 , and ~d(p, z) ≤ r, then ~d(p, q) ≤ r.
Proof. We show it for the case where p1 ≤ q1 ≤ z1 , since the case of z1 ≤ q1 ≤ p1 is similar.
Since p, q, z ∈ S(P ) and p1 ≤ q1 ≤ z1 , it also holds that p2 ≥ q2 ≥ z2 . We have that
~d(p, z) = p2 − z2 ≤ r. We conclude that ~d(p, q) = p2 − q2 ≤ p2 − z2 ≤ r. The proof of the
second statement is analogous.
Lemma 2.11. Given a set of n staircase points P ⊂ R2 and a parameter r, a set Q ⊆ P of
minimum size such that dHα (SH(P ), SH(Q)) ≤ r can be computed in O(n) time.
Proof. The algorithm is simple: (1) initialize Q = ∅ and note every point s ∈ S is uncovered,
i.e., ~d(Q, s) > r. (2) let u be the leftmost uncovered point (3) find the rightmost point q
that r-covers u, i.e. where ~d(q, u) ≤ r and add it to Q. (4) repeat steps (2)-(3) until all
points are covered. The algorithm can be done in O(n) time by scanning points left to right
to find q for the current round and to find u for the next round. It is also clear that when
the algorithm terminates, ~d(Q, s) ≤ r for every s ∈ S and hence ~d(SH(Q), SH(S)) ≤ r.
To see why Q is minimal, let Q = {q1 , . . . , qm } and let O = {o1 , . . . , ol } be a minimum size
solution sorted by increasing x-value. Let c(X) = {q ∈ S(P ) | ~d(q, X) ≤ r} denote the set of
points that are covered by X within radius r. We argue by induction that c({q1 , . . . , ql }) ⊇
c({o1 , . . . , ol }) = S and hence m = l. First, if some q ∈ Q covers s1 then q1 also covers s1
because Q is ordered by x-value and because of Lemma 2.10. Since s1 is covered by Q, q1
covers s1 . Similarly, o1 also covers s1 . Thus any point that is to the left of and covered by o1 is
also covered by q1 . Since q1 is the rightmost point that covers s1 , its x-value is greater than or
equal to that of o1 . By Lemma 2.10, any point that is to the right of and covered by o1 is also
covered by q1 . Hence c({q1 }) ⊇ c({o1 }). Now suppose c({q1 , . . . , qk }) ⊇ c({o1 , . . . , ok }). Let
uQ and uO be the leftmost uncovered points with respect to {q1 , . . . , qk } and {o1 , . . . , ok },
respectively. Notice that the x-value of uQ is greater than or equal to that of uO since
c({q1 , . . . , qk }) ⊇ c({o1 , . . . , ok }). Hence the x-value of qk+1 will be greater than or equal to
that of ok+1 and by Lemma 2.10 we have that c({q1 , . . . , qk+1 }) ⊇ c({o1 , . . . , ok+1 }).
An n × m matrix X is a sorted matrix if each row and each column is in nondecreasing
order. The following theorem is a less general version of Theorem 1 in (Frederickson and
Johnson, 1984). The general statement allows sorted matrices of dimension n × m but we
only require the case m = n. Thus we state following simpler statement.
Theorem 2.12 ((Frederickson and Johnson, 1984)). Selection of a kth element in a sorted
matrix of dimensions n × n can be performed in O(n) time.
Theorem 2.13. Given a set of n points P ⊂ R2 , an integer parameter k ≤ n, and a real
parameter α ≥ 1, a set Q ⊆ P of size at most k that minimizes dHα (SH(P ), SH(Q)) can be
computed in O(n log n) time.
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Proof. First, we do some preprocessing. Compute S(P ) in O(n log n) time. Now compute
P1 = {p1 | p ∈ S(P )} and P2 = {p2 | p ∈ S(P )} in O(n) time. Let Z1 and Z2 denote the n2
pairwise differences of P1 and P2 , respectively.
Let O be an optimal solution of size k and let r∗ = dHα (SH(P ), SH(O)). Observe that if
∗
r is given to Lemma 2.11, then it will return an optimal solution in O(n) time. Also notice
that r∗ ∈ Z1 ∪ Z2 . Thus, we will independently binary search over Z1 and Z2 to find r∗ .
Recall that binary searching for a value r∗ requires two basic ingredients (i) access to the
kth smallest value of the search space (ii) a procedure that decides if a guess r is less than
r∗ or greater than or equal to r∗ .
It is well known that the pairwise differences of n (sorted) points on the real line induce
an n × n sorted matrix. Specifically, P1 is a set of sorted points on the real line and since
the n2 values of Z1 are the pairwise differences of points pi , pj ∈ P1 , these values define an
n × n sorted matrix. (The matrix element in row i column j has value pi − pj .) Further, we
do not need to explicitly construct the matrix since we can compute pi − pj in O(1) time.
Thus, by Theorem 2.12 we can select the kth smallest element in Z1 in O(n) time (and Z2
by analogous argument). Now, let r be our guess of r∗ and let Q be the solution returned
by Lemma 2.11 in O(n) time. If |Q| > k (|Q| ≤ k), then we can decide that r < r∗ (r ≥ r∗ ).
Hence, the two independent binary searches take O(n log n) time and they will terminate
with two values r1 and r2 where r∗ = min{r1 , r2 }. Thus, we simply return the set Q from
the call to Lemma 2.11 on value min{r1 , r2 }.

2.5

Approximate K-Staircase

In this section we give approximation algorithms for the k-staircase problem. First, we show
a general algorithm that runs in quadratic time, and then we give a faster approximation
algorithm for fixed d.
2.5.1

An approximation algorithm

In Section 2.2 we showed that the k-staircase problem is a special case of the asymmetric k-center problem. Previously, (Panigrahy and Vishwanathan, 1998) gave an O(log∗ n)approximation for the asymmetric k-center problem, so this immediately implies an O(log∗ n)
approximation for Problem 2.1 for any Lα norm.
Theorem 2.14. There is an O(log∗ (n))-approximation algorithm for the k-staircase problem
with O(n2 (d + log2 n)) running time.
Proof. The O(log∗ (n))-approximation factor follows from the connection of k-staircase problem to the asymmetric k-center problem (Section 2.2) and (Panigrahy and Vishwanathan,
1998). Since we use the algorithm in (Panigrahy and Vishwanathan, 1998) for our problem the running time also follows from (Panigrahy and Vishwanathan, 1998). Notice that
the authors did not discuss the running time of their algorithm and they did not propose
20

an implementation. So here, we sketch a simple implementation of their algorithm. We
first need to compute all possible distances between the points and then sort them. It can
be done in O(dn2 + n2 log n) time. Then, we can run a binary search (as we also do in
Section 2.4, Section 2.5.2) trying O(log n) distances. For a distance r they first compute
the CCV points (please look in (Panigrahy and Vishwanathan, 1998) or later in this section). This can be easily done in O(n2 ) time checking all pairs of points and using the
pre-computed distances between the points. Then, they have the “Halve phase” where they
remove all points which are within distance 2r from the CCV points. This can also be done
in O(n2 ) time. Finally, they have the “Augment phase”, where they basically run the “Recursive Cover” algorithm. They create a set cover instance where the points are the elements
and for each point p in the point set they create a set that contains all other points within
distance r from p. To create the set cover instance they need O(n2 ) time. Then, they run
the greedy algorithm for the set cover problem (with O(n) items and O(n) sets) in O(Ln)
time, where L = O(n) is the size of the smallest set cover. They need to create at most
O(log∗ n) instances of the set cover problem and solve them, so in total the algorithm takes
O(dn2 + n2 log n log∗ n) = O(dn2 + n2 log2 n) time.
One can also parameterize on the value of k, in which case (Archer, 2001) provided an
O(log∗ k)-approximation. Their algorithm requires solving O(log n) linear programs, so while
their algorithm runs in polynomial time, the precise asymptotic time was not stated.
Theorem 2.15. There exists an O(log∗ (k))-approximation algorithm for the k-staircase
problem that runs in polynomial time.
The O(log∗ n)-approximation algorithm of (Panigrahy and Vishwanathan, 1998) can be
implemented by performing a binary search over all the Θ(n2 ) inter-point distances. For a
value r, deciding if r < r∗ or r ≥ r∗ requires solving a set cover problem. (This is similar to
what we do for the exact algorithm in 2D in Section 2.4, except that the set cover instance in
general is not solved exactly but only approximately.) In general, even constructing the set
cover instance can take quadratic time, and thus approximately solving the entire problem
in near-linear time seems difficult. We next use several geometric ideas to come up with a
faster approximation algorithm for any Lα norm, if d is fixed.
2.5.2

A faster approximation algorithm for fixed d

In this subsection we show a faster approximation algorithm for the k-staircase problem if
the dimension d is fixed.
While our result holds for any Lα , we concentrate on an algorithm for the L∞ norm. In
general, the L∞ norm has some interesting geometric properties that make it a convenient
tool to work with. For example, all points within distance r from a point p under the L∞
norm are contained inside a square with center p and side length 2r. The L∞ norm is
obtained by considering the Lα norm in the limit as α → ∞. The distance formula for
the L∞ norm takes the form: ~d∞ (p, q) = maxj:qj <pj (pj − qj ). By following the proofs of
21

Section 2.2 and letting α → ∞, the analogues of Lemma 2.4, Lemma 2.5, and Lemma 2.6
hold here as well, and the k-staircase problem is a well defined problem.
The main idea for our approximation algorithm is to get an approximate solution for
the L∞ norm and then argue that the same solution is a good approximation for any Lα
norm. The intuition comes from the following lemma which is known but we prove it here
for completeness.
Lemma 2.16. For any p, q ∈ Rd and for any α ≥ 1, kp − qk∞ ≤ kp − qkα ≤ d1/α kp − qk∞ .
Proof. If kp − qk∞ = max1≤i≤d |pi − qi | = |pj − qj | where pi , qi are the i-th coordinates of p, q,
P
then the inequality follows because, kp − qkα∞ = |pj − qj |α ≤ di=1 |pi − qi |α = kp − qkαα ≤
d · |pj − qj |α = (d1/α · kp − qk∞ )α .
This lemma says that the L∞ norm and any Lα norm differ by a factor that depends
only on d and α. Then next lemma, whose proof can be found in Appendix A, captures the
intuition that an approximate solution for the L∞ norm should also be a good approximation
for any Lα norm.
Lemma 2.17. Let Q ⊆ P be a set of points in P such that dH∞ (SH(P ), SH(Q)) ≤ Ar∗ , where
r∗ = minS⊆P,|S|≤k dH∞ (SH(P ), SH(S)), and A ≥ 1. Then, dHα (SH(P ), SH(Q)) ≤ d1/α Arα∗ ,
where rα∗ = minS⊆P,|S|≤k dHα (SH(P ), SH(S)), for any Lα norm.
Overview. Our algorithm follows the structure of the algorithm in (Panigrahy and Vishwanathan, 1998) for the asymmetric k center problem, which has two parts7 : 1) A decider,
such that given a distance r it either returns r is less than r∗ or it returns a set Q ⊆ P
which is an O(log∗ n)-approximation. Their algorithm recursively identifies center capturing
vertices (CCV) and solves many instances of the set cover problem using the greedy approximation algorithm (Chvátal, 1979). A point p is CCV(r) if whenever the distance from
another point to p is less than r, then the distance from p to that point is also at most r.
Finally, notice that a center in the asymmetric k-center problem covers a set of points within
distance r so a set cover instance is indeed an intuitive way to model their problem. 2) A
search over all O(n2 ) pair distances to find the smallest one where the decider returns an
O(log∗ n)-approximation.
Both 1) and 2) can be made faster because we are focusing on the L∞ norm for our
k-staircase problem. 1) The sets defined by the set cover instances in (Panigrahy and Vishwanathan, 1998) correspond to half-open boxes in Rd for the L∞ norm. Using geometric
data structures, like range trees (Agarwal, 2004), we can thus run the greedy algorithm for
the set cover problem without explicitly constructing the set cover instances, i.e., without
finding the points in P contained in each half-open box. Similarly, we map the problem of
finding CCV points for the L∞ norm to count the number of points in a rectangular region
7

The authors in (Panigrahy and Vishwanathan, 1998) do not present it this way, however it makes our
algorithm easier to explain.
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in Rd . 2) Instead of computing the quadratic number of all pairwise directed distances,
we use the notion of Well-Separated Pair Decomposition (WSPD) (Callahan and Kosaraju,
1995; Har-Peled, 2011; Har-Peled and Mendel, 2006; Narasimhan and Smid, 2007). For a
set of n points in Rd , for fixed d, a WSPD can approximate all pairwise Euclidean distances
with a near-linear number of distances. Unfortunately, our distance function ~d∞ (·, ·) is not
a metric and as such the known WSPD constructions are not useful. The main idea we
use is to project the points to all d-axes separately, and construct the WSPD for each of
the projected point sets. The key observation allowing us to construct such WSPDs is that
for L∞ the r∗ distance is one of the pairwise distances among the projected 1-dimensional
points.
Finally, note that our algorithm works for any dimension d. If d is not a constant, however,
then we have O(d1/α rα∗ log∗ n)-approximation algorithm that runs in O(poly(d)nk logpoly(d) n)
time, where poly(d) is a linear polynomial of d.
The main result of this section is the following theorem.
Theorem 2.18. Given a set of n points P ⊂ Rd , for constant d, and an integer parameter
k ≤ n, a set Q ⊆ P of size at most k can be computed in O(kn polylog(n)) time, such that
dHα (SH(P ), SH(Q)) = O(rα∗ log∗ n), where rα∗ = minQ⊆P,|Q|≤k dHα (SH(P ), SH(Q)).
Algorithm.
We first describe the decider function (Algorithm 1), which is similar to
the “Algorithm Approximate p-Center” that is described in (Panigrahy and Vishwanathan,
1998). We start by introducing some useful notation. Recall that p r-covers q if ~d∞ (p, q) =
d∞ (q, SH(p)) ≤ r. Let pr be a point with all coordinates equal to r. Notice that p r-covers
q if and only if q ∈ SH(p − pr ). Equivalently, we can say that p − pr covers q. Furthermore,
for a point p ∈ Rd we define Rr (p) as the boundary of the open-half box that has p − pr
as a corner and for any q ∈ SH(p − pr ), q lies inside the open-half box defined by Rr (p).
In other words, Rr (p) is the boundary of SH(p − pr ). Notice that Rr (p) can be represented
with constant complexity, i.e., we just need to know the d = O(1) coordinates of p and the
number r.
The function decider, Algorithm 1, takes as input the point set P (for simplicity we
assume that P contains only skyline points), the parameter k, and a radius r. It returns
either “r < r∗ ” (r∗ is the minimum covering radius with at most k centers), or a set Q ⊆ P , of
|Q| ≤ k such that dH∞ (SH(P ), SH(Q)) = O(r log∗ n). The algorithm consists of two phases,
the Halve phase (lines 1–12) and the Augment phase (lines 13–23). In the Halve phase the
algorithm first finds the CCV points using the function FindCCV(P, r). Then, while there
are available CCV points the algorithm chooses one, say p, to add in Q0 and remove all
points within distance 2r from p. From the definition of a CCV point p, notice that the
optimum r-cover has either p as a center, or a point within distance r from p (Panigrahy and
Vishwanathan, 1998). Hence, in the Halve phase, in each iteration, the algorithm covers the
points that are covered by at least one center of the optimum solution with radius r. Next,
the algorithm continues with the Augment phase. The main idea here is the following. If
a point p is added in Q, then all points in P inside the d-sided box defined by Rr (p) are
r-covered by p, or equivalently all points in P ∩ SH(p − pr ) are r-covered by p. Hence, it
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Algorithm 1: decider(P, k, r)
Input : P , k, r
Output: Either “r < r∗ ” or a set Q ⊆ P with |Q| ≤ k such that
dH∞ (SH(P ), SH(Q)) = O(r log∗ n)
C = FindCCV(P, r), Q0 = ∅
while P ∩ C 6= ∅ and k > 0 do
v = any point in P ∩ C
Q0 = Q0 ∪ {v}
P = P \ {p ∈ P | ~d∞ (v, p) ≤ 2r}
C = C \ {p ∈ C | ~d∞ (v, p) ≤ 2r}
k =k−1
P = P \ {p ∈ P | ∃v ∈ C : ~d∞ (v, p) ≤ 5r}
if P = ∅ then
Return Q = Q0
if k = 0 then
Return “r < r∗ ”
r ← 5r
S = {Rr (p) | p ∈ P }
E0 = P , Q0 = P , i = 0
k 0 = k/2
while |Q0 | > 2k 0 do
i=i+1
Qi = GeomGSC(Ei−1 , S, k 0 )
|
if |Qi | > k 0 (1 + ln |Eki−1
) then
0
Return “r < r∗ ”
Ei = {p | Rr (p) ∈ Qi }
Q0 = Ei
Return Q = Q0 ∪ Q0

is natural to model our problem as an instance of the set cover problem. The algorithm
creates an instance of the set cover problem where the elements E0 are the points in P
(E0 = P ), and the sets are defined by {SH(p − pr ) ∩ E0 | p ∈ E0 } (for each such set there
is a corresponding point p and vice versa). We use the function GeomGSC to solve the set
cover instance, which implements a faster version of the well known greedy approximation
algorithm (Chvátal, 1979) for the set cover problem, in our case. If the set cover instance
has an optimum solution of size at most k 0 = k/2, then GeomGSC returns a family of sets
Q0 , where Q0 is a set cover of E0 and |Q0 | ≤ k 0 (1 + ln |Ek00 | ). Otherwise, GeomGSC either
returns a family of sets Q0 with |Q0 | > k 0 (1 + ln |Ek00 | ), or it may find a set cover of E0 of size
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at most k 0 (1 + ln |Ek00 | ) (this is only better for our algorithm) 8 . In any case, if GeomGSC
returns more than k 0 (1 + ln |Ek00 | ) sets then we can argue that “r < r∗ ”. Otherwise, the
decider creates another instance of the set cover problem where the elements E1 are the
corresponding points of the sets returned in the previous iteration by GeomGSC. The sets
in the set cover instance remain the same. The algorithm runs until the returned set cover
has size either less than 2k 0 (in (Panigrahy and Vishwanathan, 1998) they show that this
|
can happen after at most O(log∗ n) iterations) or more than k 0 (1 + ln |Eki−1
) (in that case, as
0
we said, we return “r < r∗ ”).
The efficiency of Algorithm 1 depends on the implementation of the methods FindCCV
and GeomGSC. Next, we show how to implement both FindCCV and GeomGSC efficiently.
FindCCV.
We describe how we can get the CCV points efficiently in O(n polylog(n))
time. Before we start with the description of the algorithm we define some useful notation.
For any x ∈ Rd , let U (x) be the open box with lowest corner x, i.e., U (x) contains all points
that are dominated by x. Furthermore, let L(x) be the box with opposite corners the origin
and x, i.e., L(x) contains all points that dominate x.
Algorithm: Recall that we assume that we have found all the skyline points and hence
P = S(P ). We construct a d-dimensional range tree T over P for counting queries over a
rectangular query range (De Berg et al., 2008). We assume that T.count(ρ) for a query box
ρ returns |ρ ∩ P |. For each point p in P we do the following: Let B = U (p − pr ) ∩ L(p + pr ),
where pr is a point with all coordinates equal to r. If T.count(L(p + pr )) − T.count(B) == 0
then p is a CCV point and we add it in C. Otherwise, p is not a CCV point and we continue
checking the next point.
Running time: We need O(n polylog(n)) to construct T . The intersection B = U (p−pr )∩
L(p + pr ) is a box and can be computed in O(1) since U (p − pr ), L(p + pr ) are d-dimensional
boxes. Each counting query on T takes O(polylog(n)) time so we find all the CCV points in
O(n polylog(n)) time. In total the algorithm takes O(nk + n polylog(n)) time.
Correctness: From the definition and Lemma 2.3 we can easily show the next lemma.
Lemma 2.19. If ~d∞ (q, p) ≤ r then q ∈ L(p + pr ) and vice versa. If ~d∞ (p, q) ≤ r then
q ∈ U (p − pr ) and vice versa.
Proof. Notice that ~d∞ (q, p) = maxqj >pj qj − pj . If ~d∞ (q, p) ≤ r then qj − pj ≤ r, for each
1 ≤ j ≤ d. Hence qj ≤ pj + r for each coordinate j and q ∈ L(p + pr ). If q ∈ L(p + pr ) then
it holds that qj ≤ pj + r ⇔ qj − pj ≤ r for each coordinate j, and hence maxqj >pj qj − pj ≤
r ⇔ ~d∞ (q, p) ≤ r.
8

In other words, if the greedy algorithm (Chvátal, 1979) for the set cover problem returns a set cover
of size at most k 0 (1 + ln |Ek00)| ) then the same result is returned by GeomGSC. On the other hand, if the
greedy algorithm returns a set cover of size more than k 0 (1 + ln |Ek00 | ), then GeomGSC returns a family of
k 0 (1 + ln |Ek00 | ) + 1 sets (which may not be a set cover).
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Similarly, if ~d∞ (p, q) ≤ r then pj − qj ≤ r, for each 1 ≤ j ≤ d. Hence qj ≥ pj − r for each
coordinate j and q ∈ U (p − pr ). If q ∈ U (p − pr ) then it holds that qj ≥ pj − r ⇔ pj − qj ≤ r
for each coordinate j, and hence maxpj >qj pj − qj ≤ r ⇔ ~d∞ (p, q) ≤ r.
In order to check if a point p is CCV, from Lemma 2.19, we only need to check if
(L(p + pr ) \ U (p − pr )) ∩ P = ∅, or equivalently if |L(p + pr ) ∩ P | − |B ∩ P | = 0. The
correctness follows.
GeomGSC. The crucial property to make GeomGSC(Ei−1 , S, k) fast, is that we do not
need to explicitly create the sets SH(p − pr ) ∩ Ei−1 for p ∈ Ei−1 , i.e., we do not need to
compute the intersections. Notice that the sets are defined by the half-open boxes Rr (p).
For our algorithm it is sufficient to store only the half-open boxes in S. To determine how
many points a set covers (among the uncovered ones) and to choose the set that covers
most of them, we first set E 0 = Ei−1 and we construct an appropriate range counting data
structure over E 0 . Then for each open box in S we run a range counting query (given a query
box H return the number of points in E 0 that lie inside H) using this data structure. After
finding the region Rr (q) where |SH(q − pr ) ∩ E 0 | is maximized we add Rr (q) in the current
solution, i.e., Q0 = Q0 ∪ Rr (q) and using a range reporting (report all points of E 0 that lie
inside a query box H) data structure we find all points Z = SH(q − pr ) ∩ E 0 . We remove
those new covered points from E 0 , i.e., E 0 = E 0 \ Z and if the current solution contains at
|
|
most k 0 (1 + ln |Eki−1
) sets, i.e., |Q0 | ≤ k 0 (1 + ln |Eki−1
), we continue by creating new range
0
0
counting and range reporting data structures over the new set E 0 and we continue in the
|
same way. If the current solution contains more than k 0 (1 + ln |Eki−1
) sets then we return it
0
to the decider.
Algorithm 2 shows the pseudocode of GeomGSC. Let rangeT reeCount(X) be a range
tree for counting queries in the point set X, and rangeT reeReport(X) be a range tree for
reporting queries in X. The procedure search(R) for the counting queries range tree returns
efficiently the number of points in X that lie inside the box (or half-open box) defined by R.
The procedure search(R) for the reporting queries range tree reports efficiently all points in
X that lie in the box (or half-open box) defined by R.
The correctness and the running time of GeomGSC follows from the next lemma.
Lemma 2.20. GeomGSC always returns a correct answer in O(kn polylog(n)) time.
Proof. The correctness of GeomGSC follows easily from (Chvátal, 1979) since it implements
the greedy approximation algorithm for the set cover problem with approximation factor
|E|
0
1 + ln OPT
is the size of the optimum set cover. Notice that the function
0 where OPT
n
f (x) = x(1 + ln x ) is increasing (f 0 (x) = ln nx ≥ 0 for 0 < x ≤ n). If OPT 0 ≤ k 0 then
|E|
|E|
0
OPT 0 (1 + ln OPT
0 ) ≤ k (1 + ln k 0 ) so GeomGSC always returns a family of sets as a
|E|
|E|
0
solution for the set cover problem. If OPT 0 > k 0 then OPT 0 (1 + ln OPT
0 ) > k (1 + ln k 0 ) so
the algorithm can return either a valid set cover of size at most k 0 (1 + ln |E|
), or a family of
k0
|E|
0
more than k (1 + ln k 0 ) sets.
Finally, we analyze the run time of GeomGSC. The number of iterations is capped
by O(k 0 log kn0 ), and in each iteration, two data structures, one for range counting and the
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Algorithm 2: GeomGSC(E, S, k 0 )
Input : E, S, k 0
Output: If the set cover instance of E, S has an optimum solution of size k 0 it
returns a family of sets Q0 ⊆ S such that Q0 is a set cover of E, and
|Q0 | ≤ k 0 (1 + ln |E|
). Otherwise, it either returns a family of sets Q0 ⊆ S
k0
with |Q0 | > k 0 (1 + ln |E|
) or a valid set cover of size at most k 0 (1 + ln |E|
).
k0
k0
Q0 = ∅
S 0 = S, E 0 = E
while |Q0 | ≤ k 0 (1 + ln |E|
) AND E 0 6= ∅ do
k0
TC = rangeT reeCount(E 0 )
TR = rangeT reeReport(E 0 )
cM = −1
for each p such that Rr (p) ∈ S 0 do
cp = TC .search(Rr (p))
if cp > cM then
cM = cp
pM = p
Q0 = Q0 ∪ Rr (pM )
Z = TR .search(Rr (pM ))
E0 = E0 \ Z
S 0 = S 0 \ Rr (pM )
Return Q0
other for range reporting for orthogonal range queries are constructed in O(n logd−1 n) time
(De Berg et al., 2008). Then, for each of O(n) sets, finding how many new points it covers
is a range counting query and it takes O(logd−1 n) time, for a total of O(n logd−1 n) time.
Moreover, once the set which covers the maximum number of uncovered points is found, we
find which new points it covers by running the range reporting query (line 13 of GeomGSC)
in O(n+logd−1 n) time, and we remove them from the point set (line 14) in O(n) time. Thus,
overall, GeomGSC runs in O(kn polylog(n)) time.
We conclude with the next lemma that shows the correctness and the running time of
the decider function.
Lemma 2.21. decider(P, k, r) always returns a correct answer. That is, if it returns “r <
r∗ ”, then that inequality is true. If r ≥ r∗ , it returns a set Q ⊆ P with |Q| ≤ k such that
dH∞ (SH(P ), SH(Q)) = O(r log∗ n). The algorithm runs in O(nk polylog(n)) time.
Proof. We first start showing the correctness of the algorithm. Let kr be the size of the
optimum r-cover of P . If the algorithm returns Q0 at line 10 then P = ∅ in the end of the
Halve phase so all points are 5r-covered by points in Q0 . In the rest assume that P 6= ∅ in
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the end of the Halve phase. If the algorithm returns r < r∗ at line 12 then we have that in
the end of the Halve phase P 6= ∅ and k = 0. For a CCV point p with respect to r, it is
the case that either p is a center of the optimum r-cover or a center of the optimum r-cover
is within distance r from p. Hence, in each iteration of the While loop at lines 2–7, the
algorithm 3r-covers at least one center of the optimum r-cover along with the points that it
covers. Since k = 0 in the end of the Halve phase we have that k < kr at the beginning of
the Halve phase so r < r∗ , which is the result of the algorithm.
So far we have argued that the algorithm returns the correct result in the end of the Halve
phase, if needed. We continue with the Augment phase. First, assume that the inequality
at line 20 is always false. From (Panigrahy and Vishwanathan, 1998) it follows that i) the
While loop at line 17 can be executed at most O(log∗ n) times, and ii) the set Q covers
all points in P within a distance of O(r log∗ n). It is also straightforward that |Q| ≤ k
so the algorithm returns a valid set. It remains one last case to explain: Assume that at
|
iteration i, we have |Qi | > k 0 (1 + ln |Eki−1
) at line 20 and the algorithm returns r < r∗ . From
0
(Panigrahy and Vishwanathan, 1998) we know that after the end of the Halve phase there
0|
exists a set of kr −|Q
centers that 5r-cover the points in P , where P is the point set in the
2
0|
end of the Halve phase. Let k̄ be the size of the optimum 5r-cover on Ei with k̄ ≤ kr −|Q
,
2
since Ei−1 ⊆ P . The greedy algorithm for set cover on Ei−1 would find a set cover of size
|
|
|
at most k̄(1 + ln |Ei−1
). Hence, we have that k 0 (1 + ln |Eki−1
) < k̄(1 + ln |Ei−1
). Since the
0
k̄
k̄
function f (x) = x(1 + ln( αx )) is monotonically increasing for 1 ≤ x ≤ α, we have that
0|
k 0 < k̄ ≤ kr −|Q
⇔ 2k 0 + |Q0 | < kr ⇔ k < kr , and r < r∗ . The correctness follows.
2
For the running time, recall that GeomGSC takes O(nk polylog(n)) time and FindCCV
takes O(n polylog(n)) time. decider(P, k, r) calls FindCCV one time, and GeomGSC,
O(log∗ n) times (from (Panigrahy and Vishwanathan, 1998)). Everything else in the algorithm takes O(kn polylog(n)) using simple implementations. In total, decider(P, k, r) runs
in O(nk polylog(n)) time.
Notice that if “r < r∗ ”, it is possible that decider(P, k, r) returns a set Q, and not
“r < r∗ ”. However, this is only better for decider because it finds a set Q that r-covers P
for r < r∗ that contains only k points.
Taming the distances search space with WSPDs.
The above decider procedure
helps us to effectively decide quickly (i.e., for small k, in sub-quadratic time), if r < r∗ or
r ≥ r∗ . However, if we are forced to compute all the Θ(n2 ) inter-point distances, this will
not be of much help. To “tame” this set of distances, we use the notion of Well-Separated
Pair Decomposition (WSPD) (Callahan and Kosaraju, 1995; Har-Peled, 2011; Har-Peled and
Mendel, 2006; Narasimhan and Smid, 2007). In (Callahan and Kosaraju, 1995; Har-Peled,
2011), the authors show that given a set P of n points in Rd , and a parameter 0 <  < 1/2,
one can construct a set Ŵ of s = O( nd ) pairs Ŵ = {(A1 , B1 ), . . . , (As , Bs )}, such that for
any 1 ≤ i ≤ s,
i) Ai , Bi ⊂ P ,
ii) Ai ∩ Bi = ∅,
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iii)

Ss

i=1

Ai ⊗ Bi = P ⊗ P , where A ⊗ B = {{x, y} | x ∈ A, y ∈ B, x 6= y}, and

iv) max(diam(Ai ), diam(Bi )) ≤  mina∈Ai ,b∈Bi ka − bk2 , where diam(A) = maxx,y∈A kx − yk2 .
Such a set is called a 1 -WSPD and its construction time is O(n log n + nd ). By taking one
representative point aj ∈ Aj (bj ∈ Bj ) of each set Aj (Bj ) for 1 ≤ j ≤ s, we can get a set W of
s = O( nd ) pairs W = {(a1 , b1 ), . . . , (as , bs )}, with ai , bi ∈ P , such that, for any pair p, q ∈ P ,
there exists a pair (aj , bj ) in W , such that (1 − 2) kp − qk2 ≤ kaj − bj k2 ≤ (1 + 2) kp − qk2
(see also (Har-Peled, 2011)). For simplicity we also call the set W a 1 -WSPD.
The power of a WSPD comes from the fact that it reduces Θ(n2 ) pairwise distances
to O(n) distances, albeit approximately. However, we only need approximate distances.
Unfortunately, our distance function ~d∞ (·, ·) is not even a metric and as such the known
WSPD constructions are not useful. The main idea that we use is to project the points
to all the d-axes separately, and construct the WSPD for each of the projected point sets.
Then, as we show later, for any pair p, q ∈ P there are p0 , q 0 in one of the projected sets
such that ~d∞ (p, q) = |p0 − q 0 |. Then, the WSPD for that projection will capture ~d∞ (p, q)
approximately. Similar to a WSPD, the set of distances output by our WSPD-like data
structure contains all the distances we care about, however unlike a WSPD, it may contain
“junk” distances. However, this does not harm us—the binary search does not care about
extraneous distances. The most important point is that the Θ(n2 ) distances are reduced
(approximately) to at most O(n) distances, which may include extraneous distances as well.
The pseudocode of our overall algorithm is shown in Algorithm 3. The procedure
Projj (P ) returns a set Pj = {pj | p ∈ P }, i.e., the projections of point set P onto the
j-th coordinate. Let WSPD(Pj , ) be a procedure that returns a 1 -WSPD, i.e., a set Wj of
pairs (aji , bji ), for 1 ≤ i ≤ O( n ) and aji , bji ∈ Pj , that approximate all distances in Pj under
the k·k2 metric (see Section 2.5.2). Finally, let Sort(T ) be a function that sorts the set of
real numbers T in ascending order.
Now we are ready to prove Theorem 2.18
Proof. Recall that using Lemma 2.17, without loss of generality, we can show that we can
always find a set Q ⊆ P of k points in O(kn polylog(n)) time such that dH∞ (SH(P ), SH(Q)) =
O(r∗ log∗ n), where r∗ = minQ⊆P,|Q|≤k dH∞ (SH(P ), SH(Q)).
We basically need to show that Algorithm 3 returns a set Q such that |Q| ≤ k and
dH∞ (SH(P ), SH(Q)) = O(r∗ log∗ n) in O(kn polylog(n)) time.
We first start by proving the correctness of the algorithm. Notice that Algorithm 3
does a binary search using decider on the set of distances from the union of the distances
in the WSPDs. Thus, if this set contains a distance close to the optimum r∗ , we will be
done. In particular, it follows if the next argument is true: R contains a value r̂ such that
r∗ ≤ r̂ = O(r∗ ). Indeed, we show that R contains a value r̂ such that r∗ ≤ r̂ ≤ 3r∗ . Assuming
that, we argue as follows: From Lemma 2.21, since r̂ ≥ r∗ , decider(P, k, r̂) returns a set
Q of size at most k such that dH∞ (SH(P ), SH(Q)) = O(r̂ log∗ n) = O(r∗ log∗ n). If r > r̂,
decider(P, k, r) always returns a set, so the binary search (steps 13-21) finds a set Q of size
at most k and approximation ratio O(log∗ n).
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Algorithm 3: WSPD-based algorithm
Input : P , k
Output: Q such that |Q| ≤ k and dH∞ (SH(P ), SH(Q)) = O(r∗ log∗ n)
P ← S(P )
R = {0}
for j = 1 to d do
Pj = Projj (P )
Wj = WSPD(Pj , 1/4)
for each (aji , bji ) ∈ Wj do
r = 2 kaji − bji k2
R = R ∪ {r}
Sort(R)
Q = ∅, l = 1, h = |R|
while l ≤ h do
m = (l + h)/2
if decider(P, k, R[m]) returns “R[m] < r∗ ” then
l =m+1
else
(If decider(P, k, R[m]) returns a set Q0 )
Q = Q0
h=m−1
Return Q

To complete the proof, we show the existence of the claimed r̂. Observe that r∗ is
equal to the value of the directed distance of some two points p, q, i.e., r∗ = ~d∞ (p, q). (If
this was not the case then we could find another smaller r∗ with the same set of centers,
which is a contradiction.) Let r∗ = ~d∞ (p, q) = kpj − qj k2 . Notice that Pj (in Algorithm 3)
contains both pj , and qj . From the definition of the 4-WSPD, Wj must contain a pair
(aji , bji ) ∈ Wj , where aji , bji ∈ Pj , such that 12 kpj − qj k2 ≤ kaji − bji k2 ≤ 32 kpj − qj k2 .
Equivalently we have, r∗ ≤ 2 kaji − bji k2 ≤ 3r∗ . Since (aji , bji ) ∈ Wj , we also have the value
2 kaji − bji k2 ∈ R. The result follows.
We now show that Algorithm 3 runs in O(kn polylog(n)) time. In order to find the
skyline points of P , S(P ) we need O(n polylog(n)) time using the algorithm in (Kung et al.,
1975). The for loop at line 5 is executed d = O(1) times. Each time we spend O(n) time
to construct Pj and O(n log n) time to construct Wj (Callahan and Kosaraju, 1995; HarPeled, 2011). The inner loop at line 8 is executed O(n) times, and takes O(n) time. Thus
the total time for the loop at line 5 is O(n log n). We need O(n log n) time to sort R, and
then the binary search calls decider(P, k, r) O(log n) times. Thus the total running time is
O(kn polylog(n)).
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2.5.3

Improved bi-criteria result for d = 3

In this section we show an improved bi-criteria result for d = 3 dimensions. The main result
of this section is the following theorem.
Theorem 2.22. Given a set of n points P ⊂ R3 and an integer parameter k ≤ n, a set Q ⊆
P of size at most O(k) can be computed in polynomial time, such that dHα (SH(P ), SH(Q)) ≤
1
3 α rα∗ , where rα∗ = minQ⊆P,|Q|≤k dHα (SH(P ), SH(Q)).
Proof. We show the result for α = ∞. Then the result for any α follows from Lemma 2.17.
The strategy is to check for each of the possible O(n2 ) interpoint distances r = ~d∞ (p, q) for
∗
∗
∗
p, q ∈ P if r∞
≤ r. The minimum possible such r is r∞
. We claim that that for r∞
≤ r, we
can always find a set Q with O(k) points with dHα (SH(P ), SH(Q)) ≤ r. Thus, the minimum
∗
r for which we can find O(k) points with dHα (SH(P ), SH(Q)) ≤ r clearly satisfies r ≤ r∞
.
We now proceed to the proof of the claim.
∗
To this end, we cast the problem of determining if r∞
≤ r to a set cover problem. Indeed,
first notice that if p r-covers a point q then q ∈ SH(p − pr ), where pr is the point (r, r, r) (see
also discussion following Theorem 2.18 in the previous subsection where this reduction has
∗
also been used). Thus, it can be readily checked that r∞
≤ r if and only if at most k staircase
hulls SH(p − pr ) cover all of P . Clearly this is an instance of the minimum set cover problem
with ground set P and sets SH(p − pr ) ∩ P . In general the set cover problem is O(log n)
hard to approximate (if P 6= NP), but this is a special geometric instance of the problem
for which we can show an O(1) approximation. To see this, notice that the sets SH(p − pr )
can be considered as half open boxes in R3 . By a result of Clarkson and Varadrajan (L. and
K, 2007), if the union complexity 9 of every m such boxes is bounded by the function f (m),
then the set cover instance they generate (by intersecting with P ) can be solved to within an
O(f (m)/m) approximation. By a result of Boissonnat et. al. (J.-D. et al., 1998), the union
complexity of m such boxes has complexity O(m). (Their result is more general, here we
only need their result for the d = 3 case and for half open boxes.) This result, then combined
with the result of Clarkson and Varadrajan implies the O(1) approximation to set cover for
∗
our instance. We now finish the proof of the claim. If r∞
≤ r then the set cover instance has
solution size at most k. Therefore by our argument we can find an O(k) sized cover which
translates to finding a set Q ⊆ P of size at most O(k) such that ~d(SH(P ), SH(Q)) ≤ r.
2.6

Practical heuristics

Here we present and motivate two fast heuristics for the k-staircase problem. In the next
section we then provide provide experimental results showing their efficacy on both real and
synthetic data.
Our first heuristic is a natural greedy strategy which we denote as Furthest. Specifically,
for any subset Q ⊆ P , by Lemma 2.6 we have, dHα (SH(P ), SH(Q)) = maxp∈P dα (p, SH(Q)).
9

The union complexity is the number of vertices, edges and faces on the boundary of the union of the
boxes.
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This implies that locally the single best point to add Q is the one which is furthest from
SH(Q). Thus Furthest starts with a random initial point for the set Q1 , and then in the
ith iteration constructs Qi by adding the furthest point from SH(Qi−1 ). This algorithm is
reminiscent of the standard greedy algorithm for symmetric k-center clustering, where there
instead one takes the point furthest from the discrete set Qi−1 rather than the continuous hull
SH(Qi−1 ). However, due to the asymmetric nature of our problem, the argument used for the
approximation quality for the symmetric case breaks down here. Similar to the symmetric
case, the algorithm can be implemented in O(dnk) time. Specifically, we maintain for every
point its distance to the current hull, and then in the ith iteration it takes O(dn) time to
both find the point with maximum distance and update all distances after adding this point.
(In particular updating a distance after adding a point q takes O(d) time as by the discussion
in Section 2.2, dα (p, SH(Qi )) = min{dα (p, SH(q)), dα (p, SH(Qi−1 ))}.)
The remainder of this section is devoted to our second heuristic, which we denote as
MinWeight. While Furthest reduces the error fairly well for such a simple algorithm, we show
in the next section that MinWeight consistently matches or outperforms it. To understand
MinWeight, however, requires that we first provide some intuition. For simplicity, we present
the result only for the L2 norm and in Appendix A we describe how to extend it to any Lα .
As in the previous sections we look for r∗ and the set of k centers using binary search. For a
query radius r, we need to be able to decide if r < r∗ , or r ≥ r∗ . The heuristic attempts to
test this by adapting an approach to solve the standard symmetric k-center problem. (This
approach is still standard though perhaps less common that the above greedy one.) The
algorithm for the symmetric k-center problem is iterative, and in each iteration it picks some
arbitrary center p and removes all points in a ball of radius 2r around p. If the procedure
stops within k iterations then clearly r∗ ≤ 2r. Otherwise r∗ > r, because if r∗ ≤ r, then one
can argue in each iteration this procedure entirely removes at least one optimal cluster which
has not been completely covered yet. To see this, let pi be the center that the algorithm
selected in the ith round. Let oi be the center from the optimal solution covering pi . (Since
pi still exists, oi ’s cluster has not been fully covered yet.) All remaining points in oi ’s cluster
are within distance r∗ from oi , which is within r∗ from pi , and hence all remaining points
are covered by the 2r ball around pi if r ≥ r∗ . If distances are asymmetric, however, this
argument breaks since while pi is within distance r∗ from oi , this does not imply oi is within
r∗ from pi . To deal with asymmetry, (Panigrahy and Vishwanathan, 1998) defined the notion
of CCV points, as we defined them in the previous section. If we could always find a CCV(r)
point among the remaining ones, then by the directed triangle inequality the argument would
still be valid. However, for general asymmetric distance functions such CCV points may not
exist, so we define a new relaxed notion of CCV points allowing imbalance in the directed
distances.
Definition 2.23 (λ-CCV(r)). Given a point set P ⊂ Rd , and real numbers r ≥ 0, λ > 0,
p ∈ P is a λ-CCV(r) point, if for all q ∈ P with ~d2 (q, p) ≤ r it is also true that ~d2 (p, q) ≤ λr.
Note that a 1-CCV(r) point is the same as a CCV(r) point in (Panigrahy and Vishwanathan, 1998). Also note that if we can always find a λ-CCV(r) point rather than a
32

CCV(r) point as desired above we will end up with a (1 + λ) rather than 2 approximation.
If r is clear from the context, a CCV(r) (resp. λ-CCV(r)) point is denoted as a CCV (resp.
λ-CCV) point. Ultimately our new heuristic works by selecting appropriate λ-CCV points.
It is not clear whether such
√ points even exist, however, the following lemma confirms that
there is a point that is a d − 1-CCV(r) point for any radius r, and further, such a point can
be found easily (in O(dn) time). For any u ∈ Rd define its weight as w(u) = u1 +u2 +. . .+ud .
d
Lemma 2.24. For
√ any point set P ⊂ R with n points, the point p ∈ P with minimum
weight w(p) is a d − 1-CCV(r) point for any distance r ≥ 0.

Proof.
Let u ∈ Rd be any point with w(u) ≥ 0. We start by proving the claim: ||u||−
2 ≤
√
+
−
d − 1||u||2 . If ||u||2 = 0 the inequality is immediate. Thus we may assume u has at least
one negative coordinate, and since w(u) ≥ 0, we clearly must have at least one non-negative
coordinate. Let w(u) = u1 + u2 + . . . + ud = h ≥ 0. Without loss of generality, assume that
the negative coordinates of u are u1 , u2 , P
. . . , uk where 1 ≤ k < d, and uk+1 , . . . , ud are nonk
2
2
2
2
negative. Then we have that, (||u||−
)
=
2
j=1 uj ≤ (u1 +. . .+uk −h) = (−uk+1 −. . .−ud ) =
P
2
(uk+1 + . . . + ud )2 ≤ (d − k) dj=k+1 u2j ≤ (d − 1)(||u||+
2 ) , where the last inequality follows
because k ≥ 1, the second-to-last is an application of the Cauchy-Schwarz inequality, and
the first inequality follows because u1 , . . . , uk and −h have the same sign. The claim follows.
We now use the above claim to prove the lemma. We fix some r ≥ 0 and
√ let q ∈ P be
~
any point other than p. Suppose that d2 (q, p) ≤ r (if not the definition of d − 1-CCV(r)
does not impose any condition on p). As p is the point with minimum√weight we have
w(q − p) = w(q) − w(p) ≥ 0, and thus by the claim above, ||q − p||−
d − 1||q − p||+
2 ≤
2.
−
+
~
~
~
Since
by definition√d2 (p, q) = ||q − p||2 and d2 (q, p) = ||q − p||2 this implies d2 (p, q) ≤
√
d − 1 · ~d2 (q, p) ≤ d − 1r, thus implying the lemma.
Algorithm 4: MinWeight(P, k, r)
Input : P , k, r
Output: Either “r < r∗ ” or a set Q ⊆ P with
√
|Q| ≤ k such that dH2 (SH(P ), SH(Q)) ≤ (1 + d − 1)r
X ← P, Q ← ∅
while |Q| ≤ k AND X 6= ∅ do
p = argminp∈X w(p)
Q ← Q ∪ {p}
√
X ← X \ {q ∈ X | ~d2 (p, q) ≤ (1 + d − 1)r}
if |Q| > k then
Return “r < r∗ ”
else
Return Q
The decision procedure To recollect, let r∗ be the optimum radius for Problem 2.1 on
a given set P of n points. Our aim is to build a decision procedure which we later use to do
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a binary search for r∗ . Specifically, Algorithm 4 shows a fast procedure MinWeight(P, k, r),
which either outputs “r < r∗ ” or returns a set Q with |Q| ≤ k. We were not able to argue
that the procedure is always correct when “r < r∗ ” is output, hence the term “heuristic”,
though the experiments below show that in practice this does not at all seem to be an issue.
On the other hand if a set Q is output, we have the following.
Lemma√2.25. If MinWeight(P, k, r) returns a set Q⊆P , then |Q|≤k and dH2 (SH(P ),SH(Q))
≤ (1 + d − 1)r. The algorithm runs in O(dnk) time.
Proof. Observe that Q can only be returned if |Q| ≤ k, and moreover this implies that the
while loop terminated because X = ∅. Points are only √
removed from X at line 4, when
the algorithm removes all points in distance at most (1 + d − 1)r from the point p we are
currently adding
√ to Q. As X = P initially, this then implies every point in P is at√distance
at most (1 + d − 1)r from some point in Q. Thus Q has radius at most (1 + d − 1)r
~
under the directed distance function
√ d2 (·, ·), and hence the discussion in Section 2.2 implies
that dH2 (SH(P ), SH(Q)) ≤ (1 + d − 1)r.
To show the running time we argue as follows. All steps before and after the while loop
can easily be executed in O(dn) time. Thus as there are only k while loop iterations, if we
can argue each such iteration takes O(dn) time, the lemma will then follow. To that end,
observe that computing the weight of a point takes O(d) time, thus computing the minimum
weight point at line 4 takes O(dn) time. As updating Q is a constant time operation, what
remains is to bound the time it takes to update X at line 4. However, this update can easily
be done in O(dn) time by computing the directed distances from p to √
all other points in X
and then removing all points from X whose distance from p is ≤ (1 + d − 1)r.
To see the obstacle in arguing that the algorithm is correct when “r < r∗ ” is output,
let Z be an optimal r∗ radius
√ solution to Problem 2.1. We would like to argue that every
point√z ∈ Z is at most d − 1r∗ from one of the chosen points, as this would imply a
∗
(1 + d − 1)r
√ radius covering. However, the issue is that the points we choose in each
iteration are d − 1-CCV with respect to only the remaining points, for any r. Specifically,
consider a point p which is r∗ -covered
by a point oi in the optimum solution. It is possible
√
that oi may cause p to not be a d −
√ 1-CCV. However, if oi was removed in some earlier
iteration, then later p may become a d − 1-CCV
√ point.∗ This could be a problem, as in the
worst case it means it is possible
√ that ∗oi is not d − 1r -covered by p, and hence all points
∗
r -covered by oi are not (1 + d − 1)r -covered by p, as we would like to argue.
Running time.
While Algorithm 4 can be executed efficiently in O(dnk) time by
Lemma 2.25, we still need to precompute all O(n2 ) distances between the points and then
run a binary search over them using Algorithm 4, which is too slow in practice. For constant
dimensions, we could approximately reduce the number of distance pairs by computing a
WSPD, as was done in Algorithm 3, however, this requires a fast implementation of WSPDs
and will not scale to higher dimensions. Instead we present a much simpler and more
practical sampling heuristic which avoids the computation of all the O(n2 ) distances, denoted
FastMW. Specifically, we simply sample O(n log n) distances uniformly at random from the
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set of all O(n2 ) distances between the points in P , and then we run a binary search over
them using Algorithm 4. In the next section we show empirically that FastMW produces a
solution whose error is near identical to searching over all O(n2 ) distances, while achieving
a significant speedup in the running time.

2.7

Experiments

In this section we experimentally evaluate the effectiveness and efficiency of our proposed
algorithms on real and synthetic datasets. In particular, experiments lead to the following
observations: a) Our proposed algorithms return representative points of the skyline with
small errors. In many cases we observe that the error is very close to the smallest possible,
i.e., optimum error. b) Our algorithms, FastMW and Furthest are efficient and also scale to
very large data sets. c) Our proposed measure (i.e., minimum Hausdorff distance) objectively
selects better skyline representatives for certain tasks, which we demonstrate by comparing
measures for selecting NBA All Star players.
Implementation details.
Log∗ (n): This is the log∗ (n)-approximation algorithm for asymmetric k-center ((Panigrahy and Vishwanathan, 1998)), referenced in Section 2.5.1. The authors in (Panigrahy and
Vishwanathan, 1998) simply try all Θ(n2 ) distance pairs as a guess for the optimal radius
r∗ . As this is impractical for large datasets, for Log∗ (n) (and MinWeight below) instead we
binary search over all distance pairs of the staircase points. Specifically, if for a given radius
the algorithm cannot find a point set with size at most k to return then we drop the smaller
distances; otherwise, we drop the larger distances.
MinWeight: This is our proposed heuristic MinWeight, described in Section 2.6. As
MinWeight can possibly find a solution of size k on a radius r < r∗ , the binary search might
choose a path where future guesses of r yield no solutions. We store the most recent solution
so that if this happens, we can use the stored solution.
FastMW: This is the proposed practical implementation of MinWeight which avoids
computing all Θ(n2 ) distances among the points in P . It uses our Algorithm 4 in each step
of the binary search. Since FastMW is randomized we run it 10 times and we show the
average error or running time.
Furthest: This is our greedy heuristic Furthest, described in Section 2.6, that iteratively
adds the point furthest from the current solution set. We note that this algorithm does not
require searching for an optimal radius r∗ .
In order to improve the running time of all algorithms, given a dataset we first compute
its skyline and then execute the algorithms over the skyline points. All algorithms are
implemented in Python and were run on a 64-bit machine with 4 3500 MHz cores and 16GB
of RAM running Ubuntu.
Datasets. For the experiments we use five of the most common datasets that have been
used in other papers related to finding representative points or staircase queries ((Agarwal
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et al., 2017; Asudeh et al., 2017; Börzsönyi et al., 2001; Chester et al., 2014; Nanongkai et al.,
2010; Tao et al., 2009)). More specifically, we use the following datasets.
BB: This is a commonly used ((Agarwal et al., 2017; Asudeh et al., 2017; Chester et al.,
2014)) basketball dataset where each point represents a player and the attributes are five
statistics: points, rebounds, blocks, assists and fouls. There are 21,961 points in 5-d with
200 points on the staircase.
ElNino: Oceanographic data from the Pacific Ocean, with attributes such as surface
temperature, water temperature, and wind speed. There are 178,080 points in 5-d, with
1,183 points on the staircase. This dataset was used in (Agarwal et al., 2017; Chester et al.,
2014) for finding representative points.
AirData: On-time flight data published by the US Department of Transportation, contained in the AirData dataset (Asudeh et al., 2017). The information is gathered from 14
carriers flying in January 2015. The attributes are departure delay, taxi in, taxi out, air
time, distance, actual elapsed time, and arrival delay. This set has 458,311 points in 7-d,
with 6,439 points on the staircase.
Colors: The Colors data set is also commonly used for evaluating staircase and regret
sets (Nanongkai et al., 2010). The data derives from the HSV color space of a color image,
and includes the standard deviation, skewness, and mean of each H, S, and V in the space.
There are 68,040 points in 9-d with 674 points on the staircase.
AntiCor: This is a synthetic dataset of anti-correlated points, which informally (Börzsönyi
et al., 2001) describes as points which when good in one dimension are bad in other dimensions. In particular, each point is generated by first sampling a hyperplane orthogonal to
the line from the origin to (1, . . . , 1), by using a normal distribution along this line with
center (0.5, . . . , 0.5) and small variance. Within the hyperplane the point is then generated
using a uniform distribution. We generate 100,000 points in 5-d. We test on different values
(0.05, 0.1, 0.15) of the variance (Var), which controls the extent to which points tend to be
staircase points. For Var=0.05, there are 7,941 staircase points; for Var=0.1, 1,275 staircase
points; and for Var=0.15, 529 staircase points.
Uniform: This synthetic dataset has points sampled uniformly from the unit hypercube
which is described in (Börzsönyi et al., 2001). There are 200,000 points in 7-d with 6,585
points on the staircase.
2.7.1

Approximation error

In Figure 3 we show the error of each algorithm over all datasets, as a function of k (the
size of the returned set). First, notice that FastMW is nearly identical to MinWeight in
error for all datasets. Thus, we see that this implementation of MinWeight, which avoids
computing all Ω(n2 ) distances, works very well in practice. Next, focus on the difference
between MinWeight, Log∗ (n) and Furthest. We see that MinWeight consistently achieves
significantly lower error than Log∗ (n) for all datasets, while the error of Furthest typically
lies somewhere in between the two. Furthermore, on average (over all k and all datasets),
MinWeight’s error is 82% that of Furthest and 62% that of Log∗ (n). This suggests that,
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at least in practice, MinWeight does not erroneously return “r < r∗ ”. Indeed, when the
input set does not have the structure mentioned after Lemma 2.25 (where multiple
√ points
of an optimal solution are removed in one iteration),
MinWeight
achieves
a
(1
+
d − 1)√
approximation. However, notice that the (1 + d − 1) bound is a worst-case approximation
bound, which in practice MinWeight seems to consistently beat. Interestingly, Log∗ (n) is
empirically the worst performer, despite being the algorithm with the best worst-case error
guarantee.

ElNino
0.5
0.4
0.3
0.2
0.1
0.0 0

Colors

60

80 100

0.5
0.4
0.3
0.2
0

0

AntiCor-Var=0.05

20

40

60

80 100

0.6
0.5
0.4
0.3
0.2
0.1

20

50

1.2
1.0
0.8
0.6
0.4
0.2 0

20

0.2

0.2
40

50

0.4

0.4

0

10

20

30

40

50

0

80 100

0.7
0.6
0.5
0.4
0.3
0.2
0.1 0

AntiCor-Var=0.1

20

40

60

10

20

30

40

AntiCor-Var=0.15

10

20

30

40

AirData

0.5
0.4
0.3
0.2
0.1
0.0 0

0.6

0.6

20

BB

0.8

0.8

Furthest
Log*(n)
MinWeight
FastMW

40

60

80 100

40

60

80 100

Uniform

Figure 3: Approximation error for L2 norm.
Comparison with optimum error. In Figure 4, we compare MinWeight, Furthest and
Log∗ (n) to the optimal (Opt) error under L2 for small AntiCor datasets. We note that Opt
is the brute force algorithm which finds the set of k skyline points with minimum error by
trying all subsets of size k. The error is averaged over three rounds where, in each round,
we generate an instance of AntiCor with 40 points in 5-d and run the three algorithms
independently for k ∈ {2, 3, 4, 5}. We observe that MinWeight performs close to the Opt
algorithm in a few cases and it is always better than Furthest and Log∗ (n). The error of
FastMW is very close to the error of MinWeight for AntiCor datasets and hence we omit
that from Figure 4.
2.7.2

Efficiency

In Figure 5 we show the running time of each algorithm over all data sets. We note that
the figure includes the time to compute the skyline of a dataset at the beginning of each
algorithm. Due to its simplicity, Furthest is the fastest over all algorithms. Interestingly,
the running time of FastMW is close to that of Furthest. For example, in almost all datasets
and for all k, FastMW is at most 2 times slower than Furthest. Similarly, the running
times of Log∗ (n) and MinWeight are comparable for most data sets for most values of k,
where occasionally MinWeight diverges and is slower for larger values of k. On all data sets
Log∗ (n) and MinWeight are much slower than FastMW and Furthest, which is particularly
pronounced for data sets such as AirData and AntiCor-Var=0.05. This difference justifies
the development of our FastMW algorithm, which is significantly faster than MinWeight
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Figure 4: Comparison of the optimal error under L2 for different variances.
(and Log∗ (n)), though achieves error similar MinWeight, our smallest error algorithm. The
only other algorithm with comparable running time to FastMW is our slightly faster Furthest
algorithm, though the error reduction in choosing FastMW over Furthest is significant enough
that we view FastMW as the preferred algorithm in practice.
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Figure 5: Running time (in seconds).

2.7.3

Comparison of measures for the skyline on real data

There are several well known algorithms which output a set of representative points on
the skyline to capture the “best” points from a dataset. Comparing the outputs of these
algorithms is tricky, since each tries to optimize a different metric. In an attempt at an
objective method of comparison, we look at these algorithms and measures on a real data
set, and use a common metric to evaluate their outputs. Specifically, we look at NBA
player statistics over several seasons and use the various staircase algorithms to predict
potential all star players in each season (a selection of outstanding players made by the US
National Basketball Association). As discussed below, our algorithm consistently selects
the most potential all stars, and moreover our error measure appears to most closely track
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how many potential all stars are selected. Specifically, we compare our Hausdorff measure
and our algorithm MinWeight with the measures and the algorithms of the three most cited
papers for staircase representation, namely, KolPap (Koltun and Papadimitriou, 2005), kcenter (Tao et al., 2009), and Max-cover (Lin et al., 2007). Note that since our algorithm
MinWeight performs consistently better than the other algorithms (Furthest and Log∗ (n))
in minimizing the error of our metric, it is a natural choice when comparing to the others in
the literature.
The dataset: For this experiment, we used the Basketball season data set that contains
the statistics of each NBA player for each regular season. We use the statistics of each
player for five seasons, 2004-2005, . . . , 2008-2009. For each player we keep six statistics:
total points, number of rebounds, number of assists, number of steals, number of blocks, and
the ratio of field goals made over the number of attempted field goals.
The experiment: For each of the five seasons, we run the algorithms MinWeight, KolPap,
k-center, and Max-cover and record the k = 10 (and k = 15) representative players returned,
respectively.
The comparison method: Notice that each algorithm returns a set of 10 (or 15) players
S. Each algorithm is attempting to optimize a different measure of error, thus in order to
evaluate the quality of the returned set S, we need some neutral method which is different
from all the metrics. Towards this end, we define a function B(S) attempting to capture
how “good” the set S is, where B(S) = |T ∩ S|, and T is the set of 50 players selected by
NBA experts as the best in a season that fans could vote to participate in the NBA All Star
game.10 Namely, B(S) returns the number of players in S that were selected as potential
players for the NBA All Star game. Such a set of players T always contains the “best”
players as selected by NBA experts so we feel it is a fair (and natural) way to compare the
results of the algorithms. Thus, we consider T as the ground truth.
Assessment of monotonicity: Ideally, we would like to have an error function F (S) (to
be optimized by an algorithm) such that if B(S1 ) ≥ B(S2 ) then F (S1 ) ≤ F (S2 ), i.e., the
better the set is, the smaller the error becomes, or in other words the error has an inverse
relationship with the quality of the solution. Here we also obtain some evidence that in this
sense our measure behaves more naturally than others.
Format of Table 3: To evaluate an algorithm returning a set S, we show in the table
the intersection B(S) = |T ∩ S| of S with the ground truth, as well as the error of S for
all measures under consideration. So each entry of the table for algorithm X and season Y
presents data in the format B(S)[a, b, c, d] where S is the set returned by X and a is the
error of S in the Hausdorff distance (our measure), b is the error as per the metric of KolPap,
c is the error as per the metric of k-center, and d is the error as per the metric of Max-Cover
(the number of uncovered items in P by S).
Analysis of the results: From Table 3 we can derive the following conclusions: (I) The
MinWeight algorithm always returns better results (based on the function B, see Figure 6a),
and, (II) the Hausdorff error has an inverse relationship with the quality of the result B(S)
10

We use https://www.basketball-reference.com/allstar/ to get the players selected by the experts.
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Table 3: Statistics and errors by using different measures and algorithms for k = 10.
MinWeight
KolPap
k-center
Max-cover

2004-2005
8[0.1, 0.25, 0.9, 15]
7[0.16, 0.18, 0.88, 17]
7[0.34, 0.51, 0.48, 27]
7[0.32, 0.44, 0.77, 2]

2005-2006
9[0.18, 0.52, 0.76, 32]
7[0.22, 0.33, 0.62, 16]
5[0.31, 1.2, 0.50, 57]
5[0.39, 0.69, 0.69, 4]

2006-2007
8[0.17, 0.25, 0.79, 31]
7[0.17, 0.25, 0.79, 30]
5[0.43, 0.75, 0.55, 68]
6[0.44, 0.75, 0.67, 1]

2007-2008
8[0.12, 0.67, 0.72, 16]
6[0.3, 0.34, 0.74, 66]
6[0.34, 0.93, 0.51, 19]
6[0.38, 0.59, 0.52, 1]

2008-2009
8[0.09, 0.33, 0.63, 22]
8[0.14, 0.23, 0.8, 9]
6[0.22, 0.71, 0.49, 49]
5[0.37, 0.48, 0.66, 3]

(see Figure 6b). We obtain several data points to test this relationship. For a fixed season,
the various algorithms return some set S. We plot the points (B(S), error) for each algorithm
using the set S it returns and for the errors under the different metrics. If we look at the errors
for a fixed measure, the Hausdorff distance error measure satisfies the inverse relationship in
almost all the cases. The rest of the measures defined by the previous works do not seem to
have this desirable inverse relationship.

(a) Comparing B(S) for different algorithms.

(b) Relationship of B(S) to error(2008-2009).

Figure 6: Quality of different algorithms based on the B(S) function.
Table 4: Statistics and errors by using different measures, algorithms for k = 15.
MinWeight
KolPap
k-center
Max-cover

2004-2005
13[0.03, 0.25, 0.72, 4]
11[0.07, 0.12, 0.76, 6]
10[0.34, 0.46, 0.38, 24]
8[0.32, 0.44, 0.69, 0]

2005-2006
11[0.11, 0.52, 0.72, 29]
10[0.2, 0.25, 0.6, 14]
7[0.31, 1.09, 0.46, 43]
7[0.29, 0.59, 0.69, 0]

2006-2007
11[0.09, 0.26, 0.76, 8]
9[0.12, 0.16, 0.73, 1]
8[0.29, 0.51, 0.39, 39]
8[0.43, 0.75, 0.61, 0]

2007-2008
11[0.08, 0.67, 0.57, 8]
8[0.13, 0.17, 0.63, 6]
8[0.17, 0.63, 0.38, 13]
9[0.38, 0.56, 0.51, 0]

2008-2009
9[0.06, 0.33, 0.63, 9]
10[0.1, 0.18, 0.45, 8]
8[0.2, 0.54, 0.32, 34]
7[0.16, 0.36, 0.57, 0]

As continued evidence of these trends, in Table 4 we also show the statistics of different
algorithms on the All Star NBA dataset from 2004-2009, similar to the Table 3, but for
k = 15. Again, comparing to other measures, our new measure of error is the most inversely
proportional to the number of selected players, and typically selects the most potential all
star players.
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CHAPTER 3
CONVEX HULL1
3.1

Introduction

Given a point set P ⊂ Rd , the convex hull of P , denoted CH(P ), is a fundamental geometric
structure, intuitively capturing the region covered by P . Here we consider the problem
of covering P as best as possible by the convex hull of a subset of only k points from P ,
in effect sparsely approximating CH(P ). This natural problem relates to the problem of
approximating convex sets by polytopes, for which countless papers have been written (see
the extensive survey (Bronstein, 2008)). Much of this previous work has focused on the
objective of minimizing the maximum distance of an uncovered point from the hull of the
selected points (i.e. Hausdorff distance), or approximating the volume in the case of smooth
convex bodies. Here we instead study approximating the convex hull of a discrete point
set under the objective of minimizing the sum of the distances of the uncovered points, an
objective which when compared to the max objective is more robust to outliers as the error
is no longer determined solely by the single furthest point. Our framework also allows for
more general cost functions of the distances, and in particular allows for any `p norm or
weighted distance functions. We further generalize the problem such that the selected k
points defining our hull are required to come from a set R that can differ from P , thus
capturing scenarios where the covering objects differ from the covered ones. This is natural
from a feature selection standpoint, where R represents a set of known possible features
which we wish to represent a set of observed objects P . For such problems the convex hull
is a particularly relevant structure as it represents the set of all weighted averages of the
selected points. Moreover, the Carathéodory theorem states that any point in the convex
hull of the chosen subset can be represented as a convex combination of d + 1 of the chosen
points, yielding a sparse representation in low dimensions. (In higher dimensions one can
use the approximate Carathéodory theorem (Barman, 2015).)
More generally, given a set P ⊂ Rd of n points, finding a smaller set of only k points which
approximately captures the geometry of P under some measure is a ubiquitous computational
task. Two standard such problems of interest are k-clustering and subspace fitting. In kclustering the objective is to select a subset of k center points so as to minimize some norm
of the vector of distances from each point in P to its nearest center. For example, k-means
seeks to minimize the `2 norm (Arthur and Vassilvitskii, 2007), where it is known that even
planar k-means is NP-hard (Mahajan et al., 2012). For subspace fitting the objective is
to select the k-dimensional subspace minimizing some norm of the distances to the linear
subspace, e.g. the solution under the `2 norm is known to be the top k singular vectors
1

2020. Canadian Conference on Computational Geometry. Reprinted, with permission, from Georgiy
Klimenko, Benjamin Raichel, and Gregory Van Buskirk, Sparse Convex Hull Coverage, The 32nd Canadian
Conference on Computational Geometry, August 2020.
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when viewing P as a matrix. If one restricts the selected k points to come from P , then
the clustering and subspace fitting problems become the standard discrete k-clustering and
CUR-decomposition (Boutsidis and Woodruff, 2017) problems.
Our problem of approximating the convex hull can be viewed as naturally lying between
clustering and subspace fitting, when restricting the selected subset to come from a set R.
Specifically, viewing the selected subset of k points Q ⊆ R as a basis, the problems are
defined by how we allow each point in P to be represented by Q. In subspace fitting, any
linear combination is allowed, in convex hull coverage only convex combinations are allowed
(i.e. non-negative and summing to 1), and in clustering not only are the combinations convex
but are all zero except for a single 1 (i.e. the nearest center). That is, one can define an
entire spectrum of problems based on how one restricts reconstruction from the basis, and
convex hull coverage is a natural set point on this spectrum. In this sense, other standard
problems such as non-negative matrix factorization (NMF), which is known to NP-hard
(Vavasis, 2010), can be seen as another set point on this spectrum. (NMF typically restricts
the basis to non-negative vectors, though restricting to input points is also commonly studied
(Kumar et al., 2013).)
Another related topic is coresets, which are small subsets of the input which can be used
as a proxy for the full set. There are numerous coresets results (see chapter 48 in (Tóth et al.,
2017)). Relevant to the current dissertation, it is known that for any point set P contained
in the unit ball,2 there is a subset S ⊆ P of O(1/ε(d−1)/2 ) points such that all of P is with
distance ε from CH(S). Worst case point sets require such an exponential dependence on d,
and thus (Blum et al., 2019) considered coresets whose size is measured relative to the given
instance, showing that if some k points achieves ε error, then a greedy algorithm selecting
O(k/ε2/3 ) points achieves O(ε1/3 ) error. This result is extended in Chapter 4 to get analogous
results for approximating the conic hull, which consists of all non-negative combinations, and
thus relates to NMF.
Focus of this chapter. This paper was previously published in (Klimenko et al., 2020)
with co-authors Benjamin Raichel and Georgiy Klimenko. My focus was on the approximation algorithm in higher dimensions whereas Georgiy’s focus was with the exact planar
algorithms and hardness results. Thus, I describe in full detail the approximation algorithm
but only summarize the other results. The full details can be found in the upcoming journal
version of (Klimenko et al., 2020); which was invited to a special issue of Computational
Geometry Theory and Applications (CGTA).
Our results. For point sets R, P ⊂ Rd of m and n points, respectively, we initiate the
rigorous study of the convex hull coverage problem. Here, the goal is to find a subset Q ⊆ R
2

Any point set can be scaled to lie in the unit ball, effectively meaning ε is measured relative to the
diameter before scaling, which is in some sense necessary. Via an affine transformation, one can ague such
coresets exist for directional width where error is relative to the diameter in each direction, see (Har-Peled,
2011).
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of k points minimizing the sum of distances
from the points in P to their projection onto
P
the convex hull of Q, i.e., we minimize p∈P ||p
P− CH(Q)||. Furthermore, we generalize the
problem to allow any cost function of the form p∈P gp (||p − CH(Q)||), where each gp can be
any monotonically increasing real valued function such that gp (α) = 0 if and only if α = 0.
Thus we can model for example weighted sums or other `p norms of the distances of the
points in P to the hull (by taking the pth power of the norm).
1. We sketch how the convex hull coverage can be solved exactly in the plane in O(m3 k +
m2 n + mn log(n)) time via dynamic programming. For the special case when P = R,
we summarize how to reduce the problem to the problem of finding a minimum cost
k length cycle in a directed graph. This yields a simpler graph based algorithm with
O(n3 log k) running time.
2. We summarize that the convex hull coverage problem is NP-hard for d ≥ 3, even
when restricting our objective to the sum of distances (i.e. the gp are all the identity
function). Furthermore, we find that even if one restricts to instances where P = R,
the problem remains NP-hard for d ≥ 4.
3. We prove that a geometric set cover based algorithm yields an approximation in constant dimensions for the sum of distances. Namely, for d = 3 greedily selecting
O(k log(n/ε)) points in an appropriate way gives a solution whose error is at most
1 + ε times the optimal k point error. This generalizes to O(k bd/2c log(n/ε)) points for
any constant dimension d.
One of the main challenges of convex hull coverage for d ≥ 3 is that it lacks certain
independence properties of related problems. For example, in k-clustering, the cluster centers
partition the points based on their nearest center, whereas the projection of a point onto
the convex hull is determined by several hull vertices. For subspace approximation under
the Frobenius norm there is independence among the dimensions, in the sense that the kth
singular vector is determined by finding the optimum vector in the orthogonal subspace of
the first k − 1 singular vectors. Note also that previous coreset results focused on the max
measure, where a given error ε represents a precise constraint that all points must satisfy.
On the other hand, for our sum measure, an error ε represents a budget that the algorithm
must now decide how to allocate amongst the various points.
3.2

Preliminaries

Given a point set X in Rd , let CH(X) denote its convex hull. For two points x, y ∈ Rd ,
let xy denote their line segment, that is xy = CH({x, y}). Throughout, given points
x, y ∈ Rd , ||x − y|| denotes their Euclidean distance. Given two compact sets X, Y ⊂ Rd ,
kX − Y k = minx∈X,y∈Y ||x − y|| denotes their distance. For a single point x we write
kx − Y k = k{x} − Y k.
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Definition 3.1. Let P ⊂ Rd be a set of n points, where for each point x ∈ P , there is
an associated monotonically increasing real valued function gx such
P that gx (α) = 0 if and
only if α = 0. Then we call any function of the form f (Q, P 0 ) = x∈P 0 gx (kx − CH(Q)k),
where Q ⊂ Rd and P 0 ⊆ P , a hull coverage function. We let FP denote the set of all such
functions.
In the above definition we assume the gx functions can be evaluated in constant time.
The following is the main problem studied in this paper.
Problem 3.2. Given a set P ⊂ Rd of n points, a set R ⊂ Rd of m points, and a function
f ∈ FP , select a subset Q ⊆ R of at most k points which minimizes f (Q, P ). That is,
Q = arg minQ⊆R,|Q|≤k f (Q, P ).
3.3

Exact Computation in the Plane

As mentioned in the introduction, we sketch polynomial time algorithms for Problem 3.2
when d = 2. We sketch a graph based algorithm for the special case when P = R and then
sketch a slightly more involved dynamic programming algorithm for the general case.
3.3.1

A graph algorithm for a simpler case

When P = R, one can solve Problem 3.2 in the plane by reducing it into a corresponding
graph problem. We construct a weighted and fully connected directed graph GP = (V, E)
where V = P . Given an ordered pair of points p, q, let Pp,q denote the subset of P in the
closed halfspace whose boundary is the line through p and q and lies to the left of the ray from
p to q. Then we define the weight of the directed edge (p, q) to be w(p, q) = f ({p, q}, Pp,q ).
For a cycle of vertices C = {p1 , . . . , pk }, let w(C) denote the sum of the weights of the
directed edges around the cycle.
For a set of points Q, let CHL (Q) denote the clockwise list of vertices on the boundary of
CH(Q). Observe that any subset Q ⊆ P corresponds to the cycle CHL (Q) in GP . Moreover,
any cycle C correspond to the convex hull CH(C). Consider an instance of Problem 3.2 in
the plane where P = R. Let C be any cycle in GP , and let Q be an optimal solution. Then
one can show that (1) w(C) ≥ f (C, P ), and (2) w(CHL (Q)) = f (Q, P ).
Given this relationship between cycles in Gp and convex hulls in Problem 3.2, one can
solve Problem 3.2 by finding the minimum cost cycle in GR with at most k vertices. Thus,
we have the following theorem.
Theorem 3.3. Given an instance P, R, f, k of Problem 3.2 in the plane where P = R, it
can can be solved in O(n3 log k) time, where n = |P | = |R|.
3.3.2

Dynamic programming for the general case

When P 6= R, we can still compute the optimal solution in the plane in polynomial time by
using a slightly more involved and slightly slower dynamic program.
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Figure 7: Three consecutive vertices on the hull, and the corresponding slabs and cone.
Let V = {v1 , . . . , vk } ⊆ R be the vertices of some convex hull of points from R, labeled
in clockwise order, where
v1 is the vertex of V with smallest y-coordinate. Consider our cost
P
function f (V, P ) = x∈P gx (kx − CH(V )k). Any point x ∈ CH(V ) contributes zero to f , as
we required gx (0) = 0. So consider any point x ∈ P lying outside of CH(V ). The projection of
x onto CH(V ) is either a vertex vi or a point on the interior of an edge vi−1 vi , for some i. In the
former case, we say x is in cone(vi−1 , vi , vi+1 ), and in the latter case we say x is in slab(vi−1 vi )
(see Figure 7). We can now define sumslab (vi−1 , vi ) = f ({vi−1 , vi }, P ∩ slab(vi−1 , vi )) and
sumcone (vi−1 , vi , vi+1 ) = f ({vi }, P ∩ cone(vi−1 , vi , vi+1 )).
For ordered vertices V of a convex hull, we can rewrite our cost function as
X
f (V, P ) =
gx (kx − CH(V )k) =
x∈P

(3.1)

k
X

(sumcone (vi−1 , vi , vi+1 ) + sumslab (vi , vi+1 )),

i=1

where indices are mod k, i.e. v0 = vk and vk+1 = v1 . This equation suggests a natural
recursive strategy to minimize f (V, P ) (over choices of V ) by guessing the vertices of V in
clockwise order. Since the equation breaks the cost function into a linear ordered set of cones
and slabs, one can compute the optimal solution using dynamic programming. We remark
that achieving the specific running time of the following summarizing theorem though is
non-trivial. In particular, a roughly O(m) factor is saved over the naive time bound by
using sweeping both to batch dynamic programming table entries together and to implicitly
precompute the sumcone values.
Theorem 3.4. Given an instance P, R, f, k of Problem 3.2 in the plane, it can be solved in
O(m3 k + m2 n + mn log(n)) time, where n = |P | and m = |R|.
3.4

Hardness in Higher Dimensions

This section states hardness results found in (Klimenko et al., 2020). Both reductions are
from the Polytope Vertex Cover problem. A convex polytope T = (V, E) in R3 , will be
45

defined as a graph where the vertices V are a set of points in convex position in R3 , and the
edges E are the edges of CH(V ). (Das and Goodrich, 1997) proved the following variant of
vertex cover is NP-hard.
Problem 3.5 (Polytope Vertex Cover). Given a convex polytope T = (V, E) in R3 and an
integer k, is there a subset U ⊆ V of k vertices such that each edge in E is incident to a
vertex in U ?
The following is the decision version of our main problem, Problem 3.2.
Problem 3.6. Given a set P ⊂ Rd of n points, a set R ⊂ Rd of m points, a function f ∈ FP ,
and a parameter ε, is there a subset Q ⊆ R of at most k points such that f (Q, P ) ≤ ε.
P The following result shows that Problem 3.6 is NP-hard for d ≥ 3, where f (Q, P ) =
=
x∈P gx (||x−CH(Q)||) is a natural and simple function. Namely, we set gx (||x−CH(Q)||)
P
||x − CH(Q)|| for all x. We denote this sum of distances function as sd(Q, P ) = x∈P ||x −
CH(Q)||.
Theorem 3.7. Problem 3.6 is NP-hard for d ≥ 3, f = sd.
By lifting to R4 we can argue that the problem remains NP-hard for the restricted variant
where P = R, i.e. the case considered in Section 3.3.1.
Theorem 3.8. Problem 3.6 is NP-hard for d ≥ 4, f = sd, and P = R.
3.5

Approximation in Higher Constant Dimensions

Given the hardness of our problem when d ≥ 3, it is natural to consider approximations.
For the Set Cover problem, it is well known that if k sets cover the ground set, then the
greedy algorithm covers the ground set with O(k log n) sets. Our hull problem is also a
coverage problem, though it is more challenging as the points in P are not covered by
the individual points we select but rather convex combinations of them. Despite this, we
argue a similar greedy approach works, though it depends on the number of facets of the
convex hull of the optimal k point solution. In 3d the number of facets is O(k), yielding a
(1 + ε) approximation to the error with only O(k log(n/ε)) points, similar to Set Cover. In
higher constant dimensions, however, the worst case facet complexity is O(k bd/2c ). On real
world inputs the complexity may be significantly lower (see (Reitzner, 2005) for the facet
complexity of randomly sampled points), thus our analysis suggests that greedily selecting
roughly a logarithmic factor more points may be a reasonable heuristic in practice for small
constant dimensions.
In this section we assume P and R are contained in the unit ball, which as remarked in
the introduction is equivalent to measuring the error relative to the diameter,
as is standard.
P
Previously we considered the sum of distances function sd(Q, P ) = x∈P ||x − CH(Q)||.
Similarly, we can define the maximum distance function md(Q, P ) = maxx∈P kx − CH(Q)k.
We have the following corresponding optimization problem, considered in (Blum et al., 2019).
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Problem 3.9. Given a set P ⊂ Rd of n points and a set R ⊂ Rd of m points, select a subset
Q ⊆ R of at most k points which minimizes md(Q, P ). That is, Q = arg minQ⊆R,|Q|≤k md(Q, P ).
For an instance P, R ⊂ Rd and k of Problem 3.9, define
optmd := optmd (P, R, k) = arg
and

min

Q⊆R, |Q|≤k

md(Q, P ),

optmd = md(optmd , P ).

Similarly define
optsd := optsd (P, R, k) = arg
and

min

Q⊆R, |Q|≤k

sd(Q, P ),

optsd = sd(optsd , P ).

Lemma 3.10 ((Blum et al., 2019)). Let P, R ⊂ Rd and k be an instance of Problem 3.9,
where d is a constant. Then in polynomial time one can compute a set Q0 of O(k log k)
points such that md(Q0 , P ) ≤ optmd (P, R, k).
Let Q0 be the set described in the above lemma. Observe that
sd(Q0 , P )
≤ md(Q0 , P ) ≤ optmd
n
= max ||p − CH(optmd )|| ≤ max ||p − CH(optsd )||
p∈P
p∈P
X
≤
||p − CH(optsd )|| = optsd ,
p∈P

that is Q0 achieves an n-approximation to the optimal sum distance cost optsd .
For any subset Q ⊆ R, let Z(Q, P ) = sd(Q, P ) − sd(optsd , P ) = sd(Q, P ) − optsd . For
convenience Z(Q) will denote Z(Q, P ) when P is the full point set.
Lemma 3.11. Given an instance P, R ⊂ Rd and k of Problem 3.2, where f = sd and d is
a constant, for any subset
 Q ⊆ R such that Z(Q) ≥ 0, there exists a d-simplex ∆ such that
1
Z(Q ∪ ∆) ≤ 1 − c·kbd/2c Z(Q), where c is a constant.
Proof. Let {∆1 , ∆2 , . . . , ∆` } be the d-simplices of the d-dimensional triangulation of CH(optsd )
with the minimum number of d-simplices. It is known that ` ≤ c·k bd/2c , where c is a constant
(using for example the bottom vertex triangulation of (Clarkson, 1988)). Let {P1 , P2 , . . . , P` }
be the partition of P where p ∈ Pi if and only if ||p − ∆i || = ||p − CH(optsd )||. (If the projection is on a common point of more than one simplex, assign one arbitrarily.) Now, rewrite
Z(Q) as
` X
X
Z(Q) =
(||x − CH(Q)|| − ||x − CH(optsd )||) .
i=1 x∈Pi
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Let Avg := Z(Q)
denote the average of Z(Q) over the partitions Pi . Hence, there exists a
`
simplex ∆j with corresponding partition Pj such that
Z(Q, Pj ) =

X

(||x − CH(Q)|| − ||x − CH(optsd )||)

x∈Pj

≥ Avg ≥

Z(Q)
,
c · k bd/2c

where note the last inequality is where we used Z(Q) ≥ 0. Finally, we have Z(Q ∪ ∆j , Pj ) =
sd(Q ∪ ∆j , Pj ) − sd(optsd , Pj ) = sd(Q ∪ ∆j , Pj ) − sd(∆j , Pj ) ≤ 0. Thus,

Z(Q ∪ ∆j ) = 


X

Z(Q ∪ ∆j , Pi ) + Z(Q ∪ ∆j , Pj )

i∈[`],i6=j


≤

X

Z(Q, Pi ) = 

i∈[`],i6=j


≤

1−

1
c · k bd/2c


X

Z(Q, Pi ) − Z(Q, Pj )

i∈[`]


Z(Q)

We remark that the running time of Lemma 3.10 from (Blum et al., 2019) depends
exponentially on d, and thus the same is true for the following theorem which makes use of
it.
Theorem 3.12. Given an instance P, R ⊂ Rd and k of Problem 3.2, where f = sd and d
is a constant, in polynomial time one can compute a set Q ⊆ R of O(k bd/2c log(n/ε)) points
such that sd(Q, P ) ≤ (1 + ε) · optsd (P, R, k).
Proof. Use Lemma 3.10 to compute a set Q0 ⊆ R of O(k log k) points such that sd(Q0 , P ) ≤
n·optsd (P, R, k). We will iteratively add subsets of d+1 points to Qi for i = {0, 1, . . . , m−1}
where m is the total number of iterations. Let Ai := arg min∆⊆R,|∆|=d+1 sd(Qi ∪ ∆, P ) that
is, Ai is the d-simplex whose addition to the current hull minimizes the sum of distances. In
the ith iteration we add Ai to Qi to obtain Qi+1 := Qi ∪ Ai .
Recall that Z(Qm ) = sd(Qm , P ) − optsd . Thus if Z(Qm ) ≤ ε · optsd then sd(Qm , P ) ≤
(1 + ε)optsd as desired. If at any iteration Z(Qi ) ≤ 0, then Z(Qm ) ≤ 0 ≤ ε · optsd , since
adding more points in later iterations can only further decrease the error. So assume that
Z(Qi ) > 0,then by lemma Lemma 3.11, there exists a simplex ∆ such that Z(Qi ∪ ∆) ≤
1
1 − c·kbd/2c
Z(Qi ). Note that since Z(Qi ∪ ∆) = sd(Qi ∪ ∆, P ) − optsd , we have Z(Qi+1 ) =
Z(Qi ∪ Ai ) ≤ Z(Qi ∪ ∆) since we chose Ai to minimize sd(Qi ∪ Ai , P ) and optsd is fixed.
48

Thus we have Z(Qi+1 ) ≤ 1 −

1
c·kbd/2c



Z(Qi ), and inductively


m
1
Z(Qm ) ≤ 1 −
Z(Q0 )
c · k bd/2c

m
1
≤ 1−
n · optsd ,
c · k bd/2c
where the second
minequality follows as sd(Q0 , P ) ≤ n · optsd . Thus if we select 1m such
1
that 1 − c·kbd/2c
≤ (ε/n), then Z(Qm ) ≤ ε · optsd as desired. Note that (1 − ckbd/2c )m ≤
exp(m/ck bd/2c ) and rearranging the equation exp(m/ck bd/2c ) = ε/n gives m = ck bd/2c log(n/ε).
As we are adding d+1 points in each round, and d is a constant, we thus get O(k bd/2c log(n/ε))
points in total.
Corollary 3.13. Given an instance P, R ⊂ R3 and k of Problem 3.2, where f = sd, in
polynomial time one can compute a set Q ⊆ R of O(k log(n/ε)) points such that sd(Q, P ) ≤
(1 + ε) · optsd (P, R, k).
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CHAPTER 4
CONIC HULL1
4.1

Introduction

Matrix factorizations of all sorts (SVD, NMF, CU, etc.) are ubiquitous in machine learning
and computer science. In general, given an m × n matrix X, the goal is to find a decomposition into a product of two matrices B ∈ Rm×k and C ∈ Rk×n such that the Frobenius norm
between X and BC is minimized. If no further restrictions are placed on the matrices B and
C, this problem can be solved optimally by computing the singular value decomposition.
However, imposing restrictions on B and C can lead to factorizations which are more desirable for reasons such as interpretability and sparsity. One of the most common restrictions is
non-negative matrix factorization (NMF), requiring B and C to consist only of non-negative
entries (see (Berry et al., 2007) for a survey). Practically, NMF has seen widespread usage
as it often produces nice factorizations that are frequently sparse. Typically NMF is accomplished by applying local search heuristics, and while NMF can be solved exactly in certain
cases (see (Arora et al., 2016)), in general NMF is not only NP-hard (Vavasis, 2010) but also
d-SUM-hard (Arora et al., 2016).
One drawback of factorizations such as SVD or NMF is that they can represent the data
using a basis that may have no clear relation to the data. CU decompositions (Mahoney
and Drineas, 2009) address this by requiring the basis to consist of input points. While it
appears that the hardness of this problem has not been resolved, approximate solutions are
known. Most notable is the additive approximation of Frieze et al. (2004), though more
recently there have been advances on the multiplicative front (Drineas et al., 2008; Çivril
and Magdon-Ismail, 2012; Guruswami and Sinop, 2012). Similar restrictions have also been
considered for NMF. Donoho and Stodden (2003) introduced a separability assumption for
NMF, and Arora et al. (2016) showed that a NMF can be computed in polynomial time
under this assumption. Various other methods have since been proposed for NMF under the
separability (or near separability) assumption (Recht et al., 2012; Kumar et al., 2013; Benson
et al., 2014; Gillis and Vavasis, 2014; Zhou et al., 2014; Kumar and Sindhwani, 2015). The
separability assumption requires that there exists a subset S of the columns of X such that
X = XS C for some nonnegative matrix C. This assumption can be restrictive in practice,
e.g., when an exact subset does not exist but a close approximate subset does, i.e., X ≈ XS C.
To our knowledge, no exact or approximate polynomial time algorithms have been proposed
for the general problem of computing a NMF under only the restriction that the columns
must be selected from those of X.

1

2017. Advances in Neural Information Processing Systems. Reprinted, with permission, from Nicholas
Ruozzi, Benjamin Raichel, and Gregory Van Buskirk, Sparse Approximate Conic Hulls, Advances in Neural
Information Processing Systems 30, December 2017.
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In this work, we fill this gap by arguing that a simple greedy algorithm can be used to
provide a polynomial time ε-approximation algorithm for NMF under the column subset
restriction. Note that the separability assumption is not required here: our theoretical
analysis bounds the error of our selected columns versus the best possible columns that
could have been chosen. The algorithm is based off of recent work on fast algorithms for
approximately computing the convex hull of a set of points (Blum et al., 2016). As in previous
approaches (Donoho and Stodden, 2003; Kumar et al., 2013), we formulate restricted NMF
geometrically as finding a subset, S, of the columns of the matrix X whose conic hull, the
set of all nonnegative combinations of columns of S, well-approximates the conic hull of
X. Using gnomonic projection, we reduce the conic hull problem to a convex hull problem
and then apply the greedy strategy of Blum et al. (2016) to compute the convex hull of
the projected points. Given a set of points P in Rm , the convex hull of S ⊆ P , denoted
Convex(S), is said to ε-approximate Convex(P ) if the Hausdorff distance between Convex(S)
and Convex(P ) is at most ε · diameter(P ). For a fixed ε > 0, suppose the minimum sized
subset of P whose convex hull ε-approximates the convex hull of P has size k, then Blum
et al. (2016) show that a simple greedy algorithm gives an ε0 = O(ε1/3 ) approximation
using at most k 0 = O(k/ε2/3 ) points of P , with an efficient O(nc(m + c/ε2 + c2 )) running
time, where c = O(kopt /ε2/3 ). By careful analysis, we show that our reduction achieves the
same guarantees for the conic problem. (Note Blum et al. (2016) present other trade-offs
between k 0 and ε0 , which we argue carry to the conic case as well). Significantly, k 0 and ε0 are
independent of n and m, making this algorithm desirable for large high dimensional point
sets. Note that our bounds on the approximation quality and the number of points do not
explicitly depend on the dimension as they are relative to the size of the optimal solution,
which itself may or may not depend on dimension. Like the X-RAY algorithm (Kumar et al.,
2013), our algorithm is easy to parallelize, allowing it to be applied to large-scale problems.
In addition to the above ε-approximation algorithm, we also present two additional theoretical results of independent interest. The first theoretical contribution provides justification for empirical observations about the sparsity of NMF (Lee and Seung, 1999; Ding et al.,
2010). Due to the high dimensional nature of many data sets, there is significant interest in
sparse representations requiring far fewer points than the dimension. Our theoretical justification for sparsity is based on Carathéodory’s theorem: any point q in the convex hull of
P can be expressed as a convex combination of at most m + 1 points from P . This is tight
in the worst case for exact representation, however the approximate Carathéodory theorem
(Clarkson, 2010; Barman, 2015) states there is a point q 0 which is a convex combination of
O(1/ε2 ) points of P (i.e., independent of n and m) such that ||q −q 0 || ≤ ε·diameter(P ). This
result has a long history with significant implications in machine learning, e.g., relating to the
analysis of the perceptron algorithm (Novikoff, 1962), though the clean geometric statement
of this theorem appears to be not well known outside the geometry community. Moreover,
this approximation is easily computable with a greedy algorithm (e.g., (Blum et al., 2016))
similar to the Frank-Wolfe algorithm. The analogous statement for the linear case does not
hold, so it is not immediately obvious whether such an approximate Carathéodory theorem
should hold for the conic case, a question which we answer in the affirmative. As a second
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theoretical contribution, we address the question of whether or not the convex/conic hull
problems are actually hard, i.e., whether approximations are actually necessary. We answer
this question for both problems in the affirmative, resolving an open question of Blum et al.
(2016), by showing both that the conic and convex problems are d-SUM-hard.
Finally, we evaluate the performance of the greedy algorithms for computing the convex
and conic hulls on a variety of feature selection tasks against existing methods. We observe
that, both the conic and convex algorithms perform well for a variety of feature selection
tasks, though, somewhat surprisingly, the convex hull algorithm, for which previously no
experimental results had been produced, yields consistently superior results on text datasets.
We use our theoretical results to provide intuition for these empirical observations.
4.2

Preliminaries

Let P be a point set in Rm . For any p ∈ P , we interchangeably use the terms vector and
point, depending on whether or not we wish to emphasize the direction from the origin.
Let ray(p) denote the unbounded ray passing through p, whose base lies at the origin. Let
unit(p) denote the unit vector in the direction of p, or equivalently unit(p) is the intersection
of ray(p) with the unit hypersphere S(m − 1). For any subset X = {x1 , . . . , xk } ⊆ P ,
ray(X) = {ray(x1 ), . . . , ray(xk )} and unit(X) = {unit(x1 ), . . . , unit(xk )}.
Given points p, q ∈ P , let d(p, q) = ||p − q|| denote their Euclidean distance, and let hp, qi
denote their dot product. Let angle(ray(p), ray(q)) = angle(p, q) = cos−1 (hunit(p), unit(q)i)
denote the angle between the rays ray(p) and ray(q), or equivalently between vectors p and
q. For two sets, P, Q ⊆ Rm , we write d(P, Q) = minp∈P,q∈Q d(p, q) and for a single point q
we write d(q, P ) = d({q}, P ), and the same definitions apply to
Pangle().
P
For any subset X = {x1 , . . . , xk } ⊆ P , let Convex(X)P
= { i αi xi | αi ≥ 0,
i αi = 1}
denote the convex hull of X. Similarly, let Conic(X) = { i αi xi | αi ≥ 0} denote the conic
hull of X and DualCone(X) = {z ∈ X | hx, zi ≥ 0 ∀x ∈ X} the dual cone. For any point
q ∈ Rm , the projection of q onto Convex(X) is the closest point to q in Convex(X), proj(q) =
proj(q, Convex(X)) = arg minx∈Convex(X) d(q, x). Similarly the angular projection of q onto
Conic(X) is the angularly closest point to q in Conic(X), aproj(q) = aproj(q, Conic(X)) =
arg minx∈Conic(X) angle(q, x). Note that angular projection defines an entire ray of Conic(X),
rather than a single point, which without loss of generality we choose the point on the ray
minimizing the Euclidean distance to q. In fact, abusing notation, we sometimes equivalently
view Conic(X) as a set of rays rather than points, in which case aproj(ray(q)) = aproj(q) is
the entire ray.
For X ⊂ Rm , let ∆ = ∆X = maxp,q∈X d(p, q) denote the diameter of X. The angular
diameter of X is φ = φX = maxp,q∈X angle(p, q). Similarly φX (q) = maxp∈X angle(p, q)
denotes the angular radius of the minimum radius cone centered around the ray through q
and containing all of P .
Definition 4.1. Consider a subset X of a point set P ⊂ Rm . X is an ε-approximation to
Convex(P ) if dconvex (X, P ) = maxp∈Convex(P ) d(p, Convex(X)) ≤ ε∆. Note dconvex (X, P ) is the
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Hausdorff distance between Convex(X) and Convex(P ). Similarly X is an ε-approximation
to Conic(P ) if dconic (X, P ) = maxp∈Conic(P ) angle(p, Conic(X)) ≤ εφP .
Note that the definition of ε-approximation for Conic(P ) uses angular rather than Euclidean distance in order to be defined for rays, i.e., scaling a point outside the conic hull
changes its Euclidean distance but its angular distance is unchanged since its ray stays the
same. Thus we find considering angles better captures what it means to approximate the
conic hull than the distance based Frobenius norm which is often used to evaluate the quality
of approximation for NMF.
As we are concerned only with angles, without loss of generality we often will assume
that all points in the input set P have been scaled to have unit length, i.e., P = unit(P ).
In our theoretical results, we will always assume that φP < π/2. Note that if P lies in the
non-negative orthant, then for any strictly positive q, φP (q) < π/2. In the case that the
P is not strictly inside the positive orthant, the points can be uniformly translated a small
amount to ensure that φP < π/2.
4.3

A Simple Greedy Algorithm

Let P be a finite point set in Rm (with unit lengths). Call a point p ∈ P extreme if it lies on
the boundary of the conic hull (resp. convex hull). Observe that for any X ⊆ P , containing
all the extreme points, it holds that Conic(X) = Conic(P ) (resp. Convex(X) = Convex(P )).
Consider the simple greedy algorithm which builds a subset of points S, by iteratively adding
to S the point angularly furthest from the conic hull of the current point set S (for the convex
hull take the furthest point in distance). One can argue in each round this algorithm selects
an extreme point, and thus can be used to find a subset of points whose hull captures that
of P . Note if the hull is not degenerate, i.e., no point on the boundary is expressible as a
combination of other points on the boundary, then this produces the minimum sized subset
capturing P . Otherwise, one can solve a recursive subproblem as discussed by Kumar et al.
(2013) to exactly recover S.
Here instead we consider finding a small subset of points (potentially much smaller than
the number of extreme points) to approximate the hull. The question is then whether this
greedy approach still yields a reasonable solution, which is not clear as there are simple
examples showing the best approximate subset includes non-extreme points. Moreover,
arguing about the conic approximation directly is challenging as it involves angles and hence
spherical (rather than planar) geometry. For the convex case, Blum et al. (2016) argued that
this greedy strategy does yield a good approximation. Thus we seek a way to reduce our
conic problem to an instance of the convex problem, without introducing too much error in
the process, which brings us to the gnomonic projection. Let hplane(q) be the hyperplane
defined by the equation h(q − x), qi = 0 where q ∈ Rm is a unit length normal vector.
The gnomonic projection of P onto hplane(q), is defined as gpq (P ) = {ray(P ) ∩ hplane(q)}
(see Figure 8). Note that gpq (q) = q. For any point x in hplane(q), the inverse gnomonic
projection is pgq (x) = ray(x) ∩ S(m − 1). Similar to other work (Kumar et al., 2013), we
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hplane(q)

q

x0
x

Figure 8: Side view of gnomonic projection.
allow projections onto any hyperplane tangent to the unit hypersphere with normal q in the
strictly positive orthant.
A key property of the gnomonic projection, is that the problem of finding the extreme
points of the convex hull of the projected points is equivalent to finding the extreme points
of the conic hull of P . (Additional properties of the gnomonic projection are discussed in
Appendix B). Thus the strategy to approximate the conic hull should now be clear. Let
P 0 = gpq (P ). We apply the greedy strategy of Blum et al. (2016) to P 0 to build a set of
extreme points S, by iteratively adding to S the point furthest from the convex hull of the
current point set S. This procedure is shown in Algorithm 5.
We show that Algorithm 5 gives an ε-approximation to the restricted NMF problem.
Formally, for ε > 0, let opt(P, ε) denote any minimum cardinality subset X ⊆ P which
ε-approximates Conic(P ), and let kopt = |opt(P, ε)|. We consider the following problem.
Problem 4.2. Given a set P of n points in Rm such that φP ≤ π/2 − γ, for a constant
γ > 0, and a value ε > 0, compute opt(P, ε).
Alternatively one can fix k rather than ε, defining opt(P, k) = arg minX⊆P,|X|=k dconic (X, P )
and εopt = dconic (opt(P, k), P ). Our approach works for either variant, though here we focus
on the version in Problem 4.2. Note the bounded angle assumption applies to any collection of points in the strictly positive orthant (a small translation can ensure this for any
nonnegative data set).
In this section we argue Algorithm 5 produces an (α, β)-approximation to an instance
(P, ε) of Problem 4.2, that is a subset X ⊆ P such that dconic (X, P ) ≤ α and |X| ≤ β · kopt =
β ·|opt(P, ε)|. For ε > 0, similarly define optconvex (P, ε) to be any minimum cardinality subset
X ⊆ P which ε-approximates Convex(P ). Blum et al. (2016) gave (α, β)-approximation for
the following.
Problem 4.3. Given a set P of n points in Rm , and a value ε > 0, compute optconvex (P, ε).
Note the proofs of correctness and approximation quality from Blum et al. (2016) for
Problem 4.3 do not immediately imply the same results for using Algorithm 5 for Problem 4.2.
To see this, consider any points u, v on S(m − 1). Note the angle between u and v is the
same as their geodesic distance on S(m − 1). Intuitively, we want to claim the geodesic
distance between u and v is roughly the same as the Euclidean distance between gpq (u) and
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gpq (v). While this is true for points near q, as we move away from q the correspondence
breaks down (and is unbounded as you approach π/2).
Algorithm 5: Greedy Conic Hull
Data: A set of n points, P , in Rm such that φP < π/2, a positive integer k, and a
normal vector q in DualCone(P ).
Result: S ⊆ P such that |S| = k
Y ← gpq (P );
Select an arbitrary starting point p0 ∈ Y ;
S ← {p0 };
for i = 2 to k do
Select p∗ ∈ arg maxp∈Y dconvex (p, S);
S ← S ∪ {p∗ };
Observe that Algorithm 5, requires being able to compute the point furthest from the
convex hull. To do so we use the (convex) approximate Carathéodory, which is both theoretically and practically very efficient, and produces provably sparse solutions. As a stand
alone result, we first prove the conic analog of the approximate Carathéodory theorem. This
result is of independent interest since it can be used to sparsify the returned solution from
Algorithm 5, or any other algorithm.
4.3.1

Sparsity and the Approximate Conic Carathéodory Theorem

Our first result is a conic approximate Carathéodory theorem. That is, given a point set
P ⊆ Rm and a query point q, then the angularly closest point to q in Conic(P ) can be
approximately expressed as a sparse combination of point from P . More precisely, one
can compute a point t which is a conic combination of O(1/ε2 ) points from P such that
angle(q, t) ≤ angle(q, Conic(P )) + εφP .
The significance of this result is as follows. Recall that we seek a factorization X ≈ BC,
where the k columns of B are a subset of those from X and the entries of C are non-negative.
Ideally each point in X is expressed as a sparse combination from the basis B, that is each
column of C has very few non-zero entries. So suppose we are given any factorization BC,
but C is dense. Then no problem, just throw out C, and use our Carathéodory theorem
to compute a new matrix C 0 with sparse columns. Namely treat each column of X as the
query q and run the theorem for the point set P = B, and then the non-zero entries of
corresponding column of C 0 are just the selected combination from B. Not only does this
mean we can sparsify any solution to our NMF problem (including those obtained by other
methods), but it also means conceptually that rather than finding a good pair BC, one only
needs to focus on finding the subset B, as is done in Algorithm 5. Note that Algorithm 5
allows non-negative inputs in P because φP < π/2 ensures P can be rotated into the positive
orthant.
While it appears the conic approximate Carathéodory theorem had not previously been
stated, the convex version has a long history (e.g., implied by (Novikoff, 1962)). The al55

gorithm to compute this sparse convex approximation is again a simple and fast greedy
algorithm, which roughly speaking is a simplification of the Frank-Wolfe algorithm for this
particular problem. Specifically, to find the projection of q onto Convex(P ), start with any
point t0 ∈ Convex(P ). In the ith round, find the point pi ∈ P most extreme in the direction
of q from ti−1 (i.e., maximizing hq − ti−1 , pi i) and set ti to be the closest point to q on the
segment ti−1 pi (thus simplifying Frank Wolfe, as we ignore step size issues). The standard
analysis of this algorithm (e.g., (Blum et al., 2016)) gives the following.
Theorem 4.4 (Convex Carathéodory). For a point set P ⊆ Rm , ε > 0, and q ∈ Rm , one can
compute, in O(|P | m/ε2 ) time, a point t ∈ Convex(P ), such that d(q, t) ≤ d(q, Convex(P )) +
ε∆, where ∆ = ∆P . Furthermore, t is a convex combination of O(1/ε2 ) points of P .
Again by exploiting properties of the gnomonic projection we are able to prove a conic
analog of the above theorem. Note for P ⊂ Rm , P is contained in the linear span of at most m
points from P , and similarly the exact Carathéodory theorem states any point q ∈ Convex(P )
is expressible as a convex combination of at most m + 1 points from P . As the conic hull
lies between the linear case (with all combinations) and the convex case (with non-negative
combinations summing to one), it is not surprising an exact conic Carathéodory theorem
holds. However, the linear analog of the approximate convex Caratheodory theorem does
not hold, and so the following conic result is not a priori obvious.
Theorem 4.5. Let P ⊂ Rm be a point set, let q be such that φP (q) < π/2 − γ for some
constant γ > 0, and let ε > 0 be a parameter. Then one can find, in O(|P |m/ε2 ) time, a
point t ∈ Conic(P ) such that angle(q, t) ≤ angle(q, Conic(P )) + εφP (q). Moreover, t is a conic
combination of O(1/ε2 ) points from P .
Proof. First compute the set gpq (P ). (Note that since φP (q) < π/2, by Observation B.1,
every point p ∈ P defines a unique point gpq (p) ∈ hplane(q).) Let ε0 = εφP (q)/(2 tan(φP (q))).
Note that φP (q) < π/2 − γ implies c ≤ φP (q)/(2 tan(φP (q))) ≤ 1/2, for some positive
constant c depending only on the constant γ, and thus ε0 = Θ(ε).
Let opt0 ∈ Convex(gpq (P )) be a point in the convex hull of gpq (P ) that is closest to
q. By Theorem 4.4, one can compute a point t ∈ Convex(gpq (P )) such that d(q, t) ≤
d(q, opt0 ) + ε0 ∆, where ∆ = diameter(gpq (P )), in O(|P |m/ε02 ) = O(|P |m/ε2 ) time, which
is a convex combination of a subset Z of O(1/ε02 ) = O(1/ε2 ) points of gpq (P ). We return
pgq (Z) as our solution. (Note pgq (Z) is returned instead of Z, only because the theorem
requires returning a subset of P .) Thus the running time and size of pgq (Z) in the theorem
statement hold, and what remains is proving t yields the desired approximation.
By Lemma B.2, ∆ ≤ 2 tan(φP (q)). By the same lemma, for any x ∈ Convex(gpq (P )),
angle(x, q) = tan−1 (d(x, q)). Since tan−1 (θ) is monotonically increasing for 0 ≤ θ ≤ π/2,
angle(q, t) = tan−1 (d(q, t)) ≤ tan−1 (d(q, opt0 ) + ε0 ∆)
≤ tan−1 (d(q, opt0 ) + 2ε0 · tan(φP (q))) = tan−1 (d(q, opt0 ) + εφP (q)).
Furthermore, because tan−1 (θ) is concave between 0 ≤ θ ≤ π/2 and

d
dθ

tan−1 (θ)|0 = 1,

tan−1 (d(q, opt0 ) + εφP (q)) ≤ tan−1 (d(q, opt0 )) + εφP (q) = angle(q, opt0 ) + εφP (q)
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Let opt ∈ Conic(P ) be a point in the conic hull of P that has smallest angle to q. To complete
the proof, observe that Lemma B.5 implies both that gpq (opt) ∈ Convex(gpq (P )) and t ∈
Conic(P ). By definition d(opt0 , q) ≤ d(gpq (opt), q), and thus by Corollary B.3, angle(opt0 , q) ≤
angle(opt, q) (which actually implies angle(opt0 , q) = angle(opt, q)). Combining with the above
inequality gives angle(q, t) ≤ angle(q, opt0 ) + εφP (q) ≤ angle(q, opt) + εφP (q)
In the proof, the dependence on γ is made clear but we make a remark about it here.
If ε is kept fixed, γ shows up in the running time roughly by a factor of tan2 (π/2 − γ).
Alternatively, if the running time is fixed, the approximation error will roughly depend on
the factor 1/ tan(π/2 − γ).
We now give a simple example of a high dimensional point set which shows our bounded
angle assumption is required for the conic Carathéodory theorem to hold. Let P consist of
the standard basis vectors in Rm , let q be the all ones vector, and let ε be a parameter.
Let X be a subset of P of size k, and consider aproj(q) = aproj(q, X). As P consists of
basis vectors, each of which have all but one entry set to zero, aproj(q) will have at most k
non-zero entries. By the symmetry of q it is also clear that all non-zero entries in aproj(q)
should have the same value. Without
√ loss of generality assume that this value is 1, and
hence the magnitude of aproj(q) is k. Thus
p for aproj(q) to be an ε-approximation to q,
−1 √ k√
−1
angle(aproj(q), q) = cos ( k m ) = cos ( k/m) < ε. Hence for a fixed ε, the number of
points required to ε-approximate q depends on m, while the conic Carathéodory theorem
should be independent of m.
4.3.2

Approximating the Conic Hull

We now prove that Algorithm 5 yields an approximation to the conic hull of a given point
set and hence an approximation to the nonnegative matrix factorization problem. As discussed above, previously Blum et al. (2016) provided the following (α, β)-approximation for
Problem 4.3.
Theorem 4.6 ((Blum et al., 2016)). For a set P of n points in Rm , and ε > 0, the
greedy strategy, which iteratively adds the point furthest from the current convex hull, gives
a ((8ε1/3 + ε)∆, O(1/ε2/3 ))-approximation to Problem 4.3, and has running time O(nc(m +
c/ε2 + c2 )) time, where c = O(kopt /ε2/3 ).
Our second result is a conic analog of the above theorem.
Theorem 4.7. Given a set P of n points in Rm such that φP ≤ π2 − γ for a constant
γ > 0, and a value ε > 0, Algorithm 5 gives an ((8ε1/3 + ε)φP , O(1/ε2/3 ))-approximation to
Problem 4.2, and has running time O(nc(m + c/ε2 + c2 )), where c = O(kopt /ε2/3 ).
The following helper lemma is crucial in bounding the approximation quality of our
algorithm. While the proof is technically challenging, the lemma is intuitive, stating that
the angle between two (appropriately chosen) points is bounded by their hplane(q) distance.
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Figure 9: Rays intersecting sphere
Lemma 4.8. Let P ⊂ S(m − 1) be a point set on the hypersphere such that φP ≤ π2 − γ for
some constant γ > 0, and let X ⊆ P be a non-empty subset. For any q ∈ X and p ∈ P ,
let y = pgq (proj(gpq (p), Convex(gpq (X)))) be the projection of gpq (p) onto Convex(gpq (X))
pulled back to S(m − 1). Then it holds that angle(p, y) ≤ 3`, where ` = d(gpq (p), gpq (y)).
Proof. First observe that if y = q, the angle between p and y is simply tan−1 (`) ≤ ` < 3`.
Also, if y = p, i.e. gpq (p) is in Convex(gpq (X)), then angle(p, y) = 0. So for the remainder of
the proof we assume y 6= q and gpq (p) ∈
/ Convex(gpq (X)).
We need to show some basic relations about these points and angles that are needed
in the proof. Consider the spherical triangle defined by points p, y, q. Let β = angle(q, p),
and let θ be the interior angle opposite the side py (see Figure 9). First observe that
` ≤ tan(β) as otherwise, q would be closer to gpq (p) than gpq (y). Next, observe that
angle(gpq (y), q) ≤ angle(gpq (p), q). To see this, assume the contrary and note that we could
then draw a perpendicular line from gpq (p) to the line q gpq (y). The point of intersection
would then be closer to gpq (p) than gpq (y) which is a contradiction.
The last relation we need involves a new point, z, which we now define. Consider two
circles on the sphere. The first is the great circle through q and y. The second is the latitude
circle at p with respect to q (i.e. q acts as the north pole), which is the set of all points on the
sphere with fixed angle β = angle(q, p) from q. Let z be the intersection point of these two
circles (technically there are two intersections, so take the one closer to p, see Figure 9). Let
θ1 = ∠gpq (y)gpq (p)gpq (z) and θ2 = ∠qgpq (z)gpq (p) (see Figure 10) and note that θ1 ≤ θ2 .
Hence by the law of sines, we obtain d(gpq (y), gpq (z)) ≤ `.
To prove the lemma, we invoke the spherical triangle inequality, that is angle(p, y) ≤
angle(p, z) + angle(z, y). We now upper bound angle(p, z) and angle(z, y) separately.
To bound angle(y, z), first observe that q, y, and z are all on the same great circle, and
so angle(q, z) = angle(q, y) + angle(y, z). By Lemma B.2,
angle(y, z) = angle(q, z) − angle(q, y) = tan−1 (d(gpq (z), q)) − tan−1 (d(gpq (y), q))
= tan−1 (d(gpq (y), q) + d(gpq (y), gpq (z))) − tan−1 (d(gpq (y), q))
≤ tan−1 (d(gpq (y), q)) + d(gpq (y), gpq (z)) − tan−1 (d(gpq (y), q)) = d(gpq (y), gpq (z)) ≤ `,
where the first inequality follows as tan−1 (ζ) is concave for 0 ≤ ζ ≤ π/2 and dζd tan−1 (ζ)|0 = 1
(i.e. the same argument from Theorem 4.5).
To bound angle(p, z), first observe that β = angle(q, p) = angle(q, z), that is we have an
isosceles spherical triangle. Consider the corresponding isosceles triangle in hplane(q) defined
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Figure 10: Triangle in lifted space
by the points q, gpq (p), and gpq (z), see Figure 10. Note that the interior spherical angle
θ defined above is also the angle at q in this planar triangle, that is θ = ∠gpq (p) q gpq (y).
Also, θ < π/2 as otherwise d(q, gpq (p)) ≤ d(gpq (p), gpq (y)) contradicting the assumption
gpq (y) = proj(p). By Lemma B.2, d(gpq (p), q) = d(gpq (z), q) = tan(β), so by the law cosines,
cos(θ) =

tan2 (β) + tan2 (β) − d(gpq (p), gpq (z))2
d(gpq (p), gpq (z))2
=1−
.
2 · tan(β) · tan(β)
2 · tan2 (β)

Going back to the sphere, by the spherical cosine law,
cos(angle(p, z)) = cos(β) cos(β) + sin(β) sin(β) cos(θ) =


d(gpq (p), gpq (z))2
sin2 (β) · d(gpq (p), gpq (z))2
2
2
cos (β) + sin (β) · 1 −
=
1
−
2 · tan2 (β)
2 · sin2 (β)/ cos2 β
d(gpq (p), gpq (z))2
= 1 − cos2 (β) ·
≥ 1 − 2`2 · cos2 (β),
2
where the last inequality follows from d(gpq (p), gpq (z)) ≤ d(gpq (p), gpq (y))+d(gpq (y), gpq (z))
≤ 2`, by the above relations. Remember that ` ≤ tan(β) and tan−1 (·) is monotonically
increasing. Therefore, as cos−1 (·) is a monotonically decreasing function,


2`2
−1
2
2
−1
2
2
−1
−1
angle(p, z) ≤ cos (1 − 2` · cos (β)) ≤ cos (1 − 2` · cos (tan (`))) = cos
1−
.
1 + `2
−1

2

2

We now show cos−1 (1 − 2`2 /(1 + `2 )) ≤ 2`. Consider the ratio cos (1−2`` /(1+` )) and observe
−1
2
2
that the derivative is negative for ` > 0 (` is always positive). Thus, cos (1−2`` /(1+` )) is
increasing as ` approaches 0+ . By L’Hopital’s rule,
lim+

`→0

cos−1 (1 − 2`2 /(1 + `2 ))
2
= lim+
= 2.
`→0 ` + 1
`

Therefore, the ratio is upper bounded by 2, and angle(p, z) ≤ cos−1 (1 − 2`2 /(1 + `2 )) ≤ 2`
holds. Note that because 2`2 /(1 + `2 ) < 2, the upper bound we obtained for angle(p, z), i.e.
cos−1 (1 − 2`2 /(1 + `2 )), is well defined for any value ` > 0.
Finally, the spherical triangle inequality tell us our bounds angle(y, z) ≤ ` and angle(p, z)
≤ 2`, imply angle(p, y) ≤ 3`.
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We wish to prove the conic analog of the following theorem from (Blum et al., 2016),
which is a more general form of Theorem 4.6 from Section 4.3.2.
Theorem 4.9 ((Blum et al., 2016)). Given a set P of n points in Rm , and a value ε >
0, in polynomial one can compute:(i) an (ε∆, O(m log kopt ))-approximation, (ii) a ((1 +
δ)ε∆, O(log(n)/(εδ)))-approximation, and (iii) an ((8ε1/3 +ε)∆, O(1/ε2/3 ))-approximation to
Problem 4.3. Moreover, for (iii), the run time is O(nc(m+c/ε2 +c2 )), where c = O(kopt /ε2/3 ).
We are now ready to prove our main theorem, which is a more general form of Theorem 4.7. The proof will make use of the following simple observation about dconvex (X, P )
and dconic (X, P ), which we formally state as it is also used in our d-SUM-harness proofs.
Observation 4.10. If maxp∈P d(p, Convex(X)) ≤ ε∆, then dconvex (X, P ) ≤ ε∆: For point
sets A and B = P
{b1 , . . . , bm }, P
if we fix a ∈ Convex(A),
then for any b ∈ Convex(B) we have
P
||a − b|| = ||a − i αi bi || = || i αi (a − bi )|| ≤ i αi ||a − bi || ≤ maxi ||a − bi ||.
Similarly, if maxp∈P d(p, Conic(X)) ≤ εφP , then dconic (X, P ) ≤ εφP : Again for sets A
and B with φA∪B < π/2, fix a ∈ Conic(A) and b ∈ Conic(B). Lemma B.5 implies that
gpa (b) is a convex combination of gpa (bi ), and thus the argument for the convex case implies
||a−gpa (b)|| ≤ maxi ||a−gpa (bi )||. Corollary B.3 then implies angle(a, b) ≤ maxi angle(a, bi ).
Theorem 4.11. Given a set P of n points in Rm such that φP ≤ π2 − γ for a constant
γ > 0, and a value ε > 0, in polynomial time one can compute: (i) an (εφP , O(m log kopt ))approximation, (ii) a ((1 + δ)εφP , O(log(n)/(εδ)))-approximation, and (iii) an ((8ε1/3 +
ε)φP , O(1/ε2/3 ))-approximation to Problem 4.2. Moreover, for case (iii), the run time is
O(nc(m + c/ε2 + c2 )), where c = O(kopt /ε2/3 ).
Proof. First note that as we are only concerned with angles, without loss of generality we
assume P ⊂ S(m − 1). Set ε0 = c · ε for a constant c > 0 to be determined shortly, and
let q = unit(p) for an arbitrary point p in P . Compute the set P 0 = gpq (P ), and consider
the instance (P 0 , ε0 ) of Problem 4.3. By Theorem 4.9, in polynomial time we can compute
a subset X 0 ⊆ P 0 that is an (α, β)-approximation to Problem 4.3 where (α, β) is either
(i) (ε0 ∆, O(m log kopt )), (ii) ((1 + δ)ε0 ∆, O(log(n)/(εδ))), or (iii) ((8(ε0 )1/3 + ε0 )∆, O(1/ε2/3 )),
where we used the fact that ε0 = Θ(ε).
Note that X = unit(X 0 ) is a subset of P . To prove the theorem, we apply Lemma 4.8 to
the sets X and P , which we now argue implies X is a (3α, β)-approximation to the instance
(P, ε) of Problem 4.2. First observe that in order to apply the lemma, q must be in X, so if it
is not already, simply add q to X as this does not asymptotically change β. By Definition 4.1,
if X 0 is an (α, β)-approximation to an instance (P 0 , ε0 ) of Problem 4.3, then for any point
gpq (p) ∈ P 0 the distance to its projection onto Convex(X 0 ), y 0 = proj(gpq (p), Convex(X 0 )), is
at most α. Thus setting ` = d(gpq (p), y 0 ), Lemma 4.8 implies angle(p, pgq (y 0 )) ≤ 3` ≤ 3α.
Note by Lemma B.5, pgq (y 0 ) ∈ Conic(X), and so every point p ∈ P has a point in Conic(X) at
angle ≤ 3α, which by Observation 4.10 implies X is a (3α, β)-approximation to Problem 4.2.
To complete the proof, we provide constants c such that either (i) 3(cε∆) ≤ εφP , or
(ii) 3(1 + δ)cε∆ ≤ (1 + δ)εφP , or (iii) 3(8(cε)1/3 + cε)∆ ≤ (8ε1/3 + ε)φP . For case (i) and (ii),
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φP
φP
set c = 6 tan(φ
. Note that c can indeed be treated as a positive constant because 6 tan(φ
is
P)
P)
always less than 1, and is bounded away from 0 by our assumption that φP ≤ π/2 − γ for
some constant γ (and thus we still have ε0 = Θ(ε)). From Lemma B.2, ∆ ≤ 2 tan(φP ), and
tan(φP )
P
so 3(cε∆) = 6 3ε∆φ
≤ 6εφ6 Ptan(φ
= εφP , thus satisfying case (i). Similarly, 3(1 + δ)cε∆ ≤
tan(φP )
P)

3
φP
(1 + δ)εφP , satisfying case (ii). For case (iii) set c = 6 tan(φ
, which is still a constant.
)

P

3
φP
φP
φP
1/3
1/3
Since 6 tan(φ
≤
1
we
have
3(8(cε)
+
cε)∆
≤
3(8
ε
+
ε)2 tan(φP ) ≤
)
6 tan(φP )
6 tan(φP )
 P
2
φP
(8ε1/3 + 6 tan(φ
ε)φP ≤ (8ε1/3 + ε)φP .
P)

4.4

Hardness of the Convex and Conic Problems

This section gives a reduction from d-SUM to the convex approximation of Problem 4.3,
implying it is d-SUM-hard. In Appendix C, a similar setup is used to argue the conic
approximation of Problem 4.2 is d-SUM-hard. Actually if Problem 4.2 allowed instances
where φP = π/2 the reduction would be virtually the same. However, arguing that the
problem remains hard under our requirement that φP ≤ π/2 − γ, is non-trivial and some
of the calculations become challenging and lengthy. The reductions to both problems are
partly inspired by Arora et al. (2016). However, here, we use the somewhat non-standard
version of d-SUM where repetitions are allowed as described below.
Problem 4.12 (d-SUM). In the d-SUM problem we are given a set S = {s1 , s2 , · · · , sN }
of N values, each in the interval [0, 1], and the goal is to determine if there is a set of d
numbers (not necessarily distinct) whose sum is exactly d/2.
It was shown by Patrascu and Williams (2010) that if d-SUM can be solved in N o(d) time
then 3-SAT has a sub-exponential time algorithm, i.e., that the Exponential Time Hypothesis
is false.
Theorem 4.13 (d-SUM-hard). Let d < N 0.99 , δ < 1. If d-SUM on N numbers of O(d log(N ))
bits can be solved in O(N δd ) time, then 3-SAT on n variables can be solved in 2o(n) time.
We will prove the following decision version of Problem 4.3 is d-SUM-hard. Note in this
section the dimension will be denoted by d rather than m, as this is standard for d-SUM
reductions.
Problem 4.14. Given a set P of n points in Rd , a value ε > 0, and an integer k, is there
a subset X ⊆ P of k points such that dconvex (X, P ) ≤ ε∆, where ∆ is the diameter of P .
Given an instance of d-SUM with N values S = {s1 , s2 , · · · , sN } we construct an instance
of Problem 4.14 where P ⊂ Rd+2 , k = d, and ε = 1/3 (or any sufficiently small value). The
idea is to create d clusters each containing N points corresponding to a choice of one of the
si values. The clusters are positioned such that exactly one point from each cluster must
be chosen. The d + 2 coordinates are labeled ai for i ∈ [d], w, and v. Together, a1 , · · · , ad
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determine the cluster. The w dimension is used to compute the sum of the chosen si values.
The v dimension is used as a threshold to determine whether d-SUM is a yes or no instance
to Problem 4.14. Let w(pj ) denote the w value of an arbitrary point pj .
We assume d ≥ 2 as d-SUM is trivial for d = 1. Let e1 , e2 , · · · , ed ∈ Rd be the standard
basis in Rd , e1 = (1, · · · , 0), e2 = (0, 1, · · · , 0), . . . , and ed = (0, · · · , 1). Together they form
∗
the
p unit d-simplex, and they define the d clusters in the construction. Finally, let ∆ =
2 + (εsmax − εsmin )2 be a constant where smax and smin are, respectively, the maximum
and minimum values in S.
Definition 4.15. The set of points P ⊂ Rd+2 are the following
pij points: For each i ∈ [d], j ∈ [N ], set (a1 , · · · , ad ) = ei , w = εsj and v = 0
q point: For each i ∈ [d], ai = 1/d, w = ε/2, v = 0
q 0 point: For each i ∈ [d], ai = 1/d and w = ε/2, v = ε∆∗
Lemma 4.16. The diameter of P , ∆P , is equal to ∆∗ .
Proof. Observe that there are only five different types of pairs of points in P that can
i
determine ∆P . Consider three points pij , pik , pm
l in P where j 6= k and m 6= i, i.e. pj and
i
i
pik are in the same cluster and pm
l is in a different cluster. The five distances are: d(pj , pk ),
i
m
i
0
i
0
0
i
m
d(pj , pl ), d(pj , q ), d(pj , q ), d(q, q ). Consider d(pj , pl ). The distance between these two
q
i
m
2
points is 2 + (εw(pij ) − εw(pm
l )) . This distance is maximized when w(pj ) and w(pl ) are
the maximum and minimum values in S, which is exactly ∆∗ . Thus we need to show every
other distance is less than ∆∗q
.
i
i
First we have d(pj , pk ) ≤ (εw(pij ) − εw(pik ))2 ≤ ε and d(q, q 0 ) = ε∆∗ < ∆∗ . Next, note
that (εsj − ε/2)2 ≤ 1/36 and (ε∆∗ )2 ≤ 7/27 since ε ≤ 1/3. Thus,
q
√
d(pij , q) ≤ d(pij , q 0 ) = (1 − 1/d)2 + (d − 1)/d2 + (εsj − ε/2)2 + (ε∆∗ )2 < 2 ≤ ∆∗ .

We prove completeness and soundness of the reduction. Below P i = ∪j pij denotes the
ith cluster.
Lemma 4.17 (Completeness).
If there is a subset {sk1 , sk2 , · · · , skd } of d values (not necesP
sarily distinct) such that i∈[d] ski = d/2, then the above described instance of Problem 4.14
is a true instance, i.e. there is a d sized subset X ⊆ P with dconvex (X, P ) ≤ ε∆.
Proof. For each value ski consider the point xi = (ei , ε · ski , 0), which by Definition 4.15 is a
point in P . Let X = {x1 , . . . , xd }. We now prove maxp∈P d(p, Convex(X)) ≤ ε∆, which by
Observation 4.10 implies that dconvex (X, P ) ≤ ε∆.
q

First observe that for any pij in P , d(pij , xi ) = (w(pij ) − w(xi ))2 ≤ |εsj −εski | ≤ ε∆. The
only other points in P are q and q 0 . Note that d(q, q 0 ) = ε∆∗ = ε∆ from Lemma 4.16. Thus
if we can prove that q ∈ Convex(X) then we will have shown maxp∈P d(p, Convex(X)) ≤ ε∆.
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P
Specifically, we prove that the convex combination x = d1 di xi is the point q. As X contains
exactly one point from each set P i , and in each such set all points have ai = 1 and all other
aj = 0, it holds that x has 1/d for all the a coordinates. All points in X have v = 0 and so
this holds for xP
as well. ThusPwe only need to verify that w(x) = w(q) = ε/2, for which we
have w(x) = d1 i w(xi ) = d1 i εski = d1 (εd/2) = ε/2.
Proving soundness requires some helper lemmas. Note that in the above proof we constructed a solution to Problem 4.14 that selected exactly one point from each cluster P i . We
now prove that this is a required property.
Lemma 4.18. Let P ⊂ Rd+2 be as defined above, and let X ⊆ P be a subset of size d. If
dconvex (X, P ) ≤ ε∆, then for all i, X contains exactly one point from P i .
Proof. Assume that there is a set P t such that X ∩ P t = ∅. Consider an arbitrary point ptj
in P t . We prove that d(x, ptj ) > ε∆ for any point x in Convex(X), which is a contradiction
as it implies dconvex (X, P ) ≤ ε∆. This will imply each set P i has non-empty intersection
with X, and as the size of X is the same as the number of P i sets, this in turn implies X
contains exactly one point from each P i set.
First observe the only points in P \ P t with non-zero at coordinate are q and q 0 , each of
which has at = 1/d. As x is a convex combination of points from P \ P t this implies that
its at coordinate is at most 1/d. On the other hand, ptj has coordinate at set to 1. This
p
implies that d(x, ptj ) ≥ (1 − 1/d)2 = 1 − 1/d ≥ 1/2 > ε∆∗ = ε∆. (Other coordinates can
be ignored as differing values in other coordinates can only increase d(x, ptj ).)
P
Lemma 4.19. If dconvex (X, P ) ≤ ε∆, then q ∈ Convex(X) and moreover q = d1 xi ∈X xi .
Proof. By Lemma 4.18, observe that X cannot contain the point q 0 . On the other hand, all
points in P other than q 0 have v coordinate equal to 0, and thus Convex(X) is contained in
the hyperplane v = 0. At the same time, q 0 has v coordinate equal to ε∆∗ , and thus has
distance ε∆ to the hyperplane v = 0. Thus the projection of q 0 onto the v = 0 hyperplane
must be contained in Convex(X). However, the projection of q 0 onto this hyperplane is the
point q, and thus q ∈ Convex(X).
For second part of the lemma, consider the coordinate ai for any i. q has this coordinate
set to 1/d. Again by Lemma 4.18, X contains exactly one point with this coordinate set to
1 and all other points in X have this coordinate set to zero. Thus any convex combination
of X realizing q must take a 1/d fraction of this point. As this is true for all i, the claim
follows.
Lemma 4.20 (Soundness). Let P be an instance of Problem 4.14 generated from a d-SUM
instance S, as described in Definition 4.15. If there is a subset X ⊆ P of size d such that
dconvex (X, P ) ≤ ε∆, then there is a choice of d values from S that sum to exactly d/2.
Proof. From Lemma 4.18 we know that X consist of exactly one point from each cluster
P
1
P i . Thus for each xi ∈ X,
w(x
)
=
εs
for
some
s
∈
S.
By
Lemma
4.19,
q
=
i
k
k
i
i
i xi ,
d
P
1
which implies w(q) = d i w(xi ). By Definition 4.15 w(q) = ε/2, which implies ε/2 =
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Figure 11: Experimental results for feature selection on four different data sets.
P
1
i w(xi ) =
d
P
s
i ki = d/2.

1
d

P

i

εski . Thus we have a set {sk1 , . . . , skd } of d values from S such that

Lemma 4.17 and Lemma 4.20 immediately imply the following.
Theorem 4.21. For point sets in Rd+2 , Problem 4.14 is d-SUM-hard.
4.5

Experimental Results

We report an experimental comparison of the proposed greedy algorithm for conic hulls,
the greedy algorithm for convex hulls (the conic hull algorithm without the projection step)
(Blum et al., 2016), the X-RAY (max) algorithm (Kumar et al., 2013), a modified version
of X-RAY, dubbed mutant X-RAY, which simply selects the point furthest away from the
current cone (i.e., with the largest residual), and a γ-shifted version of the conic hull algorithm
described below. Other methods such as Hottopixx (Recht et al., 2012; Gillis and Luce, 2014)
and SPA (Gillis and Vavasis, 2014) were not included due to their similar performance to the
above methods. For our experiments, we considered the performance of each of the methods
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when used to select features for a variety of SVM classification tasks on text, biological,
and speech data sets including datasets from the Arizona State University feature selection
repository (Li et al., 2016) as well as the UCI Reuters dataset and the BBC News dataset
(Greene and Cunningham, 2006). The Reuters and BBC text datasets are represented using
the TF-IDF representation. For the Reuters dataset, only the ten most frequent topics
were used for classification. In all datasets, columns (corresponding to features) that were
identically equal to zero were removed from the data matrix.
For each problem, the data is divided using a 30/70 train/test split, the features are
selected by the indicated method, and then an SVM classifier is trained using only the
selected features. For the conic and convex hull methods,  is set to 0.1. The accuracy
(percent of correctly classified instances) is plotted versus the number of selected features
for each method in Figure 11. Generally speaking, the convex, mutant X-RAY, and shifted
conic algorithms seem to consistently perform the best on the tasks. The difference in
performance between convex and conic is most striking on the two text data sets Reuters
and BBC. In the case of BBC and Reuters, this is likely due to the fact that many of the
columns of the TF-IDF matrix are orthogonal. We note that the quality of both X-RAY
and conic is improved if thresholding is used when constructing the feature matrix, but they
still seem to under perform the convex method for text datasets.
The text datasets are also interesting as not only do they violate the explicit assumption
in our theorems that the angular diameter of the conic hull be strictly less than π/2, but
that there are many such mutually orthogonal columns of the document-feature matrix. This
observation motivates the γ-shifted version of the conic hull algorithm that simply takes the
input matrix X and adds γ to all of the entries (essentially translating the data along the all
ones vector) and then applies the conic hull algorithm. Let 1a,b denote the a × b matrix of
ones. After a nonnegative shift, the angular assumption is satisfied, and the restricted NMF
problem is that of approximating (X + γ1m,n ) as (B + γ1m,k )C, where the columns of B are
again
chosen from those of X. Under the Frobenus norm ||(X + γ1m,n ) − (B + γ1m,k )C||22 =
P
2
i,j (Xij − Bi,: C:,j + γ(1 − ||C:,j ||1 )) . As C must be a nonnegative matrix, the shifted conic
case acts like the original conic case plus a penalty that encourages the columns of C to
sum to one (i.e., it is a hybrid between the conic case and the convex case). The plots
illustrate the performance of the γ-shifted conic hull algorithm for γ = 10. After the shift,
the performance more closely matches that of the convex and mutant X-RAY methods on
TF-IDF features.
Given these experimental results and the simplicity of the proposed convex and conic
methods, we suggest that both methods should be added to practitioners’ toolboxes. In
particular, the superior performance of the convex algorithm on text datasets, compared to
X-RAY and the conic algorithm, seems to suggest that these types of “convex” factorizations
may be more desirable for TF-IDF features.
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APPENDIX A
EXTENSION TO ANY Lα NORM
Lemma 2.17. Let Q ⊆ P be a set of points in P such that dH∞ (SH(P ), SH(Q)) ≤ Ar∗ , where
r∗ = minS⊆P,|S|≤k dH∞ (SH(P ), SH(S)), and A ≥ 1. Then, dHα (SH(P ), SH(Q)) ≤ d1/α Arα∗ ,
where rα∗ = minS⊆P,|S|≤k dHα (SH(P ), SH(S)), for any Lα norm.
Proof. From the definition of dHα (SH(P ), SH(Q)), and Lemma 2.6 we have that
dHα (SH(P ), SH(Q)) = max min kp − qkα .
p∈P q∈SH(Q)

Let Q∗α ⊆ P be the set with |Q∗α | ≤ k, such that dHα (SH(P ), SH(Q∗α )) = rα∗ . Furthermore,
0
let p∞ ∈ P, q∞ ∈ SH(Q) such that kp∞ − q∞ k∞ = dH∞ (SH(P ), SH(Q)), p0∞ ∈ P, q∞
∈ SH(Q)
0
0
∗
such that kp∞ − q∞ kα = dHα (SH(P ), SH(Q)), pα ∈ P, qα ∈ SH(Qα ) such that kpα − qα kα =
rα∗ , and p0α ∈ P, qα0 ∈ SH(Q∗α ) such that kp0α − qα0 k∞ = dH∞ (SH(P ), SH(Q∗α )). Finally, for
any p ∈ P , any T ⊆ P , and any Lα norm, let sα,p,T ∈ SH(T ) be the point such that
kp − sα,p,T kα = minq∈SH(T ) kp − qkα , or equivalently, kp − sα,p,T kα = dα (p, SH(T )). Similarly,
kp − s∞,p,T k∞ = d∞ (p, SH(T )).
We have,
0
dHα (SH(P ), SH(Q)) = kp0∞ − q∞
kα ≤ p0∞ − s∞,p0∞ ,Q

α

≤ d1/α p0∞ − s∞,p0∞ ,Q

∞

≤ d1/α kp∞ − q∞ k∞ ≤ d1/α Ar∗ ≤ d1/α A kp0α − qα0 k∞
≤ d1/α A p0α − sα,p0α ,Q∗α
1/α

≤d

≤ d1/α A p0α − sα,p0α ,Q∗α

∞
1/α

A kpα − qα kα = d

α

Arα∗ .

0
The first equality follows from the definition of p0∞ , q∞
. The first inequality follows because
0
0
q∞ ∈ SH(Q) is the closest point to p∞ ∈ P over all points in SH(Q), under the Lα norm.
The second inequality follows from Lemma 2.16. The third inequality follows from the definition of p∞ −q∞ since kp∞ − q∞ k∞ = dH∞ (SH(P ), SH(Q)) ≥ p0∞ − s∞,p0∞ ,Q ∞ . The fourth
inequality follows from the assumption that dH∞ (SH(P ), SH(Q)) ≤ Ar∗ . The fifth inequality follows because r∗ ≤ kp0α − qα0 k∞ , notice that r∗ = minS⊆P,|S|≤k dH∞ (SH(P ), SH(S)) ≤
dH∞ (SH(P ), SH(Q∗α )) = kp0α − qα0 k∞ and that |Q∗α | = k. The sixth inequality follows because
qα0 ∈ SH(Q∗α ) is the closest point to p0α ∈ P over all points in SH(Q∗α ), under the L∞ norm.
The seventh inequality follows from Lemma 2.16. The eighth inequality follows because
kpα − qα kα = rα∗ = dHα (SH(P ), SH(Q∗α )) ≥ p0α − sα,p0α ,Q∗α α = dα (p0α , SH(Q∗α )). The last
equality follows straightforwardly from the definition of pα , qα .

Extend the heuristic to any Lα We can generalize the result of Lemma 2.24 to any Lα ,
using Hölder’s inequality (which is stated here for completeness1 .)
1

A proof is in https://www.math.upenn.edu/~brweber/Courses/2011/Math361/Notes/YMandH.pdf
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Hölder’s inequality.
1
+ 1q = 1 we have:
p

For x = (x1 , . . . , xd ), y = (y1 , . . . , yd ) ∈ Rd , and p, q ∈ (1, ∞) with
n
X
i=1

|xi yi | ≤

n
X

!1/p
|xi |p

i=1

n
X

!1/q
|yi |q

.

i=1

Applying Hölder’s inequality instead of Cauchy-Schwarz in the proof of Lemma 2.24, it is
(α−1)/α
d
straightforward to show that for any α ≥ 1, ||u||−
||u||+
α ≤ (d − 1)
α , where u ∈ R with
w(u) ≥ 0. Hence, the point p ∈ P with minimum weight w(p) is a (d − 1)(α−1)/α -CCV(r)
point for any distance r ≥ 0. By modifying the line
 4 of Algorithm 4 to eliminate all
(α−1)/α
points in X with distance
at
most
1
+
(d
−
1)
r, i.e., X ← X \ {q ∈ X | ~d2 (p, q) ≤

(α−1)/α
1 + (d − 1)
r}. Thus, for any α ≥ 1, MinWeight(P, k, r) runs in O(dnk) time
 and if
(α−1)/α
it returns a set Q ⊆ P then |Q| ≤ k and dHα (SH(P ), SH(Q)) ≤ 1 + (d − 1)
r.

67

APPENDIX B
GNOMONIC PROJECTION
Here we provide some basic facts about the gnomonic projection. The lemma below follows
by elementary trigonometry (see Figure 8).
Observation B.1. For any q ∈ S(m − 1), the function gpq (·) defines a one to one correspondence between hplane(q) and the part of the hypersphere at angle < π/2 from q, i.e.,
the gnomonic projection projects the hemisphere defined by positive dot product with q onto
hplane(q).
Lemma B.2. Let q, x be any two points on S(m − 1) such that angle(q, x) < π/2. By the
x
cosine formula for the dot product, gpq (x) = hx,qi
. Moreover, for any point x0 in hplane(q), by
considering the triangle defined by the origin, q, and x0 , the definition of the tangent function
gives tan(angle(q, x0 )) = d(q, x0 ).
In particular, for any point set P ⊆ S(m−1) such that φP (q) < π/2, diameter(gpq (P )) ≤
2 tan(φP (q)), and notably this holds for q = p for any p ∈ P when φP < π/2.
As tan(θ) is monotonically increasing for 0 ≤ θ < π/2, we have the following corollary.
Corollary B.3. Let q, x, y be points on S(m − 1) such that angle(q, x), angle(q, y) < π/2.
Then angle(q, x) ≤ angle(q, y) if and only if d(q, gpq (x)) ≤ d(q, gpq (y)). Conversely, for any
two points x0 , y 0 ∈ hplane(q), d(q, x0 ) ≤ d(q, y 0 ) if and only if angle(q, pgq (x0 )) ≤ angle(q, pgq (y 0 )).
The proofs of the following lemmas are straightforward and are provided for completeness.
Lemma B.4. Given a point set P ⊂ Rm , Conic(P ) = ray(Convex(P )).
Proof. First note that any x ∈ Conic(P ) is
Pa scaling of some point z ∈ Convex(P ), i.e.
P x = λz
for some
αi pi such that αi ≥ 0. Now let λ =
αi and
P value λ. To see this, let x =
1
z = λ αi pi . The other direction can be shown in a similar way.
Lemma B.5. Given a point set P ⊂ Rm and a point q ∈ S(m − 1) such that φP (q) < π/2,
it holds that Conic(P ) ∩ hplane(q) = Convex(gpq (P ))
Proof. Let P = {p1 , . . . , pn }. As φP (q) < π/2, by Observation B.1, each pi defines a
unique p0i = gpq (pi ) in hplane(q), and by Lemma B.2, p0i = pi / hpi , qi. Let gpq (P ) = P 0 =
{p01 , . . . , p0n }.
0
First we showP
Conic(P )∩hplane(q)
⊇ Convex(P
). Consider any point in x0 ∈ Convex(P 0 ).
P
P
αi
0
0
Note that x0 =
i α i pi =
i hpi ,qi pi , where
i αi = 1 and αi ≥ 0 for all i. Thus x ∈
i
Conic(P ) as the coefficients hpαi ,qi
are non-negative. Moreover, x0 ∈ hplane(q) as it is a convex
combination of points in hplane(q).
Now we P
argue Conic(P )P
∩ hplane(q) ⊆ Convex(P 0 ). Consider any point x in Convex(P ),
that is x = i αi pi , where i αi = 1 and αi ≥ 0 for all i. First observe since x is a convex
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combination of the pi , each of which has positive dot product with q, by linearity of the
dot product, so does x, and hence gpq (x) is a well defined point on hplane(q). We now
argue gpq (x) ∈ Convex(P 0 ), which by Lemma B.4 implies the claim as gpq (x) is on ray(x) for
x ∈ Convex(P ).
P
P
P
αi pi
α i pi
αi hpi , qi p0i X αi hpi , qi 0
x
q
i
i
E=P
P
gp (x) =
=DP
= Pi
=
pi .
hx, qi
α
hp
,
qi
j
j
j αj hpj , qi
j αj hpj , qi
j
( j αj pj ), q
i
Thus gpq (x) ∈ Convex(P 0 ) as the coefficients are non-negative and
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P

i

Pαi hpi ,qi
j αj hpj ,qi

= 1.

APPENDIX C
ADDITIONAL CONIC HARDNESS RESULTS
This section proves the following decision version of Problem 4.2 is d-SUM-hard. The approach is the same as in the convex reduction where we construct a point set P with d clusters
each having N points. However, we now require that φP ≤ π/2 − γ to match the problem
statement in Problem 4.2. Without this requirement, the reduction would be virtually the
same as before, except with angles not distances. As a consequence of the bounded angle
assumption, some of the calculations become very technically challenging.
Problem C.1. Given a set P of n points in Rd such that φP ≤ π/2 − γ, a value ε > 0, and
an integer k, is there a subset X ⊆ P of k points such that dconic (X, P ) ≤ εφP , where φP is
the angular diameter of P .
Given an instance of d-SUM with N values S = {s1 , s2 , · · · , sN } we construct an instance
of Problem C.1 where P ⊂ Rd+2 , k = d, and ε = 1/7. Let u = (1, 1 · · · , 1)be the all
 ones
d
d
∗
−1 d+2+1/5
vector in R , ei be the ith standard basis vector in R , and w = tan(ε cos
) be a
d+3
constant. Note that setting ε = 1/7 still implies the general ε case is hard, and moreover the
problem remains hard even if we restrict to cases with ε ≥ 1/7. In this section we assume
d ≥ 4, which is not necessary but it simplifies some of our later calculations.
Definition C.2. The set of points P ⊂ Rd+2 are the following
pij points: For each i ∈ [d], j ∈ [N ], set (a1 , · · · , ad ) = u + ei , w = sj · w∗ and v = 0
Let R = ∪i,j pij be the set of all pij points
q point: For each i ∈ [d], ai =

1+d
,
d

w = w∗ /2, v = 0

q 0 point For each i ∈ [d], ai =

1+d
,
d

w = w∗ /2, v = ||q|| · tan(εφR )

Again, we let P i = ∪j pij denote the ith cluster. Observe that w∗ is the largest w value
any point can have because sk √
∈ [0, 1]. Since w∗ is largest when d = 4 and since ε = 1/7 we
have the upper bound w∗ < 1/ 5, which will be used in the following calculations.


d+2+smin smax (w∗ )2
−1 p
p
Lemma C.3. φR = cos
where smin and smax are, respecd+3+(smin w∗ )2 d+3+(smax w∗ )2
tively, the minimum and maximum values in S.
Proof. We consider the angle between two points in different clusters and two points in the
same cluster. Let pij , pik , pm
in R where j 6= k and m 6= i.
l be three arbitrary points


∗ 2
d+2+w(pij )w(pm
l )(w )
i
m
−1 q
q
The inter-cluster angle is angle(pj , pl ) = cos
.
∗ 2
d+3+(w(pij )w∗ )2 d+3+(w(pm
l )w )


d+3+w(pij )w(pik )(w∗ )2
q
The intra-cluster angle is angle(pij , pik ) = cos−1 q
.
i
i
∗ 2
∗ 2
d+3+(w(pj )w )
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d+3+(w(pk )w )

Note that the inter-cluster angle is maximized when w(pij ) = smax and w(pm
l ) = smin .
This angle is exactly what we claim φR to be. So it is left to show that this maximized
inter-cluster angle is always larger than any intra-cluster

angle. Note that any inter-cluster
i
m
−1 d+2+1/5
angle is lower bounded by angle(pj , pl ) ≥ cos
and thus we have
d+3
angle(pij , pik )

−1

≤ cos



d+3
d+3+


1
5

−1



< cos

d+2+
d+3

1
5

≤ angle(pij , pm
l ).

Lemma C.4. The angular diameter of P , φP , is equal to φR .
Proof. To prove the lemma we show the lower bound for φR , seen in Lemma C.3, is larger than
angle(pij , q), angle(pij , q 0 ), and angle(q, q 0 ) for a point pij ∈ R. First note that by Definition C.2,
angle(q, q 0 ) = εφR < φP , since φP is at least φR .
It is clear that angle(pij , q) ≤ angle(pij , q 0 ), so we only need to consider the latter. We first
find an upper bound on angle(pij , q 0 ). Because ||q||2 ≤ (d + 2 + 1/d + 1/20), we obtain
(d + 1)2
q
cos(angle(pij , q 0 )) ≥ q
∗ 2
d d + 3 + 15 d + 2 + d1 + (w4 ) + ||q||2 tan2 (εφR )
≥ q
d d+

(d + 1)2
q
16
d+
5

.
1
d

+

23
10



The last inequality holds because φR ≤ cos−1 d+2
and ||q||2 tan2 (ε cos−1 d+2
) < 1/4 for all
d+4
d+4
i
0
d ≥ 4 and ε = 1/7. To verify angle(pj , q ) ≤ φR , we use the this upper bound on angle(pij , q 0 )
and the same lower bound on φR used in the proof of Lemma C.3. The limit of the ratio of
these two bounds is


2 +2d+1
d
−1
r
q
q
cos
d d+3+ 15 d+ d1 + 23
15
10


lim
=
< 1.
1
d+2+
d→∞
16
5
cos−1
d+3

Since the derivative of this ratio is positive for all d ≥ 4, this limit is an upper bound. Thus,
angle(pij , q 0 ) ≤ φR and hence φP = φR .
Corollary C.5. The diameter of P is less than π/4.




Proof. From the above proofs we have the bound φP = φR ≤ cos
. Thus for any
d ≥ 4, φP < π/4, and moreover this upper bound is a decreasing function whose limit is 0
as d goes to infinity.
−1

d+2
d+3+ 15

We now prove the completeness and soundness of the above reduction using the fact that
φP = φR from Lemma C.4.
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Lemma C.6 (Completeness).
If there is a subset {sk1 , sk2 , · · · , skd } of d values (not necesP
sarily distinct) such that i∈[d] ski = d/2, then the above described instance of Problem C.1
is a true instance, i.e. there is a d sized subset X ⊆ P such that dconic (X, P ) ≤ εφP .
Proof. Let xi = (u + ei , ski · w∗ , 0), which by Definition C.2 is a point in P and let X =
{x1 , . . . , xd }. By Observation 4.10, maxp∈P d(p, Conic(X)) ≤ εφP implies dconic (X, P ) ≤ εφP .
We now show that maxp∈P angle(p, Conic(X)) ≤ εφP which completes the lemma.
First observe that for any point pij in P , xi will have the same values as pij in all the
ai coordinates. Consider the right triangle formed by the origin, pij with w(pij ) set to 0,
and pij with w(pij ) set to w∗ . Both pij and xi lie somewhere on the short leg since their w


values are at most w∗ = tan(ε cos−1 d+2+1/5
) ≤ tan(εφP ). Thus their angle is less than
d+3
the angle opposite the short√leg. Since tan−1 (·) is monotonically increasing and the length
of the longer leg is at least d, we get
angle(pij , xi )

−1

≤ tan



w∗
√
d



≤ tan−1 (tan(εφP )) ≤ εφP .

The onlyP
other points in P are q and q 0 and by definition angle(q, q 0 ) = εφP . Again, we
1
claim x = d di xi ∈ Conic(X) is the point q which implies maxp∈P angle(p, Conic(X)) ≤ εφP .
As X contains exactly one point from each set P i , and in each such set all points have ai = 2
and all other aj = 1, it holds that x has 1+d
for all the a coordinates. All points in X have
d
∗
v = 0 and so this holds for xPas well. ThusP
we only need to verify that w(x) = w(q) = w2 ,
∗
∗
w
for which we have w(x) = d1 i w(xi ) = wd
i ski = 2 .
Lemma C.7. Let P ⊂ Rd+2 be as defined above, and let X ⊆ P be a subset of size d. Then
if dconic (X, P ) ≤ εφP , then for all i, X contains exactly one point from P i .
Proof. Assume that there is a set P t such that X ∩ P t = ∅. Consider an arbitrary point ptj
in P t . We prove that angle(x, ptj ) > εφP for any point x in Conic(X), which contradicts the
assumption that dconic (X, P ) ≤ εφP .
We first find a point x0 that lower bounds angle(x, ptj ) for all x in Conic(X). Since every
point in P \ P t has at most 1+d
in the at coordinate, any point x in Conic(X) will have at
d
most this value for at . Thus, we let x0 have the same value as ptj in every coordinate except
for at which is 1+d
. Note that the angle between x0 and ptj is minimized when they have the
d
same w values. Thus we let w(ptj ) = w(x0 ) = w and their angle becomes


2
d

2



2+ +d−1+w

angle(x, ptj ) ≥ angle(x0 , ptj ) = cos−1  q

1+d 2
2
2
(d + 3 + w )( d
+d−1+w )
The derivative with respect
to w of the above inner ratio is positive for any d ≥ 4, w ≥ 0.
√
∗
Therefore, as w < 1/ 5 is an upper bound on the w value of any point, we let w(ptj ) =
72

√
w(x0 ) = 1/ 5 which maximizes the inner ratio and consequently minimizes the angle between
the two points. Thus for any x ∈ Conic(X),


2
1
2+ d +d−1+ 5

angle(x, ptj ) ≥ angle(x0 , ptj ) ≥ cos−1  q

1
1+d 2
1
(d + 3 + 5 )( d
+ d − 1 + 5)

Remember from the proof of Lemma C.4 that cos−1 d+2
is an upper bound for φP . Thus
d+4
to show angle(x, ptj ) > εφP it suffices to argue the ratio


2+ d2 +d−1+ 15


2
1
(d+3+ 15 )( 1+d
+d−1+
)
d
5

cos−1  r

cos−1

d+2
d+4



,

is > ε = 1/7 for any d ≥ 4. Thus the claim follows as the derivative of this ratio is positive
for all d ≥ 4, and thus the minimum occurs at d = 4, which itself is greater than 1/7.
P
Lemma C.8. If dconic (X, P ) ≤ εφP , then q ∈ Conic(X) and moreover q = d1 xi ∈X xi .
Proof. By Lemma C.7, X cannot contain the point q 0 , and since all points in P other than
q 0 have v coordinate equal to 0, Conic(X) is contained in the hyperplane v = 0. Note that
the projection of q 0 onto this hyperplane is the point q. As the angle between q 0 and q is
exactly εφP by definition, it then must be that q ∈ Conic(X).
For the second part of the lemma, consider the coordinate ai for any i. q has this coordinate set to 1+d
. Again by Lemma C.7, X contains exactly one point with this coordinate set
d
to 2 and all other points in X have this coordinate set to 1. Thus the convex combination
for q must take at least a 1/d fraction of this one point in order to achieve a total value of
1+d
in coordinate ai . On the other hand, the convex combination cannot take more than a
d
1/d fraction of this point, as by symmetry it would imply for some other coordinate aj , the
total value would be strictly less than 1+d
. Thus for all i, the convex combination for q must
d
take exactly a 1/d fraction of xi
Lemma C.9 (Soundness). Let P be an instance of Problem 4.2 generated from a d-SUM
instance S, as described in Definition C.2. If there is a subset X ⊆ P of size d such that
dconic (X, P ) ≤ εφP , then there is a choice of d values from S that sum to exactly d/2.
Proof. From Lemma C.7 we know that X consists of exactly one point from each
cluster P i .
P
1
∗
Thus for each xi ∈
By Lemma C.8, q = d i xi , which
PX, w(xi ) = ski · w for some ski ∈ S.
∗
1
implies w(q) = d i w(xi ). By Definition C.2 w(q) = w2 , which implies:
w∗
1X
w∗ X
=
w(xi ) =
ski .
2
d i
d i
P
Thus we have a set {sk1 , . . . , skd } of d values from S such that i ski = d/2.
Lemma C.6 and Lemma C.9 immediately imply the following.
Theorem C.10. For point sets in Rd+2 , Problem C.1 is d-SUM-hard.
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